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Abstract

In recent years, there has been a surge in the popularity and prevalence of autonomous artificial

intelligence (AI) systems, including self-driving cars, space probes, and mobile robots. These

systems must possess the ability to identify and respond to unforeseen circumstances efficiently

and promptly to prevent undesirable outcomes. Open-world learning (OWL) is a research field

aimed at addressing this challenge by enabling AI systems to detect and adapt to novel situations.

However, progress in OWL requires the development of AI systems with this capability, alongside

well-defined frameworks to evaluate agents. This entails systematic test environments that in-

troduce novel situations, a structured set of novel situations for agents to detect and adapt, clear

evaluation protocols for agents to adhere to, and a comprehensive range of evaluation metrics to

gauge agent performance.

The research conducted in this thesis impacts the progress of OWL research through the devel-

opment of an evaluation framework. In the first part of the thesis, we discuss the development

of testbeds for agents to operate. Initially, before agents can work on novelty, we construct a

testbed that requires agents to work in a physics-based environment. Our initial testbed enables

agents to apply their physical reasoning skills to solve tasks. We then enhance this framework

by introducing a series of novel situations where agents must solve physical reasoning tasks in

the presence of novel situations, similar to how it is in the real world. Moving forward, we con-

duct an in-depth analysis of the most widely used evaluation measures in the machine learning

literature, such as accuracy, precision, and recall, to determine their applicability in the context

of OWL. Based on this analysis, we propose evaluation measures that can specifically assess

novelty detection and novelty adaptation performance. These measures draw inspiration from

the established evaluation measures and provide a more comprehensive and informative way of

evaluating agent performance in OWL.

In the final part of this thesis, we focus on improving the conclusions we draw from evaluations by

considering the difficulty of novel situations. In the physical world, there are countless variations

of novelty that an AI system may encounter. Some of these may be easy for the system to detect

and adapt to, while others may be extremely challenging or even impossible. Therefore, it is not

meaningful to evaluate an AI system’s performance by considering all novel situations together.

Thus, we propose measures of difficulty that enable us to understand the range of situations in

which an AI system may struggle and to make reliable conclusions about its performance.

This research advances the field of OWL by providing a comprehensive evaluation ultimately

contributing to the development of robust autonomous AI systems for the ever-evolving world.
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Chapter 1

Introduction

This chapter serves as an introduction to the research presented in this thesis, focusing
on open-world learning (OWL) and its signi�cance and applications within the �eld.
Furthermore, it emphasizes the importance of evaluation in OWL and the various chal-
lenges associated with evaluating OWL systems. The chapter proceeds by presenting
the motivation behind this thesis and outlining its objectives. Finally, an overview of
the thesis structure is provided, highlighting the interconnections between the di�erent
chapters.

1.1 Overview

Human beings possess a remarkable capacity to e�ectively navigate through a multitude
of unfamiliar circumstances encountered in their daily lives [Ishikawa and Montello,
2006; Vaez et al., 2020]. This ability enables individuals to detect novel situations and
promptly adapt to them with relative ease. A notable illustration of this adaptive
skill can be observed when commuting to work via cycling. Assuming a consistent
occurrence of sunny weather during routine rides, humans possess the innate capability
to successfully undertake the same journey even in inclement conditions, such as a rainy
day, characterized by a wet and slippery terrain. Operating largely on an unconscious
level, individuals instinctively regulate their cycling speed, avoiding risky elements such
as potholes and excessively waterlogged areas. Consequently, they are able to traverse
the route safely and smoothly, without disrupting the 
ow of tra�c.

Autonomous AI (arti�cial intelligence) systems, akin to humans, frequently encounter
sudden and long-term novel situations [Badue et al., 2021; Cong et al., 2021; Lake et al.,
2017; Landis, 2004] necessitating prompt detection and adaptive responses to mitigate
undesirable outcomes (Figure 1.1). An example can be found in the context of an
autonomous car speci�cally engineered for urban driving scenarios. Such a model may
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(a) A new Amazon Go grocery store (b) A sudden construction site in road

Figure 1.1: Example novelties that could be encountered in the real world. (a) A new
Amazon Go grocery store in Seattle that started in 2020 where there is no
cashier. Until this customers were used to traditional checkout methods,
hence Amazon Go was a sudden and long-term novelty to the customers
[Golden, 2020]. (b) Road construction sites pose a challenge for self-driving
cars due to their rarity in training data and unique visual characteristics
in each incident, making them unfamiliar and requiring adaptation by au-
tonomous vehicles [Stree, 2017].

exhibit superior driving capabilities compared to humans within the situations it was
trained upon. However, imagine a novel situation where an unexpected construction
site appears along the autonomous car's designated route. The construction site may
be present for a long time. There will be temporary barriers, altered road conditions,
and increased pedestrian activity which necessitates an immediate response from the AI
system. If the system fails to detect and adapt to this novel situation, it may result
in collisions with construction equipment or pedestrians, leading to potential injuries
or even fatalities. Additionally, the lack of timely adaptation could cause signi�cant
damage to the autonomous vehicle itself, the construction site infrastructure, or other
vehicles in the vicinity. Thus, it is crucial for autonomous AI systems to possess the
ability to promptly identify and adjust to such unforeseen circumstances to ensure the
safety of all parties involved.

Open-world learning (OWL) is an emerging scienti�c �eld aimed at addressing this chal-
lenge of e�ectively detecting and adapting to such novel situations encountered by intelli-
gent agents [Langley, 2020; Russell, 2019]. Recognizing its signi�cance, DARPA launched
the Science of Arti�cial Intelligence and Learning for Open-world Novelty (SAIL-ON)
[SAIL-ON-BBA, 2019] program in 2019. This program brought together researchers
from multiple universities and research institutes to collaborate on developing AI sys-
tems capable of detecting and adapting to novel situations. It's noteworthy that the
work presented in this thesis is closely aligned with and is supported by the SAIL-ON
program.
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1.1 Overview

Unlike conventional learning approaches that operate within closed-world settings or us-
ing prede�ned datasets, OWL acknowledges the existence of novel circumstances within
the testing environment. Consequently, OWL necessitates that agents possess the capac-
ity to identify novel situations, referred to as `novelty detection', and exhibit the ability
to adapt accordingly, referred to as `novelty adaptation' [Doctor et al., 2022; Pinto et al.,
2022]. Advancements in OWL entail not only the development of agents equipped with
the capability to e�ectively detect and adapt to novel situations but also a well-de�ned
evaluation to evaluate the performance of agents in their novelty detection and novelty
adaptation [Langley, 2020; SAIL-ON-BBA, 2019].

Model evaluation plays a pivotal role in any AI research, particularly when deploying
models for real-world applications. The assessment of model performance allows evalu-
ators and developers to identify the most suitable model by comparing its performance
against that of existing models. Additionally, evaluations aid in determining whether a
model su�ers from over�tting or under�tting and provide insights into areas requiring
re�nement. Ultimately, through evaluation, informed decisions can be made regarding
the reliability of the model and the subsequent actions to be taken. Similarly, in the
context of OWL research, an evaluation of OWL is of utmost importance for advancing
the �eld.

To conduct an OWL evaluation, we �rst need suitable environments where agents can
operate. Constructing a test environment in the real world presents signi�cant challenges
and prohibitive costs, given the complexities inherent in the real world. As an alternative,
a range of test environments has been created utilizing game domains, where agents can
detect and adapt to novelties. Examples of such environments include Angry Birds [Xue
et al., 2022], Monopoly [Kejriwal and Thomas, 2021], NovGrid [Balloch et al., 2022],
NovelGridworlds [Goel et al., 2021b] and Cartpole [CartPole, 2022]. It is necessary that
these test environments comprise a large number of novel situations that are not easy to
guess by the agent developers. Most importantly the test environments should enable
agents to detect novelties and adapt to them. A comprehensive discussion of the test
environments employed in OWL research is provided in Chapter 2.

In conjunction with the appropriate test environments, the successful evaluation of OWL
agents necessitates the implementation of a well-de�ned evaluation protocol accompa-
nied by suitable evaluation measures [Russell, 2019]. OWL evaluation should e�ectively
assess agents' performance in terms of their novelty detection and novelty adaptation
capabilities. While existing literature o�ers insights into conducting OWL evaluations
[Langley, 2020], a formalized evaluation protocol has yet to be established to the best
of our knowledge. Furthermore, in terms of evaluation measures suitable for OWL, re-
searchers have employed commonly used metrics from the machine learning literature,
such as accuracy, precision, and recall, to assess agent performance. However, it is cru-
cial to critically examine the applicability of these evaluation measures to the unique
challenges of OWL. In cases where existing measures exhibit limitations, it is necessary
to propose new evaluation measures speci�cally tailored to OWL. A formalized evalua-
tion protocol and well-studied evaluation measures are necessary to establish a robust
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foundation for accurately and e�ectively assessing the performance of OWL agents.

As previously mentioned, there is a vast amount of novel situations in both real-world
and OWL test domains. As a result, the detection and adaptation of these novelties
can vary greatly in terms of their di�culty [Boult et al., 2021]. For instance, let us
consider the scenario of purchasing a milk bottle from a supermarket. If the logo of
the milk brand undergoes a slight change, detecting this subtle alteration can pose a
considerable challenge. Conversely, if the shape of the milk bottle itself undergoes a
noticeable transformation, its detection becomes comparatively more straightforward.
Given the inherent variability in the di�culty levels of di�erent tasks, it becomes more
informative to evaluate the performance of agents while considering the speci�c di�culty
of the task in which they are being assessed. This approach enables a more comprehensive
evaluation, providing insights into an agent's ability to detect and adapt to novelties
across varying degrees of di�culty. By accounting for novelty di�culty, the evaluation
process can o�er a more nuanced understanding of an agent's detection and adaptation
capabilities.

1.2 Research Objectives

As discussed in the previous section, evaluation is a fundamental aspect of advancing
research in any �eld of arti�cial intelligence, including OWL. Consequently, the primary
goal of this thesis is to facilitate the evaluation of OWL systems. To accomplish this
goal, four key areas have been identi�ed wherein meaningful contributions can be made.
The research objectives for each of these areas are outlined as follows:

1. Constructing a Test Environment for OWL :

The �rst research objective is to design and construct a test environment that en-
ables agents to detect and adapt to novel situations. This test environment should
possess several key characteristics to facilitate this objective. Firstly, it should be
fully controllable, allowing researchers to manipulate various parameters and con-
ditions within the environment. Additionally, it should o�er seamless integration
and insertion of novelties, allowing for the introduction of novel situations during
testing. Furthermore, the test environment should incorporate well-de�ned proto-
cols that enable agents to operate within the environment smoothly and e�ciently.
Importantly, although the test environment may not replicate the full complexity
of the real world, it should still encompass a wide range of realistic novelties within
a large novelty space. By meeting these criteria, the constructed test environment
will serve as a valuable tool for evaluating the agents' ability to detect and adapt
to novel situations in a controlled and representative setting.

2. Formalizing the Evaluation Protocol :

The second research objective of this thesis is to systematically gather the require-
ments outlined in existing literature pertaining to the expectations from an OWL
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agent and the appropriate methodologies for conducting evaluations. Through a
comprehensive literature review, we aim to identify the key factors and criteria
necessary for assessing OWL agent performance e�ectively. Subsequently, our ob-
jective is to formalize an evaluation protocol that encompasses these requirements,
providing clear guidelines and standardized procedures for conducting OWL evalu-
ations. By formalizing the evaluation protocol, we aim to foster progress within the
scienti�c community, enabling researchers to conduct evaluations in a consistent
and well-de�ned manner. This will contribute to the advancement of OWL re-
search by facilitating the comparison of results across studies and the development
of more reliable and meaningful evaluation practices.

3. Identi�cation and Analysis of Evaluation Measures :

The third research objective focuses on the identi�cation and analysis of appro-
priate evaluation measures for assessing the performance of OWL agents in terms
of both novelty detection and novelty adaptation capabilities. This objective in-
volves an extensive exploration of evaluation measures utilized in related �elds of
study such as anomaly detection, change point detection, transfer learning, and
few-shot learning. By leveraging insights from these �elds, we aim to identify eval-
uation measures that are suitable for evaluating OWL agent performance. During
the analysis, we will critically assess the existing evaluation measures to identify
any limitations or challenges when applied to OWL scenarios. If such limita-
tions are identi�ed, our objective is to propose new evaluation measures that can
e�ectively address these limitations and enhance the assessment of OWL agent
performance. By conducting a comprehensive analysis and proposing appropriate
evaluation measures, this research objective aims to contribute to the development
of robust and informative evaluation practices for OWL agents. The identi�ed and
proposed evaluation measures will enable researchers to more accurately and e�ec-
tively assess the performance of OWL agents in both the detection and adaptation
of novel situations.

4. Developing Di�culty Measures of Novelty :

The �nal objective is to enhance the evaluation of OWL by developing quantitative
measures to assess the di�culty of novel situations. These di�culty measures aim
to capture the level of di�culty imposed for both novelty detection and novelty
adaptation. To achieve this objective, we will focus on developing robust meth-
ods to quantify the di�culty of novelty in OWL. These methods will involve the
identi�cation and integration of relevant factors that contribute to the di�culty
of novelty. Such factors may include the degree of deviation from familiar pat-
terns, the contextual changes introduced, and the positioning of the encountered
novelties. By carefully analyzing and incorporating these factors, we will establish
reliable di�culty measures that can quantify the di�culty of novelty. By incorpo-
rating these di�culty measures into the evaluation process, researchers will gain a
deeper understanding of the challenges faced by OWL agents when encountering
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novel situations. This objective will ultimately contribute to the advancement of
OWL research by enabling a more comprehensive evaluation of agent performance
in the context of novelty detection and adaptation.

By addressing these research objectives, this thesis aims to signi�cantly contribute to the
�eld of OWL by providing researchers and practitioners with valuable tools and insights
for conducting robust and informative evaluations of OWL agents.

1.3 Thesis Outline

This thesis aims to accomplish the aforementioned research objectives. In Chapter 2, an
extensive literature review on OWL will be presented, encompassing existing research on
novelty, OWL testbeds, and evaluation measures. Moreover, we present the formalized
OWL evaluation protocol in Chapter 2. This chapter will serve as a foundation for
understanding the subsequent chapters. The organization of the remaining chapters
describing how each chapter is motivated is shown in Figure 1.2.

Figure 1.2: Thesis overview: The chapters of this thesis with the interconnections be-
tween chapters and how each chapter is motivated.

Video games have emerged as a valuable tool in the AI literature for assessing various
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competencies of agents. In alignment with this trend, Chapter 3 and Chapter 4 of
this thesis are dedicated to the development of video game-based test environments
to evaluate the OWL capabilities of agents. Recognizing the signi�cance of agents'
pro�ciency in operating within realistic physical environments, Chapter 3 introduces the
Phy-Q test environment. Phy-Q serves as a platform to assess agents' physical reasoning
abilities within a physical environment.

Building upon the foundation laid by Phy-Q, Chapter 4 extends the testbed by incorpo-
rating a diverse range of novelties, resulting in the creation of the NovPhy testbed. The
NovPhy testbed provides an enriched environment for agents to engage in physical rea-
soning tasks while confronting novel situations. By introducing various novelties, such
as alterations in physical properties or unfamiliar objects, the NovPhy testbed facilitates
the evaluation of agents' novelty detection and novelty adaptation ability.

Chapter 5 aims to address two of the research objectives. This chapter shows how
the formalized OWL evaluation protocol can be used in practice and analyzes suitable
evaluation measures for assessing agents in OWL. These established evaluation protocols
and measures are also employed in Chapter 4. Moving forward, Chapter 6 enhances the
reliability of novelty detection evaluation discussed in Chapter 5 through the utilization
of a range of statistical tests.

Chapters 7 and 8 delve into the development of di�culty measures. In Chapter 7, the
di�culty of novelty detection is quanti�ed, with a speci�c focus on novelties that do
not change the appearance but involve changes in physical parameters such as mass or
coe�cient of friction. In Chapter 8, other types of novelties are examined, and both the
di�culty of novelty detection and the di�culty of novelty adaptation are studied.

Finally, Chapter 9 presents the research conclusion, summarizing the �ndings and con-
tributions of the thesis. Additionally, it outlines future directions for advancing OWL
evaluation research, thereby paving the way for further advancements in the �eld.
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Chapter 2

Background and Related Work

An agent has to detect and adapt to novel situations for it to operate e�ectively in
the real world. However, before addressing novel situations, it is crucial for agents to
develop strong foundational skills in physical reasoning, which enable them to perform
daily tasks. Therefore, we start this chapter with an exploration of physical reasoning
and the test environments designed to develop this essential ability. Next, we detail the
background of OWL including OWL-centric test environments and AI agents followed
by a discussion on the related learning paradigms to OWL. Next, we provide details on
common evaluation measures and the di�culty research relevant to this thesis.

2.1 Physical Reasoning

Physical reasoning refers to the cognitive ability to understand and reason about the
physical world and its properties. It involves the ability to predict and explain the be-
havior of objects, systems, and phenomena based on our knowledge of the laws of physics
and our observations of the world [Davis, 2006]. Physical reasoning allows us to make
sense of how objects move and interact in response to forces, energy, and environmen-
tal constraints. It consists of concepts such as gravity, friction, and conservation laws.
By applying these principles, we can analyze and interpret various physical phenomena,
from simple everyday occurrences to complex scienti�c phenomena [Lake et al., 2017;
Zeng and Davis, 2022].

The ability to reason about the characteristics and actions of objects within physical
surroundings is a fundamental aspect of human cognitive development [Davis, 2006;
Yi* et al., 2020]. Even shortly after birth, infants demonstrate an understanding of
object solidity [Valenza et al., 2006]. As they progress through their �rst year, they
acquire a comprehension of essential notions such as object permanence [Baillargeon and
DeVos, 1991], spatiotemporal continuity [Leslie, 1984], stability [Baillargeon et al., 1992],
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support [Baillargeon and Hanko-Summers, 1990], causality [Saxe and Carey, 2006], and
shape constancy [Day and McKenzie, 1973].

Assessing the ability to generalize and solve physics puzzles is a commonly employed
method to evaluate physical reasoning capabilities in children [Cheke et al., 2012; Diez-
mann and Watters, 2000], animals [Emery and Clayton, 2009; Jelbert et al., 2014; Perdue
et al., 2018; Taylor et al., 2009], and AI agents [Ahmed* et al., 2021; Allen et al., 2020a,b;
Bakhtin et al., 2019]. When solving physics puzzles, it is common that a player must use
a strategy to work out a plan and must use dexterity to accurately execute the strategic
plan [Isaksen et al., 2017]. For example, in a game of snooker, a player must plan the
trajectory of the white cue ball, considering where it should go and how it should come
to a stop, and then execute a strike that precisely follows the planned path. Accord-
ing to some cognitive psychology researchers, humans possess imperfect forward physics
prediction models [Keil, 2003; Lawson, 2012; McCloskey, 1983; Siegler, 1976; Smith and
Vul, 2013], which means that we often need practice to enhance our dexterity. However,
from an intuitive sense humans know how objects move, interact with each other, and
how objects behave in response to forces.

In the context of AI, researchers aim to develop models that can simulate and replicate
human-like intuitive physics reasoning. These models enable AI systems to understand
and interact with the physical world, making predictions, planning actions, and reasoning
about the consequences of their actions in a manner similar to humans' intuitive physics
understanding [Davis, 2006; Lake et al., 2017; Riochet et al., 2020].

2.1.1 Physical Reasoning Test Environments

Numerous test environments have emerged as testbeds, benchmarks, or AI competitions,
serving as platforms to assess the physical reasoning capabilities of agents. These test
environments encompass a diverse array of physical reasoning abilities, such as intuitive
physical reasoning [Riochet et al., 2020], generalization abilities [Bakhtin et al., 2019; Yi*
et al., 2020], and understanding the manipulation of di�erent objects [Allen et al., 2020b].
These environments are implemented through various mediums, including game-based
interfaces [Allen et al., 2020a,b; Bakhtin et al., 2019], image-based benchmarks [Baradel
et al., 2020], and video-based simulations [Bear et al., 2021; Girdhar and Ramanan,
2020; Riochet et al., 2020; Yi* et al., 2020]. Furthermore, the evaluation of physical
reasoning extends to the �eld of robotics with the development of robotic benchmarks
[Ahmed* et al., 2021; James et al., 2020]. Moreover, there are AI game competitions
speci�cally designed to gauge agents' physical reasoning abilities [Archibald et al., 2010;
Prada et al., 2015; Stephenson et al., 2018].

The most closely related test environment to the physical reasoning testbed we propose
in this thesis (Chapter 3) is the PHYRE [Bakhtin et al., 2019] benchmark. PHYRE
is a game-based benchmark aimed at assessing two levels of agent generalization. The
benchmark evaluates whether agents can generalize their solutions within a speci�c task
template (within template) and across di�erent task templates (cross template). How-
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ever, the cross-template evaluation in PHYRE does not ensure that the necessary phys-
ical rules for solving the testing tasks are present in the training tasks. This introduces
uncertainties in interpreting agents' performance, as inferior performance may not nec-
essarily indicate inferior physical reasoning but rather the di�culty of the training and
testing split. Additionally, the task design in PHYRE requires trial and error to solve the
tasks, even when the underlying physical rule is known. In Chapter 3, we aim to address
these limitations and provide an alternative approach. Another game-based benchmark,
Virtual Tools [Allen et al., 2020b], draws inspiration from human tool use and presents a
collection of tasks that necessitate agents to choose the appropriate tool and position it
correctly to solve the given challenges. The Virtual Tools game places greater emphasis
on mechanical reasoning, which refers to the capacity to intuitively repurpose objects
within the environment to achieve a speci�c objective. The next game-based benchmark
OGRE [Allen et al., 2020a] combines tasks from PHYRE and Virtual Tools and creates
an environment to generalize the understanding of objects. OGRE also consists of two
types of generalizations and has the same limitations discussed in PHYRE which we will
address in Chapter 3.

There are several image and video-based test environments that focus on physical rea-
soning, o�ering valuable insights into agents' capabilities. IntPhys [Riochet et al., 2020]
focuses on intuitive physics in infants and evaluates an agent's ability to discern possible
and impossible events through the principle of violation of expectation [Margoni et al.,
2022]. CATER [Girdhar and Ramanan, 2020] presents a video dataset that requires
spatiotemporal understanding for tasks such as action recognition and adversarial tar-
get tracking. CLEVRER [Yi* et al., 2020] emphasizes causal and temporal reasoning in
dynamic visual scenes, requiring agents to reason about object relationships, predict fu-
ture states, and answer questions based on temporal events. Physion [Bear et al., 2021],
a recent benchmark, speci�cally targets physical reasoning in dynamic environments.
It introduces eight di�erent physical scenarios involving support, rolling, and dropping,
among others. Cophy [Baradel et al., 2020], on the other hand, assesses counterfactual
reasoning in physical environments. Given a set of frames, it prompts agents to determine
how a particular frame would change if a previous frame was altered. These benchmarks
o�er diverse and challenging environments to evaluate agents' physical reasoning capa-
bilities. They cover a range of aspects, including dynamic interactions, intuitive physics
understanding, causal and temporal reasoning, and counterfactual reasoning in physical
environments. However, the testbeds proposed in this thesis are advanced compared to
video and image-based benchmarks. The testbeds we propose demand more than just
predicting the outcome of physical events; agents are expected to apply their acquired
physical knowledge to e�ectively solve the tasks at hand.

In the realm of robotics benchmarks, CausalWorld [Ahmed* et al., 2021] serves as a
benchmark that focuses on causal structure and transfer learning. It draws inspiration
from how children learn to construct various structures and involves tasks such as push-
ing, picking, and stacking objects in a 3D environment. RLBench [James et al., 2020] on
the other hand, comprises 100 handcrafted tasks, including tasks such as object picking,
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object pushing, and door opening. These tasks have varying di�culties and thus can be
utilized to create di�erent evaluations. We conduct a comparison of these benchmarks
with our testbed in Chapter 3.

In the context of AI competitions, Computational Pool [Archibald et al., 2010] and
Geometry Friends [Prada et al., 2015] are two competitions that revolve around physical
reasoning. Computational Pool, held at the AAAI conference in 2010, challenges AI
agents to reason about ball movements and play pool e�ectively [Archibald et al., 2010].
Geometry Friends, conducted at the IEEE Conference on Computational Intelligence in
Games in 2014, requires agents to navigate a dynamic environment with factors such
as friction and gravity while coordinating their actions to solve cooperative puzzles
[Archibald et al., 2010]. AIBIRDS is another notable physics-based competition, which
has been running every year since 2014 at the IJCAI conference [AIBIRDS, 2023; Renz
et al., 2015]. The AIBIRDS competition is based on the popular game Angry Birds
[AIBIRDS, 2023]. This competition and the Angry Birds game serve as a prominent
basis for the work presented in this thesis, and thus a detailed discussion on Angry
Birds is conducted separately.

2.1.2 Angry Birds

In this thesis, the physics puzzle game Angry Birds serves as the primary test environ-
ment for our research. The physical reasoning testbed in Chapter 3 and the novelty
testbed in Chapter 4 are developed based on the Angry Birds game. Originally created
by Rovio Entertainment [Rovio Enternainment] in 2009, Angry Birds quickly gained
immense popularity, becoming one of the most successful mobile games in history [patel,
2018]. As the original game by Rovio Entertainment is not open-source, we utilized the
research clone of the game developed by Ferreira and Toledo [2014].

Selecting Angry Birds for our study is due to several advantages. Firstly, the game
o�ers a semi-realistic physics environment, providing a physics simulation that approx-
imates real-world dynamics to a certain extent [Renz et al., 2019]. Additionally, An-
gry Birds has gained popularity among AI researchers due to its association with the
long-standing AIBIRDS competition. As a result, the game has been extensively stud-
ied, with numerous investigations conducted on physical reasoning in Angry Birds [Ge
et al., 2016; Walega et al., 2016; Zhang and Renz, 2014] and the development of various
AI agents tailored for the game [Borovi�cka et al., 2014; Nikonova and Gemrot, 2019;
Stephenson et al., 2018; Wang, 2017]. Moreover, the availability of a wide range of game
levels and level generators enhances the possibilities for experimentation [Gamage et al.,
2021a; Stephenson and Renz, 2017; Stephenson et al., 2019]. Furthermore, Angry Birds
possesses the advantage of being easily understandable, making it accessible to both
researchers and participants [patel, 2018]. Its widespread recognition among the general
population facilitates the recruitment of participants who are already familiar with the
game, ensuring a more seamless experimental process. Most importantly, the Angry
Birds game provides a suitable platform for the systematic introduction of novel scenar-
ios, enabling the evaluation of agents' OWL capabilities in a physics-based environment
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[AIBirds-NoveltyTrack, 2023; Gamage et al., 2021b; Xue et al., 2022]. An illustration of
an Angry Birds game level can be seen in Figure 2.1.

Figure 2.1: A sample Angry Birds game level

In each level of the Angry Birds game, players are provided with a speci�c number of
birds, representing the number of actions a player can take. The primary objective of
the game is to destroy all the pigs in the level with the highest score. The birds available
in the game come in various types, such as red, blue, black, or white, each possessing
distinct abilities and exerting di�erent e�ects. This is referred to as a special power
and the red bird does not have any special power. Players can launch these birds in a
predetermined order using the slingshot that is usually positioned on the left side of the
level. While players can observe the �xed �ring sequence of the birds from the slingshot,
they are unable to modify this order. Only one bird is loaded into the slingshot at a
given time, and then the player takes the slingshot backward to determine the desired
release point (x, y) for the loaded bird. The release point de�nes the bird's speed and
angle upon launch. Additionally, a tap time (t) can be employed to activate the bird's
special power, if applicable. Together, these parameters (x, y, t) de�ne an action. As
the x, y, and t are on a continuous scale, the action space in Angry Birds is essentially
continuous.

An Angry Birds game level (research clone we used) consists of various objects, includ-
ing blocks, TNT explosives, terrain (platforms), pigs, and birds. Each object possesses
speci�c physical properties, such as mass, friction, and bounciness. In the game, birds,
pigs, and blocks are considered dynamic objects and follow the principles of Newto-
nian physics, while platforms remain static and una�ected by external forces. Dynamic
objects have health points that decrease upon collisions, and they are destroyed when
their health points reach zero. The blocks in Angry Birds exhibit 12 di�erent shapes
and are composed of three types of materials: wood, stone, and ice. Pigs, on the other
hand, come in three di�erent sizes, with larger pigs having more health points. We have
removed TNT explosives in our study due to unrealistic physics. Figure 2.2 displays all
the object types we use from the game. Importantly, the placement of objects in Angry
Birds is not random. Rather, they are deliberately arranged in structured patterns, as
depicted in Figure 2.1, to increase the challenge and enhance the overall gameplay ex-
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perience. For instance, blocks are often stacked to create intricate structures that shield
the pigs, making it more challenging for players to directly target them. The vast num-
ber and diverse con�gurations of objects within the game's levels result in signi�cantly
large state space in Angry Birds.

Figure 2.2: Objects that appear in
the testbeds of this the-
sis reproduced from An-
gry Birds. The objects'
shape and size are �xed,
except the platform ob-
ject (dark brown) which
can appear in di�erent
shapes and sizes.

To successfully complete a game level in Angry Birds, the player must destroy all the
pigs using the available birds at their disposal. Upon accomplishing this goal, the player
receives a score determined by the number of remaining birds and the overall damage
in
icted on objects in the given level. However, if the player exhausts all their birds
without eliminating all the pigs, the level is considered unsolved, and they must restart
from the beginning.

Solving a level in Angry Birds necessitates strategic planning, involving the formulation
of a sequence of actions that result in the elimination of all pigs while aiming to achieve
the highest possible score. This entails employing a combination of spatial and physical
reasoning, even with incomplete information about the precise physical parameters of
the game. Therefore, players in Angry Birds are required to make informed decisions
based on their understanding of the game's physics and spatial relationships, all while
optimizing their strategies to maximize the score by using the lowest amount of birds
and causing the largest possible damage.
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Agents in Angry Birds

As discussed earlier, the AIBIRDS competition has drawn the attention of AI researchers
who have developed various AI agents speci�cally designed to tackle the challenges pre-
sented in the Angry Birds game. These AI agents have employed diverse techniques,
including qualitative reasoning [Walega et al., 2016], simulation analysis [Schi�er et al.,
2016], logic programming [Calimeri et al., 2016], reinforcement learning [Nikonova and
Gemrot, 2019], heuristic analysis [Haase and Wolter, 2020; Wang, 2017], and structural
analysis [Zhang and Renz, 2014], to address the complexities of the AIBIRDS competi-
tion. In this thesis, we will utilize some of these agents that are adaptable for various
evaluations we conduct in this thesis. The most common agents we use and their em-
bedded heuristics are listed as follows.

ˆ Bambirds: Bambirds emerged as the winner in both the 2016 and 2019 AIBIRDS
competitions. This agent adopts a strategy selection mechanism, allowing it to
choose from a pool of nine distinct strategies. These strategies encompass a range
of approaches, such as triggering a domino e�ect, targeting blocks that provide
support to heavy objects, maximizing penetration within the structure, prioritiz-
ing the elimination of protective blocks, directing attacks toward the pigs, and
leveraging the special powers possessed by certain birds [Haase and Wolter, 2020].

ˆ Eagle's Wing: Eagle's Wing achieved victory in both the 2017 and 2018 AIBIRDS
competitions. This agent adopts a strategy-based approach for selecting actions
during gameplay. Its repertoire of strategies includes shooting at pigs directly,
demolishing the maximum number of blocks, targeting high round objects, and
systematically destroying entire structures [Wang, 2017].

ˆ Datalab: Datalab emerged as the winner in both the 2014 and 2015 AIBIRDS
competitions. This AI agent also employs a strategy-based approach, leveraging a
set of strategies that encompass destroying pigs, demolishing physical structures,
and targeting round blocks. The agent dynamically selects the most appropriate
strategy based on the current game states, available trajectories, bird types, and
the number of remaining birds [Borovi�cka et al., 2014].

ˆ Pig Shooter: Pig Shooter has a very simple strategy. The agent employs a
strategy centered around directly shooting at the pigs. This AI agent selects a pig
at random and determines a trajectory (high or low) with which to launch the bird
from the slingshot, aiming to hit the chosen pig. By adopting this approach, the
Pig Shooter agent relies on probabilistic decision-making to determine its targets
and trajectories [Stephenson et al., 2018].

For learning agents, we did not utilize the learning agents that participated in the
AIBIRDS competition due to their inadequate performance and training complexity
[Renz et al., 2018]. Instead, we employed modi�ed versions of the Deep-Q Network
(DQN) agent [Nikonova and Gemrot, 2019], as well as other learning agents, in our eval-
uations. We will discuss the development and training processes of these agents for each
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evaluation in the corresponding chapters (Chapter 3 and Chapter 4).

2.2 Novelty

The rise of AI systems that interact with the physical world has increased interest
in integrating physical reasoning capabilities into these systems. However, possessing
physical reasoning alone may not be su�cient for operating in the real world. In reality,
we frequently encounter novel situations that we have not previously encountered. Hence,
an agent operating in the real world must possess the capacity to adapt to novel situations
to e�ectively navigate an open-world physical environment. In this section, we delve
into the concept of novelty, introducing the theory of open-world learning. Next, we
explore novelty-centric test environments and existing agents that can detect and adapt
to novelty.

2.2.1 Novelty Theory and OWL

AI systems have demonstrated remarkable performance exceeding human capabilities
in numerous closed-world domains [Silver et al., 2018; Vinyals et al., 2019]. However,
when it comes to open-world domains, these systems often encounter di�culties due to
the presence of novel situations. While some of these novel situations can be predicted
and accounted for by agent developers, others cannot be anticipated in advance, mak-
ing it impossible to encompass all potential novel situations within the agent's model.
Recognizing the signi�cance of this research area, DARPA has initiated the SAIL-ON
program. The primary objective of SAIL-ON is to investigate and develop the funda-
mental scienti�c principles, general engineering techniques, and algorithms necessary to
create AI systems that can appropriately adapt when confronted with novel situations
[Russell, 2019; SAIL-ON-BBA, 2019]. In a similar direction, Langley pose the OWL
research challenge as developing radically autonomous agents that can detect and adapt
to sudden long-term changes in their environments. As we discussed in Chapter 1, such
novel situations are very common in everyday situations. For instance, every new item
we buy in our home will be a sudden and long-term change to a household robot.

Researchers have explored various approaches to formally de�ne the concept of novelty.
Some researchers refer to novel situations as anomalies or out-of-distribution data [Boult
et al., 2021; Feeney et al., 2022]. The SAIL-ON program de�nes novelty as situations
that violate either implicit or explicit assumptions of external agents, the environment,
and their interactions [Doctor et al., 2022; Kejriwal and Thomas, 2021; SAIL-ON-BBA,
2019]. Alternatively, Langley [2020] describes novelty as transformations applied to the
elements present in the environment. These transformations can take di�erent forms as
listed below.

ˆ spatio-temporal transformations: The transformations that can increase/ decrease
the spatial extent. For example, it can be shifting the Euclidean environment to a
non-Euclidean environment.
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ˆ structural transformations : The transformations that introduce new object classes
or change attributes of existing object classes. For example, it can be introducing
a new vehicle type or changing the proportions of chemicals in a drug.

ˆ process transformations: The transformation of introducing new physical, control,
or perceptual processes or eliminating existing processes. For example, a sudden
hail storm is a process transformation.

ˆ constraint transformations : These transformations change the natural laws that
govern structures and processes that a�ect them. For example, changing the boil-
ing point of water from 100 � C to 50 � C.

Some of the real-world novelties may fall into two or more of the above-mentioned
transformations by Langley and the descriptions can be interpreted in di�erent ways.
Therefore, Molineaux and Dannenhauer [2022] have provided a formal de�nition of dif-
ferent environmental transformations. Conversely, Boult et al. [2021] have introduced a
comprehensive framework for novelty within the context of AI. Their framework focuses
on the world space, observation space, and agent spaceto establish formal de�nitions for
diverse types of novelties. We will be using these three spaces for our work in de�ning
di�culty measures. Examples of the diverse type of novelties de�ned by Boult et al.
[2021] areunanimous novelty, faux novelty, and nuisance novelty.

Within the SAIL-ON program, the novelty working group, composed of various par-
ticipants (refer to Doctor et al. [2022] for the participant list), has devised a novelty
hierarchy. This hierarchy enables the classi�cation of novelties based on their distinctive
properties. The organization of novelties into di�erent categories enhances the evalua-
tion process by facilitating the design of novelties that cover a wide range of novelties.
Additionally, it helps in identifying speci�c categories of novelties where an agent may
struggle to perform e�ectively. The levels within this novelty hierarchy include objects,
agents, actions, relations, interactions, environments, goals, and events [Chadwick et al.,
2023; Doctor et al., 2022]. In Table 2.1 we provide a description of the novelty hierarchy
followed by a description of representative novelties by considering a household vacuum
robot.

2.2.2 Novelty Centric Test Environments

The presence of test environments that consist of novelty and enable the evaluation and
comparison of agent performance play a vital role in advancing OWL. Various test en-
vironments in the form of testbeds, frameworks, and benchmarks have been developed
to progress in OWL by considering novelties as �rst-class citizens. There are test envi-
ronments such as NovGrid [Balloch et al., 2022], NovelGridworlds [Goel et al., 2021b],
NovelCraft [Feeney et al., 2022], Cartpole with novelty [CartPole, 2022], and Angry
Birds with novelty [AIBirds-NoveltyTrack, 2023; Xue et al., 2022]. This section provides
an overview of such relevant test environments speci�cally designed for OWL. Figure 2.3
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Table 2.1: SAIL-ON Open-world novelty hierarchy [Doctor et al., 2022] and the repre-
sentative novelties considering a household vacuum robot for each hierarchy
level.

Novelty Level Description Representative Novelty
1. Objects New classes, attributes,

or representations of
non-volitional entities.

Introduction of a new type of obstacle
in the environment, such as a lamp that
the robot has not encountered before.

2. Agents New classes, attributes,
or representations of vo-
litional entities.

Presence of a new agent in the environ-
ment, such as a dog, which the robot
needs to navigate around while per-
forming its cleaning tasks.

3. Actions New classes, attributes,
or representations of ex-
ternal agent behavior.

Changes in the behavior of external
agents that interact with the robot
such as other devices that in
uence the
robot's operation. Assuming a fan was
already present in the room, the fan in-
creases the wind speed.

4. Interactions New classes, attributes,
or representations of dy-
namic properties of be-
haviors impacting mul-
tiple entities.

Dynamic properties impacting multiple
entities. For example, the presence of
a slippery invisible liquid on the 
oor
requires the vacuum robot to adjust its
cleaning approach.

5. Relations New classes, attributes,
or representations of
static properties of the
relationships between
multiple entities.

Changes in the arrangement of furni-
ture/objects within a room. For ex-
ample, the sofa which was usually on
the left is now on the right side (i.e.,
the spatial relationship between the sofa
and other objects is changed).

6. Environments New classes, attributes,
or representations of el-
ements independent of
speci�c entities.

Novelties in this level a�ect the whole
environment, For example, a sudden
earthquake which a�ects all objects in-
cluding the vacuum robot.

7. Goals New classes, attributes,
or representations of ex-
ternal agent objectives.

Changes in external agent objectives.
The non-novel external agent, the fan,
changes its goal from pushing objects
from left to right instead of pushing ob-
jects from right to left (inverted force).

8. Events New classes, attributes,
or representations of se-
ries of state changes.

Hosting a party at home leads to in-
creased clutter and the robot needs to
adjust its cleaning schedule or navigate
through a crowded environment.
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shows a few examples from these OWL test environments.

Figure 2.3: The images showcase examples of OWL test environments. (a) shows an
example from NovGrid where the blue key is needed to open a door. In the
non-novel instances, the agent uses the yellow key [Balloch et al., 2022]. In
(b) NovelGridworlds, a new object (fence) obstructs the path of the agent
[Goel et al., 2021b]. In (c) NovelCraft [Feeney et al., 2022] a new object that
looks like a tree has appeared to the right of the agent, and in (d) Cartpole
with novelty [CartPole, 2022] the three blue balls are novel objects that may
collide with the cart or the pole.

There are two game-based frameworks developed using grid environments: NovGrid
[Balloch et al., 2022] and NovelGridworlds [Goel et al., 2021b]. NovGrid, a toolkit
designed for generating novelties in the MiniGrid environment [Chevalier-Boisvert et al.,
2018], extends the functionality of existing objects and enables agents to detect and
respond to novelty [Balloch et al., 2022]. The authors of NovGrid have incorporated
novelties based on the �rst two levels of the novelty hierarchy. Furthermore, developers
who use the framework have the 
exibility to create their own novelties within the
NovGrid framework.

In a similar direction, the NovelGridworlds framework adopts a grid world environment
inspired by Minecraft [Goel et al., 2021b; Minecraft, 2022]. NovelGridworlds is imple-
mented as an OpenAI Gym [Brockman et al., 2016] environment and o�ers four distinct
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task classes [Goel et al., 2021a]. Within each class, the framework includes 12 speci�c
novelties, resulting in a total of 48 unique novelties across all task classes. Notably,
the novelties in NovelGridworlds are derived from the �rst three levels of the novelty
hierarchy, focusing on aspects related to objects, agents, and actions.

While OpenAI Gym is not explicitly tailored for OWL, it's worth noting that it o�ers a
valuable open-source platform for developing test environments suitable for OWL. It has
a standardized API that streamlines communication across di�erent test environments,
making it an e�ective tool for developing agents that can function in diverse settings
[Brockman et al., 2016].

Another simulator tool called GNOME has been developed to support the development
and evaluation of AI systems in multi-agent environments, speci�cally strategic board
games [Kejriwal and Thomas, 2021]. GNOME is applied to the well-known board game
Monopoly, where it introduces novelties derived from the �rst three levels of the novelty
hierarchy mentioned earlier. Some examples of novelties that GNOME incorporates
include adding additional dice to the game and shu�ing the order of slots on the board.
GNOME allows for the exploration and assessment of AI system performance under
novel situations within the context of strategic board games.

Conversely, NovelCraft [Feeney et al., 2022] serves as a benchmark dataset designed to
evaluate novelty detection and adaptation within a modi�ed version of the popular game
Minecraft. Operating within a 3D environment, agents in NovelCraft are tasked with
strategically selecting a sequence of actions to transform available resources into a pogo
stick [Smaldone et al., 2017]. In this particular study, the authors focus on assessing
agent performance in relation to novelties associated with the �rst level of the novelty
hierarchy, objects.

Interestingly, while the aforementioned novelty-centric test environments o�er valuable
insights, they do not explicitly incorporate physics, which is a crucial aspect to con-
sider when developing agents that operate in real-world scenarios. To address this, two
physics-based domains have been developed for novelty detection and adaptation: Cart-
pole with novelty [CartPole, 2022] and Angry Birds with Novelty [AIBirds-NoveltyTrack,
2023; Xue et al., 2022]. In Cartpole, the agent's objective is to maintain balance by ap-
plying appropriate actions to the cart, which a�ects the pole's position. In Angry Birds
with Novelty, the agent faces a more complex task, requiring trajectory planning to
strategically destroy pigs while dealing with novelty in the environment. Notably, the
AIBIRDS competition has introduced a dedicated track called the Novelty Track, which
has been held since 2021 during the IJCAI conferences [AIBirds-NoveltyTrack, 2023]. A
major part of this thesis is based on the AIBIRDS novelty track framework. Figure 2.4
illustrates examples of novel game levels from the 2021 AIBIRDS competition's novelty
track.
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