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Abstract
Computer vision aims to bridge the divide between 2D and 3D spaces. With the significant advance-
ments in computational resources and deep learning techniques, neural networks have become the
cornerstone for solving computer vision tasks. As the training of a neural network is data-driven,
both input and ground truth data play pivotal roles in the network training process. However, 2D
data is usually dense but involves a projection operation that loses 3D information; 3D data is often
sparse due to sensor limitations.

Addressing this challenge, our research focuses on the recovery of missing information when pro-
jecting 3D points or unprojecting image pixels, exploring this problem across three different tasks:
novel view synthesis, uncertainty-aware monocular depth estimation, and latent space analyses for
the deepSDF model.

Novel view synthesis from sparse coloured point clouds aims to generate dense RGB images given a
sparse XYZRGB input

Uncertainty-aware Monocular Depth Estimation (MDE) targets the generation of dense depth es-
timation given a dense RGB input and sparse depth ground truth. We propose a novel network
with an encoder-decoder structure and a novel loss function that enables joint training of depth
and uncertainty estimation. This model competes closely with state-of-the-art solutions on depth
estimation evaluation metrics and outperforms them on uncertainty estimation.

The latent space analysis for the deepSDF model explores the connections among latent represent-
ations of different 3D models. Our experiments reveal that these latent codes are not independent;
latent codes generated from linear interpolation between each pair of latent codes represent the
transformation from one model to another.

Our findings confirm the existence and impact of sparsity within input data. However, our proposed
methods demonstrate not only how to overcome these challenges but also how to evaluate their
impact on the accuracy of the generated results. This work contributes significantly to enhancing the
accuracy and reliability of models tackling data sparsity in the field of computer vision.

Keywords: Deep Learning, Novel View Synthesis, Depth estimation, Uncertainty Estimation, Signed
Distance Function
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Chapter 1

Introduction

Computer vision, a signi�cant branch of deep learning, aims to equip computer systems with the
ability to not only perceive but also interpret their surrounding environment. Speci�cally, computer
vision techniques are designed to facilitate these systems in extracting high-dimensional numerical or
symbolic information from input images or videos.

Typically, computer systems capture visual information through images, which are essentially 2D
representations of the 3D world. To enable these systems to fully understand their environment,
it's crucial to bridge the gap between 2D and 3D spaces. This has emerged as one of the primary
challenges that computer vision researchers strive to address.

Depth information plays a pivotal role in constructing this bridge. But before we delve into the
speci�cs of depth estimation methods, it's important to elaborate on the concept of depth in the
context of this research �eld.

At its core, depth refers to distance, albeit viewed from a different perspective. To explore the de�niton
of depth, we need to introduce the pin hole camera model �rst.

Figure 1.1: Pin hole camera model

Figure 1.1 illustrates a basic pin-hole camera model. For a 3D point X in world coordinates, we draw
a line from X to the camera centerC. The point where this line intersects the image plane (the image
sensor in a camera) gives the 2D representation,x, of X. The distance from X to C is referred to as
depth. It can also be considered as the projection of the line between X and C on the principal axis,
which is the line starts from camera centre C pointing perpendicularly to the image plane.

The pinhole camera model provides a fundamental framework to bridge the gap between the 2D
image space and the 3D real world. However, relying solely on the pinhole camera model isn't
suf�cient to create a 3D representation of the surrounding environment.

Among the diverse methodologies used to model the 3D environment, one particularly prevalent
approach relies on depth information and camera extrinsics (which include data about the camera's
location and orientation). By utilizing these elements, we can reproject pixels with depth values
back into the 3D space, thus generating a 3D point cloud that accurately represents the surrounding
environment. The depth information necessary for this process can be sourced either through depth-
measuring equipment or through computer vision techniques, such as structure from motion.
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However, the depth values obtained and the resultant 3D models face a signi�cant challenge - the
sparsity of measurements. For instance, light detection and ranging (Lidar) is a commonly used
depth measurement tool, which operates on the principle of time-of-�ight (ToF). ToF cameras work by
emitting infrared light towards objects within the scene and measuring the time taken for this light to
bounce back from the object. Given that the speed of light is roughly 3 � 108m/ s, this time measure
can be utilized to calculate depth accurately.

Lidar operates on principles akin to those of ToF cameras, but it distinguishes itself by utilizing laser
beams instead of infrared light. However, the depth measurement derived from a Lidar system tends
to be sparse, as the equipment scans the surrounding environment line by line. For instance, Figure 4.4
depicts examples of depth maps from the KITTI dataset, which were obtained using a LiDAR system.
There are no measurements for regions with exceedingly large depth, such as the sky. Even for the
regions with measurements, the equipment cannot provide dense depth measurements, resulting in a
certain degree of sparsity.

Furthermore, the generated point cloud also has the sparsity issue as well. From the point cloud
illustrated in �gure 3.1 we can see that generated point cloud is far from a dense representation of the
scene.

Therefore, in this thesis, we aim to use neural network as the tool to overcome this issue. We explore
strategies for handling missing information in the tasks of novel view synthesis from RGB point
clouds and depth estimation from RGB images. For the former, we recover missing information by
learning a generator using adversarial training. For the latter, we predict both the missing depth
information and also its uncertainty, since the problem is inherently ill-posed.

1.1 Thesis structure

In Chapter 2, we will provide a literature review covering work related to novel view synthesis,
monocular depth estimation and how SDFs have been utilized within the domain of deep learning,
allowing us to situate our research within the broader context of these �elds.

Chapter 3 will showcase our work on novel view synthesis. Given a sparse colored point cloud
and a virtual camera pose, our goal is to employ a neural network model to generate a dense RGB
image captured from this camera pose, representing the scene described by the point cloud. In
situations where only sparse observations are available, we can derive plausible solutions from the
data distribution using generative-adversarial training.

Chapter 4 will focus on our work with uncertainty-aware monocular depth estimation. Given a dense
RGB image and a sparse depth ground truth map, we use a neural network model to generate a dense
depth estimate. Since predicting per-pixel depth from an RGB image is inherently ill-posed due to
missing depth measurements, a measure of the model's uncertainty for each pixel is highly valuable.
Therefore, our model also includes an uncertainty estimation for the predicted depth map.

Chapter 5 will delve into a study related to a dense 3D model representation method, speci�cally, the
signed distance function. By proposing a coded deep SDF network, 3D models can be represented by
a 256-dimensional code. From our analyses, we found that the representative codes in the latent space
are sparser and linearly connected with each other.

Finally, in Chapter 6, we will conclude by summarizing the �ndings of the three works discussed in
this thesis, highlighting their contributions and the implications for future research in these �elds.
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Chapter 2

Literature Review

In this section, we aim to provide a comprehensive review of the literature pertinent to our research
topic: Recovering missing information when projecting 3D points or unprojecting image pixels. We
will begin by exploring the related topics of novel view synthesis. Next, we will review monocular
depth estimation and the evaluation of uncertainty in such models. Finally, we will present an
overview of how Signed Distance Functions (SDFs) have been utilized within the domain of deep
learning. By investigating these areas, we aim to establish a solid theoretical foundation for our
research and elucidate the context within which our work is situated.

2.1 Novel View Synthesis

2.1.1 Dense 3D Model Reconstruction

The methodologies to construct dense 3D models from a given point cloud can be broadly classi�ed
into two categories: point cloud upsampling and surface reconstruction.

Point cloud upsampling methods like PU-Net (Yu, Li et al., 2018) and PU-GAN (Li, Li et al., 2019)
are notable deep learning techniques in this domain. These methods employ neural networks to
learn multi-level features from each point in the given point cloud. These learned features are then
transformed into a denser point cloud. However, even with these point cloud upsampling techniques,
the resulting point cloud may still not be dense enough to render images from.

The second category, surface reconstruction, traditionally required strong priors (Berger et al., 2014).
However, in the contemporary era, neural network-based methods have become more prevalent
solutions. Le and Duan (2018) proposed a network called PointGrid, which enables the network
to model local approximation functions for model construction. Despite these advancements, the
utilization of dense 3D models continues to pose computational ef�ciency challenges. These challenges
need to be addressed to make the 3D model reconstruction process more ef�cient and scalable.

2.1.2 Learning-Based Image Recovery

Given the ef�ciency challenges related to using dense 3D models, some methodologies have opted to
synthesize images directly from sparse point clouds.

Atienza (2019) proposed a GAN based model that can generate an RGB image given a sparse point
cloud and the angles of camera poses. Compared to the state-of-the-art methods, this network shows
advantages in dealing with noise.

Similarly, Milz et al. (2019) proposed a GAN-based network that leverages image projection as a
condition for its model. However, both these methods are limited to object-level point clouds.

The �rst work that could handle scene-level point clouds was proposed by Pittaluga et al. (2019). Their
model uses a combined sparse 2D depth map, where each point has its depth value, color density, and
a SIFT descriptor. With this sparse input map, their model can effectively recover the source image.
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2.1.3 Warping based Novel View Synthesis

Many image-based novel view synthesis methods employ warping techniques. For example, Liu, He
et al. (2018) proposed a model that predicts a depth map along with surface normals. With the surface
homographies, they manage to synthesize novel view images through warping.

Similarly, the model proposed by Niklaus et al. (2019) utilizes warped images as a source to inpaint
both the RGB image and the depth map. Many methodologies take advantage of multi-view images
to obtain a more accurate depth estimation.

For instance, Zhou, Tucker et al. (2018) employ multi-plane images in their model, and Choi, Gallo
et al. (2019) propose a method that uses estimated depth volumes.

While these methods leverage dense image input, our model uses a far more sparse point cloud as
input. This means that our model has an advantage when handling limited input data, making it a
viable approach for scenarios where dense inputs are hard to obtain or unavailable.

2.2 Depth Estimation

Depth estimation, which is one of the major deep learning tasks, aims to infer the 2.5D-dimensional
structure of a scene from two-dimensional images or videos. Understanding the depth information
can be crucial for a wide range of task, as it enables the network to interpret the spatial relationship
between objects. It incorporates a number of real-world problems such as: robotics, autonomous
driving and 3D reconstruction.

Estimating depth information is pivotal in computer vision (CV) research due to its signi�cant
implications for a multitude of CV tasks. The process is crucial as it facilitates the conversion from
2D representations—images, to 3D real-world objects. The critical role of depth estimation in several
tasks can be elaborated as follows:

• Pose estimation. Pose estimation involves evaluating the spatial relationships between objects
in 3D world coordinates. Depth estimation aids in identifying and situating all objects within a
scene, thereby enabling accurate prediction of their positions in the 3D realm. (Chen, Tian et al.,
2020; Dabral et al., 2018; Li, Wang et al., 2018)

• Content recognition. In tasks like object detection or segmentation in 2D space, relying solely
on RGB information can sometimes be insuf�cient. Therefore, depth estimation can contribute
auxiliary information to pipelines, aiding the model in learning the geometric con�guration of
objects within the scene. (Giannopoulos et al., 2018; Wang, Hu et al., 2020)

• Scene reconstruction. Scene reconstruction strives to generate a 3D model of the surrounding
environment. For this process, the ability to estimate depth information is vital. Without it, the
relative relationship among pixels cannot be reprojected into 3D world coordinates. (Choi, Zhou
et al., 2015; Shan et al., 2013)

In summary, the signi�cance of depth estimation in CV research is evident through its substantial
correlation with various CV tasks and its potential to enhance their performance. In the ensuing
section, we will explore several depth estimation methodologies that have made a profound impact
on the �eld of study.

When addressing depth estimation using deep learning-based methods, the approaches can be
primarily classi�ed into three categories based on their training methodology: supervised learning,
unsupervised learning.

2.2.1 Supervised Training

When training a deep neural network model using the supervised learning method, the model is
provided with ground truth images, which consist of RGB images labeled with depth information.
This classical training method enables the network to generally predict accurate results when inferring
on test data that is similar to the training data. However, obtaining labeled training data can be
challenging under certain circumstances, as it can be time-consuming, labor-intensive, and �nancially
expensive.
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• Eigen et al. (2014), proposed their depth estimation work in 2014. This work has made break-
throughs on network architecture and loss function.

1. Network architecture. Eigen and his colleagues proposed a parallel network architecture,
with one coarse-scale network focuses on generating global depth map, and the �ne-scale
network can re�ne the previous prediction and adds more details to it.

2. Loss Function. As the large ambiguity caused by the global scale of the scene the model
trained and tested with. Authors proposed a scale invariant loss function in log space
to reduce the impact of the absolute global scale onto the training loss. It gives a more
accurate loss estimation method which can also be applicable to other computer vision
related tasks like surface normal prediction and semantic segmentation.

• Laina et al. (2016) proposed a Fully Convolutional Residual Network (FRCN) in 2016 for depth
estimation. This model has successfully reduced the number of parameters need to be learned
and the number of training samples required. Furthermore it also promised higher qualitative
results compare to other methods. FRCN has the major novelty on its network architecture and
loss function.

1. Network Architecture. FRCN is an end-to-end model that does not require any fully
connected layers. The architecture is based on the ResNet-50 model, but with modi�cations
to make it fully convolutional. This allows the network to accept input images of arbitrary
size and produce dense depth predictions at the same resolution as the input.

2. Loss Function. Authors found that using the reverse Huber (berHu) as loss function can
achieve a bettern performance than simple utilize L 2. The Berhu loss is a combination of
L 1 (where x 2 [� c, c]) and L 2 when x is out of this range.

• In 2018, Fu and his colleagues proposed the Deep Ordinal Regression Network (DORN) to
address the scale ambiguity challenge associate with monocular depth estimation tasks (Fu et al.,
2018). It has the following novelties:

1. Ordinal regression. Most traditional deep learning depth estimation models generate
the depth prediction directly. However, DORN let the network predict the relative depth
ordering among all pixels in the image.

2. Depth Threshold. DORN utilizes Spacing-Increasing Discretization (SID) method to
quantize the depth information. Unlike the traditional uniform discretization (UD), which
uniformly quantize depth map with equivalent interval, SID uniformly discretizes depth
interval in log space. The setting is due to the fact that the larger the depth, the less the
richness contained for depth estimation.

3. Depth Decoding. The depth decoding layer in DORN converts the predicted ordinal depth
labels back into continuous depth values. This is achieved using a weighted average of
the learned depth thresholds based on the ordinal depth probabilities. This step effectively
combines the ordinal depth information with the learned depth thresholds to produce
accurate depth estimates.

• Lee, Han et al. (2021) proposed a network named BTS in their paper: From Big to Small:
Multi-Scale Local Planar Guidance for Monocular Depth Estimation. The proposed novel local
planar guidance layers in decoders achieve state-of-the-art performance. BTS has the following
novelties:

1. Local Planar Guidance. The primary innovation in this method is the introduction of local
planar guidance, which models the local depth structures as a set of planar regions. In
contrast to existing methods that typically use nearest neighbor upsampling to recover
depth maps with original resolution from feature maps, this approach leverages local
planar guidance to directly guide the feature maps to the images with original resolution
before decoding them into depth images. By enforcing planar constraints on the predicted
depth maps, the network can better capture and preserve the geometric structures in the
scene, leading to more accurate and detailed depth predictions.
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2. Multi-Scale Planar Guidance. The method adopts a multi-scale approach to planar guid-
ance, which allows the network to capture planar structures at different scales and resolu-
tions. This multi-scale strategy enables the network to handle both large planar regions,
such as walls and �oors, as well as smaller planar structures, like objects and furniture.

• Based on the work BTS, Franchi et al. (2022) proposed Latent Discriminant deterministic Uncer-
tainty (LDU) in 2022 . It can predict depth esimtation as well as the uncertainty of the prediction.
It has the following novelties:

1. Prototype Usage. The LDU training pipeline incorporates the concept of prototypes, which
serve as clustering centers for classi�cation tasks. By calculating the cosine similarity
between feature maps and each prototype, the LDU establishes a connection between
different scene clusters and their depth values, feeding this information into the �nal
decoder.

2. Latent Space Modeling. Unlike most previous works that solely regress depth from
the latent space, LDU effectively establishes a relationship between the latent space and
uncertainty. Moreover, this method does not necessitate an additional monitoring signal,
as it utilizes the estimated depth to generate a monitoring signal for uncertainty training.

2.2.2 Self-supervised Training

As the ground truth labeling can be expensive in terms of time, human workforce and �nancial
cost. It might not be accessible for all tasks and all circumstances. Therefore, some researchers have
put their effort onto self-supervised training – a training method that does not rely on any labeled
ground truth to be utilized as monitoring signal. Instead of using labeled data, unsupervised methods
leverage the inherent structure or relationships within the data, such as stereo image pairs or video
sequences, to estimate depth. Some key milestones in the history of development for un-supervised
depth estimation are as following:

• The generality problem is a common issue in CNNs, where the performance of the model
degrades when processing input data that falls outside the domain of its training dataset. Garg,
Bg et al. (2016) propose a solution that eliminates the need for labeled ground truth data by
developing a novel unsupervised CNN model that leverages stereo image pairs as input. By
warping one image in the pair to the other, the model calculates the photometric difference
between the inputs. This difference serves as the loss function for training the CNN, which
maps an image to its corresponding depth map.

• In their work, Godard, Mac Aodha and Brostow (2017) propose a CNN-based depth estimation
method that uses only a single input image, eliminating the need for ground truth depth images
and addressing the challenges posed by the costs of ground truth labeling. Instead of using depth
ground truth images, the authors utilize binocular stereo footage during training. By leveraging
epipolar geometry constraints, they train the network with an image reconstruction loss to
generate disparity images which quantify the relative distance of objects from the viewpoint.

The novel loss function proposed consists of a 4-level multi-scale loss, each comprising 3
individual losses. These individual losses are: (1) appearance loss, which measures the error
between the original image and its reconstruction; (2) disparity loss, which reduces gradient
discontinuities, resulting in smoother depth outcomes; and (3) left-right disparity loss, which
assesses the difference between the original right view and the right view generated from
left-view projection. These three losses are calculated at 4 different output scales to generate the
�nal objective function.

• Zhou, Brown et al. (2017) aimed to address the issue where an unsupervised neural network
(NN) model can only produce convincing results when it accurately predicts all intermediate
scene geometry and camera poses. When the model encounters scenes from different domains,
its performance deteriorates.

To overcome this problem, the authors proposed the following innovations: 1. Utilizing novel
view synthesis as a supervision signal: Given an input, they generate a synthesized image from a
different camera pose, which helps the model learn depth and camera poses in an unsupervised
manner. 2. Designing a fully differentiable framework: This framework enables the generation
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of target view images from source view images, predicted depth maps, and relative camera
poses. By being fully differentiable, it allows for end-to-end training and optimization of the
network. 3. Developing a network that generates masks for image views: These masks represent
the network's con�dence in the view synthesis, providing a measure of the model's performance
in generating synthesized images. This helps improve the overall quality and reliability of the
predicted depth and camera pose estimations.

• In 2017, Vijayanarasimhan et al. (2017) proposed Structure from Motion (SfM)-Net, which uses
video frames as its training input. As a self-supervised method, it needs to generate constraints
without relying on labeled ground truth. To accomplish this, the authors predict depth from a
2D image and generate a point cloud. Subsequently, they use camera motion to project the point
cloud to the next frame and then reproject it back to 2D space. By computing the optical �ow
between the projected frame and the true frame, a supervisory signal can be produced.

• Built upon their previous work on monodepth to develop an enhanced version, monodepth
2 (Godard, Mac Aodha, Firman et al., 2019a), which addressed two signi�cant challenges in
monocular depth estimation: 1. pixel occlusion, which occurs when some pixels are visible in
the target frame but not in the source frames; and 2. cases where there is no camera motion or
the object remains stationary.

To overcome these challenges, the authors made several improvements: 1. To address the
occlusion issue, they employed a minimum rule instead of averaging. This approach ensures
that if there is at least one source frame where the pixels are not occluded, this frame will be
selected using the minimum rule. 2. They introduced a binary mask that selects pixels with lower
reprojection errors. This allows the mask to remove the entire frame from the source frames
when the camera is static, mitigating the second challenge. 3. The authors also implemented a
multi-scale loss function, which helps to evaluate predictions at various image resolutions. This
technique enables the model to better estimate depth across different scales and enhance overall
performance.

• While most self-supervised models have focused on developing new loss functions, Guizilini
et al. (2020) sought to demonstrate that a model's architecture has a more signi�cant impact
on its �nal predictions. Consequently, they proposed a novel PackNet capable of generating
high-resolution depth estimations. The PackNet features packing and unpacking blocks that
bridge the gap between large 3D spaces and the desired 2D image size. Compared to traditional
max-pooling and bilinear upsampling methods, these packing and unpacking blocks can retain
more details from the input image, allowing the network to better extract features.

Additionally, Guizilini et al. introduced a new loss function that takes the camera's speed into
account, providing an extra supervision signal. Lastly, they generated a new dataset with more
accurate depth information for objects at varying ranges.

2.3 Monocular Depth Estimation

In this thesis, monocular depth estimation is given special attention. Although it falls under the
broader category of depth estimation, it is treated distinctly with a thorough literature review presen-
ted in a separate section.

The milestones in image-based depth estimation reveal a prominent shift from stereo depth estimation
in earlier years to a focus on monocular depth estimation in recent years. This transition signi�es
an evolution from traditional computer vision methods to modern deep learning-based approaches.
Traditional methods relied on binocular cameras to capture spatial information, using the disparity
between images obtained from stereo matching or triangulation to generate depth maps. However,
the requirement of two cameras can be expensive, and in scenes with limited or no texture, capturing
enough features becomes challenging.

Monocular depth estimation, which only requires images taken from a single camera, has become
increasingly attractive to researchers. However, since a single image lacks stereoscopic visual relation-
ships, monocular depth estimation is essentially an ill-posed problem. In the following section, we
will review the methods proposed to overcome this challenge and advance the �eld of monocular
depth estimation.
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2.3.1 Supervised Training

This review of supervised learning methods for depth estimation focuses on CNN-based approaches,
as they are the most popular and effective methods developed so far. The review is divided into two
aspects: absolute depth learning and relative depth learning.

• Absolute Learning

Absolute depth learning aims to learn depth directly from an RGB image using features extracted
by a neural network. Li, Klein et al. (2017) proposed a two-streamed CNN based on VGG-16,
with one stream predicting depth and the other predicting depth gradients. The estimations
from both streams are fused to generate the �nal depth output. The loss function is de�ned
over multiple images to improve the model's generalization ability. Absolute depth learning
models can be categorized into three groups: VGG-based (Simonyan and Zisserman, 2015),
ResNet-based (He et al., 2016), and Dense-Net-based (Huang, Liu, Maaten et al., 2018).

• Relative Learning

In contrast to directly learning pixel-wise depth values, relative depth estimation models attempt
to extract more visual cues from the input image and use them as a reference for depth prediction.
Zoran and his colleagues (Zoran et al., 2015) proposed a method designed to predict the
relative relationship between points in the image, such as proximity and surface darkness.
The model then generates a dense depth estimation based on these relationships. Chen, Tang
et al. (2018) introduced a new dataset containing relative depth annotations and developed a
model that learns from these annotations to generate dense depth maps. Lee and Kim (2019)
designed a three-step depth estimation algorithm using a convolutional neural network. The
algorithm estimates relative depths between region pairs and ordinary depths at various scales,
restores relative depth maps based on the rank-1 property of pairwise comparison matrices, and
decomposes and recombines ordinary and relative depth maps to reconstruct a �nal depth map.

Supervised monocular depth estimation has been widely studied, and numerous effective results have
been proposed. As these models are trained with ground truth images, their predictions are generally
accurate when the testing data has a similar distribution and scene to the training data. However, due
to the high cost of obtaining pixel-wise labeled ground truth images, alternative research directions,
such as depth estimation based on virtual images and unsupervised depth estimation, have also
attracted the attention of many researchers.

2.3.2 Unsupervised Training

In unsupervised monocular depth estimation, there are two major research directions: stereo match-
ing and image sequence-based methods. Stereo matching methods, which build upon traditional
computer vision techniques, train the model using stereo pair-wise images and then perform inference
on single monocular images. In contrast, image sequence-based methods utilize monocular image
sequences, requiring the estimation of additional information such as camera pose or scene structure
to assist with depth prediction.

• Stereo matching

The foundation of stereo matching in unsupervised depth estimation methods can be traced
back to the work by Garg, B.G. et al. (2016), which popularized using left and right views to
train the network, becoming a popular choice for many subsequent researchers.

Xie et al. (2016) proposed a novel selection layer in their neural network model, which generates
the �nal output based on probability at each disparity level predicted by the base network. Wong
et al. (2019) designed a unique loss function that identi�es the bilateral cyclic relationship of
disparity between the left and right images. Goldman et al. (2019) observed that most methods
only use stereo image pairs as a reference signal without fully exploiting their potential, so they
proposed a model trained with both images in the stereo pair and constrained by a geometry
consistency loss. Andraghetti et al. (2019) improved the state-of-the-art with traditional visual
odometry. Watson introduced their novel depth hints to assist depth estimation(Watson et
al., 2019). Rehman's work (Rehman et al., 2019) appears to contribute further to the �eld of
unsupervised depth estimation using stereo matching methods.
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• Monocular sequences

The fundamental idea of monocular depth estimation based on monocular image sequences
involves two sub-networks: one that predicts depth based on the input image and another that
predicts camera pose based on a sequence of input images. The loss is de�ned based on the
photometric consistency of the depth and pose predictions.

Zhou, Ye et al. (2018) proposed a neural network pipeline consisting of depth CNN and pose
CNN. The two network branches can be trained together with the constraint of a warping loss,
calculated by warping frames in the sequence close to the target frame based on the predicted
depth and pose. This work inspired many subsequent studies in this research direction.

Instead of using 2D warping represented error, Mahjourian et al. (2018)proposed a novel
method trained with a loss generated from a structure point cloud, successfully incorporating
3D geometric constraints into their method. Yang et al. introduced another 3D geometric
constraint—surface normal—into their loss function, yielding persuasive results. Zhou et al.'s
work, which employs bundle adjustment to jointly optimize depth prediction and camera pose
estimation, also utilizes 3D geometric constraints.

In addition to 3D geometric constraints, other information, such as uncertainty or con�dence
maps, can be used to aid depth estimation. Chen, Tang et al. (2018) proposed a model with
two branches—one predicts depth and the other predicts uncertainty—and used their novel
patch-based Zero-Mean Normalized Cross Correlation to build a loss function, training both
branches together. Poggi et al. (2020) proposed a "self-teaching" model. The teacher model is
trained with a traditional self-supervised training method, and the student model, sharing the
same architecture, is trained to mimic the distribution originating from the teacher model.

Supervised training methods for MDE primarily focus on how to predict depth maps with greater
accuracy. On the other hand, unsupervised training methods largely concentrate on leveraging the
input data to generate additional monitoring signals, thereby enabling the network's training.

However, these methods overlook the importance of assessing the con�dence of their predictions,
which is a key factor that differentiates our method from theirs.

By integrating uncertainty estimation into our depth prediction model, we aim to not only predict
depth values but also provide a con�dence level for each prediction. This could be highly bene�cial
in various applications where understanding the reliability of the predictions is as important as the
predictions themselves.

2.4 Uncertainty Estimation

DNNs have achieved remarkable success as predictive models across various �elds in both academia
and industry. Despite the increasing interest in these models, there are still lingering concerns about
the accuracy of their predictions. Based on the work complete by Gawlikowski et al. (2021), these
concerns stem from several limitations inherent in all DNNs:

1. The limitation on expressiveness and transparency of a deep neural network model. DNN
models are often considered "black boxes" due to the lack of detailed understanding of their inner
workings. While we can build, create, tune, and use them, we are unable to fully comprehend
the intricacies of their functionality. This lack of transparency can lead to mistrust in their
predictions.

2. The limitation on identifying the differences between in-domain and out-of-domain data samples.
DNN models may have reduced accuracy when the test dataset comes from a different domain
than the training dataset. This limitation hampers their ability to generalize well to new and
diverse data.

3. The limitation of generating prediction con�dence. Most DNN models do not automatically
provide con�dence levels for their predictions. Moreover, overcon�dent predictions are a
common issue in many DNNs, further complicating the assessment of their reliability.

Given these limitations, the predicted results from neural network is not guaranteed to be correct. Thus,
uncertainty estimation in DNN models is a critical aspect to address. By incorporating uncertainty
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estimation into the predictions, we can improve our understanding of DNN functionality and mitigate
potential risks, thereby preventing possible ethical and physical harm associated with erroneous or
overcon�dent predictions.

2.4.1 Monte Carlo (MC) dropout

There are several methods that can be utilized for approximating marginalization in DNN models, such
as Markov chain Monte Carlo, Variational inference, Bayesian Active Learning, Bayes By Backprop,
Variational autoencoder, Laplacian approximations, and MC dropout. Among these, MC dropout has
gained signi�cant attention from researchers due to its effectiveness in generating approximations
and providing persuasive uncertainty evaluations. (Ming et al., 2021)

The traditional dropout method is employed during the training process to mitigate over�tting in
NN and DNN models. It achieves this by randomly dropping out some neurons in the NN during
training. In contrast, the MC dropout method applies dropout during both training and inference
stages.

During inference, MC dropout involves executing multiple forward passes through the neural network
with dropout applied at each pass. The outputs from these passes are then averaged to obtain a �nal
prediction. By running multiple passes with dropout, the method effectively captures the model's
uncertainty and provides a distribution of predictions instead of a single point estimate. This allows
for a more robust evaluation of the model's uncertainty and helps improve decision-making based on
the model's predictions.

• Wang, Li et al. (2019) propose a CNN based model to assess both aleatoric and epistemic
uncertainties in medical image segmentation tasks. Their approach features three key novelties.
Firstly, they employ a MC based test-augmentation and provide a theoretical foundation to
demonstrate its ef�cacy. Secondly, they utilize the proposed test-augmentation to evaluate a
combined aleatoric uncertainty, which integrates data noise and spatial uncertainty. Lastly, they
examine model uncertainty, data uncertainty, and combined uncertainty for medical image
segmentation.

• In uncertainty estimation area, universal adversarial perturbations (UAP) has attracted some
attention from many researchers. UAP use noise signal as an attact to perturb the NN's prediction
in order to measure the prediction's uncertainty. Liu, Ji et al. (2019) proposed method to measure
uncertainty with UAP. Rather than using the �nal output as the source to calculate uncertainty,
they used the activation status of each neurons in the network to calculate uncertainty. The
more neurons are active, the less uncertain the output is. Secondly, while all UAP methods
use Gaussian distribution or uniform distribution for initialization. Liu et al. proposed a novel
texture image with additional texture bias to initialize UAP.

• Nair et al. (2020) introduced four types of measurements for quantifying uncertainty in neural
network. These include: 1. Prediction variance, 2. MC sample variance, 3. Predictive entropy,
and 4. Mutual information. They demonstrated that by integrating these four uncertainty
measures, the �nal uncertainty estimation can be improved.

Moreover, they proposed a novel method for calculating uncertainty at the 3D voxel level,
which takes into account the uncertainty of neighboring voxels. This approach enables more
accurate uncertainty estimation, which is essential for tasks such as medical image analysis and
diagnosis.

• Yu, Wang et al. (2019) introduced a novel teacher-student semi-supervised model that incor-
porates a unique consistency loss. In contrast to other teacher models that only provide seg-
mentation results, they employed an uncertainty-aware teacher model capable of instructing the
student model in multiple tasks simultaneously. This approach enables more effective learning,
as the student model can bene�t from the teacher's guidance on various aspects of the problem,
leading to improved overall performance.
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2.4.2 Uncertainty in Computer Vision

As we discussed in previous section 2.2, computer vision is one of the core topics in DNN. However, as
one of the most exploited research topic, computer vision is affected by the three limitations illustrated
in the above paragraphs.

After the occurrence of this event, a lot of efforts have been put into uncertainty assessment on
computer vision related topics, such as: image retrieval, depth estimation, object detection, semantic
segmentation, optical �ow estimation, human pose estimation, person reidenti�cation and face
recognition, and camera relocalization.

MC dropout still remains as the most favorable method for uncertainty estimation in computer vision.
There have been a number of works recognise MC dropout for its effectiveness.

• Simultaneous Localization and Mapping (SLAM) can struggle with signi�cant changes in view-
point or object appearance, leading to fragile performance. To address this issue, Kendall and
Cipolla (2016) introduced a Bayesian NN that extends their earlier work (Kendall, Badrinaray-
anan et al., 2015). The Bayesian approach enables the model to predict uncertainty for both
positional and orientational relocalization errors, as well as model the data more effectively. They
employed a Bernoulli distribution for the posterior and used MC dropout to generate samples
from the distribution, thereby improving the model's robustness to challenging conditions.

• Eldesokey et al. (2020) attempted to model uncertainty for scene depth completion tasks. They
proposed a normalized CNN (NCNN) that learns to de�ne uncertainty based on whether error
increases or not with given measurements. Furthermore, they designed a suppressing method
that can reduce noise in spares data. Secondly, they model the training for their model as a
maximum likelihood estimation problem and thus designed the loss function to train their
probabilistic NCNN.

2.4.3 Uncertainty in Depth Estimation

In the review conducted by Abdar et al. (2021), it was noted that prior to 2019, there was limited
research conducted on uncertainty in depth estimation. However, in recent years, an increasing
number of researchers have shifted their focus to this area of study. The subsequent section will
provide an overview of various methodologies that have been proposed to assess uncertainty in depth
estimation.

New Architecture

When considering the development of a new method, the initial inclination for many researchers is
to create a novel network architecture that aligns with the speci�c demands of the new task. This
approach often aims to incorporate the latest advancements in network design and optimization
techniques.

• In contrast to most approaches that use a single RGB image as input, Ke et al. (2021) proposed a
pipeline that incorporates image, initial depth prediction, and predicted triangulation con�dence
as inputs for their novel depth re�nement network. The depth re�nement network consists of
two sections: a standard encoder that takes in all three inputs and generates relevant feature
maps, and a novel iterative re�nement module.

The iterative re�nement module produces the �nal depth estimation based on the feature maps
generated by the encoder. Additionally, pixels with higher con�dence are expected to have
smaller differences between their initial and �nal depth estimations. This approach allows for a
more accurate and comprehensive depth estimation by leveraging multiple input sources and
re�ning the predictions iteratively.

• Dikov and Vugt (2023) proposed Variational Depth Networks (VDN), which use Monodepth2
as their backbone, to estimate depth as a continuous distribution and the relative uncertainty as
the distribution's variance.

The model also learns to distinguish between areas of high uncertainty and low uncertainty
based on photometric error. For regions where depth varies signi�cantly, but the photometric
error remains stable, the model considers these areas to have lower uncertainty, and vice versa.
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This approach allows the VDN to adaptively focus on regions with higher uncertainty, improving
the overall depth estimation performance.

• Following the success of Transformers in NLP, researchers have started to apply them to com-
puter vision tasks. While global receptive �elds excel at learning long-range correlations, they
can sometimes overlook local features. To address this issue, Shao et al. (2023) proposed
URCDC-Depth, which integrates Transformers and CNNs. In this architecture, Transformers are
responsible for capturing long-range correlations, while CNNs focus on detecting local features.
The predictions from one branch are used as pseudo labels to train the other.

To identify noise in the pseudo labels, they also introduced a novel loss function capable of
capturing uncertainty in the pseudo labels, which leads to improved performance. Moreover,
they designed an effective data augmentation method called CutFlip. This technique involves
cutting an image into top and bottom parts and swapping them to form a new image. By doing
so, it reduces the correlation between depth prediction and vertical image position, helping to
mitigate over�tting issues.

Teacher-student model

Since a signi�cant portion of uncertainty and depth estimation research focuses on self-supervised
networks, therefore, the teacher-student model become a very popular choice.

• Shen et al. (2021) propose a method for learning the conditional predictive distribution of a
pre-trained dropout model, enabling sample-free uncertainty estimation in computer vision
tasks. It's effectiveness is empirically tested on semantic segmentation and depth estimation
tasks.

• Zhou, Taylor et al. (2022) propose an auxiliary self-distillation scheme integrated into the
standard self-supervised monocular depth estimation framework, enabling the bene�ts of multi-
task learning without the labeling cost. Instead of using a simple weighted sum of multiple
objectives, the proposed framework employs generative task-dependent uncertainty to weight
each task.

• Nie et al. (2022) propose a frame work consists of two DepthNets: a teacher network and
a student network. The teacher network is pre-trained in a self-supervised manner, and its
predicted depth is used as pseudo-ground-truth for training the student network, resulting
in improved estimation accuracy and depth uncertainty modeling. The estimated uncertainty
is then reintroduced into the teacher network as a mask to prevent erroneous regions from
contributing to network training and depth estimation.

• Poggi et al. (2020)comprehensively evaluated the uncertainty estimation approaches for the
considered task and proposed a self-teaching paradigm for modeling uncertainty. The method
is very effective when the pose is unknown during the training process.

Training free

While many researchers focus on developing trainable DNNs, some choose to explore training-free
uncertainty estimation methods instead.

• Mi et al. (2022) propose three methods for analyzing output variance from a trained network
under tolerable perturbations: infer-transformation, infer-noise, and infer-dropout. These
methods aim to add additional transformation, noise or dropout when having the inference
several times. Thus, these methods operate solely during inference without the need to retrain,
redesign, or �ne-tune the models.

• Hornauer and Belagiannis (2022) propose a gradient-based training-free uncertainty evaluation
method. They de�ne an auxiliary loss based on the difference of the inference results between
the original image and its �ipped version. During backpropagation, they extract the feature
map from an intermediate layer of the network. After applying max-pooling and upsampling,
the �nal uncertainty is generated from the processed feature map. This method is training free
and adaptive to any network architecutres.
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Others

• Converting depth estimation, which is inherently a regression task, into a classi�cation task by
discretizing the depth maps is a common and effective approach. However, the discretization
process makes the estimation of uncertainty more challenging. Hu et al. (2022) proposed a
solution to this problem through a conditional distribution estimator that learns from con-
strained ordinal regression. The uncertainty, which is a combination of aleatoric and epistemic
uncertainty, is estimated using the bootstrapping method. This approach enables more accurate
depth estimation by taking into account the inherent uncertainty in the discretized depth maps,
ultimately improving the model's performance.

• Yu, Franchi et al. (2022) developed a new method for Classi�cation Approaches for Regression
(CAR) uncertainty estimation. They observed that previous CAR methods did not adequately
consider the depth table and classi�cation map. Their proposed method addresses this issue by
taking into account the values that were previously ignored by the classi�cation map. By doing
so, they generate uncertainty estimates based on these previously disregarded values, leading to
more accurate and robust uncertainty estimation in CAR models.

• While most depth estimation approaches, regardless of their inputs or architectures, predict
�xed depth values as their �nal results, Liu, Gu et al. (2019) proposed a method that estimates
depth probability rather than �xed depth values. Their model �rst predicts a Depth Probability
Volume (DPV), which represents the likelihood of a pixel having a certain depth. The estimated
DPV contains information strongly correlated with the depth distribution of the scene.

By applying Maximum Likelihood Estimations to the DPV, both depth and uncertainty can
be generated. Furthermore, since they use image sequences as inputs, additional DPVs are
produced as more images are processed. To improve the �nal results, they employ a Bayesian
�ltering scheme that re�nes the depth estimation by integrating the information from multiple
DPVs.

2.5 Signed Distance Function in Neural Network

Before Park et al. introduced their conditional DeepSDF (Park et al., 2019), SDFs played a limited
role in 3D model reconstruction within the realm of deep learning, due to their inherent in�exibility.
Zollhöfer et al. (2015) proposed a neural network that uses volumetric SDF to re�ne 3D models, but
with a single set of network parameters, the model could only represent one object-level 3D model.

Park et al. (2019) brought about a paradigm shift by employing a conditioned auto-decoder that
enabled a network model to represent a multitude of SDFs. This work kindled a new interest in SDFs
within the research community.

Liu, Zhang et al. (2020) embraced the concept of a code-conditioned decoder network and expanded
the output domain from 3D models to various 2D observations, thus their model could generate depth
maps, surface normals of objects, and silhouettes.

In a similar vein, Mu et al. (2021) built their novel model based on DeepSDF. Their proposed network
can generate a 3D model of an object from a novel viewing angle. For instance, if only a laptop opened
at a 45-degree angle is available in the training dataset, their network could generate a new laptop
model that opens at a given novel angle f .

Additionally, Ma et al. (2023) highlighted the importance of gradient consistency in generating SDFs
through their novel level set alignment loss. Their proposed network is capable of generating SDFs
from point clouds.

Despite the substantial body of work on integrating SDFs with neural networks, the continuity of
the distribution of the latent codes in the latent space remains an open question. Hence, our study is
aimed at investigating this aspect.



14

Chapter 3

Recovering images from sparse colored
point clouds

In this chapter, we introduce our innovative view synthesis model, examining it from both methodolo-
gical perspectives and through the lens of experimental results. Our work proposes a groundbreaking
model capable of generating dense RGB images from any given camera pose, using only a sparse
colored point cloud and the camera pose as inputs. By employing generative adversarial training, our
model effectively addresses the challenges associated with the sparsity of the input data.

A more speci�c de�nition of the task can be illustrated by Figure 3.1. The left image shows a top-down
view of a colored point cloud. C1 and C2 in the image denote two virtual camera poses that we can
arbitrarily de�ne. The objective of this work is to generate RGB images of the scene as viewed from
positions C1 and C2. The two output images on the right are generated outputs from our model, while
the GT images represent the ground truths.

Figure 3.1: Novel view synthesis from colored 3D point cloud. The colored point cloud is generated by
DSO (Engel et al., 2017), using key frames in a video sequence. C1 and C2 represents the two virtual camera
poses, which are two viewpoints in the scene. Output C1 and C2 are synthesized RGB images of the scene at
the given two viewpoints. GT C1 and C2 are the ground truth RGB images at the two viewpoints.

This chapter is based on material from (Song et al., 2020) for which I was the second author. The
primary contributions of the �rst author included: 1. Designing the neural network architecture.
2. Constructing the network using the PyTorch framework. 3. Designing relevant experimental
procedures. 4. Writing the content of the paper. My role, as the second author, encompassed the
following activities: 1. Engaging in discussions pertinent to the design of the network. 2. Assisting
in the construction of certain components of the network utilizing PyTorch. 3. Conducting the
designed experiments. 4. Contributing to the written content of the paper. For completeness and
comprehensibility, both of our contributions are included in this chapter.
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3.1 A point cloud to image autoencoder

Our model takes as input a colored point cloud, represented as P 2 R N � 6. Here, N signi�es the
quantity of points in the cloud. Each point is de�ned by its x, y, z coordinates and r, g, b color intensity
values. The purpose of the model is to generate a dense RGB image, denoted asI 2 R H � W� 3, as
viewed from a novel camera position.

Figure 3.2: Novel View Synthesis Network Architecture. The network consists of three sub-modules, a
PointEncoder, an ImageDecoder, and a Re�neNet. The PointEncoder has set abstraction layer and feature
propagation layers which is inspired by PointNet ++ (Qi et al., 2017). Output of PointEncoder will be
projected onto image plan using camera intrinsics K and sent to ImageDecoder which utilises a U-Net
structure (Kohl et al., 2018) to generate a coarse RGB image. Finally, the Re�neNet which also uses U-Net
structure re�ne the coarse RGB image with additional information from sparser RGB-D map. Qualitative
results are included at the bottom left.

This new camera viewpoint is speci�ed by the camera's extrinsic parameters, T 2 SE(3). The camera's
intrinsic parameters are de�ned as K 2 R3� 3. As illustrated in �gure 3.2, our model is composed
of three sub-modules: a PointEncoder, an ImageDecoder, and a Re�neNet. The PointEncoder and
ImageDecoder together constitute a coarse image generator,Gc, while the Re�neNet serves as the
re�ned image generator, Gr .

The entire model pipeline is trained using an adversarial strategy (Goodfellow et al., 2020) with
discriminators Dc and Dr and generator Gc and Gr . An adversarial training strategy involves a
discriminator D and a generator G. D is trained to differentiate between real images from the dataset
and the ones generated by G. When the discriminator receives an image, it attempts to classify it
as either real (originating from the actual dataset) or fake (generated by the generator). G tries to
create realistic RGB images from colored point clouds, with the aim of deceiving the discriminator. In
other words, it learns to generate data that closely mimic the distribution of the original data, with the
goal of generating images that are indistinguishable from real ones. These discriminators employ a
Patch-GAN structure (Isola et al., 2017) with instance normalization applied across all layers (Ulyanov
et al., 2017).

During the forward pass, the input colored point cloud undergoes a rigid transformation de�ned by
T. This results in a transformed point cloud, P0. The PointEncoder then extracts a set of point-wise
feature maps in 3D space from P0. These feature maps are subsequently projected onto the image
plane using the camera's intrinsic parameters, K . The ImageDecoder, upon receiving these feature
maps, decodes them to generate a coarse RGB image. Finally, the Re�neNet takes this coarse image,
along with an RGB-D coarse map created from P0 and K, and re�nes it into the �nal RGB image
output.
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3.1.1 Network Architecture

PointEncoder

Directly generating photo-realistic RGB images from point clouds presents a formidable challenge due
to the sparsity of the point cloud and the absence of explicit geometric and topological information
about the scene. Therefore, the quality of the generated images is signi�cantly improved by success-
fully extracting more implicit structural information from the point cloud, such as surface normals,
local connectivity, and color distribution. To accomplish this, we have designed a PointNet++ Qi et al.
(2017) based PointEncoder, which can learn features for each point in 3D space.

The PointEncoder architecture includes four set abstraction levels and four feature propagation levels,
aiding in the learning of local and global features from the point cloud. The set abstraction levels
gradually learn to extract local features by downsampling and grouping the point cloud. Subsequently,
the feature propagation levels implement a distance-based feature interpolation and skip connections
to procure features for all points in the point cloud.

The input point cloud is structured as an N � (3 + 3) dimensional tensor, with each point de�ned
by 3D coordinates and RGB color intensities. To acquire multi-scale features, we store the features
following each propagation level, which aids in constructing a set of sub-point clouds, each with
associated point features. Each point feature spansC dimensions. Mathematically, the feature vector
following the i-th level in the feature propagation layers is de�ned as Fi 2 R Ni � (3+ Ci ) , where Ni
represents the number of points in the subsampled point cloud, each having 3D coordinates and
Ci -dimensional features. The �nal feature set obtained from the feature propagation layers is denoted
asF = F0, ...,Fk , where Nk = N, and Ck = C.

ImageDecoder

While the feature maps F generated by the PointEncoder encompass a signi�cant volume of informa-
tion, they remain sparse representations. Bridging this gap to generate a dense RGB image involves
leveraging the feature maps obtained from the PointEncoder, which are essentially multi-scale fea-
tures. The smaller the sub point cloud from which the features originate, the richer the contextual
information they can contain. This is similar to Convolutional Neural Networks (CNNs), where lower
resolution feature maps possess more channels. In order to maintain scale consistency between the
3D space and image space, we project the point features onto the image plane using the camera's
extrinsic parameters, with respect to their sub-pointset size. The projected features in image space
have different resolutions, which are then utilized by the ImageDecoder to generate a dense RGB
image output.

The point feature set F is projected onto feature map planes M = M 0, ...,M k , where each M i 2
R Hi � Wi � Ci corresponds to Fi , and M k is of size H � W � C. The feature maps M form a feature
pyramid where each subsequent layer doubles its scale compared to the previous one, that is, Hi+ 1 =
2Hi and Wi+ 1 = 2Wi . The projection from F to M is carried out using the camera's intrinsic parameters,
K . During this projection process, if two points project onto the same pixel, we retain the point that
is closest to the camera's origin. By utilizing this feature pyramid, the ImageDecoder is capable of
generating a dense RGB image.

Re�neNet

Although the previous two modules have generated a dense RGB image, certain issues with the
output encouraged us to develop an additional module, termed the Re�neNet. One such issue is the
ImageDecoder's limited capacity to distinguish between the foreground and background. Despite
using Z-buffering when projecting features onto the image plane, the point cloud's sparsity can result
in inaccuracies when attempting to correctly recover foreground occlusion. Moreover, even though
RGB color intensity was incorporated into the point cloud, the PointEncoder predominantly focuses
on understanding shapes and structural information. To further address these challenges, we designed
the Re�neNet module.

The architecture of the Re�neNet is still based on U-Net. In addition to the coarse RGB image, it also
incorporates an RGB-D map as an additional input, which is derived from the transformed point
cloud P0. This RGB-D map is concatenated with the coarse RGB image, forming the �nal Re�neNet
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input, which is of H � W dimensions. Utilizing visibility analysis is a common method in many
geometric approaches (Alsadik et al., 2014; Biasutti et al., 2019). The output of the Re�neNet is the
�nal RGB image, which exhibits a higher degree of photo-realistic quality compared to the coarse
image.

3.1.2 Objective Functions

Our model initiates all parameters via Xavier initialization (Glorot and Bengio, 2010) and is bifurcated
into two independent modules: the coarse image generator and the re�ned image generator, trained
separately through adversarial steps.

The coarse image generator encompasses the PointEncoder and ImageDecoder, symbolized asGc. This
module's purpose is to produce coarse yet dense RGB images. Conversely, the re�ned image generator,
denoted as Gr , consists solely of the Re�neNet module. Its task is to enhance the photorealistic quality
of images produced by Gc. For both Gc and Gr , we employ identical objective functions with ground
truth as supervision. We use the symbols G and D to represent the generators and discriminators,
respectively.

The input for both generators is represented by x. For Gc, x signi�es a colored point cloud, dimen-
sioned as x 2 R N � 6. For Gr , x denotes a multidimensional feature map with x 2 R H � W� 7. The
coarse image generator,Gc, embodies the function that maps from R N � 6 ! R H � W� 3. Meanwhile,
the re�ned image generator, Gr , signi�es the function mapping from R H � W� 7 ! R H � W� 3. The
discriminator, which predicts whether the input image is genuine or not, maps from R H � W� 3 ! R.

The objective function is an amalgamation of four loss functions: the `1 loss, the adversarial loss, and
a perceptual loss. The latter comprises a feature reconstruction loss and a style loss.

The `1 loss is de�ned as:
L `1

= jj I gt � G(x)jj 1 (3.1)

where I gt represents the ground truth image I gt 2 R H � W� 3. The adversarial loss is de�ned as:

L adv = log[D(I gt)] + log[1 � D(G(x))] (3.2)

The perceptual loss, as described in previous studies(Gatys et al., 2016; Johnson et al., 2016), comprises
two components: a feature reconstruction loss L f eat and a style loss L style. Both of these loss functions
contribute towards the generation of images that are perceptually similar and semantically close to
the ground truth images.

The aggregate perceptual loss is derived from a pre-trained VGG-19 network(Simonyan and Zisserman,
2015), which is trained on the ImageNet dataset(Deng et al., 2009). The feature reconstruction loss is
computed as follows:

L f eat =
5

å
i= 1

jj f i (I gt � f i (G(x)) jj 1 (3.3)

and the style loss is calculated as:

L style =
4

å
j= 1

jj Gf
j (I gt) � Gf

j (G(x)) jj 1 (3.4)

In the feature reconstruction loss, f i refers to the feature maps generated after the 1st, 3rd, 5th, 9th,
and 13th convolutional layers in the VGG-19 model. On the other hand, Gf

j stands for the Gram
matrix computed from the feature maps produced by f j , where f j calculates the feature maps post
the 2nd, 4th, 8th, 12th, 16th convolutional layers in the same VGG-19 model.

The Gram matrix of these feature maps effectively captures the correlation between different feature
responses, representing which features tend to activate in unison. Consequently, it encapsulates the
texture or "style" aspects of an image, which is distinct from its "content" that corresponds more closely
to the global arrangement of the features.
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While consolidating all loss functions to formulate the objective function, we introduce coef�cients for
each loss term. These coef�cients allow us to independently regulate the impact of each loss term on
the �nal objective function. Consequently, the objective function can be articulated as:

L G = l `1
L `1

+ l advL adv + l f eatL f eat+ l styleL style (3.5)

3.2 Experiments

We have done evaluation of our model on different datasets for both indoor and outdoor scenarios.
We had our model trained on SUN3D dataset (Xiao et al., 2013), and tested on NYU-V2 (Silberman
et al., 2012), ICL-NUIM (Handa et al., 2014), and KITTI odometry dataset (Geiger et al., 2013), where
the former two datasets were caputured in indoor envrionment, and KITTI was captured in outdoor
street environment. We also utilise different methods for generating the point cloud, such as depth
measurements, COLMAP (Schonberger and Frahm, 2016) and DSO (Engel et al., 2017).

The main approach we compare our method with is the state-of-the-art inverse SfM method (Pittaluga
et al., 2019) which is denoted asinvsfm. The comparison was mainly done on evaluation of synthesized
image quality.

3.2.1 Datasets and Preprocessing

In this section, we are going to brie�y demonstrate the datasets we have used during training and
testing of our model. Furthermore, what pre-processing procedures we have employed to generate
the data suitable to our model.

SUN3D and training data preprocessing

Figure 3.3: Sample image from SUN3D dataset. SUN3D dataset contains views for multiple indoor scenes.

The SUN3D dataset is a rich repository of RGB-D video sequences and accompanying camera poses
from a wide array of scenes. An RGB-D sequence consists of video frames featuring both a standard
RGB color image and a depth image, which denotes the distance from the camera to each pixel in the
image. Our model is exclusively trained on this dataset.

The SUN3D dataset's provision of RGB-D images enables us to derive a colored point cloud by
sampling from these images. Alongside the point cloud, we also incorporate the camera pose into
the input data. Leveraging this input of sampled point cloud and camera pose, our model is capable
of generating a dense RGB image closely aligned with the original RGB image, a task termed as
scene revealing. Moreover, given a fresh viewpoint, indicated by a new camera pose, our model can
synthesize a novel view, a task referred to as novel view synthesis. In order to test our model on these
two tasks, we produce two data pairs from the SUN3D dataset: one includes the original point cloud
and image pair, while the other includes the original point cloud with a novel view image pair.

The following method was adopted to generate the point cloud: we start by sampling 4096 pixels
from each RGB image, as well as feature points, image edges, and randomly sampled points. Then,
utilizing the depth map and the camera's intrinsic parameters, we re-project these points back to form
a point cloud, resulting in a colored point cloud.
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NYU-V2, ICL-NUIM and testing data preprocessing

Figure 3.4: Sample images from ICL-NUIM and NYU-V2 dataset. The balck and white image on the left is
a sample image from ICL-NUIM dataset, which demonstrates the interior of the generated indoor scene.
The other three images on the right are from NYU-V2 dataset, which contains the RGB image (left), depth
measurement (middle), and the labeled objects in the image (right).

The NYU-V2 dataset is a collection of indoor scenes captured with both RGB and depth information.
It was gathered using a Microsoft Kinect which captures synchronized color (RGB) and depth images.
The dataset covers a variety of indoor scene types, including living rooms, kitchens, bedrooms,
bathrooms, and of�ce spaces, among others.

ICL-NUIM is a synthetic RGB-D dataset that is commonly used for evaluating SLAM and visual
odometry algorithms. Because it is a synthetic dataset, it comes with precise and unambiguous ground
truth for camera poses and 3D geometry. This makes it particularly useful for benchmarking purposes,
where these ground truth values can be used to objectively compare the performance of different
algorithms.

The dataset includes a variety of indoor scenes, such as a living room or an of�ce. For each scene, it
provides RGB and depth images, camera poses, and 3D point cloud maps. It also offers sequences
with different types of camera motion, including handheld, rotational, and linear paths.

As described in the preceding paragraph, our model is pro�cient in performing two distinct tasks:
scene revealing and novel view synthesis. Each task demands its unique preprocessing routine.

For the scene revealing task, our approach aligns closely with the invsfm model, and to ensure a fair
comparison, we employ the same test dataset as used byinvsfm. This dataset comprises of a point
cloud, generated by COLMAP, based on the NYU-V2 dataset.

In traditional visual odometry or SLAM, point clouds are generated only using key frames, with
intermediate frames left unutilized despite being learnt by the model. To evaluate our model's
performance on novel view synthesis, we use these unused frames as ground truth. The corresponding
point clouds are generated using DSO on the ICL-NUIM dataset.

However, the point cloud from a novel viewpoint can be rather random, with variability in the number
of points included in the view. To manage this, we implemented a sampling method. When the
number of points in a view exceeds a certain threshold n, we randomly sample points. Conversely, if
the number of points is less than n, we employ nearest neighbor upsampling. This approach ensures
a fair evaluation irrespective of the variability in point cloud data.

3.2.2 Implementation details

Our model implementation leverages the PyTorch framework. We train our network with input point
clouds of dimensions 4096� 6 and images sized 256� 256. The Adam optimizer, as discussed in
Kingma's 2014 paper (Kingma and Ba, 2014), is utilized throughout the training process.

Regarding hyperparameter tuning, we opted to employ the same empirical settings as the Edge-
Connect model(Nazeri et al., 2019) described in Nazeri et al.'s 2019 study. Speci�cally, we set
l `1

= 1,l adv = 0.1,l f eat = 0.1, and l style = 250.

The learning rate for the generators is initialized at 10� 4 and is gradually reduced to 10� 6 until
convergence is achieved. The discriminators, on the other hand, are trained at a learning rate that is
one-tenth of the generator's rate.
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3.2.3 Metrics

We use the following evaluation metrics to measure the quality of synthesized images:

MAE

Mean Absolute Error (MAE) measures the absolute accuracy between network predicted values
and the ground truth values by calculating the average absolute difference between them. It can be
expressed as :

MAE =
1
n

n

å
i= 1

j ŷi � yi j, (3.6)

where n represents the number oc pixels in the image, ŷi represents the predicted value, and yi
represents the ground truth value.

SSIM

Different from MAE which generates the numerical measurements, the Structural Similarity Index
Measure (SSIM) (Wang, Bovik et al., 2004) can measure the quality of generated images with respect
to the ground truth images. Rather than only computing the pixel differences, the SSIM method
considers changes in structural information, luminance, and contrast. It is denoted as:

SSIM =
(2mŷmy + C1)(2sŷy + C2)

(m2
ŷ + m2

y + C1)(s2
ŷ + s2

y + C2)
, (3.7)

ŷ and y represents the various windows selected on prediction and ground truth images with size of
11 � 11. mrepresents the pixel sample mean,s2 represents the variance,sŷy represents the covariance,
and C1, C2 represents the variables to stabilize the division.

PSNR

Peak Signal to Noise Ratio (PSNR) measures the quality of a reconstructed or compressed image
in comparison to the original image. It is calculated by taking the logarithm of the ratio between
the squared maximum possible pixel value of the image, and the MSE of the image. This ratio is
then typically expressed in decibels, which can allow for more manageable numbers and easier
interpretation. It it denoted as :

PSNR= 10 log10(
max(yi )2

1
n å n

i= 1( ŷi � yi )2
). (3.8)

Where n represents the number of pixels in the image. ŷ and y represents the predicted an ground
truth images.

MAE is a lower-the-better metric, while SSIM and PSNR are higher-the-better.

3.2.4 Sub-module output

Figure 3.5 visually demonstrates the qualitative enhancements that the Re�neNet ( Gr ) brings to
the generated images, given input point clouds with a sample size of 4096. It's evident that the
PointEncoder and ImageDecoder (Gc) are capable of generating images that maintain structural
accuracy. However, Gc struggles with reproducing �ne details such as sharp object edges and
consistent coloration across a continuous surface. This de�ciency motivated the design of Re�neNet
(Gr ).

By comparing the images in the second and third columns, we can appreciate the role of Gr . This
component enhances coarse images, enabling the construction of sharp edges for objects within the
scene and maintaining color consistency within individual objects. It thus works to overcome the
limitations observed with Gc alone, leading to higher-quality image generation.
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Figure 3.5: Sub-module output. The images presented are arranged from left to right as follows: the �rst
column displays the point cloud input sent to our network, the second column shows the coarse RGB
images produced by the PointEncoder and ImageDecoder (Gc), the third column features the re�ned images
resulting from the Re�neNet ( Gr ), and the last column provides the ground truth images for comparison.The
input point cloud, as stated earlier, has a sample size of 4096. When examining the output, we observe that
Gc can successfully reconstruct the broad shapes and structures present in the scene. However, it'sGr that
signi�cantly enhances the �nal output by re�ning the color and detailing of objects within the scene.

Table 3.1 presents a quantitative evaluation of the image quality generated by our network. It's evident
that our Gc + Gr network substantially outperforms the invsfmmodel on all three metrics. However,
the performance of our model does not improve in line with an increase in the number of samples.

The primary reason for this is the inherent limitation in the number of observable points from the point
cloud in a given view. As such, when the sample number is increased, the model merely replicates
points via our upsampling method without adding valuable information for scene revealing.

Our model was trained with a point sample number of 4096, and correspondingly, peak performance
is achieved when this same number is used during testing. When considering the point sample size
of 4096 as input - which constitutes only 6.25% of an output image with a size of 256� 256- this
underscore our model's pro�ciency in accomplishing the scene revealing task even with a very sparse
point sample input.

3.2.5 Scene revealing evaluation

Figure 3.6 showcases the qualitative results for the scene revealing task. A comparison is made
between our proposed method (depicted in the third row of each image set) and the invsfm approach
(shown in the second row of each image set). Upon comparison, it becomes evident that our method
excels in generating objects with sharper edges and maintaining better color consistency. Moreover,
our method effectively captures and generates smaller objects with a high level of detail.

The superior performance of our model is also re�ected quantitatively in table 3.1. Our model
manages to achieve better SSIM and PSNR metrics with fewer input points. It's worth noting that
the performance of our coarse image generator Gc aligns closely with that of invsfm, indicating the
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Table 3.1: Quantitative results for the scene revealing task on NYU-V2. The column labeled Max Points
indicates the number of points that were sampled and used as network input. The values 4096, 8192, and
12288 imply that the point cloud was sampled down to this size. A value of >20000 indicates that all points
within the view were utilized as network input.The symbols " and # are used to denote the desirable
direction for each metric. Speci�cally, " signi�es that a higher value is better, conversely, # denotes that a
lower value is better.

Max Points MAE # PSNR " SSIM "

invsfm (Pittaluga et al., 2019) 4096 0.156 14.178 0.513

8192 0.151 14.459 0.538

>20000 0.150 14.507 0.544

Ours-coarse 4096 0.154 14.275 0.414

8192 0.155 14.211 0.435

12288 0.164 13.670 0.408

Ours-re�ned 4096 0.117 16.439 0.566

8192 0.119 16.266 0.577

12288 0.125 16.011 0.567

effectiveness of our Gc design. In summary, our model surpasses the state-of-the-art in both qualitative
and quantitative measures.

3.2.6 Novel view synthesis evaluation

We assessed our model's pro�ciency in novel view synthesis using non-key frames from the DSO
output. Since all frames in the dataset are aligned with the camera poses, these non-keyframes serve
as novel views relative to the keyframes. We also drew a comparison with invsfm, but it's worth noting
that neither of the methods underwent �ne-tuning on this dataset to maintain a fair comparison.

Qualitative results are displayed in �gure 3.7. The �rst two columns reveal that while invsfmsometimes
fails to accurately restore the correct color in the scene, our method consistently maintains superior
color consistency in the synthesized novel view. Within the regions demarcated by red boxes, we
observe how our model outperforms invsfm in generating sharp edges for objects, such as plant stems,
which can be a challenging task due to the sparsity of the point cloud. Additionally, within the regions
outlined by green boxes, our model showcases its ability to restore details for small objects.

Quantitative evaluation of our model's performance is provided in table 3.2. Our model uses 4096 and
8192 as the sample sizes of the input point subsample, whereasinvsfm utilizes all available points in
the novel view �eld. Even with a larger input, which signi�es richer input information, our model still
achieves superior quantitative results compared to invsfm. This demonstrates our model's ef�ciency
and effectiveness, even in the context of sparse inputs.

3.2.7 Results on KITTI dataset

The KITTI dataset obtains depth measurements using LiDAR, resulting in sparse depth measurements.
By employing given camera intrinsic parameters, we project the 3D points onto the image plane.
Associating these points with pixels in the image allows us to obtain colored points, which can then
be used as the input sample for our model. The KITTI dataset also provides the camera poses for each
frame within a sequence, thereby enabling us to evaluate our model's capability in the novel view
synthesis task using this dataset as well.

Visual testing results are displayed in Figure 3.8. It's important to note that our model was solely
trained on the SUN3D dataset, which exclusively comprises indoor scenes. The model under test had
not been trained or �ne-tuned on any outdoor dataset. Even so, our model demonstrates impressive
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