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Abstract

The recent developments in Convolutional Neural Networks (CNNs) have made
deep learning a powerful tool that advances the performance of various computer
vision tasks, e.g., image and video recognition, semantic segmentation, object track-
ing, etc. However, most CNN models rely on the large-scale annotated training data,
and the performance turns to be low when the size of training data is limited, there-
fore numbers of large-scale datasets consisting of millions of images or videos are
proposed for vision tasks, e.g., ImageNet Russakovsky et al. [2015] for object recogni-
tion, Places Wang et al. [2015a] for scene understanding, MsCoCo Lin et al. [2014] for
semantic segmentation, and Kinetics-700 Carreira et al. [2019] for action recognition.
Though training on large-scale dataset can significantly improve the performance,
creating such datasets for novel scenarios is costly. Moreover, relying on the num-
ber of samples is not consistent with human’s learning abilities, as humans have the
ability to understand novel concepts from limited examples. Transfer learning is a
machine learning topic that addresses the above limitations in current deep models,
and it studies how to make machines exploit the acquired knowledge to solve new
problems, thus learning by generalizing from existing to new concepts, a trait akin
to humans. Empirically, transfer learning for computer vision problems includes the
following subtopics: (i) zero-shot learning, (ii) few-shot learning, and iii) domain
adaptation. In this thesis, we study zero-shot and few-shot learning to demonstrate
how to learn better from limited training samples.

Zero-shot learning requires learning a mapping that associates feature vectors ex-
tracted from images with semantic annotations that describe objects and/or scenes of
interest. In turns, it allows classifying unseen object classes and/or scenes by match-
ing features vectors via mapping to a newly defined semantic annotation describing
a new class.

Our first work addresses the weakness of linear mapping in previous zero-shot
learning models by learning via well-established non-linear kernelized projections
between features and attribute spaces to promote better classification accuracy. We
propose an easy learning objective inspired by the Linear Discriminant Analysis and
Kernel Polarization methods with an incoherence mechanism. We evaluate perfor-
mance of our algorithm on the Polynomial as well as shift-invariant Gaussian and
Cauchy kernels, which achieve state-of-the-art results on both classic and generalized
protocols.

Following we propose a novel GAN-based domain-aware model selection mech-
anism to predict the domain shift in generalized zero-shot learning. The dominant
challenge in the generalized setting is the unbalanced data distribution during train-
ing and testing, which makes it difficult for the classifier to distinguish if a given
testing sample is from a seen or unseen class. Using Generative Adversarial Net-
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work (GAN) to generate synthetic datapoints from semantic embeddings of unseen
classes can effectively alleviate this issue. Inspired by GAN-based models, we pro-
pose the model selection mechanism, in which we leverage two sources of datapoints
to train the model selection classifier to recognize which test datapoints come from
seen and which from unseen classes. This way, generalized zero-shot learning can be
decoupled into two disjoint classification tasks, thus reducing the negative influence
of the unbalanced data distribution.

Few-shot learning is a variant of knowledge transfer which is formulated as a
meta-learning process. Previous works address few-shot learning by learning image
relations over numbers of meta-train tasks, and transfer such a relation knowledge to
solve meta-test tasks where only one or very limited samples are available. We take
the similar view to address few-shot learning in the thesis.

At first we investigate so-called second-order pooling and Power Normalizations
in fine-grained classification tasks to study a proper way of using co-occurrence
statistics for such tasks. Following above experiments and analysis, we propose
the novel second-order similarity network, which measures image relations via co-
occurrence relation descriptors, and significantly improves the performance of few-
shot learning. Our evaluations demonstrate the superior performance of second-
order pooling on few-shot learning tasks.

Apart from devising robust features, hallucinating auxiliary samples for training
is also a popular and effective way to improve the accuracy of few-shot learning.
To this end, we propose a saliency-guided hallucination strategy, which employs a
saliency detector to segment foregrounds and backgrounds from sampled images
forming an episode, then we mix every foreground with all available backgrounds in
convolutional feature space to synthesize descriptors representing objects in various
scenes. In this way, we effectively increase the number of support samples in meta-
train and meta-test tasks, thus improving the inference performance.

Furthermore, we note that previous few-shot learning methods fail to address
the scale- and location-mismatch between support-query objects, thus leading to the
performance loss. Inspired by the spatial-pyramid matching, we propose a novel
spatial- and scale-matching network to explicitly match the support-query pairs over
different scales and locations. Our experiments show that such a matching scheme
improves existing few-shot learning pipelines and leads to state-of-the-art results.

Last but not least, we consider a more challenging scenario, namely few-shot
action recognition, to study knowledge transfer in the video domain. Apart from
the spatial information, robust aggregation over the temporal mode is fundamental
in this task. To address this issue, we propose a novel action relation network with
permutation-invariant attentions and auxiliary self-supervision tasks. Furthermore,
we propose new standard meta-{train, validation, test} splits for HMDB51, UCF101
and miniMIT to make fair comparisons with future works easier. Our approach
achieves state-of-the-art performance on all few-shot action recognition tasks.

Key words: Transfer Learning, Zero-shot Learning, Few-shot Learning, Kernel,
Co-occurrence Statistics, Power Normalization, Data Hallucination, Spatial-matching,
Scale-matching, Action Recognition
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Chapter 1

Introduction

1.1 Transfer Learning

The concept of learning can be simply understood as human's behavior of acquiring
novel knowledge from various data sources, e.g.images, text and sound etc to adapt
to the environment. Learning is the key aspect of the Arti�cial Intelligence (AI).

To make computer able to learn similarly to a human, Machine Learning (ML) is
a study of algorithms and statistical models of learning. As shown in Figure 1.1, ma-
chine learning has many branches, e.g., supervised learning, unsupervised learning,
reinforcement learning and our transfer learning, etc. Some of the most well-known
machine learning algorithms include Support Vector Machine (SVM), Decision Tree,
Regression and Bayesian analysis. Deep Learning (DL) can be regarded as a spe-
cialized type of machine learning model utilizing deep arti�cial neural networks,
e.g.Convolutional Neural Network (CNN), Recurrent Neural Network (RNN) etc, to
learn from datapoints.

Computer Vision (CV) is a �eld of computer technology that uses visual data,
e.g.images and videos to make the machine recognize visual concepts of the real
world. Computer vision is playing an important role in the recent development of
AI, and also is an indispensable bridge connecting AI and real world. The popu-
lar computer vision tasks include image classi�cation, action recognition, semantic
segmentation, object detection, tracking, image restoration, stereo matching etc. Tak-
ing image classi�cation as example, one typical model aims at learning a network
using images as inputs to predict their class labels, e.g.bird, dog, cat, wolf. The �ne-
grained image classi�cation is the task where the model is trained to predicts over
subcategories within a higher-level class, e.g., Black-footed Albatross, Laysan Alba-
tross, Sooty Albatross, Crested Auklet, Least Auklet, which all are bird species, in
CUB-200-2011 dataset Wah et al. [2011].

Computer vision tasks are tightly connected with machine learning algorithms,
especially in the deep learning era, as the objectives of most vision tasks can be
considered as either supervised or unsupervised learning. Furthermore, the network
architectures (e.g., CNN and RNN), loss functions ( e.g., Cross Entropy, Mean Squared
Error, Kullback–Leibler Divergence), and optimization strategies ( e.g., Stochastic Gra-
dient Descent (SGD), Root Mean Square Propogation (RMSProp), and Adaptive Mo-
ment (Adam) Kingma and Ba [2014]) are all different aspects of machine learning.

1
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2 Introduction

Figure 1.1: Various kinds of learning in machine learning. We provide a general overview
which is just for illustrative purposes (other well-researched taxonomies).

Currently, computer vision in a way is also machine learning.

In recent years the progress in deep learning has signi�cantly advanced state-of-
the-art performance of many vision tasks, e.g.image and video recognition, semantic
segmentation, language modeling, object tracking etc. However, current deep models
are highly depend on the large number of training datapoints to achieve a strong per-
formance. The scale of a dataset has signi�cant impact on the training of classic CNN
models, e.g.AlexNet Krizhevsky et al. [2012], VGG Simonyan and Zisserman [2015],
ResNet He et al. [2016]etc,, and this led to introduction of many large-scale datasets
in the community consisting of millions of images, e.g.ImageNet Russakovsky et al.
[2015], Places205 Zhou et al. [2014], MsCoCo Lin et al. [2014]etc. Creating large-scale
datasets to address different tasks is an effective but also costly way to improve the
learning performance as it requires signi�cant manual efforts on data collecting and
labeling, thus it is not always applicable to new tasks.

However, humans, even infants, can easily understand novel concepts from one or
few images. To illustrate, for a human who has never seen images of 'wolf', they can
easily capture the key features of 'wolf' and understand this novel concept as long as
we present one or few images of 'wolf' to them. The reason of this phenomenon is
that humans can exploit the knowledge stored from previous learning tasks to help
rapidly adapt to novel concepts. This knowledge adaptation is a form of transfer
learning.

Transfer learning is a popular machine learning topic aiming at making machines
learn more like a human w.r.t the ability to use previously stored knowledge to solve
new tasks, thus signi�cantly reducing the required number of training datapoints
while retaining promising performance. It is dif�cult to collect suf�cient data for
novel tasks, however, there are many related proposed datasets where we can store
and accumulate knowledge for novel tasks. Therefore, transfer learning contains
a family of practical and useful solutions for realistic problems. It is possible that
transfer learning will be one of the most dominant forces helping improve the per-
formance of computer vision tasks, and it will continue to play a pivotal role in the
further development of AI.

In the deep learning era, �netuning can be regarded as a simple but effective
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§1.1 Transfer Learning 3

Figure 1.2: Illustration of difference between transfer learning and classic learning approach.
The classic learning starts from randomly initialized parameters, while the transfer learning
models learn from the knowledge accumulated during previous tasks, thus it can achieve

equivalent performance on new tasks given fewer annotated training datapoints.

instance of knowledge transfer, where one can update a model, which has been
pretrained on a large-scale dataset, with a small learning rate for limited iterations
to faster and better converge to the optimal solution. To formally study the model's
transfer ability, researchers introduced topics such as Zero-shot Learning (ZSL), Few-
shot Learning (FSL) and Domain Adaptation (DA) which address different aspects of
transfer learning. These three topics were initially studied in image classi�cation, but
recently have been extended to a wide range of vision tasks, e.g.action recognition,
semantic segmentation, tracking, etc.

In the thesis, we focus on zero-shot and few-shot learning problems to study the
knowledge transfer between different tasks in detail. Though domain adaptation is
not our key focus, it is a key issue as the so-called domain shift is an important
factor in zero-shot and few-shot learning. Furthermore, we adopt a novel domain
adaptation dataset, Open MIC Koniusz et al. [2018a], to challenge few-shot learning
methods.

There is a clear difference between tasks in classic and transfer setting. To il-
lustrate, in image classi�cation, datapoints from one class are randomly split into
training and testing set, thus the model is trained to predict the same classes during
both training and testing. However, in transfer classi�cation, i.e., zero-shot and few-
shot classi�cation, training data and testing data come from disjoint classes, and no
datapoints from testing classes are available during training, thus the model predicts
over disjoint sets of classes during training and testing. The accuracy of such models
demonstrates their actual ability to transfer knowledge.

Below we introduce Zero-shot Learning and Few-shot Learning in detail, and we
demonstrate our motivations to improve previous works.

1.1.1 Zero-shot Learning

Zero-shot learning addresses the transfer learning case where no samples are avail-
able during training for novel tasks on which algorithms are tested. Label embed-
dings, e.g. attributes, Word2vec and hierarchical class labels are often used in zero-
shot learning. This assumes that humans have the ability to leverage text descriptions
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4 Introduction

Figure 1.3: An example of a simple zero-shot learning framework. f denotes the visual
embedding extractor, typically a ImageNet-pretraiend ResNet. Semantic space refers to at-
tributes, Word2vec, hierarchical labels, etc. W is learnt to be a linear projection of image
embedding into semantic space, then we minimize the Euclidean metric used as a training

objective.

for better understandings of novel object concepts. The goal of zero-shot learning
approaches is to learn a mapping that matches any given data point, say an image
descriptor, to a prede�ned set of attributes that describe contents of that data point,
image, etc.

A simple zero-shot learning framework is shown in Figure 1.3. The assumption is
that a mapping will generalize well to previously unseen combinations of attributes,
therefore facilitating recognition of new classes of objects without the need for re-
training the mapping itself on these new objects. The quality of zero-shot learning
may depend on many factors i.e., (i) the mapping has to match visual traits captured
by descriptors and attributes well, (ii) some visual traits and attributes describing
them have to be shared between the classes of objects used for training and testing,
otherwise transfer of knowledge is impossible, (iii) the mapping itself should not
over�t to the training set.

The task of zero-shot learning is a form of transfer learning Baxter et al. [1995];
Li et al. [2016]. Given a new (target) task to learn, the arising question is how to
identify the so-called commonality Tommasi et al. [2010]; Koniusz et al. [2017a] be-
tween this task and previous (source) tasks, and transfer the knowledge from source
tasks to the target task. Thus, one has to address three questions: what to trans-
fer, how, and when Tommasi et al. [2010]. For zero-shot learning, the visual traits
and attributes describing them, which are shared between the training and testing
sets, form this commonality. However, the objects in training and testing sets are
described by disjoint classes. The role of mapping is to facilitate the identi�cation
of presence/absence of such attributes, therefore enabling the knowledge transfer.
From that point of view, zero-shot learning assumes that the commonality is pre-
de�ned (attributes typically are) and can be identi�ed in both training and testing
data. Alternatively, one can try to capture the commonality from the training and/or
testing data (manually or automatically) beforehand e.g., by discovering the so-called
word2vecembeddings Mikolov et al. [2013]; Akata et al. [2016].
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§1.1 Transfer Learning 5

In the classic zero-shot learning protocol, models are trained on datapoints from
seen classesCs, while tested with samples from unseen classes Cu. Cs and Cu has
no joint classes. As the test data only consists of samples from unseen novel classes,
it cannot accurately re�ect the model's recognition performance in realistic scenario
where we have samples from both seen and unseen classes but do not know which
partition the samples come from. So researchers propose the so-called generalized
zero-shot learning protocol Xian et al. [2017a], which evaluates the performance with
datapoints from both seen classesCs and unseen classesCu, and employs Harmonic
mean to measure the model's ability to deal with domain shift between seen and
unseen data when making predictions. In this thesis, we address zero-shot learning
for both classic and generalized setting.

Most previous works learn to minimize the linear objectives (Euclidean or Cosine)
between visual embedding (handcraft descriptors, CNN features, etc) and semantic
embedding (attributes, Word2vec, etc). Let x 2 Rn� 1 denote the visual embedding,
a 2 Rm� Nc refers to the semantic embedding, Nc is the number of classes,W 2 Rn� m

is the projection matrix to be learnt, l i refers to the class label of i-th datapoint, a
denotes the learning rate. The training objective of zero-shot learning model mini-
mizing the Euclidean distance can be formulated as follows:

min
W

L = å
i

(jjWTxi � al i jj
2
2 � å

j6= l i

jjWTxi � aj jj 2
2) (1.1)

W  W � ar WL (1.2)

Though simply using the linear mapping achieves promising zero-shot perfor-
mance, it is known that non-linear kernel functions can produce much more discrim-
inative feature space than linear formulations. For instance, SVM with a non-linear
kernel outperforms the linear SVM in most scenarios. Thus, in this thesis, we com-
bine zero-shot learning with kernelized formulations, e.g.RBF, Cauchy, and Polyno-
mial kernels, and impose a novel weak incoherence regularization on the projection
matrix to improve the performance. Our kernelized models achieve state-of-the-art
performance on all protocols.

The newly proposed generalized zero-shot setting highlights the challenges aris-
ing from the extremely unbalanced distribution of training data which make the pre-
dictions heavily biased towards seen classes for samples from either seen or unseen
classes during testing. Therefore, making the model aware of domain variations is
the vital factor in generalized setting. As we are given both visual descriptors x and
semantic annotations a during the training step of zero-shot learning, one solution is
to devise a generative model representing the joint distribution over x and a and then
use such a model to synthesize visual descriptors for unseen classes via semantic an-
notations, and feed these synthesized datapoints into the training set to alleviate the
domain shift. Feature Generating Net Xian et al. [2018] trains a conditional Gen-
erative Adversarial Net (GAN) to generate features via attributes. The evaluations
demonstrate that such a generative model can effectively address generalized setting
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Figure 1.4: Episodic few-shot learning. The datapoints are sampled to form an episode which
forms a meta-train task, over which the model is trained to learn support-query relations.

better than previous works. Following this work, we propose a domain-aware learn-
ing approach, which explicitly segments the training datapoints into seen and unseen
domains. Then we employ two disjoint classi�ers to make predictions on seen and
unseen domain respectively. Our evaluations demonstrate that such a design can
further promote the domain disambiguation, and improve the performance on the
generalized protocol.

Zero-shot learning is a popular topic, however, the use of semantic annotations for
unseen classes somewhat limits its applicability in realistic scenarios. Therefore, we
introduce another more general transfer learning setting, namely few-shot learning.
To this end, we will study the knowledge transfer when few samples are available
for novel unseen classes.

1.1.2 Few-shot Learning

For deep learning algorithms, the ability of "learning quickly from only a few ex-
amples is de�nitely the desired characteristic to emulate in any brain-like system"
Rajapakse and Wang [2004]. Compared to zero-shot learning where we have no
training samples for novel tasks, few-shot learning is a more realistic setting to study
the transfer learning on computer systems. Different from zero-shot learning, one or
few samples from classes in a novel task can be observed or used for training.

Current few-shot learning approaches can be divided into two types: (i) L-way
Z-shot meta-learning to learn object relations, (ii) learning from data in unbalanced
long-tail distribution, in which some classes consist of very limited samples. Most
current few-shot learning works are studied under the formulation of L-way Z-shot
episodic relation learning. We study few-shot learning in the episodic setting.

Siamese Network Koch et al. [2015] is the �rst work using a two-stream convolu-
tional neural network for learning similarities between images. However, the setting
of Siamese Network makes it not �exible when measuring similarities between a set
of samples. To address this issue, Matching Net Vinyals et al. [2016] introduces the
concept of support and query data, and the L-way Z-shot few-shot learning proto-
cols, which is being followed by most current works. Matching Net is trained to
capture the similarity between one query and several support images, thus casting
the few-shot learning into meta-learning formulation, in which the similarity learn-
ing over training samples in every episode can be regarded as a novel task.
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§1.1 Transfer Learning 7

The process of episodic few-shot learning is shown in Figure 1.4. The data sam-
pled in the i-th episode formulates the meta-train task Ti , in which the model is
trained to learn to relations between support and query data. Let us use p(T ) de-
note the distribution of meta-train tasks, L Ti refers to the training objective of task
Ti , q refers to the parameters of the model, a denotes the learning rate. The episodic
meta-learning process can be de�ned as follows:

min
q

å
Ti p(T )

L Ti (1.3)

q  q � ar qL Ti (1.4)

In this manner, the meta-learner is capable of predicting the class for testing
samples of novel meta-test tasks where only one or few support samples are given
after being trained with a large number of tasks. It is worth noting that in few-shot
learning problem, only meta-test tasks are assumed to be few-shot tasks. By contrast,
meta-train classes may consist of suf�ciently large numbers of training samples. Few-
shot learning is a type of transfer learning which aims at transferring the knowledge
stored from meta-train tasks to solve meta-test tasks.

So far most few-shot learning works study how to: (i) learn accurate relation
knowledge in convolutional feature space Vinyals et al. [2016]; Sung et al. [2017]; Snell
et al. [2017]; Zhang and Koniusz [2019a]; Lee et al. [2019], which can be achieved via
higher feature quality and more effective design of model architecture; (ii) learn to
hallucinate auxiliary support datapoints for both meta-train and meta-test tasks Har-
iharan and Girshick [2017]; Zhang et al. [2019b] to signi�cantly improve the inference
performance. In this thesis, we address these both aspects of few-shot learning.

We �rstly propose to leverage second-order pooling and Power Normalizations to
obtain robust co-occurrence statistics of visual objects for similarity learning, which
signi�cantly advances state-of-the-art few-shot learning performance, especially in
�ne-grained scenarios. Following this, we propose a novel and effective data halluci-
nation strategy, which employs a saliency detection to explicitly segment images into
foregrounds and backgrounds. Subsequently, we mix foregrounds with all available
background candidates in the feature space, thus effectively extending the number
of support samples during training and testing in every episode. Our third few-shot
learning model is based on the observation that few-shot learning models should be
able to deal with the scale- and location-mismatch between support-query objects
when they are being matched. The lack of such a mechanism leads current methods
to yield a large number of failures during testing. Thus we propose a scale- and
location-matching pipeline, in which we generate support and query images at three
scales, and patches at �ve locations. Then we train the network to explicitly learn to
match objects over scales and locations. Our experiments demonstrate that such a
matching scheme can effectively improve the performance of different baseline mod-
els.

Most previous few-shot learning works Vinyals et al. [2016]; Snell et al. [2017];
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8 Introduction

Figure 1.5: Action recognition and image classi�cation datasets. Though the number of
training datapoints in Kinetics is less than ImageNet and Places205, it is worth noting that
every 10” action clip consists of hundreds of frames which makes Kinetics larger than the

other two image classi�cation datasets by far.

Sung et al. [2017]; Zhang and Koniusz [2019b]; Zhang et al. [2019b] work with im-
ages.. The importance of transfer learning in video-related tasks has not been suf�-
ciently highlighted in existing works. As Figure 1.5 shows, the scale of contemporary
action recognition datasets already exceeds the size of datasets for image-based tasks,
e.g.object recognition, semantic segmentation. Thus, it is meaningful to study few-
shot action recognition to reduce the training process of current action recognition
models. Compared to image classi�cation, few-shot action recognition has its own
challenge due to the temporal information. One notable question that has a signi�-
cant impact on the performance is how to properly aggregate temporal features. To
address the problem of few-shot action recognition, we design a novel action relation
network with spatial and temporal attention modules and auxiliary self-supervised
objective functions, where the attention modules are trained to activate the temporal
blocks and spatial regions of interests for relation learning while the self-supervised
tasks are used to avoid the training over�tting and improve the model robustness.
Moreover, we impose a regularization combining attention with self-supervision to
make the attention units permutation-invariant. Our evaluations demonstrate the
usefulness of our proposed pipeline on all action recognition tasks.

In summary, we have introduced the concept and motivation of transfer learning,
and brie�y illustrated the related problems, zero-shot and few-shot learning, which
we aim to address in this thesis. In the next section, the contributions and contents
of each chapter will be demonstrated in detail.

1.2 Thesis Outline and Contributions

Our contributions on zero-shot and few-shot learning in the thesis are listed below:

� We propose novel non-linear kernelized formulations and an effective weak
incoherence regularization to improve the performance of zero-shot learning.

� We propose a novel domain-aware model selection scheme based on the GAN
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§1.2 Thesis Outline and Contributions 9

model to deal with the unbalanced data distribution in generalized zero-shot
learning.

� We investigate how to apply Power Normalization for second-order statistics
in end-to-end deep networks for object and scene recognition tasks.

� We propose a novel power normalizing second-order similarity network for
few-shot learning to capture object relations based on co-occurrence statistics.
We further study the impact of different support-query pairing operators, and
use multiple permuted co-occurrence matrices to improve the performance.

� We introduce a novel data hallucination strategy via the use of saliency detector
to improve the inference performance.

� We propose the scale- and spatial-matching network, which can be employed
in previous CNN- and GCN-based few-shot learning works in order to explic-
itly address the scale- and location-mismatch problems for both training and
testing.

� We take a deeper look at few-shot action recognition task, and propose a novel
action relation network with permutation-invariant attention modules and aux-
iliary self-supervised objectives to improve the robustness and overcome the
training over�tting.

Below we detail the outline of the thesis w.r.t the above-mentioned contributions.
In Chapter 2, we look into previous zero-shot learning methods, we demonstrate

the weakness of simply using linear mapping, and we propose to apply non-linear
kernelized formulations which aim at encouraging the model to learn a non-linear
discriminative projection from visual embedding to semantic annotations. To fur-
ther improve the discrimination and accuracy, we impose a novel weak incoherence
mechanism between columns of the projection matrix which can be applied on both
shift-variant ( e.g.Polynomial) and shift-invariant kernels ( e.g.RBF, Cauchy). To the
best of our knowledge, this is the �rst work to exploit non-linear kernels in zero-shot
learning. Our non-linear kernelized mapping achieves state-of-the-art results on both
original and generalized protocols of all datasets.

In Chapter 3, we rethink the major challenge in generalized zero-shot learning.
We note that testing samples can come from both seen and unseen classes. How-
ever, as training datapoints are merely obtained from seen classes, the predictions
of the model are likely to be heavily biased towards seen classes regardless of the
domain of test samples. Using Generative Adversarial Net (GAN) to generate visual
embeddings by using semantic annotations as the condition can somewhat address
this domain shift. Following the feature generating model Xian et al. [2017b], we
propose to train an auxiliary domain classi�er (MLP or SVM) to explicitly classify
both original and synthesized features to one of domains and then feed them into
two disjoint classi�ers for seen and unseen domains respectively. Our evaluations
demonstrate that the prediction shift can be effectively addressed by such a domain
classi�er.

Draft Copy – 21 August 2020



10 Introduction

In Chapter 4, we take a deeper look at second-order pooling and Power Normal-
izations. We revisit different pooling methods in end-to-end setting and shed further
light on their interpretation in the context of second-order matrices. Firstly, we pro-
pose a kernel formulation which combines feature vectors collected from the last con-
volutional layer of ResNet-50 together with so-called spatial location vectors which
contain spatial locations corresponding to feature vectors in the CNN feature maps.
A linearization of such a kernel results in a second-order matrix that contains ag-
gregated second-order statistics of these vectors. Subsequently, we focus on the role
of the Power Normalization family in end-to-end setting. We show that these func-
tions have a well-founded probabilistic interpretation in the context of second-order
statistics. Moreover, we propose PN surrogates which have well behaved derivatives
suitable for back-propagation unlike typical PN functions.

In Chapter 5, we propose to apply second-order pooling in the feature space
of few-shot learning network to learn image relations beyond their co-occurrence
statistics, and improve the classi�cation accuracy. The visual co-occurrence statistics
are used to measure the relations between objects in a pair of images. The use of
second-order pooling does not introduce any extra network parameters while bring
signi�cant improvements on all available datasets. We also investigate to apply per-
mutation on the co-occurrence matrix, then the �lters of relation network can capture
co-occurrence on non-local regions. Moreover, second-order pooling is capable of ag-
gregating inputs with different sizes/scales into �xed size, and can bene�t more from
large resolutions. This property is further investigated in Chapter 7.

In Chapter 6, we address few-shot learning via hallucinating extra support data.
To hallucinate extra support data, previous works propose to train an extra halluci-
nator. However, their hallucinators need to be trained separately, and they require
signi�cant manual labelling to annotate images w.r.t the composition of foregrounds
and backgrounds. By contrast, we employ an unsupervised saliency detector to seg-
ment images into foregrounds and backgrounds to mix foregrounds with different
backgrounds in the feature space to hallucinate auxiliary datapoints for training. Our
data hallucination strategy is implemented in an ef�cient end-to-end manner, and
does not require any prior data annotation. Thus, it is more applicable in realistic
scenarios than other strategies.

In Chapter 7, we propose the scale- and spatial-matching network based on the
observation that previous few-shot learning works can not address the scale- and
location-mismatch during meta-learning process, which contributes to a large num-
ber of failure predictions (over 30% among all failure predictions). Inspired by the
usefulness of multi-scale (scale-wise) and spatial-pyramid (location-wise) inputs in
low-level vision tasks and classi�cation, we explicitly apply multi-scale and multi-
location inputs in few-shot learning pipeline. We leverage a spatial matching net-
work to learn to activate the most related scales and locations over support-query
pair, thus signi�cantly alleviating the mismatch issues. As the spatial matching score
demonstrates the correspondence over the multi-scale and multi-location represen-
tations of support-query pair, we further investigate how to embed these matching
scores into the adjacency matrix and model the spatial matching problem as a graph-
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§1.2 Thesis Outline and Contributions 11

based model. We train this model via the Graph Convolutional Network (GCN)
instead of CNN to simultaneously update matching scores and learn object relations.

In Chapter 8, we focus on a more challenging transfer learning problem, namely
few-shot action recognition, which takes action clips as inputs for meta-training and
meta-testing. Speci�cally, we propose to leverage spatial and temporal attention
modules to detect the spatial regions of interest and temporal blocks of interest,
and use auxiliary self-supervised objectives to learn to recognize the augmentations,
e.g.rotation, spatial and temporal jigsaw. The attention modules contribute to more
discriminative action relation descriptors for meta-learning while the self-supervision
is bene�cial to overcome training over�tting and improve the capacity of feature ex-
tractor. Moreover, as extensive augmentations are introduced in self-supervision, we
further align the temporal and spatial attentions between original (non-augmented)
and augmented clips, thus leading to robust permutation-invariant spatial and tem-
poral attentions for few-shot learning. Our model achieves state-of-the-art perfor-
mance on all available few-shot action recognition protocols.

1.2.1 Publications

The thesis is written upon the following publications during my PhD study in the
Australian National University and visiting to University of Oxford. None these
publications have been previously used to obtain a degree from any university or
institution.

1. Hongguang Zhang*, Piotr Koniusz*: Zero-shot Kernel Learning, In IEEE Con-
ference on Computer Vision and Pattern Recognition (CVPR), 2018

2. Piotr Koniusz*, Hongguang Zhang*, Fatih Porikli: A Deeper Look at Power
Normalizations, In IEEE Conference on Computer Vision and Pattern Recognition
(CVPR), 2018

3. Hongguang Zhang, Piotr Koniusz: Power Normalizing Second-order Similarity
Network for Few-shot Learning, In IEEE Winter Conference on Applications of
Computer Vision (WACV), 2019

4. Hongguang Zhang, Piotr Koniusz: Model Selection for Generalized Zero-shot
Learning, In European Conference on Computer Vision Workshops (ECCV Work-
shops), 2018

5. Hongguang Zhang, Jing Zhang, Piotr Koniusz: Few-shot Learning via Saliency-
guided Hallucination of Samples, In IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2019

6. Hongguang Zhang, Yuchao Dai, Hongdong Li, Piotr Koniusz: Deep Stacked
Hierarchical Multi-patch Network for Image Deblurring, In IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), 2019
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12 Introduction

7. Piotr Koniusz*, Yusuf Tas*, Hongguang Zhang, et al: Museum Exhibit Iden-
ti�cation Challenge for the Supervised Domain Adaptation and Beyond, In
European Conference on Computer Vision, 2018

8. Piotr Koniusz*, Hongguang Zhang*: A Deeper Look at Power Normalizations
in Classical and Few-shot Fine-grained Setting, In IEEE Transactions on Pattern
Analysis and Machine Intellegence

9. Hongguang Zhang, Li Zhang, Xiaojuan Qi, Hongdong Li, Philip H. S. Torr, Pi-
otr Koniusz: Few-shot Action Recognition via Permutation-invariant Attention,
In European Conference on Computer Vision, 2020

10. Hongguang Zhang, Hongdong Li, Piotr Koniusz: Multi-depth Discriminative
Second-order Similarity Network for Few-shot Learning, submitted to IEEE
Transactions on Image Processing

11. Hongguang Zhang, Philip H. S. Torr, Piotr Koniusz: Spatial- and Scale-matching
for Few-shot Learning, submitted to European Conference on Computer Vision,
2020
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Chapter 2

Zero-shot Kernel Learning

In this chapter, we �rst address an open problem of zero-shot learning, whose prin-
ciple is based on learning a mapping to associate feature vectors extracted from
i.e. images and semantic annotations that describe objects and/or scenes of interest.
In turns, this allows classifying unseen object classes and/or scenes by matching fea-
ture vectors via mapping to a newly de�ned attribute vector describing a new class.
Due to importance of such a learning task, there exist many approaches that learn
linear or bilinear mappings. In contrast, as it is known that non-linear kernels are
capable of producing more discriminative class space, we apply well-established ker-
nel methods to learn a non-linear mapping between the feature and attribute spaces.
We propose an easy learning objective inspired by the Linear Discriminant Analysis,
Kernel-Target Alignment and Kernel Polarization methods Fisher [1936]; Cristianini
et al. [2002]; Baram [2005] that promotes incoherence. We evaluate the performance
of our algorithm on the Polynomial as well as shift-invariant Gaussian and Cauchy
kernels. Despite simplicity of our approach, we obtain state-of-the-art results on all
zero-shot learning datasets.

2.1 Motivation

Going back to the zero-shot learning terminology, we focus in this chapter on the
design of mapping a.k.a. the so-called compatibility function. Various works ad-
dressing zero-shot learning and the design of mapping functions have been pro-
posed Larochelle et al. [2008]; Farhadi et al. [2009]; Rohrbach et al. [2011]; Patterson
and Hays [2012]; Socher et al. [2013]; Norouzi et al. [2013]; Frome et al. [2013]; Akata
et al. [2013], to name but a few of approaches evaluated in Xian et al. [2017a]. We
note the use of two kinds of compatibility functions: linear and non-linear.

In this chapter, we recognize the gap in the trends and employ kernel methods
Scholkopf et al. [1997] combined with an objective inspired by the Linear Discrimi-
nant Analysis (LDA) Fisher [1936]; Duda et al. [2001], a related convex-concave re-
laxation KISSME Köstinger et al. [2012], Kernel-Target Alignment Cristianini et al.
[2002] and Kernel Polarization Baram [2005] methods. Speci�cally, we are inter-
ested in training a mapping function via a non-linear kernel which `elevates' dat-
apoints from the Euclidean space together with attribute vectors into a non-linear

13
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Kernel k(x, y;W ) S++ if
Shift- ¶k(x,y;W )
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Table 2.1: Polynomial, Gaussian and Cauchy kernels k(x, y;W ), their properties and deriva-
tives w.r.t. the projection matrix W introduced by us. Column S++ indicates when these
kernels are positive de�nite. Parameters r, c and s denote the degree, bias and radius, re-

spectively.

high-dimensional Hilbert space in which the classi�er can more easily separate dat-
apoints that come from different classes. Our objective seeks a mapping for which
all datapoints sharing the same label with attribute vectors are brought closer in the
Hibert space to these attribute vectors while datapoints from different classes are
pushed far apart from each other. The mapping function takes a form of projection
with soft/implicit weak incoherence mechanism related to idea Ramírez et al. [2010].
Thus, our algorithm is related to subspace selection methods as our projection allows
the rotation and scaling but limits the amount of shear and excludes translation. Fig-
ure 2.1 illustrates our approach.

For kernels, we experiment with the Polynomial family Scholkopf and Smola
[2002] and the shift-invariant Radial Basis Function ( RBF) family including the Gaus-
sian Scholkopf and Smola [2002]; Scholkopf et al. [1997] and Cauchy Basak [2008]
kernels. Our choice of the Polynomial family is motivated by its simplicity while the
RBF family by its ability to embed datapoints in a potentially in�nite-dimensional
Hilbert space. Moreover, kernels are known to impose implicitly a regularization
on the plausible set of functions from which a solution to the classi�cation problem
is inferred e.g., a small radius of an RBF kernel implies a highly complex decision
boundary while a large radius has the opposite impact.

To our best knowledge, this is the �rst work to combine non-linear kernels with
an objective inspired by LDA Fisher [1936] and kernel alignment Cristianini et al.
[2002] in the context of zero-shot learning.

2.2 Related Work

We describe �rst the most popular zero-shot learning methods and explain how our
work differs from them.
Linear mapping a.k.a. the linear compatibility function is widely utilized in zero-
shot learning. Some notable works include Frome et al. [2013]; Akata et al. [2013,
2015]; Romera-Paredes and Torr [2015], to name but a few of methods.

Deep Visual-Semantic Embedding (DeViSE) model Frome et al. [2013] utilizes a
pre-trained neural language model and a deep neural network later retrained for
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§2.2 Related Work 15

Figure 2.1: Zero-shot kernel alignment. Datapoints x are projected to the attribute space via
the rotation and scaling matrix W which we learn. Kernels k are centered at y which are

attribute vectors.

zero-shot learning. DeViSE uses a pairwise ranking loss inspired by the Ranking
SVM Joachims [2002] to learn parameters in the linear transformation layer.

Attribute Label Embedding ( ALE) model Akata et al. [2013] is inspired by the
structured prediction approaches. The authors introduce a linear compatibility func-
tion and learn its parameters by solving a WSABIE Weston et al. [2010] ranking
objective which ensures that more importance is given to the top of the ranking list.
The authors also experimented with the Ranking SVM classi�er Joachims [2002].

Structured Joint Embedding ( SJE) framework Akata et al. [2015] employs the lin-
ear compatibility function and the structured SVM Tsochantaridis et al. [2005] to give
importance only to the top of the ranked list. For the latent representation which
describes the seen and unseen classes, SJE uses either human annotated attribute
vectors or latent word2vecembeddings Mikolov et al. [2013] or global vectors glove
Pennington et al. [2014] learned from a text corpora.

Embarrassingly Simple Zero-Shot Learning ( ESZSL) combines a linear mapping,
a simple empirical loss and regularization terms which penalize the projection of
feature vectors from Euclidean into the attribute space, and the projection of attribute
vectors back into the Euclidean space, where the original datapoints lie. Moreover,
this approach offers a closed-form solution.

Our work in this chapter differs from the above methods in that we do explicitly
use a non-linear mapping function. With the use of kernel methods, we �rst embed
datapoints into the attribute space. Then we utilize a kernel of our choice for scoring
the compatibility between a given datapoint and its corresponding attribute. A non-
linear high-dimensional Hilbert space where the data can be separated with ease.
Moreover, kernels themselves induce implicitly regularization e.g., small radius of
RBF kernel implies highly complex decision boundary while large radius has the
opposite impact.
Non-linear methods have also been utilized in zero-shot learning Socher et al. [2013];
Xian et al. [2016] and shown to improve the performance.

Cross Modal Transfer (CMT) approach Socher et al. [2013] employs a two-layer
neural network with a hyperbolic tangent activating function which maps images
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into a semantic space of words. Unlike many zero-shot learning models, CMT works
well on a mixture of seen and unseen classes.

We note that our approach also handles well both seen and unseen classes simul-
taneously. Our non-linear mapping is obtained via a non-linear kernel Koniusz et al.
[2016c]; Koniusz and Cherian [2016]; Koniusz et al. [2016a] and subspace learning
rather than via non-linear layers of CNN per se.

Latent Embeddings (LatEm) model Xian et al. [2016] addresses shortcomings of
the linear compatibility function via the use of a piece-wise linear compatibility func-
tion by combining multiple mappings learned via a pairwise ranking loss similar to
the DeViSE model Frome et al. [2013]. At the test time, the scoring function selects
a mapping from the learned set which is maximally compatible with a given pair of
feature and attribute vectors.

Our approach extends easily to learning multiple mapping functions such as
class-speci�c subspaces. Moreover, our method uses a non-linear kernel that scores
how compatible a given pair of feature and attribute vector is.
Semantic and probabilistic approaches to zero-shot learning include Direct and
Indirect Attribute Prediction models ( DAP) and (IAP) Lampert et al. [2014] which
learn a probabilistic attribute classi�er and predict the label by combining classi�er
scores.

Convex Combination of Semantic Embeddings ( ConSE) Norouzi et al. [2013]
maps images into a so-called semantic embedding space via convex combination
of the class label embedding vectors. Semantic Similarity Embedding ( SSE) Zhang
and Saligrama [2015] models the source and target data as a mixture of seen class
histograms and uses a structured scoring function. Synthesized Classi�ers ( SYNC)
Changpinyo et al. [2016] learn mapping between the model space and the seman-
tic class embedding space with so-called phantom classes. The formulations and
evaluations of several recent methods are provided in Xian et al. [2017c].
Classi�ers. Linear Discriminant Analysis (LDA) uses two types of statistics: within-
and between-class scatters computed from datapoints sharing the same label and the
mean vectors of each within-class scatter, respectively. For binary classi�cation, one
gets a combined within-class scatter S= S1+ S2 and a between-class scatterS�. Then
LDA seeks a unit length vector w to �nd the direction of maximum and minimum
variance of S and S�, respectively: arg maxw,jjw jj 2=1 w T(M )w where M = S� 0.5S�S� 0.5.
LDA is a convex optimization problem with a closed form solution via the eigenvalue
decomposition. For multi-class problems with C classes, LDA learns a subspace
which consists of w1, ...,wC� 1 orthogonal projection vectors so that w i ? w j , 8i 6= j.

KISSME Köstinger et al. [2012] is a relaxation of convex-concave problem applied
to metric learning which uses two scatter matrices: SS for the datapoints considered
similar ( e.g., sharing the same label) and SD for the dissimilar datapoints. For any
two datapoints x and x0, where Dx = x� x0, a combined hypothesis of x and x0 being
dissimilar vs. similar is: exp (� DxTS� 1

D Dx)/ exp (� DxTS� 1
S Dx). Taking logarithm of

this equation yields a relaxation DxT(M)+ Dx, where M = S� 1
S � S� 1

D and (M)+ is
re-projection of M on the cone of symmetric positive semi-de�nite matrices. By
construction, matrix (M)+ forms Mahalanobis distance for which any class-related x
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and x0should be closer than any class-unrelated x and x0.
KISSME is given by DxT(M)+ Dx, where Dx = x� x0, M = S� 1

S � S� 1
D and (M)+ is

re-projection onto the SPD cone.
Our objective is related to LDA/KISSME; we use within- and between-class terms

learnt in a non-linear setting.

2.3 Background

Below we review our notations and necessary background on kernel methods.

2.3.1 Notations

Let x 2 Rd be a d-dimensional feature vector. I N stands for the index set f 1, 2, ...,Ng.

The Frobenius norm of matrix is given by kXkF=
r

å
m,n

X2
mn, where Xmn represents the

(m, n)-th element of X. The spaces of symmetric positive semide�nite and de�nite
matrices are Sd

+ and Sd
++ .

Operator
�
ki j

�
i ,j2I N

denotes stacking coef�cients ki j into matrix K of size N � N.

Moreover, d(x)= lim s ! 0 exp(� x2/ (2s2)) returns one for x = 0 and zero for x 6= 0. We
also de�ne 1= [ 1, ..., 1]T.

2.3.2 Kernel Alignment

Our model relies on the Kernel Alignment and Kernel Polarization methods Cris-
tianini et al. [2002]; Baram [2005] detailed below.

Proposition 1. Let k : Rd � Rd ! R and k0 : Rd0
� Rd0

! R be two positive (semi-
)de�nite kernel functions. Let two data matricesX 2 Rd� N and X02 Rd0� N contain column
vectorsxi 2 Rd and x0

i 2 Rd0
for i 2 I N . Assume two kernel matricesK,K02 S N � N

++ (or S+ )
for which their( i , j)-th element is given by k(xi , xj ) and k0(x0

i , x
0
j ), respectively, and i, j 2 I N .

Then the empirical alignment of two kernels, which also forms a positive (semi-)de�nite kernel,
is the quantity given by the dot-product betweenK andK0:



K,K0� = å

i ,j2I N

k(xi , xj )k0(x0
i , x

0
j ). (2.1)

Proof 1. Mercer theorem Scholkopf and Smola [2002] states that for any ci , cj 2 R, the ineq.
å i ,j2I N

cicjk(xi , xj )k0(x0
i , x

0
j ) � 0 must hold for a positive (semi-)de�nite kernel kk0:

å i ,j2I N
cicjk(xi , xj )k0(x0

i , x
0
j ) =

å i ,j2I N
cicj



f i , f j

� D
y 0

i , y 0
j

E
=

D
å i2I N

ci f iy 0
i
T, å j2I N

cj f jy 0
j
T
E

=

jj å i2I N
ci f iy 0

i
T jj 2

H � 0, (2.2)
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18 Zero-shot Kernel Learning

wheref 2 R d̂ andy 02 R d̂0
are so-called feature maps Scholkopf and Smola [2002] for kernels

k and k0. Such maps always exist for positive (semi-)de�nite kernels by de�nition Scholkopf
and Smola [2002].

Remark 1. The empirical alignmenthK,K0i can also be evaluated between rectangular ma-
tricesK,K02 R M � N .

Proposition 2. Let k : Rd � Rd ! R be a kernel function which is positive (semi-)de�nite.
Assume that data and kernel matricesX 2 Rd� N and K 2 S N � N

++ (or S+ ) are formed as in
Prop. 2.1. Moreover, let each column vectorxi of X have a corresponding label li for i 2 I N ,
so thatX has a corresponding label vectorl 2 f� 1, 1gN . By construction,L = ll T 2S N � N

+ is
a rank-1 kernel. Then the empirical alignment of kernelsX andL, which also forms a positive
semide�nite kernel, forms a so-called kernel polarization:

hK,Li = å
i ,j2I N

l i l j k(xi , xj )= l TKl =å
( i ,j): l i = l j

k(xi , xj ) � å
( i ,j): l i 6= l j

k(xi , xj ) (2.3)

Proof 2. It follows the same steps as for Proposition 2.1. Moreover,hK,Li itself forms a
positive semide�nite kernel asK is positive (semi-)de�nite andL is positive semide�nite (e.g.,
rank-1) by design.

Proposition 3. Assume matrixW 2 Rd� d which column vectorsw1, ...,wd are orthogonal
and a projection of datapoint matrixX 2 Rd� N into the attribute space, that is,Y = W TX 2
Rd� N . Then the inverse proj. isX= W Y.

2.3.3 Kernel Choices

Table 2.1 details kernels used in this paper, their parameters and properties such
as the shift-invariance and positive de�niteness. We also list derivatives w.r.t. the
projection matrix W introduced by us to map datapoints to the space of attribute
vectors. We detail this in Section 2.4.

2.4 Approach

In this section, we detail our zero-shot kernel learning. First, we explain our nota-
tions. Let us de�ne data matrices X2 Rd� N and Y2 Rd0� N which contain N datapoints
and attribute vectors as column vectors xi 2 Rd and y i 2 Rd0

for i 2 I N , respectively.
The number of datapoints per class c2 I C is Nc. A vector l 2 I N

C contains correspond-
ing class labels, one per datapoint/image, et al. In our case, datapoints and attribute
vectors, which constitute an input to our algorithm, are taken from the standard zero-
shot learning package Xian et al. [2017a]. As the available attribute vectors are one
per class, we replicate each for all datapoints of a given class. Figure 2.1 illustrates
our approach. Below we �rst analyze our proposed weak incoherence mechanism.

Let us assume some loss` which we minimize w.r.t. projectionW , and X and Y are
de�ned as in Section 2.4. Then the following expression promotes weak incoherence between
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column vectors ofW :

arg min
W

`
�

jjW TX� Yjj 2
2

�
+ `

�
jjW Y� Xjj 2

2

�
. (2.4)

Proof 4. For brevity, we drop loss̀ and consider termsjjW TX � Yjj 2
2 and jjW Y � Xjj 2

2.
Clearly, Eq. (2.4) will yield approximation error matricesDY and DX e.g., W TX = Y+ DY
andWY= X+ DX. Combining both, we obtain:

(W TW� I )Y= W TDX+ DY= x, (2.5)

wherex is the total approximation error matrix. From Eq.(2.5) it follows that if jjxjj 2
F ! 0,

then W TW ! I . This means the lower the approximation error is, the higher the incoher-
ence becomes. Moreover, ifjjxjj 2

F = 0, then columns ofW are orthogonal w.r.t. each other.
Proposition 3 is a special case of Proposition 4.

2.4.1 Zero-Shot Kernel Alignment

For shift-invariant kernels, that is kernels which can be written as k(x � x0, 0), we
maximize the following objective which performs the kernel alignment for zero-shot
learning:

W � = arg max
W



K s (W )+ K0

s (W ), L l
�

. (2.6)

Ks (W )� [ks (W Txi ,y j )]i ,j2I N
and K0

s (W )� [ks (xi ,Wy j )]i ,j2I N
denote RBF kernelse.g., Gaussian or

Cauchy with radius s. Note that kernels K s and K0
s use projections W Tx and W y,

respectively, which follow Prop. 4. This implies that Eq. (2.6) is encouraged to �nd a
solution W � for which its column vectors w1, ...,wd0are weakly incoherent/closer to
being orthogonal w.r.t. each other. Therefore, our projection matrix W is constrained
in a soft/implicit manner to be well-regularized. Such a constrained W is closer
to being a subspace than an unconstrained W . As such, we can rotate and scale
datapoints to project them into the attribute space. Excluding the shear prevents
over�tting e.g., it acts implicitly as a regularization 3.

We apply the polarization mechanism detailed in Prop. 2 which, in some non-
linear Hilbert space, will bring closer/push apart all class-related/unrelated data-
points and attribute vectors, respectively. This is also similar in spirit to LDA and
KISSME. We de�ne L l which encodes labels for our polarization inspired zero-shot
kernel learning as:

L l �
�
d( l i � l j ) � l (1� d( l i � l j ))

�
i ,j2I N

, (2.7)

where l i is the i-th coef�cient of l . By sorting all labels, it can be easily veri�ed that
[d( l i � l j )] i ,j2I N equals one when l i = l j and that this term contributes an equivalent
of the block-diagonal entries in L. Moreover, it moves within-class datapoints close
to each other. In contrast, l

�
(1� d( l i � l j ))

�
i ,j2I N

contributes -l off-diagonally and its
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20 Zero-shot Kernel Learning

role is to move between-class datapoints away from each other. Thus, l controls a
form of regularization. It balances positive and negative entries. Depending on labels
l and l , kernel L may be positive or negative (semi-)de�nite 1.

Complexity. For Eq. (2.6), we obtain O(Ndd0+ N2d0) complexity which reduces to
O(Ndd0+ NCd0) if one attribute vector per class is de�ned or multiple attribute vectors
per class are de�ned but only one is drawn per iteration of SGD as detailed below.

2.4.2 Practical Implementation

Below we show practical expansions of Eq. (2.6) for the RBF kernels from Table 2.1,
which demonstrate the simplicity of our approach:

W � = arg max
W



K s (W )+ K0

s (W ), L l
�

= (2.8)

= å
( i ,j): l i = l j

ks (W Txi ,y j )+ks (xi ,Wy j ) � l å
( i ,j): l i 6= l j

ks (W Txi ,y j )+ks (xi ,Wy j )

= å
i2I N

Nl i (ks (W Txi ,y i )+ks (xi ,Wy i )) � l å
( i ,j): l i 6= l j

ks (W Txi ,y j )+ks (xi ,Wy j ).

We simplify our problem in Eq. (2.8) to work with SGD:

fi (W ) = Nl i

�
k0

s (W Txi , y i )+ k0
s (xi ,Wy i )

�
(2.9)

+ l å
j2Rnd(I Cnf l i g)

k00
s (W Txi , y j )+ k00

s (xi ,Wy j ),

where Wt+ 1 := Wt �
bt
I å i2 Bt

1p
A t

¶fi (W )
¶W is an SGD-based update for W , Bt are mini-

batches of size I , bt is a decaying learning rate, operator Rnd (I Cnf l ig) selects one
index j 2 I N per class c 2 I Cnf l ig e.g., if C = 40, we get 39 indexes2, each one
randomly sampled per class for all 39 classes. This way, we are able to reduce the
complexity as detailed earlier. Setting k0

s = ( 1� ks )2 and k00
s = k2

s instead of k0
s = � ks

and k00
s = ks , respectively, results in a slightly faster convergence of our algorithm.

Also, we set Nl i = N
C for simplicity. Moreover, A t = gA t � 1+( 1� g) 1

I å i2 Bt

� ¶fi (W )
¶W

� 2

de�nes the so-called moving average of the squared gradient used in the Root Mean
Square Propagation (RMSprop) Hinton [2017] solver.

No incoherence. Equations for RBF kernels with no soft/implicit incoherence on W
can be easily derived from Prop. 2 by maximizing hK s (W ), L l i w.r.t. W . This yields
a solution similar to Eq. (2.9):

fi (W ) = Nl i k
0
s (W Txi , y j )+ l å

j2Rnd(I Cnf l i g)
k00

s (W Txi , y j ). (2.10)

Polynomial kernel. As K+ K0 = 2K for Polynomial kernels, the objective in Eq.

1Compare e.g., L0.2= I � 0.211T 2S 5� 5
+ vs. L1 = I � 11T 2 R5� 5.

2If there is one attribute vector per class, the choice of index is �xed.
3We also exclude translation as we mean-center our data/attr. vectors.
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(2.6) cannot implicitly impose weak incoherence constraints on column vectors of W .
Thus, we add a soft penalty on W to promote incoherence, adjusted via variable a,
and we de�ne a modi�ed problem:

W � = arg max
W

hK s (W ), L l i � ajjW TW jj 2
F+ a Tr(W TW ) (2.11)

2.4.3 Classi�cation

Having learned W �, at the classi�cation stage we apply a simple maximization over
testing attribute vectors:

arg max
j2I N � : l �j 2I C�

k
�

W � Tx�, y �
j

�
, (2.12)

where k is a kernel used during training, x� is a testing datapoint. Moreover, y � are
typically previously unseen testing attribute vectors while l � contains testing labels
(typically disjoint with l ). Variable C� is the number of testing classes and N � is
the number of testing attribute vectors (typically N � = C�). For the problems which
require the Nearest Neighbor classi�er with a dot-product based similarity measure,
one can apply e.g. the Nyström approximation Scholkopf and Smola [2002] which
linearizes kernel k via feature maps f (x) 2 R d̂:

k(W � Tx�, y �
j ) �



f (W � Tx�), f (y �

j )
�
. (2.13)

This is however outside of the scope of our evaluations and will be explored in our
future work.

2.5 Experiments

In what follows, we explain our experimental setup followed by evaluations of the
proposed zero-shot kernel learning approach. Subsequently, we discuss our �ndings.

2.5.1 Experimental Setup

We use �ve datasets frequently applied in evaluations of zero-shot learning algo-
rithms. Attribute Pascal and Yahoo ( aPY) Farhadi et al. [2009] is a small-scale dataset
which contains 15339 images, 64 attributes and 32 classes. The 20 classes known
from Pascal VOC Everingham et al. [2007] are used for training and 12 classes col-
lected from Yahoo! Farhadi et al. [2009] are used for testing. Animals with Attributes
(AWA1) Lampert et al. [2014] contains 30475 images of 50 classes. It has a standard
zero-shot learning split with 40 training classes and 10 test classes. Each class is an-
notated with 85 attributes. At present, the original images of AWA1 are not available
due to copyrights, therefore, a new version of Animals with Attributes ( AWA2) was
proposed in work Xian et al. [2017c]. AWA2 also has 40 classes for training and 10
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22 Zero-shot Kernel Learning

Figure 2.2: The top and bottom row include example images from the SUN and CUB datasets,
respectively. The �rst two and the last two columns show examples of training and testing

images.

classes for testing. Caltech-UCSD-Birds 200-2011 (CUB) Welinder et al. [2010] has
11788 images, 200 classes and 312 attributes to describe each class. The SUN dataset
(SUN) Patterson and Hays [2012] consists of 14340 images from 717 classes which
are annotated with 102 attributes. Figure 2.2 shows example images from datasets.

We note that a recent evaluation paper Xian et al. [2017a] reports that some of the
testing classes from the standard zero-shot learning datasets overlap with the classes
of ImageNet Russakovsky et al. [2015] which is typically used for �ne-tuning image
embeddings. This results in a biased evaluation protocol which favors such classes.
Therefore, we use newly proposed splits Xian et al. [2017a] for the above �ve datasets
to prevent such a bias and make results of our work follow protocols that offer a fair
comparability with the latest state-of-the-art methods.

Parameters. In this paper, we make use of the data available in Xian et al. [2017a].
For image embeddings, we use the 2048 dimensional feature vectors extracted from
top-layer pooling units of ResNet-101 He et al. [2016] which was pre-trained on the
ImageNet dataset Russakovsky et al. [2015]. For class embeddings, we use real-
valued per-class attribute vectors provided for the aPY, AWA1, AWA2, CUB and
SUN datasets. We perform the mean subtraction and the `2-norm normalization on
the datapoints and attribute vectors, respectively.

To learn W, we applied SGD with mini-batches of size I = 10, we set the moving
average of the squared gradient used in the Root Mean Square Propagation (RM-
Sprop) Hinton [2017] solver to g = 0.99 and ran the solver for 5–10 epochs. Kernel
parameters s and l were selected via cross-validation. For the Polynomial kernel,
we chose r = 2, 4, 6 and parametera= 1. The biasc was selected via cross-validation.

Testing protocols. To evaluate our algorithms, we follow two standard protocols
as detailed in Xian et al. [2017a]. Firstly, we report the mean top-1 accuracy when
training on the training data and testing on the classes unseen at the training time.
Next, for the generalized zero-shot learning protocol, we perform testing on classes
both seen and unseen during the training step. For that, we use the harmonic mean
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of training and test accuracies as advocated by Xian et al. [2017a]:

H = 2
AccS � AccU

AccS + AccU
, (2.14)

where AccS and AccU denote the accuracy for the seen and unseen at the training
stage classes. This strategy can �ag up algorithms which over�t to either seen or
unseen classes.
Baselines. We compare our zero-shot kernel learning approach to several works
which include: DAP and IAP Lampert et al. [2014], CONSE Norouzi et al. [2013],
CMT Socher et al. [2013], SSE Zhang and Saligrama [2015], LATEM Xian et al. [2016],
ALE Akata et al. [2013], DEVISE Frome et al. [2013], SJE Akata et al. [2015], ESZSL
Romera-Paredes and Torr [2015], SYNC Changpinyo et al. [2016] and SAE Kodirov
et al. [2017]. Section 2.2 contains more details about these methods.
Our methods. We compare the following approaches to the state of the art: the
Polynomial kernels denoted ( Polynomial) for a= 1 and degree r = 2, 4, 6, respectively,
which are combined with Eq. (2.11). Moreover, we evaluate the RBF kernels such
as (Cauchy) and (Gaussian) which are combined with the formulation in Eq. (2.10).
Lastly, we evaluate the Cauchy and Gaussian kernels (Cauchy-Ort) and (Gaussian-Ort)
combined with our soft/implicit incoherence formulation according to Eq. (2.6) and
(2.9).

2.5.2 Results

We start our evaluations on the standard protocol followed by the generalized zero-
shot learning protocol. Subsequently, we perform a sensitivity analysis of our model
w.r.t. its hyperparameters given the validation and testing data to demonstrate the
robustness of zero-shot kernel learning. The results presented in Tables 2.2 and 2.3
were obtained via cross-validation to prevent over�tting to the testing data.
Standard protocol. Table 2.2 lists our results and indicates the scores attained by
other recent approaches. Firstly, we note that the Polynomial kernels ( Polynomial,
r = 2) and (Polynomial, r = 4), and the RBF kernels (Cauchy-Ort) and (Gaussian-Ort) for
which we imposed soft/implicit incoherence constraints on W, outperform the state-
of-the-art approaches (the upper part of the table) on 4 out of 5 datasets (indicated
by 4/5 in the table). In contrast, kernels ( Cauchy) and (Gaussian), for which we
imposed no such constraints, perform notably worse. This validates the bene�ts of
decoherence in our model. Moreover, we note that the Gaussian kernel (Gaussian-
Ort ) attains the best results on 3 out of 5 datasets (highlighted in bold in the table)
when compared to our ( Cauchy-Ort) and (Polynomial, r = 4). Result-wise, (Gaussian-
Ort ) outperforms the other state-of-the-art methods on AWA1, AWA2, SUN and aPY
by 4.5, 8, 3.6, 5.5% top-1 accuracy. In contrast, (Polynomial, r = 4) outperforms other
state-of-the-art approaches on CUB by 2.2%.

We conjecture that the good performance of the Gaussian kernel can be attributed
to its ability to `elevate' datapoints to a potentially in�nite-dimensional Hilbert space
where a decision boundary separating datapoints according to labels can be found
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Table 2.2: Evaluations on the standard protocol and the newly proposed datasplits. ( Better
than SOA) column indicates the number of datasets on which our methods outperform the

state-of-the-art methods listed in the upper part of the table.

Method AWA1 AWA2 SUN CUB aPY
Better
than
SOA

DAP Lampert et al. [2014] 44.1 46.1 39.9 40.0 33.8
IAP Lampert et al. [2014] 35.9 35.9 19.4 24.0 36.6
CONSE Norouzi et al. [2013] 45.6 44.5 38.8 34.3 26.9
CMT Socher et al. [2013] 39.5 37.9 39.9 34.6 28.0
SSE Zhang and Saligrama [2015] 60.1 61.0 51.5 43.9 34.0
LATEM Xian et al. [2016] 55.1 55.8 55.3 49.3 35.2
ALE Akata et al. [2013] 59.9 62.5 58.1 54.9 39.7
DEVISE Frome et al. [2013] 54.2 59.7 56.5 52.0 39.8
SJE Akata et al. [2015] 65.6 61.9 53.7 53.9 32.9
ESZSL Romera-Paredes and Torr [2015] 58.2 58.6 54.5 53.9 38.3
SYNC Changpinyo et al. [2016] 54.0 46.6 56.3 55.6 23.9
SAE Kodirov et al. [2017] 53.0 54.1 40.3 33.3 8.3
Polynomial, r = 2 66.2 64.9 58.7 54.5 41.6 4/5
Polynomial, r = 4 65.0 64.3 59.7 57.1 41.7 4/5
Polynomial, r = 6 63.6 63.3 59.2 54.6 41.5 3/5
Cauchy 60.1 58.3 57.8 48.7 35.2 0/5
Cauchy-Ort 71.0 69.9 60.4 49.3 41.9 4/5
Gaussian 60.5 61.6 60.6 52.2 38.9 1/5
Gaussian-Ort 70.1 70.5 61.7 51.7 45.3 4/5

with ease e.g., linearly non-separable datapoints become separable. We expect that
the Cauchy kernel may also be bene�cial due to its slowly decaying tails (compared
to Gaussian) which results in stronger non-local in�uences. Lastly, we expect that
the non-linearity of Polynomial kernels of degree r = 4 may also be suf�cient for
separating otherwise linearly non-separable data.

Generalized protocol. Table 2.3 presents our results on the generalized zero-shot
learning protocol. Firstly, we note that our ( Cauchy-Ort) approach outperforms other
state-of-the-art approaches on 3 out of 5 datasets (indicated by 3/5 in the table)
according to the generalized score (H) which takes into account the quality of zero-
shot learning when testing it on classes which were seen and unseen during the
training step. Our ( Cauchy-Ort) is closely followed in terms of scores by ( Gaussian-
Ort ) and (Polynomial, r = 4) which outperform other state-of-the-art methods on 2 and
1 out of 5 datasets, respectively. Moreover, (Cauchy-Ort) attains the best results on
AWA1 and aPY (highlighted in bold in the table) when compared to our ( Gaussian-
Ort ) which performs the best on AWA2. Number-wise, ( Gaussian-Ort) outperforms
the other state-of-the-art methods (the upper part of the table) on AWA1, AWA2 and
aPY by 2.3, 1.2 and 2.5% measured according to the generalized score (H).

We note that our models which impose our soft/implicit incoherence outperform
again the variants which do not impose it. Moreover, the Cauchy kernel appears to be
an adequate choice for varied testing tasks. Cauchy may be less prone to over�tting
to local clusters of datapoints as its tails decay slower compared to tails of Gaussian.
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Table 2.3: Evaluations on the generalized zero-shot learning protocol and the newly proposed
datasplits. We indicate the mean top-1 accuracy on (tr ) train+test classes and (ts) test classes
only. Moreover, ( Better than SOA) indicates the number of datasets on which our methods
outperform the other state-of-the-art methods (the upper part of the table) according to the

harmonized score (H).

AWA1 AWA2 SUN CUB aPY
Method ts tr H ts tr H ts tr H ts tr H ts tr H
DAP Lampert et al. [2014] 0.0 88.7 0.0 0.0 84.7 0.0 4.2 25.1 7.2 1.7 67.9 3.3 4.8 78.3 8.0
IAP Lampert et al. [2014] 2.1 78.2 4.1 0.9 87.6 1.8 1.0 37.8 1.8 0.2 72.8 0.4 5.7 65.6 10.4
CONSENorouzi et al. [2013] 0.4 88.6 0.8 0.5 90.6 1.0 6.8 39.9 11.6 1.6 72.2 3.1 0.0 91.2 0.0
CMT Socher et al. [2013] 0.9 87.6 1.8 0.5 90.0 1.0 8.1 21.8 11.8 7.2 60.1 8.7 1.4 85.2 2.8
CMT* Socher et al. [2013] 8.4 86.9 15.3 8.7 89.0 15.9 8.7 28.0 13.3 4.7 60.1 8.7 10.9 74.2 19.0
SSEZhang and Saligrama [2015] 7.0 80.5 12.9 8.1 82.5 14.8 2.1 36.4 4.0 8.5 46.9 14.4 0.2 78.9 0.4
LATEM Xian et al. [2016] 7.3 71.7 13.3 11.5 77.3 20.0 14.7 28.8 19.5 15.2 57.3 24.0 0.1 73.0 0.2
ALE Akata et al. [2013] 16.8 76.1 27.5 14.0 81.8 23.9 21.8 33.1 26.3 23.7 62.8 34.4 4.6 73.7 8.7
DEVISE Frome et al. [2013] 13.4 68.7 22.4 17.1 74.7 27.8 16.9 27.4 20.9 23.8 53.0 32.8 4.9 76.9 9.2
SJEAkata et al. [2015] 11.3 74.6 19.6 8.0 73.9 14.4 14.7 30.5 19.8 23.5 59.2 33.6 3.7 55.7 6.9
ESZSLRomera-Paredes and Torr [2015] 6.6 75.6 12.1 5.9 77.8 11.0 11.0 27.9 15.8 12.6 63.8 21.0 2.4 70.1 4.6
SYNC Changpinyo et al. [2016] 8.9 87.3 16.2 10.0 90.5 18.0 7.9 43.3 13.4 11.5 70.9 19.8 7.4 66.3 13.3
SAE Kodirov et al. [2017] 1.8 77.1 3.5 1.1 82.2 2.2 8.8 18.0 11.8 7.8 54.0 13.6 0.4 80.9 0.9
Polynomial, r = 2 5.8 77.3 10.7 6.4 78.8 11.8 20.6 31.5 24.9 16.7 61.3 26.2 4.8 77.5 9.0
Polynomial, r = 4 5.7 78.7 10.6 7.0 83.0 13.0 20.0 31.7 24.524.2 63.9 35.1 5.7 79.2 10.6
Polynomial, r = 6 8.3 78.1 15.0 8.7 81.6 15.7 21.0 31.0 25.1 23.8 58.6 33.8 4.9 78.3 9.2
Cauchy 6.0 79.9 11.1 6.2 82.7 11.5 16.1 29.7 20.9 18.2 49.6 26.6 1.0 84.9 2.0
Cauchy-Ort 18.3 79.3 29.8 17.6 80.9 29.0 19.8 29.1 23.6 19.9 52.5 28.9 11.9 76.320.5
Gaussian 6.1 81.3 11.4 7.3 79.1 13.3 18.2 33.2 23.5 17.5 59.9 27.1 3.0 82.3 5.8
Gaussian-Ort 17.9 82.2 29.418.9 82.7 30.8 20.1 31.4 24.5 21.6 52.8 30.6 10.5 76.2 18.5

Table 2.4: Incoherence on various kernels and datasets. For thè 2-norm normalized columns
of W we computed jjW TW � I jj 2

F. Lower values indicate more incoherence between columns
of W .

Gauss. AWA1 AWA2 SUN CUB aPY
Non-Ort 376.4 420.7 209.1 2361.4 342.1
Eq. (2.6) 131.6 205.0 59.1 1018.8 259.5
Cauchy AWA1 AWA2 SUN CUB aPY
Non-Ort 357.7 346.9 187.1 2614.4 334.0
Eq. (2.6) 138.3 178.2 124.1 1227.5 214.9

Sensitivity analysis. Robust algorithms are expected to generalize well to unseen
data and avoid over�tting e.g., best classi�cation scores on the validation and test
data may be far away from each other when considered as a function of hyperpa-
rameters. Moreover, oversensitivity to the choice of hyperparameters may result in
an algorithm which is hard to �ne-tune. Below we show how our methods behave
w.r.t. the choice of radius s for the shift-invariant Gaussian and Cauchy kernels, the
bias parameter c of the Polynomial kernel and the regularization parameter l from
Eq. (2.6).

Figure 2.3 (columns 1–3) shows how our zero-shot kernel learning performs on
the AWA1 dataset w.r.t. the listed above hyperparameters. The standard evaluation
protocol is used. The top row demonstrates that the kernel radius is an impor-
tant parameter in our setup. For ( Gaussian-Ort), the validation and test curves vary
smoothly. The best results are attained for s = 0.6 and s = 1, respectively. The dif-
ference in the testing accuracy evaluated at s = 0.6 and s = 1 amounts to 2.5%. A

Draft Copy – 21 August 2020



26 Zero-shot Kernel Learning

Figure 2.3: (Columns 1–3) Validation (val) and testing (test) accuracies on AWA1 for the
standard evaluation protocol. We and ( Cauchy-Ort). For (Polynomial, r = 4), we vary its bias
c. The bottom row shows the performance w.r.t. regularization l of our kernel polarization
model given �xed s and/or c selected earlier via cross-validation. (Column 4) The accuracy
and the objective w.r.t. the number of iterations t for (Gaussian-Ort) on the SUN dataset. The
top and bottom plots concern training ( train) vs. validation ( val) and training plus validation

(train+val) vs. testing (test), respectively.

similar trend emerges for ( Cauchy-Ort). Such a discrepancy between the validation
and testing scores shows that there is a visible domain shift between the validation
and test problems. This result is typical for the knowledge transfer tasks such as
domain adaptation and zero-shot learning. For ( Polynomial, r = 4), the validation and
testing scores attain maximum for the same c= 1, however, they are � 5% below the
performance of (Gaussian-Ort) and (Cauchy-Ort). This reveals that while the Polyno-
mial kernel may generalize well, it lacks the capacity of the RBF kernels to capture
highly non-linear data patterns.

Figure 2.3 (columns 1–3, bottom) show our scores w.r.t. the regularization param-
eter l which, in our setting, controls how strongly the between-class datapoints are
pushed from each other after the projection into the attribute space.

It appears that the peaks in validation and testing accuracies match each other
well for all three kernels used in this experiment. The value of l does not affect
dramatically the performance of our algorithm and the range for which the best
performance is attained varies from 0.8–2. However, it is also clear that if l ! 0 or
l ! ¥ , the scores drop. This demonstrates the importance of balancing the impact
of so-called within- and between-class statistics in our zero-shot kernel model which
`polarizes' these statistics.

Figure 2.3 (column 4) shows how our algorithm behaves w.r.t. the number of
solver iterations t on the SUN dataset. The top row shows that the training objective
attains lower values compared to the validation objective for t � 2000. As the objective
decreases, there is a clear increase in the accuracy for both the training and validation
curves. The same behavior is observed in the bottom row which demonstrates that
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our algorithm is stable w.r.t. to t.
Finally, Table 2.4 shows that Proposition 4 and following from it Eq. (2.6) promote

the weak incoherence.

2.6 Conclusions

In this chapter, we propose a novel approach to improve zero-shot learning via the
use of non-linear kernels. Our model is inspired by the the Linear Discriminant
Analysis Fisher [1936]; Duda et al. [2001] and kernel alignment methods Cristianini
et al. [2002]; Baram [2005]. To the best of our knowledge, we are the �rst to show
how to combine zero-shot learning with the Polynomial and the RBF family of ker-
nels to obtain a non-linear compatibility function. Our model shows that a learned
projection that embeds datapoints in the attribute space and from there, in the non-
linear Hilbert space, is a robust tool for zero-shot learning. We learn an approximate
subspace by encouraging in a soft/implicit manner the incoherence between column
vectors of the projection matrix. Therefore, our projection incorporates the rotation
and scaling but prevents the shear which causes over�tting due to more degrees of
freedom in such an unconstrained model. Each of our models achieve state-of-the-art
results on up to four out of �ve datasets on the standard zero-shot learning bench-
mark for new stricter recently proposed datasplits. Moreover, each of our models
obtain state-of-the-art results on up to three out of �ve datasets on the new gener-
alized zero-shot learning benchmark which takes into account so-called harmonized
scores for classes seen and unseen during the training process. We note that if we
were to pick one best kernel per dataset, this would lead to further improvements
in accuracy. For future directions, this warrants an investigation into multiple kernel
learning in the context of zero-shot kernel learning.

Though learning a non-linear mapping achieves signi�cant improvements on
both classic and generalized settings, it does not directly address the dominant issues
of generalized zero-shot learning, where the unbalanced training data distribution
leads to signi�cant biases when predicting over both seen and unseen classes. In
Chapter 3, we will take a deeper look at the generalized zero-shot learning task, and
propose the novel domain-aware model selection mechanism to explicitly address
the unbalanced data distribution, and improve the generalized performance.
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Chapter 3

Domain-aware Model Selection for
Generalized Zero-shot Learning

In this chapter, we study the prediction shift issue in generalized zero-shot learn-
ing, where the datapoints from unseen classes are not available during training. The
main challenge for generalized protocol is the unbalanced data distribution which
makes the predictions from the classi�er heavily shifted to seen classes, and leads
to signi�cant performance drop-down. However, using Generative Adversarial Net-
work (GAN) to generate auxiliary datapoints by the semantic embeddings of unseen
classes alleviates the above issue. Current approaches combine the auxiliary dat-
apoints and original training data to train one classi�er for generalized prediction
and obtain state-of-the-art results. Inspired by such models, we propose to feed
the generated data via a domain-aware model selection mechanism in this chapter.
Speci�cally, we leverage two sources of datapoints (observed and auxiliary) to train
some classi�er to recognize which test datapoints come from seen and which from
unseen classes. This way, generalized zero-shot learning can be divided into two
disjoint classi�cation tasks, thus reducing the negative in�uence of the unbalanced
data distribution. Our evaluations on four publicly available datasets for generalized
zero-shot learning show that our model obtains state-of-the-art results.

3.1 Motivation

Recently, researchers have argued that standard zero-shot learning protocols are bi-
ased towards good results on unseen classes while neglecting performance on seen
classes. To address this issue, a generalized zero-shot learning task was proposed for
which testing datapoints come from seen and unseen classes, and the classi�er needs
to cope well with all classes.

It has emerged that most of zero-shot learning methods achieve low accuracy
in such a protocol because training datapoints come only from the seen classes. In
most cases, the strong imbalance of data distribution will make the classi�er assign
datapoints from seen classes to unseen classes.

The use of Generalized Adversarial Network (GAN) to generate auxiliary dat-
apoints for unseen classes Xian et al. [2018] enables the classi�er to be trained on

29
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datapoints from both seen and unseen categories. Inspired by such an extension, we
found that using the auxiliary and original training data to learn a classi�er, e.g.Sup-
port Vector Machine (SVM), can be further improved by treating the classi�cation
of original datapoints separately, that is, by decomposing the generalized zero-shot
learning into two disjoint classi�cation tasks: one classi�er dealing with datapoints
from seen classes and another classi�er dealing with datapoints of unseen classes.

In this chapter, we propose to use the auxiliary data of unseen classes generated
by GAN together with the original training data to build a model selection approach
for generalized zero-shot learning. We refer to our approach as ModelSel and pro-
pose its three variants in Section 3.3. We evaluate ModelSel on standard zero-shot
learning datasets and demonstrate state-of-the-art generalized results.

3.2 Related Work

Previous zero-shot learning works are introduces in Chapter 2. Our work in this
chapter follows the Feature Generating Networks Xian et al. [2018], which lever-
ages a conditional Wasserstein Generative Adversarial Network (WGAN) to generate
auxiliary datapoints for unseen classes from attribute vectors followed by training a
simple Softmax classi�er. The domain shift issue can be alleviated with GAN-based
pipeline due to its natural property, however, we take a deeper look at the use of syn-
thesized data points, and propose the domain-aware scheme to explicitly and more
effectively address this issue.

3.3 Approach

3.3.1 Notations

Let us denote seen classes asCs, unseen classes asCu. Xtr denotes original training
datapoints, Xge are the generated datapoints for unseen classes. Each datapoint is a
column vector in one of the above matrices. M sel is the selector between seen/unseen
class, M s is the model for Cs, Mu is the model for Cu, M t is a model for Cs [ Cu.
Moreover, w sel, bsel, Ws, bs, Wu, bu, Wt and b t are the projection vector/matrices and
biases used by our models as detailed below.

3.3.2 Conditional Feature Generating GAN

Firstly, we introduce the previous work Xian et al. [2018], which proposes to train
a conditional GAN with attributes to generate features for both seen and unseen
classes. Then they train a classi�er to predict class labels for these synthesized fea-
tures.

Let us use xi denote the convolutional features for image i, ai refers to its at-
tributes, G(�) and D(�) are the Generator and Discriminator of GAN respectively,
P(�) is the classi�er.
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Figure 3.1: The pipeline of feature generating network proposed in Xian et al. [2018], which
exploits the semantic annotations, e.g.attributes, as conditional latent embedding to train a
GAN to generate features. The synthesized features are used to train the classi�er for both

seen and unseen classes.

The synthesized feature x̂ is generated as follows.

x̂ = G(z, a), s. t. z � N (0, 1) (3.1)

Then the following objective of improved WGAN is applied to train the feature
generating network.

min
G

max
D

L GAN = E[D(x, a)] � E[D( x̂, a)] � l E[(jjOx̂D( x̂, a)jj 2 � 1)2], (3.2)

As the semantic embeddings of training classes are used as conditions to generate
synthesized datapoints of seen classes, the model's objective is to estimate the distri-
bution of features given the distribution of semantic embeddings. Therefore, a well-
trained model can be adapted to unseen domain, and leverage semantic embeddings
of unseen classes to synthesize features aligning with the distribution of datapoints
from unseen classes. To this end, the generatorG is capable of synthesizing data-
points for both seen and unseen classes according to their attribute distribution. It is
clearly such a generative model can address the unbalanced distribution of training
data by supplementing these synthesized datapoints into the training set.

3.3.3 Model Selection Mechanism

Based on the above feature generating network, we propose a mechanism that lever-
ages several classi�ers to perform generalized zero-shot learning. Firstly, we label the
original datapoint for seen classes x as 1 and auxiliary datapoints for unseen classes
as � 1 to train M sel, which is a linear SVM classi�er.

Model M s is a classi�er trained with datapoints from seen classes Cs, model Mu

is trained with auxiliary datapoints from GAN corresponding to unseen classes Cu.
Model M t is trained for Cs [ Cu simultaneously.
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M s, Mu and M t are trained separately via the SoftmaxLog classi�er. While we
use a single training process, we distinguish three selection models applied at the
testing stage. The output of each classi�er can be de�ned as:

gs(x) = W T
s x + bs, (3.3)

gu(x) = W T
u x + bu, (3.4)

gt (x) = W T
t x + b t . (3.5)

ModelSel-2Way. The testing mechanism of ModelSel-2Way shown in Figure 3.2(a)
can be illustrated as follows. For each testing datapoint x 2 Xtr , we feed it �rstly into
M sel. The role of M sel is to decide if x belongs to the seen or unseen class based on
which we select either M s or Mu model for the �nal classi�cation:

s(x) = w T
selx + bsel. (3.6)

Then, the �nal prediction for x becomes:

f (x, s(x)) =

(
gs(x), if s � 0,

gu(x), otherwise.
(3.7)

ModelSel-2Way-SA . We also propose to use the Sigmoid function to generate soft
assignment scores from the output of M sel as the weights assigned to the outputs of
M s and Mu. We call this method as ModelSel-2Way-SA, which is shown as Figure
3.2(b). The intuition behind this model is that M sel suffers from the quantization
errors close to the classi�cation boundary, thus we model the assignment uncertainty
in M sel to reduce quantization errors. The probability that x belongs to seen classes
Cs or Cu is denoted ps(x) and pu(x) = 1 � ps(x), respectively, and ps(x) is given as:

ps(x) =
1

1 + e� ss(x)
, (3.8)

where s is the parameter to control the slope of the Sigmoid function. Then, the
output of ModelSel-2Way-SA is given as:

f (x) = ps(x) � gs(x) + pu(x) � gu(x). (3.9)

ModelSel-3Way. For the ModelSel-3Way, we use additionally classi�er M t trained
with both original and auxiliary datapoints so it can classify data from both seen and
unseen classes. While its performance is worse thanM s and Mu in each domain, we
leverage the output of M t as a mask to correct some incorrect predictions from Mu

and M s.

The output of our ModelSel-3Way model, shown in Figure 3.2(c), is de�ned as
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(a) ModelSel-2Way (b) ModelSel-2Way-SA

(c) ModelSel-3Way (d) Activated classi�ers in
ModelSel-3Way

Figure 3.2: The demonstrations of different variations of our model selection pipelines. Fig-
ure 3.2(a) shows 2-way model selection. Figure 3.2(b) refers to the soft assigned 2-way model
selection. Figure 3.2(c) is 3-way model selection. Figure 3.2(d) demonstrated the activated

classi�ers in 3-way model selection.

follows:

f (x, s(x)) = max

0

B
@

(
c � gt (x) + gs(x) � os if s� 0

c � gt (x) + gu(x) � ou if s< 0
,

gt (x)

1

C
A ,

 gray regions in Fig. 3.2(d)
 black regions in Fig. 3.2(d)
 white region in Fig. 3.2(d)

(3.10)
where c, os and ou adjust the importance of M t and offset for M s and Mu. Intuitively,
close to the classi�cation boundaries, predictions of gs(x) and gu(x) become replaced
by gt (x) in this model.

Figure 3.2(d) illustrates the selection of classi�ers in our ModelSel-3Way ap-
proach. We de�ne N as the total number of testing data, Ns and Nu as the num-
ber of testing data assigned to seen and unseen classesCs and Cu, respectively. The
distribution map has the same size as gt (X) 2 RC� N , the light gray color highlights
successful predictions from gs(Xtr ) 2 RCs� Ns while the dark black color highlights
successful predictions from gu(Xte) 2 RCu � Nu .
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3.4 Experiments

Below we detail datasets used in our experiments, describe evaluation protocols and
show our experimental results to demonstrate usefulness of our approach.

3.4.1 Experimental Setup

Datasets. We evaluate proposed models on four datasets. Attribute Pascal and Yahoo
(APY) contains 15339 images, 64 attributes and 32 classes. The 20 classes from Pascal
VOC are used for training and 12 classes collected from Yahoo! are used for testing.
Animals with Attributes ( AWA1) contains 30475 images from 50 classes. Each class is
annotated with 85 attributes. The zero-shot learning split of AWA1 is 40 classes for
training and 10 classes for testing. The Animal with Attributes 2 ( AWA2) proposed
by Xian et al. [2017c] is the updated and open source version of AWA1. It has the
same number of classes, attributes and train/test split with AWA1. Flower102 ( FLO)
Nilsback and Zisserman [2008a] contains 8189 images from 102 classes.

An evaluation paper Xian et al. [2017c] proposes a novel zero-shot learning splits
to eliminate the overlap between the classes in zero-shot datasets and ImageNet Xian
et al. [2017c], and evaluates most popular zero-shot learning methods. In this paper,
we follow the new splits to make a fair comparison to other state-of-the-art methods.

Parameters. We perform the mean extraction and standard deviation normalization
on both original and auxiliary datapoints to train M sel to alleviate the imbalance
between two distributions. For M s and Mu, we simply use the original data provided
in paper Xian et al. [2017c] without any preprocessing. Our models use classi�ers
with the SoftmaxLog objective. We use the Adam solver with mini-batches of size
60, the parameters of Adam are set to b1 = 0.9 and b2 = 0.99. We run the solver for
50 epochs. The learning rate is set to 1e� 4. The parameters used by ModelSel-2Way
and ModelSel-3Way are chosen via cross-validation.

Protocols. For training, all models are trained at once as the training process is
the same for each model. To perform testing, we follow the generalized zero-shot
learning protocols in Xian et al. [2017c]. There are two testing splits for seen and
unseen classes, respectively. We evaluate the two testing splits, and collect two per-
class mean top-1 accuraciesAccS and AccU as suggested by Xian et al. [2017c]. We
report the harmonic mean over the two results as the �nal score:

H = 2
AccS � AccU

AccS + AccU
. (3.11)

3.4.2 Results

Figure 3.3 shows how the classi�cation accuracy varies w.r.t. s of ModelSel-2Way-
SA. It can be seen that the soft assignment score obtained by passing SVM scores via
the Sigmoid function helps improve the performance of our model.
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Figure 3.3: The impacts of s on the generalized zero-shot accuracy.

Table 3.1: Evaluations on generalized zero-shot learning.

AWA1 AWA2 FLO APY

Method ts tr H ts tr H ts tr H ts tr H

DAP Lampert et al. [2014] 0.0 88.7 0.0 0.0 84.7 0.0 - - - 4.8 78.3 8.0

SSE Zhang and Saligrama [2015] 7.0 80.5 12.9 8.1 82.5 14.8 - - - 0.2 78.9 0.4

LATEM Xian et al. [2016] 7.3 71.7 13.3 11.5 77.3 20.0 14.7 28.8 19.5 0.1 73.0 0.2

ALE Akata et al. [2013] 16.8 76.1 27.5 14.0 81.8 23.9 21.8 33.1 26.3 4.6 73.7 8.7

DEVISE Frome et al. [2013] 13.4 68.7 22.4 17.1 74.7 27.8 9.9 44.2 16.2 4.9 76.9 9.2

SJE Akata et al. [2015] 11.3 74.6 19.6 8.0 73.9 14.4 13.9 47.6 21.5 3.7 55.7 6.9

ESZSL Romera-Paredes and Torr [2015] 6.6 75.6 12.1 5.9 77.8 11.0 11.4 56.8 19.0 2.4 70.1 4.6

SYNC Changpinyo et al. [2016] 8.9 87.3 16.2 10.0 90.5 18.0 - - - 7.4 66.3 13.3

SAE Kodirov et al. [2017] 1.8 77.1 3.5 1.1 82.2 2.2 - - - 0.4 80.9 0.9

ZSKL Zhang and Koniusz [2018] 18.3 79.3 29.8 18.9 82.7 30.8 - - - 11.9 76.3 20.5

f-CLSWGAN Xian et al. [2018] 57.9 61.4 59.6 53.7 68.2 60.1 59.0 73.8 65.6 8.7 75.4 15.5

ModelSel-2Way 50.1 77.7 61.0 41.7 84.2 55.8 46.9 60.9 53.0 27.5 76.9 40.5

ModelSel-2Way-SA 55.8 69.6 62.0 55.2 70.8 62.0 52.6 54.7 53.6 30.3 70.342.3

ModelSel-3Way 52.6 76.7 62.4 52.3 81.3 63.7 56.1 81.2 66.4 28.4 75.5 41.2

Table 3.1 shows that our models obtain state-of-the-art results on AWA1, AWA2,
FLO and APY datasets. Compared to f-CLSWGAN, our ModelSel-3Way achieves a
2.8% higher accuracy on AWA1, 3.6% on AWA2 and 0.8% on FLO. The biggest im-
provement for ModelSel-2Way-SA is observed on APY, where the accuracy increased
from 20.5% of ZSKL Zhang and Koniusz [2018] to 42.3%. The above evaluations il-
lustrate that our models can combine predictions on seen and auxiliary datapoints
better than current state-of-the-art approaches.

3.5 Conclusions

In this chapter, we have presented three approaches to the domain-aware model
selection, which introduce a novel way of leveraging synthesized data points on gen-
eralized zero-shot learning task. Different from feature generating network Xian
et al. [2018], our models use original and synthesized datapoints to train a domain
selector which distinguishes between classi�ers for seen and unseen training data-
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points. Our evaluations on our ModelSel variants achieve state-of-the-art generalized
performance on four publicly available datasets.

Chapter 2 and 3 demonstrate our zero-shot learning works in the thesis, which
address two fundamental issues in previous works. Though zero-shot learning is
insightful for the research of transfer learning, the dependence on semantic annota-
tions of unseen classes somewhat limit its application in realistic scenarios. In fol-
lowing chapters, we will turn to study a more realistic transfer learning task, namely
few-shot learning, in which one or few datapoints are available for novel unseen
classes, and the semantic annotations are not mandatory for the learning procedure.
In Chapter 4, we will start with the study of second-order pooling and Power Nor-
malizations on �ne-grained image classi�cation to demonstrate how we can exploit
them to improve the classi�cation accuracy in end-to-end deep networks. Based on
the experiments and analyses in Chapter 4, we then propose a novel pipeline, namely
second-order similarity network in Chapter 5 for few-shot learning.
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Chapter 4

Deeper Look at Power
Normalizations

We introduce our works on second-order pooling and Power Normalizations in this
chapter, which will be employed in our few-shot learning pipeline, to �rstly demon-
strate their strength to capture discriminative visual descriptors in visual recognition
tasks. Power Normalizations (PN) have been very useful non-linear operators in the
context of bag-of-words data representations for tackling problems such as feature
imbalance. In this chapter, we reconsider these operators in deep learning model by
introducing a novel layer that implements PN for non-linear pooling of feature maps.
Speci�cally, using a kernel formulation, our layer combines the feature vectors and
their respective spatial locations in the feature maps produced by the last convolu-
tional layer of CNN. Linearization of such a kernel results in a positive de�nite matrix
capturing the second-order statistics of the feature vectors, to which PN operators are
applied. We study two types of PN functions, namely (i) MaxExp and (ii) Gamma,
addressing their role and meaning in the context of non-linear pooling. We further
provide a probabilistic interpretation of these operators and derive their surrogates
with well-behaved gradients for end-to-end CNN learning. We apply our theory to
practice by implementing the PN layer on a ResNet-50 model and showcase experi-
ments on four benchmarks including �ne-grained recognition, scene recognition, and
material classi�cation. Our results demonstrate state-of-the-part performance across
all these tasks .

4.1 Motivation

Second-order statistics of data features have played a pivotal role in advancing the
state-of-the-art on several problems in computer vision, including object recognition,
texture categorization, action representation, and human tracking, to name a few
applications Tuzel et al. [2006]; Porikli and Tuzel [2006]; Wang et al. [2011]; Li and
Wang [2012]; Guo et al. [2013]; Carreira et al. [2012]; Koniusz et al. [2016c]. For ex-
ample, in the popular region covariance descriptors Tuzel et al. [2006], a covariance
matrix, which is computed over multi-modal features from image regions, is used as
an object representation for recognition and tracking, and has been extended to sev-

37
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Figure 4.1: Our end-to-end pipeline. We pass an image (or patches) to CNN and extract
feature vectors f from its last conv. layer and augment them by encoded spatial coordinates
c. We perform pooling on second-order matrix M by the Power Normalization function G.

eral other applications Tuzel et al. [2006]; Porikli and Tuzel [2006]; Wang et al. [2011];
Li and Wang [2012]; Guo et al. [2013]. Given Bag-of-Words histograms or local de-
scriptor vectors from an image, a second-order co-occurrence pooling of these vectors
captures the occurrences of two features together. Such a strategy has been recently
shown to provide superior performance in semantic segmentation and visual concept
detection, compared to their �rst-order counterparts Carreira et al. [2012]; Koniusz
et al. [2013, 2016c]. A natural extension of the idea is to use higher-order pooling
operators, an extensive experimental analysis of which is provided in Koniusz et al.
[2013, 2016c]. Their paper shows that pooling using third-order super-symmetric
tensors can signi�cantly improve upon the second-order descriptors, e.g., by more
than 7% MAP on the challenging PASCAL VOC07 dataset.

However, second and higher-order statistics require appropriate aggregation and
pooling mechanisms to obtain the highest classi�cation results Carreira et al. [2012];
Koniusz et al. [2013, 2016c]. Once the statistics are captured in the matrix form,
they undergo next a non-linearity such as Power Normalization Koniusz et al. [2012]
which role is to reduce/boost contributions from frequent/infrequent visual stimuli
in an image, respectively. A signi�cant progress made by the Bag-of-Words model
provides numerous insights into the role played by pooling during the aggrega-
tion step. The theoretical relation between Average and Max-pooling was studied
in Boureau et al. [2010a]. A detailed likelihood-based analysis of feature pooling
was conducted in Boureau et al. [2010b] which led to a theoretical expectation of Max-
pooling, improving overall classi�cation results. Power Normalization has also been
applied to Average pooling by Fisher Kernels Perronnin et al. [2010]. Max-pooling
has been recognized as a lower bound of the likelihood of `at least one particular vi-
sual word being present in an image'Lingqiao et al. [2011]. According to an evaluation
Koniusz et al. [2012], these pooling methods are all closely related. However, eval-
uations Koniusz et al. [2012] do not consider the second-order pooling scenario or
end-to-end learning. In the context of second-order pooling, element-wise and eigen-
value Power Normalization (ePN) were both �rst proposed in Koniusz et al. [2013]
in 2013.

In this chapter, we aim to revisit the above pooling methods in end-to-end setting
and shed further light on their interpretation in the context of second-order matrices.
Firstly, we propose a kernel formulation which combines feature vectors collected
from the last convolutional layer of ResNet-50 together with so-called spatial loca-
tion vectors which contain spatial locations corresponding to feature vectors in the
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CNN feature maps. A linearization of such a kernel results in a second-order matrix
which contains aggregated second-order statistics of these vectors. Subsequently, we
focus on the role of the Power Normalization family in end-to-end setting. We show
that these functions have a well-founded probabilistic interpretation in the context
of second-order statistics. Moreover, we propose PN surrogates which have well
behaved derivatives suitable for back-propagation unlike typical PN functions.

To summarize, our contributions in this chapter are three-fold: (i) we propose to
aggregate feature vectors extracted from CNNs and their spatial coordinates into a
second-order matrix by principled derivations in end-to-end manner, (ii) we revisit
Power Normalization family of functions and give their interpretation in the context
of second-order statistics, (iii) we propose PN surrogates which have well behaved
derivatives for end-to-end learning. Figure 4.1 shows our pipeline.

4.2 Related Work

Second-order statistics have been extensively studied in the context of texture recog-
nition Tuzel et al. [2006, 2008]; Romero et al. [2013] by the use of so-called Region
Covariance Descriptors (RCD).

Region Covariance Descriptors (RCD). Such methods use a representation which
typically captures co-occurrences of luminance, �rst- and/or second-order deriva-
tives of texture patterns. Alternatively, co-occurrences in Local Binary Patterns (LBP)
are captured to build second-order matrices Romero et al. [2013]. RCD approaches
have also been successfully applied to tracking Porikli and Tuzel [2006], semantic
segmentation Carreira et al. [2012] and object category recognition Koniusz et al.
[2016c], to name but a few of applications. The design of RCD typically requires a
decision on what signals need to be aggregated into the second-order representation
and how to compare positive (semi-)de�nite datapoints resulting from such an ag-
gregation step. There exist several non-Euclidean distances often applied to positive
de�nite matrices which we list next.

Non-Euclidean distances. The distance between two positive de�nite datapoints is
typically measured according to the Riemannian geometry while Power-Euclidean
distances Dryden et al. [2009] extend to positive semi-de�nite distances. In par-
ticular, Af�ne-Invariant Riemannian Metric Pennec et al. [2006]; Bhatia [2007], KL-
Divergence Metric ( KLDM ) Wang and Vemuri [2004], Jensen-Bregman LogDet Di-
vergence (JBLD) Cherian et al. [2013] and Log-Euclidean (LogE) Arsigny et al. [2006]
have been used in the context of diffusion imaging and the RCD-based methods.
Dictionary and metric learning methods also use Non-Euclidean distances Harandi
et al. [2015a]; Harandi and Salzmann [2015]; Harandi et al. [2015b]; Kumar Roy et al.
[2018]; Harandi et al. [2017a].

Our approach differs in that we perform end-to-end learning in the CNN setting
while RCD and dictionary learning constitute shallow architectures that perform
worse than CNNs on the majority of classi�cation tasks.

We note that the Log-Euclidean distance has been implemented in the CNN set-
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ting Ionescu et al. [2015]; Huang and Gool [2017] for the purpose of region clas-
si�cation and action recognition. These methods employ back-propagation on the
Log-Euclidean distance which requires costly eigenvalue decomposition for compu-
tations of derivatives deeming them computationally inef�cient. Note that the cost of
a single eigenvalue decomposition is at least O(dw), where constant 2< w < 2.3761.
The typical bottleneck in using non-Euclidean distances in end-to-end setting lies in
their costly back-propagation rules.

Our work differs in that we make an i.i.d. assumption on our co-occurrence
features in our second-order representation. Thus, we require only element-wise
rather than spectral operations. This reduces the complexity and relies on trivial
arithmetic operations trivial to apply on GPU.

Pooling and CNNs. There exist several approaches for image retrieval and recog-
nition which perform some form of aggregation over �rst-order statistics extracted
from the CNN maps e.g., Gong et al. [2014]; Yandex and Lempitsky [2015]; Arand-
jelović et al. [2016]. In Gong et al. [2014], the authors propose to extract multiple
regions from an image and aggregate CNN responses into an image representations.
In Yandex and Lempitsky [2015], the authors aggregate local deep features for the
task of image retrieval. In Arandjelović et al. [2016], the authors extend Vector of
Locally Aggregated Descriptors (VLAD) to an end-to-end trainable system.

Our approach differs in that we use co-occurrences in end-to-end setting and take
an analytical look at how to interpret Power Normalization functions in this setting.

There has been also a revived interest in creating co-occurrence patterns similar
in spirit to RCD in CNN setting. Approach Lin et al. [2017] applies a fusion of two
CNN streams via outer product in the context of the �ne-grained image recogni-
tion. Another approach for face recognition Hu et al. [2017] uses co-occurrences of
CNN feature vectors and facial attribute vectors to obtain state-of-the-art face recog-
nition results. A recent approach Shih et al. [2017] extracts feature vectors at two
separate locations in feature maps and performs an outer product to form a CNN
co-occurrence layer.

Our paper differs in that we formally show how to derive co-occurrence matri-
ces which capture second-order statistics. We consider symmetric positive (semi-
)de�nite matrices while the above papers use negative de�nite matrices–the choice
of geometry is an orthogonal direction to our investigations. We propose well-
motivated pooling functions which are interpretable and improve classi�cation re-
sults.

Power Normalizations. Practical image representations have to deal with the so-
called burstiness which is `the property that a given visual element appears more times in
an image than a statistically independent model would predict' Jégou et al. [2009]. Power
Normalization Boughorbel et al. [2005]; Perronnin et al. [2010]; Jégou et al. [2009] is
known to suppress the burstiness and has been extensively studied and evaluated
in the context of Bag-of-Words Koniusz et al. [2012, 2016c]. The theoretical relation

1We assume that the eigenvalue decomposition of large matrices (d= 4096) in CUDA BLAS is fast
and ef�cient–which is not the case.
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between Average and Max-pooling was studied in Boureau et al. [2010a] which high-
lighted the underlying statistical reasons for superior performance of Max-pooling
compared to a mere average of feature vectors. An analysis of feature pooling was
studied in Boureau et al. [2010b] under speci�c assumptions on distributions from
which the aggregated features are drawn. A relationship between the likelihood of
`at least one particular visual word being present in an image' and Max-pooling was stud-
ied in Lingqiao et al. [2011]. According to a survey Koniusz et al. [2012], these Power
Normalization functions are closely related.

In this chapter, we take a similar view on PN functions as the above works,
however, we devise an end-to-end trainable CNN layer. For this purpose, we derive
new pooling functions which have well-behaved derivatives and follow theoretical
foundations of the Power Normalization family.

4.3 Background

In this section, we review our notations and the necessary background on kernel
linearizations and the Power Normalization family.

4.3.1 Notations

Let x 2 Rd be a d-dimensional feature vector. Then, we use X = " 
 r x to denote
the r-mode super-symmetric rank-one tensor X generated by the r-th order outer-
product of x, where the element of X 2 S d

� r at the ( i1, i2, ...,ir )-th index is given by
P r

j= 1xi j . I N stands for the index set f 1, 2, ...,Ng. The spaces of symmetric positive

semide�nite and de�nite matrices are Sd
+ and Sd

++ . Moreover, Sym(X) = 1
2(X+ XT).

A vector with all coef�cients equal one is denoted by 1, jm is a vector of all zeros
except for the m-th coef�cient which is equal one, and Jmn is a matrix of all zeros
with a value of one at the position (m, n). Moreover, � is the Hadamard product
(element-wise multiplication). We use the MATLAB notation v = [ begin : step : end]
to generate a vector v with elements starting as begin, ending as end, with stepping
equal step. Operator `;' in [x; y] denotes concatenation of vectorsx and y (or scalars).

4.3.2 Kernel Linearization

In the sequel, we will use kernel feature maps detailed below to embed into a non-
linear Hilbert space (x, y) locations of feature vectors extracted from conv. CNN
maps at (x, y) . These locations are calledspatial coordinatesKoniusz et al. [2016c].

Proposition 5. Let Gs (x� y) = exp(� kx� yk2
2 /2 s2) denote a Gaussian RBF kernel cen-

tered aty and having a bandwidths. Kernel linearization refers to rewriting this Gs as an
inner-product of two in�nite-dimensional feature maps. To obtain these maps, we use a fast
approximation method based on probability product kernels Jebara et al. [2004]. Speci�cally,
we employ the inner product of d0-dimensional isotropic Gaussians givenx, y 2 Rd0

. Consider
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the following equality:

Gs (x� y)=
�

2
ps 2

� d0
2
Z

z2Rd0

Gs/
p

2(x� z) Gs/
p

2(y� z) dz. (4.1)

Eq. (4.1)can be approximated by replacing the integral with the sum over Z pivotsz1, ...,zZ .
Thus, we obtain:

j (x) =
h
Gs/

p
2(x � z1), ...,Gs/

p
2(x � zZ )

i T
, (4.2)

and Gs (x� y) �

 p

cj (x),
p

cj (y)
�

, (4.3)

where c represents a constant. We refer to(4.2) as a (kernel) feature map3 and to(4.3) as the
linearization of the RBF kernel.

Proof 5. The Gaussian kernel can be rewritten as probability product kernel. See Jebara et al.
[2004] (Section 3.1) for derivations.

4.3.3 Second- and Higher-order Tensors

Below we show that second- or higher-order tensors emerge from a linearization of
sum of Polynomial kernels.

Proposition 6. Assume that datapointsF A � f f ngn2N A and F B � f f �
ngn2N B from two

imagesP A and P B are given and that N= jNA j and N� = jNBj are the numbers of data
vectorse.g., obtained from the last convolutional feature map of CNN for imagesP A andP B,
respectively. Tensor feature maps can be derived by linearization of the sum of Polynomial
kernels of degree r:

K(F A , F B)=
1

NN � å
n2 N

å
n02 N �

hf n, f �
n0i r

=
D 1

N å
n2 N

" 
 r f n,
1
N � å

n2 N �

" 
 r f �
n0

E
. (4.4)

Proof 6. See Koniusz et al. [2017a] for the details of such an expansion.

Remark 2. In what follows, we will use second-order matrices obtained from the above ex-
pansion for r= 2, that is:

1
NN � å

n2 N
å

n02 N �

hf n, f �
n0i 2=

D 1
N å

n2 N
f nf T

n ,
1
N � å

n2 N �

f �
n0f �

n0
T
E

. (4.5)
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Thus, we obtain the following (kernel) feature map3:

Y (f f ngn2N ) = G
� 1

N å
n2N

f nf T
n

�
, (4.6)

whereG(X) = X will be later replaced by various Power Normalization functions.

4.3.4 Power Normalization Family

Max-pooling Boureau et al. [2010a] can be derived by drawing features from Bernoulli
distribution under the i.i.d. assumption Boureau et al. [2010b] which leads to so-
called Theoretical Expectation of Max-pooling(MaxExp) operator Koniusz et al. [2012]
detailed below.

Proposition 7. Assume a vectorf 2 f 0, 1gN which stores N outcomes of drawing from
Bernoulli distribution under the i.i.d. assumption for which the probability p of an event
(f n = 1) and 1� p for (f n = 0) can be estimated as an expected valuee.g., p = avgn f n.
Then, the probability of at least one positive event inf from N trials becomes:

y = 1� (1� p)N . (4.7)

Proof 7. The proof follows the standard school syllabus for a fair coin toss. The probability of
all N outcomes to bef (f 1 = 0), ...,(f N = 0)g amounts to(1� p)N . The probability of at least
one positive outcome(f n = 1) amounts to applying the logical `or'f (f 1 = 1) j...j (f N = 1)g
and leads to:

1� (1� p)N =
N

å
n= 1

�
N
n

�
pn(1� p)N � n. (4.8)

Remark 3. A practical implementation of this pooling strategy Koniusz et al. [2012] is given
by y k = 1� (1� avgn f kn)h, where0 < h � N is an adjustable parameter andf kn is a k-th
feature of an n-th feature vectore.g., as de�ned in Prop. 6, which is normalized to range 0–1.

Remark 4. It was shown in Koniusz et al. [2012] that Power Normalization (Gamma) given
by y k = ( avgn f kn)g , where0 < g � 1 is an adjustable parameter, is in fact an approx. of
MaxExp.

4.4 Approach

We start by devising our co-occurrence layer followed by a derivation of pooling for
that layer. Subsequently, we show that the Power Normalizations demonstrate ill-
behaved derivatives. Therefore, we propose generalizations of MaxExp and Gamma
Koniusz et al. [2012, 2016c] to Logistic a.k.a. Sigmoid (SigmE) and the Arcsin hyper-
bolic (AsinhE) functions.

3Note that (kernel) feature maps are not conv. CNN maps. They are two separate notions that
happen to share the name.
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(a) (b) (c) (d)

Figure 4.2: Gamma, AsinhE, MaxExp and SigE are illustrated in Figures 4.2(a) and 4.2(b)
while derivatives of Gamma and AsinhE are shown in Figure 4.2(c). Lastly, Gamma for
several values of g is shown in Figure 4.2(d) from which its similarity to MaxExp in range

0–1 is clear.

4.4.1 Co-occurrence matrix

As in Prop. 6, assume that datapoints F A � f f ngn2N A and F B � f f �
ngn2N B from

two images P A and P B are given, N = jNA j and N � = jNBj are the numbers of data
vectors obtained from the last convolutional feature map of CNN for images P A

and P B. Moreover, assume that all f and f � are recti�ed e.g., f n := max(0,f n),
f �

n := max(0,f �
n), and subsequently b-centered w.r.t. the means m= avgn2N A

f n and
m� = avgn2N B

f �
n so that f n := f n � bmand f �

n := f �
n � bm� for 0 � b � 1.

The role of b-centering is to address anti-occurrences. Speci�cally, sophisticated
models of Bag-of-Words utilize so-called negative visual words which are an evi-
dence of lack of a given visual stimulus in an image. For instance, the authors of
Jegou and Chum [2012] de�ne it as `the negative evidence, i.e., a visual word that is
mutually missing in two descriptions being compared'. Lack of certain visual stimuli
may correlate with certain visual classes e.g., lack of the sky may imply an indoor
scene. Thus, the role of b is to offset vectors f by their per-image averages m so
that the positive values de�ne positive correlations while negative values indicate
anti-correlations.

Next, let xn := xn/ (W � 1) and yn := yn/ (H � 1) be spatial coordinates normalized
w.r.t. the width and height W and H of conv. feature maps. We formulate the
following kernel and its linearization by the use of Prop. 5:

hj (cn, z), j (c�
n, , z)i � a2Gs (xn � x�

n)+ a2Gs (yn � y�
n). (4.9)

For pivots z, we can choose equally spaced intervalse.g., z= [ � 0.2 : 1.4/(Z � 1) : 1.2],
where Z is the number of pivots used for encoding the spatial coordinates. We use Z
in range 3–10. For such encodedxn and yn, for simplicity we de�ne the total length
of j (cn, z) as Z0= 2Z. In practice, the above formulation extends to i.e. aggregation
over patches processed one-by-one or extracted at multiple scales from imageset al.

We form vectors ¯f n = [ f n; cn] which are augmented by encoded spatial coordi-
nates cn = [ aj (xn, z); aj (yn, z)]. Combining the augmented vectors with the Prop. 6
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and Eq. (4.5) and (4.6) yields the following second-order model:

Y (f ¯f ngn2N ) = G(M ) , M =
1
N å

n2N

¯f n ¯f T
n . (4.10)

Figure 4.1 shows the above operations in our pipeline.

Gamma pooling follows Remark 4 and is simply de�ned by setting G(X)= ( l + X)g ,
where rising M to the power of g is element-wise and g is a small regularization
constant. This yields:

Y (f ¯f ngn2N ) =
�

l +
1
N å

n2N

¯f n ¯f T
n

� g
. (4.11)

4.4.2 Well-motivated Pooling Approaches

Prop. 7 states that the quantity 1� (1� p)N describes the probability of at least one
success being detected in the pool of the N i.i.d. trials performed according to the
Bernoulli distribution with the success probability p and stored in f 2 f 0, 1gN . In
what follows, we extend this simple theory to the case of co-occurrences.

Proposition 8. Assume two event vectorsf , f 02 f 0, 1gN which store the N trials each,
performed according to the Bernoulli distribution under i.i.d. assumption, for which the
probability p of an event(f n \ f 0

n = 1) denotes co-occurrence and1� p for (f n \ f 0
n = 0)

denotes lack of it, and p is estimated as an expected value p= avgn f nf 0
n. Then, the probability

of at least one positive event of co-occurrence(f n \ f 0
n = 1) in f n and f 0

n simultaneously in
N trials becomes:

y = 1� (1� p)N . (4.12)

Proof 8. The proof follows Proof 7. The probability of all N outcomes to bef (f 1\ f 0
1 =

0), ...,(f N \ f 0
N = 0)g amounts to(1� p)N . The probability of at least one positive outcome

(f 1\ f 0
1 = 1) amounts to applying the logical `or'f (f 1\ f 0

1 = 1) j...j (f N \ f 0
N = 1)g and leads

to 1� (1� p)N, where p= avgn f nf 0
n.

Remark 5. A practical implementation of this pooling strategy is given byy kl = 1� (1�
avgn f knf ln )h, where0< h � N is an adjustable parameter, andf kn andf ln are k-th and l-th
features of an n-th feature vectore.g., as de�ned in Prop. 6, which is normalized as detailed
next.

Remark 6. In practice, p is an expected value over N recti�ed co-occurring responses of pairs
of convolutional �lters rather than binary variables. A similar strategy is used with success
in the BoW model Koniusz et al. [2016c]. In matrix form, we write:

Y (M , h)= 1�
�

1�
M

Tr(M )+ l

� h

, (4.13)

Draft Copy – 21 August 2020



46 Deeper Look at Power Normalizations

whereTr(M ) prevents elements of co-occurrence matrixM in enumerator of Eq.(4.13)from
exceeding value of one, constantl � 1e-6 deals with the vanishing trace andh is chosen via
cross-validation.

We note that matrix M contains co-occurrences created from feature vectors f
which were b-centered. Therefore, some entries ofM may be negative. This breaks
down pooling models such as Gamma and MaxExp for which we strictly use b = 0
that disables the anti-correlation mechanism. Nevertheless, we list detailed deriva-
tives of these pooling functions w.r.t. the feature vectors in Appendix A.1.

4.4.3 Well-behaved Power Normalizations

Power Normalizations in Eq. (4.11) and (4.13) have in�nite or undetermined gradi-
ents if coef�cients Mmn ! 0 and l ! 0. If regularization l > 0, both power normal-
izations are somewhat compromised as their role is to magnify weak signals f � 0.
Moreover, these pooling schemes break down in presence of negative entries Mmn < 0.
Therefore, we propose their following extensions.
SigmE pooling is an alternative to MaxExp function in Eq. (4.13). It is de�ned as the
Logistic a.k.a. Sigmoid (SigmE) function given by:

Y (M , h0)=
2

1 + e� h0M � 1, (4.14)

AsinhE pooling is an alternative to Gamma function in Eq. 4.11. It is de�ned as the
Arcsin hyperbolic function:

Y (M , g0)= arcsinh(g0M )= log(g0M +
q

1 + g02M 2), (4.15)

Figure 4.2 illustrates MaxExp and SigmE as well as Gamma and AsinhE functions
from which it is clear that, for negative p, SigmE and AsinhE are natural extensions of
MaxExp and Gamma, respectively. The derivative of AsinhE is smooth and �nite (the
same holds for SigmE) unlike the derivative of Gamma. Due to the above �ndings,
we will perform our experiments on SigmE and AsinhE only. Table 4.1 lists various

Pooling y (p) y 0(p)
y (p) y 0(p)

function if p< 0 if p= 0
Gamma Koniusz et al. [2016c] inv. ¥ pg gpg� 1

MaxExp Koniusz et al. [2016c] inv. �n. 1 � (1� p)h � h(1� p)h� 1

AsinhE ok �n. Asinh (g0p) g02
p

1+ g02p2

SigE ok �n. 2
1+e� h0p � 1 2h0e� h0p

(1+ e� h0p)2

Table 4.1: A collection of Power Normalization functions. Variables g > 0, g0> 0, h � 1, and
h0� 1 control the level of power normalization. We indicate properties of y such as �nite
(�n. ) or in�nite ( ¥ ) derivative of y w.r.t. p at p = 0 and invalid ( inv.) or valid ( ok) power

normalization for p< 0.
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properties of the Power Normalization functions. Moreover, Appendix A.2 provides
detailed derivatives of these pooling functions w.r.t. the feature vectors. We used
these derivatives in our end-to-end learning of CNNs.

Power Normalization functions have so-called whitening effect i.e., the frequent
bursts of the same kind of feature are reduced while the responses of rarely occurring
features are magni�ed Koniusz et al. [2016c]. For co-occurrences of visual features,
we showed in Prop. 8 that Power Normalizations act as detectors of co-occurring
combinations of patterns i.e., they capture if at least one co-occurrence of features
takes place but they discard the quantity of such occurrences which otherwise would
be a source of nuisance/noise.

4.5 Experiments

In what follows, we detail datasets used in our experiments and demonstrate exper-
imentally merits of our second-order pooling with Power Normalizations.

4.5.1 Experimental Setup

Datasets. We employ four publicly available datasets and report the mean top-1 ac-
curacy on each of them. The Flower102 dataset Nilsback and Zisserman [2008a] is
a �ne-grained category recognition dataset that contains 102 categories of various
�owers. Each class consists of between 40 and 258 images. The MIT67 dataset Quat-
toni and Torralba [2009] contains a total of 15620 images belonging to 67 indoor scene
classes. We follow the standard evaluation protocol, which uses a train and test split
of 80% and 20% of images per class. The FMD dataset contains a total 100 images
per category belonging to 10 categories of materials (e.g., glass, plastic, leather) col-
lected from the Flickr website. Lastly, the Food-101 dataset Bossard et al. [2014a] has
101000 images in total and 1000 images per category. The training images are noisy
and backgrounds vary.

For Flower102 Nilsback and Zisserman [2008a], we extract 12 cropped 224� 224
patches per image and use mini-batch of size 5 to �ne-tune the ResNet-50 model He
et al. [2016] pre-trained on ImageNet Russakovsky et al. [2015]. We obtain 2048 dim.
12� 7� 7 conv. feature vectors from the last conv. layer for our second-order pooling
layer. For MIT67 Quattoni and Torralba [2009], we resize original images to 336 � 336
and use mini-batch of size 32, then �ne-tune it on the ResNet-50 model He et al.
[2016] pre-trained on the Places-205 dataset Zhou et al. [2014]. With 336� 336 image
size, we obtain 2048 dim. 11� 11 conv. feature vectors from the last conv. layer for
our second-order pooling layer. For FMD Sharan et al. [2014] and Food101 Bossard
et al. [2014a], we resize images to 448� 448, use mini-batch of size 32 and �ne-tune
ResNet-50 He et al. [2016] pre-trained on ImageNet Russakovsky et al. [2015]. We use
the 2048 dim. 14� 14 conv. feature vectors from the last conv. layer. For ResNet-50,
we �ne-tune all layers for � 20 epochs with learning rates 1e-4–1e-6. We use the Root
Mean Square Propagation (RMSprop) Hinton [2017] with the moving average 0.99.
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Figure 4.3: Each column shows examples of images from the Flower102, MIT67 FMD and
Food101 dataset, respectively.

Where stated, we use AlexNet Krizhevsky et al. [2012] with �ne-tuned last two conv.
layers. We use 256 dim. 6� 6 conv. feature vectors from the last convolutional layer.

Our methods. We evaluate the generalizations of MaxExp and Gamma which are
Logistic a.k.a. Sigmoid (SigmE) and the Arcsin hyperbolic ( AsinhE) pooling functions.
We focus mainly on our second-order representation ( SOP) but we also occasionally
report results for the �rst-order approach ( FOP). For the baseline, we use the classi�er
on top of the fc layer (Baseline). The hyperparameters of our model are selected via
cross-validation. Moreover, when we use the spatial coordinates, we indicate this by
(SC).

4.5.2 Results

We start by combining �rst- and second-order representations with SigmE and As-
inhE pooling. We also investigate the impact of AlexNet and ResNet-50 on our
approach.

Flower102. Table 4.2 shows that AlexNet performs worse than ResNet-50 which is
consistent with the literature. For the standard ResNet-50 �ne-tuned on Flower102,
we obtain 94.06% accuracy. The �rst-order Average and AsinhE pooling ( FOP) and
(FOP+AsinhE) score 94.08 and 94.6% accuracy. The second-order pooling (SOP+AsinhE)
outperforms ( FOP+AsinhE). We obtain the best result of 96.78% for the second-order
representation combined with spatial coordinates and SigmE pooling ( SOP+SC+SigmE)
which is 2.72% higher than our baseline. In contrast, a recent more complex state-
of-the-art method Simon and Rodner [2015] obtained 95.3% accuracy. Our scores
highlight that capturing co-occurrences of visual features and passing them via a
well-de�ned Power Normalization function such as SigmE works well for our �ne-
grained problem. We attribute the good performance of SigmE to its ability to act

Draft Copy – 21 August 2020



§4.5 Experiments 49

Method top-1 accuracy
Second-order Bag-of-WordsKoniusz et al. [2016c] 90.2
Factors of Transferability Azizpour et al. [2015] 91.3
Reversal-inv. Image Repr.Xie et al. [2017] 94.0
Optimal two-stream fusionLiu et al. [2016] 94.5
Neural act. constellations Simon and Rodner [2015] 95.3

Method Alexnet ResNet-50
Baseline 82.00 94.06
FOP 85.40 94.08
FOP+AsinhE 85.64 94.60
SOP 87.20 94.70
SOP+AsinhE 88.40 95.12
SOP+SC+AsinhE 90.70 95.74
SOP+SC+SigmE 91.71 96.78

Table 4.2: The Flower102 dataset. The bottom part shows our results for Alexnet and ResNet-
50. The top part of the table lists state-of-the-art results from the literature.

Method top-1 accuracy
CNNs with Deep Supervision Wang et al. [2015b] 76.1
Places-205 Wang et al. [2015a] 80.9
Deep Filter Banks Cimpoi et al. [2015] 81.0
Spectral Features Khan et al. [2017] 84.3
Baseline 84.0
SOP+AsinhE 85.3
SOP+SigmE 85.6
SOP+SC+AsinhE 85.9
SOP+SC+SigmE 86.3

Table 4.3: The MIT67 dataset. The bottom part shows our results for ResNet-50 pre-trained
on the Places-205 dataset. The top part of the table lists state-of-the-art results from the

literature.

as a detector of co-occurrences. The role of the Hyperbolic Tangent non-linearity
popular in deep learning may be explained by its similarity to SigmE.

Scene recognition. Next, we validate our approach on MIT67–a larger dataset for
scene recognition. Table 4.3 shows that all second-order approaches (SOP) outper-
form the standard ResNet-50 network ( Baseline) pre-trained on the Places-205 dataset
and �ne-tuned on MIT67. Moreover, ( SigmE) yields marginally better results than
(AsinhE). Using spatial coordinates (SC) also results in additional gain in the classi�-
cation performance. The second-order representation combined with spatial coordi-
nates and SigmE pooling (SOP+SC+SigmE) yields 86.3% accuracy and outperforms
our baseline and Khan et al. [2017] by 2.3 and 2%, respectively.

Material classi�cation. Next, we quantify our performance on the FMD dataset
for material/texture recognition. Table 4.4 demonstrates that our second-order rep-
resentation (SOP+SC+SigmE) scores 86.0% accuracy and outperforms our baseline
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Method acc. Method acc.
IFV+DeCAF Cimpoi et al. [2014] 65.5 Baseline 80.3
FV+FC+CNN Cimpoi et al. [2015] 82.2 SOP+SC+AsinhE 85.5
SMO Task Zhang et al. [2016] 82.3 SOP+SC+SigmE 86.0

Table 4.4: The FMD dataset. Our (right) vs. other methods (left).

(a) (b) (c) (d)

Figure 4.4: Performance w.r.t. hyperparameters. Figures 4.4(a) and 4.4(b): b-centering on
Flower102 and a for spatial coordinate encoding on FMD. Figures 4.4(c) and 4.4(d): h0and g0

for SigmE and AsinhE.

approach by 5.7%. We note that our approach and the baseline use the same testbed.
The only difference is our second-order representations, spatial coordinates and
Power Normalization components in our last layer.
Food101. We apply our strongest second-order representation ( SOP+SC+SigmE) to
this dataset and obtain 87.5% accuracy. In contrast, a recent more involved kernel
pooling Cui et al. [2017] reports 85.5% accuracy while the baseline approach scores
only 81.9% in the same testbed. This demonstrates the strength of our approach on
�ne-grained problems.
Performance w.r.t. hyperparameters. Figure 4.4(a) demonstrates that b-centering
has a positive impact on image classi�cation with ResNet-50. This strategy, detailed
in Section 4.4.1, is trivial to combine with our pooling. Figure 4.4(b) shows that
setting non-zero a, which lets encode spatial coordinates according to Eq. (4.9),
brings additional gain in accuracy at no extra cost. Lastly, Figures 4.4(c) and 4.4(d)
demonstrate that over 2% accuracy can be gained by the use of our SigmE and AsinhE
pooling functions.

4.6 Conclusions

In this chapter, we have studied Power Normalizations in the context of co-occurrence
representations and demonstrated their theoretical role which is to `detect' co-occurring
pairs of features. We have proposed surrogate functions SigmE and AsinhE which
can handle so-called negative evidence and have well-behaved derivatives for end-to-
end learning which we performed. Our pooling operators are element-wise therefore
they are cheap to implement in GPU. Moreover, we have demonstrated state-of-the-
art results on four popular benchmarks and sensible gains for powerful ResNet-50.

Following we will discuss how we properly exploit the well-established proper-
ties of co-occurrence statistics and Power Normalizations in meta-learning process to
learn from limited samples.
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Chapter 5

Power Normolizing Second-order
Similarity Network for Few-shot
Learning

As demonstrated in Chapter 4, second- and higher-order statistics of data points
have played an important role in advancing the state of the art on several computer
vision problems such as the �ne-grained image and scene recognition. However,
these statistics need to be passed via an appropriate pooling scheme to obtain the
best performance. Power Normalizations are non-linear activation units which enjoy
probability-inspired derivations and can be applied in CNNs. In this chapter, we
propose a similarity learning network leveraging co-occurrence statistics and Power
Normalizations. To this end, we investigate several formulations capturing second-
order statistics and derive a sigmoid-like Power Normalizing function to demonstrate
its interpretability. Our second-order similarity network is trained end-to-end to
learn the relations between the support set and query images for the problem of
one- and few-shot learning. The evaluations on Omniglot, miniImagenet and Open
MIC datasets demonstrate that this network obtains state-of-the-art results on several
few-shot learning protocols.

5.1 Motivation

Recently, simple relation-learning deep networks have been proposed Vinyals et al.
[2016]; Snell et al. [2017]; Sung et al. [2017]; Santoro et al. [2017] which can be viewed
as a form of metric learning Weinberger et al. [2006]; Köstinger et al. [2012]; Harandi
et al. [2017b] adapted to the few-shot learning scenario. We take a similar view on
the one- and few-shot learning problem, however, we will focus on capturing robust
statistics for the purpose of similarity learning.

As stated in Chapter 4, second-order statistics of image representations help to
signi�cantly advance the performance in computer vision. Recently, second-order
representations have been extended to CNNs for end-to-end learning and they ob-
tained state-of-art results on action recognition, texture classi�cation, scene and �ne-

51

Draft Copy – 21 August 2020



52 Power Normolizing Second-order Similarity Network for Few-shot Learning

grained recognition tasks Koniusz et al. [2016b, 2017b, 2018b]. To this end, we as-
sume the usefulness of second-order statistics in metric-based formulation of few-
shot learning, and investigate a proper way to apply them for performance enhance-
ment.

In this chapter, we design a similarity learning network by leveraging the well-
established properties of second-order statistics and Power Normalizations. In con-
trast to the large-scale object recognition, one- and few-shot learning problems war-
rant an investigation into these representations to determine the best performing
architecture. As second-order statistics require appropriate pooling for such a new
task, we also investigate pooling via Power Normalization in our second-order simi-
larity network. It is known that such operators act as detectors of visual words and
thus they discard nuisance variability related to the frequency of certain visual words
varying from image to image of the same class Koniusz et al. [2018b]. We speculate
that, as we capture relationships between multiple images in a so-called episode to
learn similarity between images, such nuisance variability would be multiplicative
in its nature in the number of images per episode. Power Normalizations can limit
such a harmful effect.

For contributions, we (i) investigate how to build second-order representations
from feature maps of the last fully-convolutional layer of CNN to devise relationship
descriptors, (ii) we propose to permute second-order matrices to capture local corre-
lations, (iii) we derive an interpretable non-linearity for pooling (our Appendix) from
the Power Normalization family Koniusz et al. [2018b], (iv) we propose a novel few-
shot learning protocol for the challenging Open MIC dataset Koniusz et al. [2018a].

5.2 Related Work

In what follows, we describe popular zero-, one- and few-shot learning algorithms
followed by a short discussion on second-order statistics and Power Normalization.

For deep learning algorithms, the ability of “learning quickly from only a few exam-
ples is de�nitely the desired characteristic to emulate in any brain-like system”Rajapakse
and Wang [2004]. This desired operating principle poses a challenge to typical CNN-
based big data approaches Russakovsky et al. [2015] designed for large scale visual
category learning. Current trends in computer vision highlight the need for “an abil-
ity of a system to recognize and apply knowledge and skills learned in previous tasks to novel
tasks or new domains, which share some commonality”. This problem was introduced in
1901 under a notion of “ transfer of particle” Woodworth and Thorndike [1901] and
is closely related to zero-shot learning Larochelle et al. [2008]; Farhadi et al. [2009];
Akata et al. [2013] which can be de�ned as an ability to generalize to unseen class cat-
egories from categories seen during training. For one- and few-shot learning, some
“ transfer of particle” is also a desired mechanism as generalizing from one or few
datapoints to account for intra-class variability of thousands images is a formidable
task.

One- and Few-shot Learning has been studied widely in computer vision in both
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shallow Miller et al. [2000]; Li et al. [2002]; Fink [2005]; Bart and Ullman [2005]; Fei-
Fei et al. [2006]; Lake et al. [2011] and deep learning scenarios Koch et al. [2015];
Vinyals et al. [2016]; Snell et al. [2017]; Finn et al. [2017]; Snell et al. [2017]; Sung et al.
[2017].

Early works Fei-Fei et al. [2006]; Lake et al. [2011] propose one-shot learning
methods motivated by the observation that humans can learn new concepts from
very few samples. These two papers employ a generative model with an iterative
inference for transfer.

Siamese Network Koch et al. [2015] presents a two-streams convolutional neu-
ral network approach which generates image descriptors and learns the similarity
between them. Matching Network Vinyals et al. [2016] introduces the concept of
support set and L-way Z-shot learning protocols. It captures the similarity between
one testing and several support images, thus casting the one-shot learning problem
as set-to-set learning. Such a network work with unobserved classes without any
modi�cations. Prototypical Networks Snell et al. [2017] learns a model that com-
putes distances between a datapoint and prototype representations of each class.
Model-Agnostic Meta-Learning (MAML) Finn et al. [2017] propose a novel gradi-
ent updating strategy for meta-learning on many different meta tasks, and achieve
a good initialization of model parameters for the solver to generalize to other novel
tasks with few training samples. Lastly, Relation Net Sung et al. [2017] is an effective
end-to-end network for learning the relationship between testing and support im-
ages. Conceptually, this model is similar to Matching Network Vinyals et al. [2016].
However, Relation Net leverages an additional deep neural network to learn similar-
ity on top of the image descriptor generating network. Then, the similarity network
generates so-called relation scores.

Our work is somewhat similar to Relation Net Sung et al. [2017] in that we lever-
age the feature encoding and the similarity networks. However, approach Sung et al.
[2017] uses �rst-order representations for similarity learning. In contrast, we inves-
tigate second-order representations to capture co-occurrences of features. To this
end, we also look at Power Normalizing functions whose role is to aggregate feature
vectors robustly.

We have discussed recent related works w.r.t Power Normalizations in Chapter 4.
Below we brie�y describe the associations and differences of our work in this chapter
compared to previous works.

Second-order statistics have been used for texture recognition Tuzel et al. [2006];
Romero et al. [2013] by so-called Region Covariance Descriptors (RCD). Such meth-
ods use a representation which typically captures co-occurrences of luminance, �rst-
and/or second-order derivatives of texture patterns. RCD approaches. It is further
applied to tracking Porikli and Tuzel [2006], semantic segmentation Carreira et al.
[2012] and object category recognition Koniusz et al. [2013, 2017c].

Second-order statistics have to deal with the so-called burstiness which is “ the
property that a given visual element appears more times in an image than a statistically
independent model would predict” Jégou et al. [2009]. Power Normalization Koniusz
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Figure 5.1: Our second-order similarity network with random permutations. The outer-
product is applied on the convolutional features to obtain the second-order feature matrix,
which is followed by a Power Normalization layer. Then the normalized second-order feature
matrix is fed into the similarity network to learn the relation between support and query
images. We show that we can use permutations of second-order matrix so that local �lters

(red dashed square) of similarity network can capture various correlations.

et al. [2012, 2013] is known to suppress this burstiness and has been extensively
studied and evaluated in the context of Bag-of-Words Koniusz et al. [2012, 2013,
2017c, 2018b]. Later, a survey Koniusz et al. [2012] showed that so-called MaxExp
feature pooling in Boureau et al. [2010b] can be interpreted as a detector of “at least
one particular visual word being present in an image”. According to papers Koniusz et al.
[2012, 2018b], many Power Normalization functions are closely related.

Our work in Chapter 4 demonstrates that second-order pooling and Power Nor-
malizations can be properly employed in CNN setting to achieve power classi�cation
performance. Different with using it for �ne-grained object and scene recognition,
in this chapter we perform end-to-end training for one- and few-shot learning. We
devise a relation descriptor that captures several support and query images before
being passed to the similarity learning network extracting relationship.

Our approach leverages Power Normalization functions for second-order statis-
tics in few-shot learning pipeline. As a theoretical contribution, we present an ex-
tended derivation of pooling which operates on auto-correlation matrices that typ-
ically contain positive and negative evidence of feature co-occurrences. In contrast,
Power Normalization functions such as the square root and MaxExp operate only on
non-negative feature values Koniusz et al. [2012].

5.3 Approach

We start by describing the components of network followed by our relationship de-
scriptor/operator which role is to capture co-occurrences in image representations.
Next, we propose a permutation-based representation for second-order matrices. In
Appendix, we derive MaxExp ( � ) pooling which is closely approximated by SigmE
pooling and offers an interpretation for such operators.
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Figure 5.2: The network architecture used in our SoSN model.

5.3.1 Notations

Let x 2 Rd be a d-dimensional feature vector. I N stands for the index set f 1, 2, ...,Ng.
Then we use X = " 
 r x to denote the r-mode super-symmetric rank-one tensor X
generated by the r-th order outer-product of x, where the element of X 2 S d

� r at the
( i1, i2, ...,ir )-th index is given by P r

j= 1xi j .

We also de�ne 1 = [ 1, ..., 1]T. Operators ;1, ;2 and ;3 denote concatenation along
the �rst, second and third mode, respectively. Operator (:) denotes vectorisation of a
matrix or tensor. Typically, capitalised boldface symbols such as F denote matrices,
lowercase boldface symbols such asf denote vectors and regular case such asF i j ,
f i , n or Z denote scalars,e.g.F i j is the ( i , j)-th coef�cient of F .

5.3.2 Network

Inspired by the end-to-end relationship-learning network Sung et al. [2017], our
Second-order Similarity Network (SoSN), shown in Figure 5.1, consists of two major
parts which are (i) feature encoding network and (ii) similarity network. The role
of the feature encoding network is to generate convolutional feature vectors which
are then used as image descriptors. The role of the similarity network is to learn the
relation and compare so-called support and query image embeddings. Our work is
different to the Relation Net Sung et al. [2017] in that we apply and study several vari-
ants of second-order representations built from image descriptors followed by two
variants of Power Normalizing functions. For instance, we construct the support and
query second-order feature matrices followed by a non-linear Power Normalization
unit. In SoSN, the feature encoding network remains the same as Relation Net Sung
et al. [2017], however, the similarity network learns to compare from second- rather
than the �rst-order statistics. The architecture of our network is given in Figures 5.1
and 5.2.

Let us de�ne the feature encoding network as an operator f : (RW� H ;R jF j ) �
RK� N , where W and H denote the width and height of an input image, K is the
length of feature vectors (number of �lters), N = NW � NH is the total number of
spatial locations in the last convolutional feature map. For simplicity, we denote an
image descriptor by F 2 RK� N , where F = f (X; F ) for an image X2 RW� H and F are
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the parameters-to-learn of the encoding network.
Once having F , we calculate the second-order representationsy as following:

y = G
� 1

N
FF T

�
. (5.1)

where G(X) = X is a pooling operator, and can be replaced by various Power
Normalization functions (refer to Chapter 4 for choices of Power Normalizations
and their proof).

We investigate the Arcsin and Sigmoid ( SigmE) functions as our Power Normal-
izations in few-shot learning pipeline. The Arcsin hyperbolic function is de�ned as
follows.

Y = G
�
M , g0� = arcsinh(g0M )= log(g0M +

q
1 + g02M 2), (5.2)

where M = 1
N FF T, F contains datapoints f 1, ...,f N as column vectors, param. g0

corresponds to g in Remark 4.
The Logistic a.k.a. SigmEfunction is de�ned as following:

y = G
�
M , h0� =

2
1+ e� h0M � 1 and

2

1+ e
� h0M

Tr(M )+ l

� 1, (5.3)

where parameter h0 controls the slope of SigmEfunctions, l � 1e� 6 is a small regu-
larization constant and Tr (M ) prevents input values from exceeding one.

The similarity network, which role is to compare two datapoints encoded as some
K0dim. vectorized second-order representations, is denoted by s : (RK0

;R jS j ) � R .
Typically, we write s(y ; S), where y 2 RK0

and S are the parameters-to-learn of the
similarity network.

Moreover, we de�ne a descriptor/operator J : (
�

RK� N
	 Z

,RK� N ) � K0which en-
codes some relationship between the descriptors built from the Z-shot support im-
ages and a query image. This relationship is encoded via computing second-order
statistics of descriptors, performing some Power Normalizing function, applying
e.g. concatenation, inner-product operation, subtraction, et al.; all of these opera-
tions combined together can capture some form of relationship between features of
images.

For the L-way 1-shot problem, we assume one support image X with its image
descriptor F and one query image X� with its image descriptor F � . In general, we use
�̀ ' to indicate query-related variables. Moreover, each of the above descriptors belong

to one of L classes in the subsetf c1, ...,cLg � I C that forms so-called L-way learning
problem and the class subset f c1, ...,cLg is chosen at random from I C � f 1, ...,Cg.
Then, the L-way 1-shot learning step can be de�ned as learning similarity:

SI(F , F �; S) = s(J(F , F �) ; S) , (5.4)

where S denotes network parameters that have to be learnt.
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Operator Auto-correlation Full ( 
 +F)
Auto-corr., rank. diff., concat.
(
 +R) Auto-corr., aver. shots F̄ , concat. (
 )

y = J(...)
�
G

�
1
N

¯̄F ¯̄F T
��

(:)
where

(5.7)

¯̄F =
�

[F 1;1 F � ] ;2 ...;2 [F W ;1 F � ]
�

�
G

�
1

NZ
FF T

�
;3 G

�
1
N

F �F � T
��

(:)
(5.8)

�
G

�
1
N

F̄ F̄ T
�

;3 G
�

1
N

F �F � T
��

(:)
(5.9)

where F̄ =
1
W å

n2W
F n, N = WH

Table 5.1: List of the relationship descriptors/operators J we propose and evaluate in our
paper.

For the L-way Z-shot problem, we assume some W support images f Xngn2W

from some set W and their corresponding image descriptors f F ngn2W which can
be considered as aZ-shot descriptor if stacked along the third mode. Moreover, we
assume one query imageX� with its image descriptor F � . Again, both the Z-shot and
the query descriptors belong to one of L classes in the subsetC‡ � f c1, ...,cLg � I C �C .
Then, the L-way Z-shot learning step can be de�ned as learning similarity:

SI(f F ngn2W , F �; S) = s(J(f F ngn2W , F �) , S) . (5.5)

Following approach Sung et al. [2017], we use the Mean Square Error (MSE) for
the objective of our end-to-end SoSN method:

arg min
F ,S

å
c2C‡

å
c02C‡

�
SI

�
f F ngn2W c, F �

q2Q :` (q)= c0, S
�

� d
�
c� c0�

� 2
,

s.t. F n = f (Xn; F ) and F �
q = f (X�

q; F ). (5.6)

In the above eq., Wc is a randomly chosen set of W support image descriptors of
class c 2 C‡, Q is a randomly chosen set of L query image descriptors so that its
consecutive elements belong to the consecutive classes inC‡ � f c1, ...,cLg. Lastly, ` (q)
corresponds to the label of q2Q .

5.3.3 Relationship Descriptor/Operator J

Below we offer some choices for the operator J which role is to capture/summarize
the information held in the support/query image representations. Such a summary
is then passed to the similarity network s for learning comparison.

Table 5.1 details variants of the relationship operator y = J(f F ngn2W , F �).
Operator ( 
 +F) concatenates the support and query feature vectors prior to the

outer-product. Operator ( 
 +R) performs the outer-product on the support and query
feature vectors separately prior to concatenation. Operator ( 
 ) �rst averages over Z
support images (conv. feat. maps) per class followed by the outer-product on the
mean support and query vectors and concatenation. Operator G(M ) performs Power
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Normalization such as AsinhE or SigmE pooling explained earlier. Lastly, 0 � a � 1
balances the contributions of various statistics we concatenate.

5.3.4 Multiple co-occurrence matrices

As our similarity learning network takes as input co-occurrence matrices stacked
along the third-mode, the CNN �lters can model only local relations. While there
exist spatially local correlations in images (and their feature maps), correlations in
matrices are not localized. Thus, some loss of performance is expected. To overcome
this, we propose to generate a few of permutations of a second-order matrix that
are passed to similarity learning streams. Figure 5.1 shows this operation. Thus, the
CNN �lters of each stream can capture and compare different co-occurrence patterns
as shown in Figure 5.1. Thus, we re-de�ne Eq. 5.4 as follows:

SI(F , F �; f P gp2I P, f Sgp2I P) = (5.10)

s

 
h
P T

pJq(F , F � )P p

i

;3,
p2I P
q2I Q

; f Sgp2I P

!

,

where f P gp2I P and f Sgp2I P are sets of P permutation matrices ( P T
pP p = I , P p 2

f 0, 1gK� K, 8p 2 I P, and P p 6= P q if p 6= q) and sim. net. �lters. We assume for
simplicity that s(Y, f Sgp2I P) operates on Y 2 RK� K� Q� P rather than a vector of size
K0= K2QP, Jq are slices of J 2 RK� K� Q (not vect.) and [�];3 is concat. in third mode
over matrices.

5.4 Experiments

Below we demonstrate usefulness of our proposed relationship descriptors. Our
network is evaluated on the Omniglot Lake et al. [2011] and miniImagenet Vinyals
et al. [2016] datasets, as well as a recently proposed Open MIC dataset Koniusz
et al. [2018a], in the one- and few-shot learning scenario. We use images augmented
by random rotations of 90, 180 and 270 degrees. We train with Adam solver. The
network architecture of our SoSN model is shown in Figure 5.2. The results are
compared against several state-of-the-art methods for one- and few-shot learning.

5.4.1 Experimental Setup

Below, we detail the experimental setup for each dataset.

Omniglot Lake et al. [2011] consists of 1623 characters (classes) from 50 alphabets.
Samples in each class are drawn by 20 different people. The dataset is split into 1200
classes for training and 423 classes for testing. All images are resized to 28� 28.
mini Imagenet Vinyals et al. [2016] consists of 60000 RGB images from 100 classes.
We follow the standard protocol Vinyals et al. [2016] and use 64 classes for training,
16 classes for validation and remaining 20 classes for testing, and use images of size
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84� 84. We also investigate larger sizes,e.g.224� 224, as our SoSN model can use
richer spatial information from larger images to obtain high-rank auto-correlation
matrices without a need to modify the similarity network to larger feature maps.
Open MIC stands for the Open Museum Identi�cation Challenge (Open MIC) Ko-
niusz et al. [2018a], a recently proposed dataset with photos of various exhibits,
e.g.paintings, timepieces, sculptures, glassware, relics, science exhibits, natural his-
tory pieces, ceramics, pottery, tools and indigenous crafts, captured from 10 museum
exhibition spaces according to which this dataset is divided into 10 subproblems. In
total, it has 866 diverse classes and 1–20 images per class. The within-class images un-
dergo various geometric and photometric distortions as the data was captured with
wearable cameras. This makes Open MIC a perfect candidate for testing one-shot
learning algorithms. We combine ( shn+hon+clv), (clk+gls+scl), (sci+nat) and (shx+rlc)
into subproblems p1,..., p4. We form 12 possible pairs in which subproblem x is used
for training and y for testing (x ! y).

For the Omniglot dataset, follow the setup in Sung et al. [2017] for which 5-way
1-shot, 5-way 5-shot, 20-way 1-shot and 20-way 5-shot problems contain 1 support
and 19 query, 5 support and 10 query, 1 support and 10 query, and 1 support and
5 query images, respectively. We sample 1 and 5 query images per class for 5-way
1-shot and 5-shot setup, and 1 and 2 query images p/c for 20-way 1-shot and 5-shot
setup.

For miniImagenet, we use standard 5-way 1-shot and 5-way 5-shot protocols. For
every training/testing episode, we randomly select 5/3 query samples per class. We
average over 600 episodes to obtain results. We use the initial learning rate 1e� 3 and
train the model with 200000 episodes.

For Open MIC, we mean-centered images per subproblem and resized image
patches (3 per image given) to 84� 84. As some classes have less than 5 images,
we use the 5-way 1-shot learning protocol. During training, to form an episode, we
select 1 image for the support set and another 2 images for the query set per class.
During testing, we use the same number of support/query samples in every episode
and compute the accuracy over 1000 episodes. We use the initial learning rate 1e� 4
and train over 15000 episodes.

Table 5.2: Evaluations on Omniglot. Refer to Sung et al. [2017] for references to baselines
listed in this table.

Model Fine 5-way accuracy 20-way accuracy
Tune 1-shot 5-shot 1-shot 5-shot

MANN Finn et al. [2017] N 82.8% 94.9% - -
Convolutional Siamese NetsKoch et al. [2015] N 96.7% 98.4% 88.0% 96.5%
Siamese Nets with MemoryKoch et al. [2015] N 98.4% 99.6% 95.0% 98.6%
Meta NetsMunkhdalai and Yu [2017] N 99.0% - 97.0% -
Prototypical NetSnell et al. [2017] N 99.8% 99.7% 96.0% 98.9%
Relation NetSung et al. [2017] N 99.6� 0.2% 99.8� 0.1% 97.6� 0.2% 99.1� 0.1%
SoSN(
 )+AsinhE, Eq. (5.9) N 99.7� 0.2% 99.9� 0.1% 98.2� 0.2% 99.3� 0.1%
SoSN(
 )+SigmE, Eq. (5.9) N 99.8 � 0.1% 99.9 � 0.1% 98.3 � 0.2% 99.4 � 0.1%
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Table 5.3: Evaluations on the miniImagenet dataset (5-way acc. given). Refer to Sung et al.
[2017] for references to baselines.

Model Fine Tune 1-shot 5-shot
Matching NetsVinyals et al. [2016] N 43.56� 0.84% 55.31� 0.73%
Meta-Learn NetsMunkhdalai and Yu [2017] N 43.44 � 0.77% 60.60� 0.71%
Prototypical NetSnell et al. [2017] N 49.42� 0.78% 68.20� 0.66%
MAML Finn et al. [2017] Y 48.70� 1.84% 63.11� 0.92%
Relation NetSung et al. [2017] N 50.44� 0.82% 65.32� 0.70%
SoSN(
 +F)+SigmE, Eq. (5.7) N 50.57� 0.84% 65.91� 0.71%
SoSN(
 +R)+SigmE, Eq. (5.8) N 52.96� 0.83% 68.58� 0.70%
SoSN(
 ) (no Power Norm.), Eq. (5.9) N 50.88� 0.85% 66.71� 0.67%
SoSN(
 )+AsinhE, Eq. (5.9) N 52.10� 0.82% 67.79� 0.69%
SoSN(
 )+SigmE, Eq. (5.9) N 52.96 � 0.83% 68.63 � 0.68%
SoSN(
 )+Permtation+SigmE N 54.52 � 0.86% 68.52� 0.69%
SoSN(
 )+Permtation+SigmE+Multiple-similarity Net. N 54.72 � 0.89% 68.67 � 0.67%
SoSN(
 )+SigmE(224� 224) N 58.41 � 0.87% 72.96 � 0.67%
SoSN(
 )+Permtation+SigmE(224� 224) N 58.80 � 0.90% 73.11 � 0.71%
SoSN(
 )+Permtation+SigmE(224� 224)+Mult.-sim. Net. N 59.22 � 0.91% 73.24 � 0.69%

5.4.2 Results

Below we evaluate our SoSN model and compare it against state-of-the-art methods
e.g., the Relation Net Sung et al. [2017].

Omniglot. The evaluation results are shown in Table 5.2. Despite the performance on
the Omniglot dataset is saturated, our network outperforms other few-shot learning
methods. Due to saturation, we use Omniglot for basic sanity checks.

mini Imagenet. Table 5.3 demonstrates that our method outperforms other approaches
on both evaluation protocols. For image size of 84 � 84 and 5-way 1-shot experiment,
our SoSN model achieved 2.5% higher accuracy than Relation Net Sung et al. [2017].
Our SoSN also outperforms Prototypical Net by 0.43% accuracy on the 5-way 5-shot
protocol. When we use 224� 224 images to train SoSN, the accuracies on both pro-
tocols increase by � 5% and � 4%, respectively, which illustrates that SoSN bene�ts
from larger image sizes as its second-order matrices, de�ned in Table 5.1, become
full-rank while the similarity net. needs no modi�cations. Moreover, Table 5.1 shows
that using 3 permutations fed to single and multiple similarity networks yields im-
provements by 1.8 and 2.06% for 84� 84 images SoSN with no permutation. We can
also observe � 1% gain for 224� 224 images.

Open MIC. Table 5.4 demonstrates that our SoSN model outperforms the Relation
Net Sung et al. [2017] for all train/test subproblems. For 5- and 20-Way, Relation
Net scores 55.45 and 31.58%. In contrast, our SoSN scores 68.23 and 45.31%, resp.
Lastly, our SoSN+SigmE scores 69.06 and 46.53%, respectively. Thus, our second-
order relationship descriptor with SigmE pooling is bene�cial for similarity learning.

Table 5.4 introduces results for training/testing on the 10 source/target sub-
problems of Open MIC, respectively, introduced in Koniusz et al. [2018a]. Our
SoSN+SigmE outperforms Relation Net. As this protocol measures the generaliza-
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Table 5.4: Evaluations on the Open MIC dataset (Protocol I). See our ArXiV for a challenging
Prot. III ( http://claret.wikidot.com ).

Model L p1! p2 p1! p3 p1! p4 p2! p1 p2! p3 p2! p4 p3! p1 p3! p2 p3! p4 p4! p1 p4! p2 p4! p3

Relation Net

5

71.1� 1.0 53.6� 1.1 63.5� 1.0 47.2� 1.0 50.6� 1.1 68.5� 1.0 48.5� 1.1 49.7� 1.1 68.4� 1.0 45.5� 1.0 70.3� 1.0 50.8� 1.1

SoSN 80.8� 0.9 64.3� 1.1 74.9� 1.1 58.8� 1.1 61.2� 1.1 76.9� 0.9 61.3� 1.1 80.8� 0.9 77.2� 1.0 58.2� 1.1 80.1� 0.9 61.6� 1.1

SoSN+SigmE 81.4� 0.9 65.2� 1.1 75.1� 1.0 60.3� 1.1 62.1� 1.1 77.7� 0.9 61.5� 1.1 82.0� 1.0 78.0� 1.0 59.0� 1.1 80.8� 1.0 62.5� 1.1

SoSN+SigmE+224x224 83.9� 0.9 68.9� 1.1 82.1� 0.9 64.7� 1.1 66.6� 1.1 82.2� 0.9 65.5� 1.1 84.5� 0.8 80.6� 0.8 64.6� 1.1 83.6� 0.8 66.0� 1.1

Relation Net

20

40.1� 0.5 30.4� 0.5 41.4� 0.5 23.5� 0.4 26.4� 0.5 38.6� 0.5 26.2� 0.4 25.8� 0.4 46.3� 0.5 23.1� 0.4 43.3� 0.5 27.7� 0.4

SoSN 61.0� 0.5 42.3� 0.5 60.2� 0.5 35.7� 0.5 37.0� 0.5 54.8� 0.5 36.0� 0.5 59.1� 0.5 57.0� 0.5 36.4� 0.5 59.3� 0.9 37.8� 0.5

SoSN+SigmE 61.5� 0.6 42.5� 0.5 61.0� 0.5 36.1� 0.5 38.3� 0.5 56.3� 0.5 38.7� 0.5 59.9� 0.6 59.4� 0.5 37.4� 0.5 59.0� 0.5 38.6� 0.5

SoSN+SigmE+224x224 63.6� 0.5 48.7� 0.6 65.6� 0.5 42.6� 0.5 43.9� 0.5 61.8� 0.5 43.7� 0.5 63.3� 0.5 63.5� 0.5 43.2� 0.5 62.5� 0.5 43.7� 0.5

SoSN+SigmE
30

60.6� 0.6 40.1� 0.7 58.3� 0.4 34.5� 0.5 35.1� 0.6 54.2� 0.6 36.8� 0.6 58.6� 0.7 56.6� 0.7 35.9� 0.7 57.1� 0.7 37.1� 0.6

SoSN+SigmE+224x224 61.7� 0.7 46.6� 0.6 64.1� 0.6 41.4� 0.6 40.9� 0.6 60.3� 0.6 41.6� 0.6 61.0� 0.7 60.0� 0.6 42.4� 0.6 61.2� 0.6 41.4� 0.6

SoSN+SigmE
45

53.3� 0.5 37.3� 0.5 54.6� 0.5 30.8� 0.4 32.4� 0.5 52.4� 0.5 32.1� 0.5 54.2� 0.5 51.1� 0.5 30.5� 0.4 51.9� 0.5 33.4� 0.5

SoSN+SigmE+224x224 59.7� 0.5 40.5� 0.5 57.9� 0.5 36.5� 0.5 38.2� 0.5 55.7� 0.5 39.5� 0.5 56.6� 0.4 56.0� 0.5 37.4� 0.5 55.5� 0.5 38.5� 0.5

SoSN+SigmE
60

51.2� 0.4 34.6� 0.4 49.1� 0.5 28.4� 0.4 31.1� 0.4 48.2� 0.5 30.1� 0.4 50.0� 0.4 48.3� 0.5 30.0� 0.4 49.2� 0.5 30.6� 0.4

SoSN+SigmE+224x224 48.2� 0.6 36.0� 0.5 54.4� 0.5 30.7� 0.4 32.4� 0.5 52.2� 0.5 32.35� 0.4 51.0� 0.5 51.6� 0.5 32.7� 0.5 53.6� 0.5 35.7� 0.4

SoSN+SigmE
90

45.6� 0.3 29.7� 0.3 45.5� 0.4 24.5� 0.3 26.3� 0.3 43.6� 0.3 26.4� 0.3 44.2� 0.3 43.2� 0.3 25.5� 0.3 46.0� 0.3 27.5� 0.3

SoSN+SigmE+224x224 47.3� 0.3 33.4� 0.3 49.8� 0.3 25.3� 0.4 27.1� 0.4 47.0� 0.4 27.1� 0.4 45.7� 0.4 48.9� 0.5 28.1� 0.3 46.7� 0.5 31.6� 0.3

p1: shn+hon+clv, p2: clk+gls+scl, p3: sci+nat, p4: shx+rlc. Notation x! y means
training on exhibition x and testing on y.

tion ability of few-shot learning methods under a large domain shift, the average
scores are� 20% below scores in Table 5.4.
Power Normalization and Relationship Descriptors. Below we discuss AsinhE
vs. SigmE pooling; the latter operator closely approximating our statistically moti-
vated MaxExp ( � ) pooling. Table 5.3 shows that SigmE performs � 0.9% better than
AsinhE. Tables 5.3 and 5.4 show 1.2–4.5% bene�t of SigmE in SoSN(
 )+SigmE over
SoSN(
 ) without it. This is consistent with Koniusz et al. [2018b] and our statistical
motivations.

Relationship descriptors from Table 5.1 are evaluated in Table 5.3: SoSN(
 ) out-
performs Full Auto-correlation SoSN( 
 +F), Auto-correlation+concat. without aver-
age over Z support feature vectors denoted as SoSN(
 +R), and other variants. We
expect that averaging over Z support descriptors from Z support images removes
uncertainty in few-shot statistics while outer-products of support/query datapoints
still bene�t from spatially large conv. feature maps to form robust second-order
statistics. This view is also supported by results for SoSN( 
 )+SigmE (224� 224).

Permutations of Second-order Matrices. Table 5.3 shows that stacking permuted
second-order matrices yields up to � 2% improvement for 1- and 5-shot learning.
We expect that, as second-order matrices contain correlation patterns globally, this
simple strategy bene�ts the similarity network which uses local patches/�lters in
conv. layers.
Performance w.r.t. Permutation Matrices. Figure 5.3(d) shows best results are at-
tained for 2 � P � 5 permutation matrices (remain stable in this range). Using even
one permutation matrix ( P = 2) is bene�cial ( P = 1 means only the original non-
permuted mat. are used).
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Table 5.5: Evaluations on the Open MIC dataset for Protocol II.

Model L shn hon clv clk gls scl sci nat shx rlc
Relation Net

5
43.2� 1.0 49.6� 1.0 49.8� 1.0 62.1� 1.1 59.3� 1.0 51.5� 1.0 45.9� 1.0 54.8� 1.0 71.1� 1.0 72.0� 1.0

SoSN 60.3� 1.1 62.6� 1.1 60.5� 1.1 72.9� 1.1 74.3� 1.1 72.3� 1.0 53.4� 1.1 68.0� 1.1 77.0� 1.0 78.4� 1.0
SoSN+SigmE 61.5� 1.1 63.6� 1.1 61.7� 1.1 74.5� 1.2 74.9� 1.1 72.9� 1.0 54.2� 1.0 68.9� 1.1 78.0� 1.0 79.1� 1.0
Relation Net

20
20.8� 0.4 25.7� 0.4 26.1� 0.4 34.3� 0.4 35.5� 0.5 18.4� 0.3 18.6� 0.3 32.8� 0.5 51.8� 0.5 48.2� 0.5

SoSN 36.3� 0.5 36.4� 0.5 33.3� 0.4 48.5� 0.5 54.3� 0.5 54.1� 0.5 24.8� 0.4 44.0� 0.5 59.5� 0.5 54.2� 0.5
SoSN+SigmE 37.4� 0.5 37.5� 0.5 34.9� 0.4 49.6� 0.5 55.2� 0.5 55.5� 0.5 25.1� 0.4 45.3� 0.5 61.9� 0.5 56.6� 0.5
Relation Net

30
18.1� 0.3 21.1� 0.3 23.2� 0.3 27.0� 0.3 31.8� 0.4 12.8� 0.2 12.4� 0.2 27.1� 0.3 40.6� 0.4 41.0� 0.4

SoSN 34.2� 0.4 35.2� 0.4 32.7� 0.3 46.7� 0.4 51.0� 0.4 52.2� 0.4 20.3� 0.3 39.9� 0.4 56.7� 0.4 51.0� 0.4
SoSN+SigmE 35.5� 0.4 36.0� 0.4 33.5� 0.3 47.7� 0.5 52.3� 0.4 53.0� 0.3 21.1� 0.3 40.8� 0.4 58.3� 0.4 52.7� 0.5
SoSN+SigmE+224x224 41.4� 0.6 39.4� 0.7 37.2� 0.6 51.3� 0.7 53.4� 0.7 59.0� 0.6 23.3� 0.5 46.7� 0.7 59.8� 0.6 55.4� 0.6
SoSN+SigmE 45 34.1� 0.5 - 29.2� 0.5 45.2� 0.5 48.5� 0.5 - - 38.0� 0.5 54.1� 0.6 49.3� 0.5
SoSN+SigmE+224x224 34.9� 0.4 30.7� 0.5 50.5� 0.5 39.9� 0.6 41.9� 0.5 54.6� 0.5 52.1� 0.5
SoSN+SigmE 60 30.0� 0.4 - 25.5� 0.4 42.6� 0.5 46.6� 0.4 - - 37.5� 0.4 51.3� 0.5 46.6� 0.4
SoSN+SigmE+224x224 34.5� 0.4 28.3� 0.4 47.9� 0.5 47.4� 0.5 37.9� 0.3 52.0� 0.4 47.4� 0.4
SoSN+SigmE 90 - - - 41.8� 0.3 39.2� 0.3 - - 33.0� 0.3 49.4� 0.5 39.5� 0.3
SoSN+SigmE+224x224 44.5� 0.3 40.2� 0.3 34.6� 0.3 50.4� 0.6 42.6� 0.3

Training on source images and testing on target images for every exhibition, respectively.

(a) (b) (c) (d)

Figure 5.3: MaxExp (� ), MaxExp, and SigmE are in Figure 5.3(a), 5.3(b) and 5.3(c). Note
that MaxExp ( � ) extends MaxExp to negative values and is closely approximated by SigmE.
Figure 5.3(b): Derivatives of MaxExp ( � ), MaxExp, and SigmE. Figure 5.3(c): Smooth deriva-
tive of MaxExp ( � ) with the soft maximum. Figure 5.3(d): Accuracy of SoSN+SigmE (84 � 84

images) w.r.t. the number P of permutation matrices ( miniImageNet).

5.5 Conclusions

In this chapter, we have presented an novel and effective end-to-end few-shot learn-
ing pipeline with second-order statistics and Power Normalization to learn the ob-
ject relations for few-shot learning. We have investigated how to capture relations
between the query and support matrices in detail; including our permutation-based
representation to capture richer correlation information. We have presented a statis-
tical take on Power Normalization and investigated the in�uence of different oper-
ations/image sizes on results. Lastly, we have introduced a novel few-shot learning
protocol on a challenging domain adaptation dataset Open MIC.

The objective of our work in this chapter is to study how to improve the fea-
ture discrimination, thus achieving promising performance in the episodic few-shot
learning. In next chapter, we will study how to hallucinate extra data points from the
given few-shot support samples to reduce the training dif�culty in few-shot learning.
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Chapter 6

Saliency-guided Hallucination of
Samples for Few-shot Learning

The main directions to improve the learning ability of few-shot training models in-
clude (i) a robust similarity learning and (ii) generating or hallucinating additional
data from the limited existing samples. In this chapter, we follow the latter direction
and present a novel data hallucination model. Currently, most datapoint generators
contain a specialized network ( i.e., GAN) tasked with hallucinating new datapoints,
thus requiring large numbers of annotated data for their training in the �rst place. In
this chapter, we propose a novel less-costly hallucination method for few-shot learn-
ing which utilizes saliency information. To this end, we employ a saliency network
to obtain the foregrounds and backgrounds of available image samples and feed the
resulting maps into a two-stream network to hallucinate datapoints directly in the
feature space from viable foreground-background combinations. To the best of our
knowledge, we are the �rst to leverage saliency maps for such a task and we demon-
strate their usefulness in hallucinating additional datapoints for few-shot learning.
Our proposed network achieves the state of the art on publicly available datasets.

6.1 Motivation

Recently, the concept of learning relations with deep learning has been explored in
several chapters Vinyals et al. [2016]; Snell et al. [2017]; Sung et al. [2017]; Santoro
et al. [2017] which can be viewed as a variant of metric learning Weinberger et al.
[2006]; Köstinger et al. [2012]; Harandi et al. [2017b] adapted to the few-shot learning
scenario. In these works, a neural network extracts convolutional descriptors, and
another learning mechanism (e.g., a relation network) captures relationship between
descriptors. Most chapters in this category propose improvements to relationship
modeling for the purpose of similarity learning. In contrast, Hariharan and Girshick
[2017] employs a separate Multilayer Perceptron (MLP) to hallucinate additional im-
age descriptors by modeling foreground-background relationships in feature space
to obtain implicitly augmented new samples. To train the feature generator, MLP
uses manually labelled features clustered into 100 clusters, which highlights the need
for extra labelling. Another approach Wang et al. [2018] generates data in a meta-

63

Draft Copy – 21 August 2020



64 Saliency-guided Hallucination of Samples for Few-shot Learning

Figure 6.1: Illustration of saliency-based data generation for one-shot case. The foreground
objects are combined with different backgrounds in attempt to re�ne the classi�cation bound-

aries.

learning scenario, which means the network has to be pre-trained on several datasets,
thus increasing the cost of training.

In this chapter, we adopt the data hallucination strategy and propose a saliency-
guided data hallucination network dubbed as Salient Network(SalNet). Figure 6.1
shows a simple motivation for our work. Compared with previous feature hallu-
cinating approaches, we employ a readily available saliency network Zhang et al.
[2018b] pre-trained on MSRA Salient Object Database (MSRA-B) Liu et al. [2007]
to segment foregrounds and backgrounds from given images, followed by a two-
stream network which mixes foregrounds with backgrounds (we call it the Mixing
Network) in the feature space of an encoder (image space). As we obtain spatial fea-
ture maps from this process, we embed mixed feature vectors into a second-order
representation which aggregates over the spatial dimension of feature maps. Then,
we capture the similarity between �nal co-occurrence descriptors of a so-called train-
ing query sample and hallucinated support matrices via a similarity-learning net-
work. Moreover, we regularize our mixing network to promote hallucination of re-
alistically blended foreground-background representations. To this end, whenever
a foreground-background pair is extracted from the same image (two separate im-
ages), we constrain the resulting blended representation via the `2-norm to be close
to a representation from a supervising network which, by its design, is trained only
on real foreground-background pairs (infeasible combinations). We refer to this strat-
egy asReal Representation Regularization(TriR). Lastly, we propose the similarity-based
strategies regarding how to choose backgrounds for mixing with a given foreground.
To this end, we perform either (i) intra-class mixing (foregrounds/backgrounds of
the same class) or (ii) inter-class mixing (for any given foreground, we take its cor-
responding background, retrieve its nearest-neighbour backgrounds from various
classes, and use the retrieval distance to express the likelihood how valid the mixed
pair is). Below, we list our contributions in this chapter:

� We propose a novel saliency-guided data hallucination network for few-shot
learning.

Draft Copy – 21 August 2020



§6.2 Related Work 65

� We investigate various hallucination strategies. We propose a simple but ef-
fective regularization and two strategies to prevent substandard hallucinated
samples.

� We investigate the effects of different saliency map generators on the few-shot
learning performance.

To the best of our knowledge, we are the �rst to employ saliency maps for data-
points hallucination for few-shot learning. Our experiments achieve the state of the
art on two challenging publicly available few-shot learning datasets.

6.2 Related Work

Previous few-shot learning works are introduced in the related work section of Chap-
ter 5. In what follows, we describe few-shot learning algorithms based on data hal-
lucination, then followed by the saliency detection approaches.

Data hallucination strategies. The Feature Generating Net Xian et al. [2017b] can
be viewed as a GAN-based data hallucination method, which uses the semantic an-
notation as condition to train the conditional GAN model, thus capable of generat-
ing synthesized features if we have the semantic annotations for novel classes. As
we assume no semantic annotations are available in few-shot learning problem, so
GAN-based data generating approaches are not applicable.

Other hallucination-based approaches Hariharan and Girshick [2017] and Wang
et al. [2018] use descriptors manually assigned into 100 clusters to generate plausible
combinations of datapoints. Mixup network Zhang et al. [2018a] applies a convex
combination of pairs of datapoints and labels. Though these strategies are useful to
generate synthesized data points for few-shot learning, it requires signi�cant efforts
to manually label the foregrounds and backgrounds for all available data points.
In contrast, we decompose images into foreground and background representations
via saliency maps, which requires no labelling work and can work in end-to-end
manner, and we propose several strategies for mixing foreground-background pairs
to hallucinate meaningful auxiliary support samples.

Saliency detection. A saliency detector highlights image regions containing fore-
ground objects which correlate with human visual attention, thus producing a dense
likelihood saliency map which assigns some relevance score in range [0, 1] to each
pixel. Conventional saliency detectors underperform on complex scenes due to com-
putations based on human-de�ned priors Zhu et al. [2014]. In contrast, deep saliency
models Wang et al. [2016]; Hou et al. [2017] outperform conventional saliency detec-
tors but they require laborious pixel-wise labels. In this chapter, we use saliency
maps as a guiding signal, thus we adopt a highly-ef�cient weakly-supervised deep
convolutional saliency detector MNL Zhang et al. [2018b]. We compare the perfor-
mance of MNL with (i) RFCN Wang et al. [2016], a fully-supervised deep model, and
(ii) a cheap non-CNN Robust Background Detector (RBD) Zhu et al. [2014], one of
the best unsupervised saliency detectors according to evaluation Borji et al. [2015].
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Figure 6.2: Our pipeline consists of three units: (a) pre-trained Saliency Net, (b) Foreground-
background Encoding and Mixing Net(FEMN), and (c) Similarity Net. The FEMN block con-
sists of two streams which take foreground/background images as inputs, respectively, and
a Mixing Net which combines foreground-background pairs via � and re�nes them via a
single-stream network prior to aggregation of the resulting feature maps via the Second-order

Encoder.

6.3 Approach

Our pipeline builds on the generic few-shot Relation Net pipeline Sung et al. [2017]
which learns implicitly a metric for so-called query and support images. To this end,
images are encoded into feature vectors by an encoding network. Then, so-called
episodes with query and support images are formed. Each query-support pair is
forwarded to a so-called relation network and a loss function to learn if a query-
support pair is of the same class (1) or not (0). However, such methods suffer from
scarce training data which we address below.

6.3.1 Network

Figure 6.2 presents a foreground-background two-stream network which leverages
saliency maps to isolate foreground and background image representations in order
to hallucinate additional training data to improve the few-shot learning performance.
The network consists of (i) Saliency Net(SalNet) whose role is to generate foreground
hypotheses, (ii) Foreground-background Encoding and Mixing Net(FEMN) whose role is
to combine foreground-background image pairs into episodes, and the Similarity Net
(SimNet) which learns the similarity between query-support pairs.

To illustrate how our network works, consider an image I which is passed through
some saliency network h to extract the corresponding saliency map h(I ), the fore-
ground F and the background B of I , respectively:
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FI = h(I ) � I , (6.1)

BI = ( 1 � h(I )) � I , (6.2)

where � is the Hadamart product. The feature encoding network consists of two
parts, f and g. For images I 2 R3� M � M and J2 R3� M � M (I = J or I 6= J), we proceed by
encoding their foreground FI 2 R3� M � M and background BJ 2 R3� M � M via feature
encoder f : R3� M � M! RK� Z2

, where M � M denotes the spatial size of an image, K
is the feature size and Z2 refers to the vectorized spatial dimension of map of f of
size Z � Z. Then, the encoded foreground and background are mixed via summation
and re�ned in encoder g : RK� Z2

! RK0� Z02
, where K0 is the feature size and Z02

corresponds to the vectorized spatial dimension of map of g of size Z0� Z0. As in
the SoSN approach Zhang and Koniusz [2019a], we apply the outer-product on g(�)
to obtain an auto-correlation of features and we perform pooling via Sigmoid y to
tackle the burstiness in our representation. Thus, we have:

F IJ = g(f (FI ) + f (BJ)) , (6.3)

RIJ = y (F IJF T
IJ, s), (6.4)

where y is a zero-centered Sigmoid function with s as the parameter that controls
the slope of its curve:

y (X, s) = ( 1� e� sX)/ (1+ e� sX) = tanh(2sX). (6.5)

Descriptors RII 2 RK0� K0
represent a given image I while RIJ 2 RK0� K0

represent a
combined foreground-background pair of images I and J. Subsequently, we form the
query-support pairs ( e.g., we concatenate their representations) and we pass episodes
to the similarity network. We use the Mean Square Error (MSE) loss to train our
network:

L =
1

NW

N

å
n= 1

W

å
w= 1

(r(Rsnw ,Rq) � d( lsnw � lq)) 2, (6.6)

where snw chooses support images from I = I �+ I 0, I � and I 0are original and hallu-
cinated images, q chooses the query image,r is the similarity network, l is the label
of an image, N is the number of classes in an episode, W is the shot number per
support class, d(0)= 1 (0 elsewhere). Note that Eq. (6.6) does not form foreground-
background hallucinated pairs per se. We describe this process in Section 6.3.3.

6.3.2 Saliency Map Generation

For brevity, we consider three approaches: deep supervised saliency approaches
Zhang et al. [2018b]; Wang et al. [2016] and an unsupervised shallow method Zhu
et al. [2014]. In this chapter, we use saliency maps as a prior to generate foreground
and background hypotheses.

In our main experiemnts, we use the deep weakly-supervised slaiency detector
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