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Abstract

Recent advancements in deep neural networks have performed favourably well on
the supervised object recognition task. Towards an ultimate automated visual recog-
nition system, we identify three key shortcomings of the existing supervised learning
approaches. First, the dependency on a significantly large volume of manually anno-
tated examples (e.g., ImageNet dataset with ∼10 million images) limits the scalability
of deep networks. Second, once the model learning stage is complete, it is difficult to
add new classes continually when new data becomes available. Lastly, such models
lack the notion of human-like understanding, i.e., an object can be recognized by
humans without having any visual examples and just by a semantic description of
its distinctive characteristics.

In this thesis, we investigate the zero-shot learning (ZSL) framework to address
these limitations. ZSL aims to perform reasoning about previously unseen objects
without observing even a single instance of them. Such a learning paradigm re-
quires no visual examples of novel objects, no re-training to add new classes and
does not rely solely on visual information. Considering the relationship among the
semantic description of previously seen examples, ZSL incorporates human wisdom
to the visual understanding developed by a machine. In this work, we specifically
address three critical bottlenecks in ZSL research which give rise to three ZSL prob-
lem settings: (a) unified zero-shot recognition (ZSR), (b) zero-shot tagging (ZST), and
(c) zero-shot detection (ZSD) of novel concepts.

Established ZSR methods are not flexible enough to adapt to one/few-shot learn-
ing (O/FSL) scenario where one/few labeled examples of unseen classes become
available during the supervised learning stage. To provide a comprehensive and
flexible solution, we present a novel ‘unified’ approach for ZSL and O/FSL based on
class adapting principal direction (CAPD) that computes class-specific discriminative
information by relating the semantic description of categories. The primary objec-
tive is to learn a metric in the semantic embedding space that minimizes intra-class
distances and maximizes inter-class distances.

In the real-life scenario, instead of a single object per image, a scene may contain
multiple seen and unseen concepts together. To adopt this, we present the Deep0Tag
approach for zero-shot tagging (ZST) to assign multiple labels to an input. This
method considers both global and local details to discover seen or unseen concepts
from a given scene. We solve this problem by formulating a multiple instance learn-
ing (MIL) framework. Unlike traditional MIL solutions, our method runs end-to-end
without using offline object proposal generation methods.

While most of the ZSL methods provide answers to unseen categories in simple
tasks, e.g., single or multi-label classification and retrieval, we also focus on predict-
ing both multi-class category-label and precise location of each instance in a given
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image. To this end, we introduce a new challenge for ZSL called zero-shot detection
(ZSD) that simultaneously recognizes and localizes multiple novel concepts. Similar
to traditional object detection, we present zero-shot version of double (Faster R-CNN)
and single (RetinaNet) stage end-to-end object detectors. For both of the cases, we
design associated loss functions that consider visual-semantic relationships to train
the network. In addition to inductive learning approaches, we also propose the
first transductive learning method for ZSD to reduce the domain-shift and model-
bias against unseen classes convincingly. Our transductive approach follows a self-
learning mechanism that uses a novel hybrid pseudo-labeling technique. Finally,
we recommend training and testing protocols to evaluate ZSD based on large-scale
ILSVRC-2017 and MSCOCO-2014 datasets.

In summary, this thesis addresses three main ZSL tasks: recognition, tagging,
and detection of novel concepts. It investigates different drawbacks of the current
literature and establishes state-of-the-art solutions in each respective sub-task. In
particular, the ZSD setting proposed in this thesis is highly challenging, and we hope
our initial work will attract further efforts on this important and largely unsolved
problem.
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Chapter 1

Introduction

Modern-day deep learning models are data hungry in nature, requiring large vol-
umes of labeled data for training. For any given problem, no matter how large a
training set is, it is always a non-exhaustive set and can never encompass all possible
knowledge. Therefore, training of a deep learning method can only cover a �nite
set of de�ned categories and concepts. As humans, we have an astounding ability
of making sense of a limited amount of information and relating it with our prior
knowledge and context. Similar to humans, a computing machine must relate seen/
known concepts to reason about potentially unseen/unknown classes for which the
system received no explicit training. Zero-shot learning aims to achieve such a high
level reasoning capability. It allows a trained system to classify and/or detect an
unseen instance with the help of semantics of known classes. In this dissertation,
we deal with the zero-shot version of three common computer vision tasks namely
recognition, tagging, and detection. In this chapter, we begin with the motivation for
this work followed by an introduction to zero-shot learning. We then de�ne several
technical terminologies, elaborate research objectives, our contributions and outline
the overall structure of this dissertation.

1.1 Motivation

Computer vision aims to impart human-like visual perception and cognition abilities
to the machines. This technology allows machines to develop an in-depth under-
standing of the real world around us, that goes far beyond the raw digital content
that is acquired by the visual sensors. It is a multidisciplinary �eld of study that
connects many other established research areas, for example, computational imag-
ing, optics, signal processing, mathematics, machine learning, robotics and graph-
ics. Research on computer vision provides solutions for image and video acquisition
(sensor design, sampling, quantization, restoration, rendering) [Flory, 1985], process-
ing (�lter design, texture synthesis, feature extraction, 3D reconstruction) [Gonzalez
and Woods, 2008], analyzing (recognition [Ma et al., 2018], retrieval [Zheng et al.,
2018], tracking [Walia and Kapoor, 2016], detection [Liu et al., 2018b], segmentation
[Liu et al., 2018c]) and understanding (image captioning [Hossain et al., 2019], visual
relationship prediction [Lu et al., 2016], visual question answering [Wu et al., 2017]).

1
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Architecture Author # of parameters
AlexNet Krizhevsky et al. [2012] 60 million

VGGNet-16 Simonyan and Zisserman [2014] 138 million
GoogLeNet (V1) Szegedy et al. [2015] 5 million
GoogLeNet (V3) Szegedy et al. [2016] 23 million

ResNet50 He et al. [2016] 25 million
DenseNet-190 Huang et al. [2017] 40 million

Table 1.1: The number of training parameters of different deep neural networks. This
list is sorted based on publication year.

In the last decade, deep learning has become a revolutionary tool for computer vi-
sion. Deep learning based solutions are constantly beating state-of-the-art methods
in almost all computer vision tasks. Remarkably, the latest deep learning solution
for object recognition task has successfully outperformed human-level performance
[Liu et al., 2018a]. A generic and widely used approach to train a deep neural net-
work is supervised learning that requires labeled examples for its training. Such a
learning strategy observes input-output example pairs during the training time and
updates the parameters of the deep network through error back-propagation [Khan
et al., 2018]. Several optimization algorithms, e.g., SGD, Adam, Adagrad, Adadelta,
AdaMax and RMSprop [Ruder, 2016] have been developed in recent years for fast
and ef�cient convergence of deep networks towards the optimal solution.

Supervised learning is unarguably the best-performing paradigm for training
deep neural networks when large-scale annotations are available. However, it is
not without limitations due to its strong dependence on labeled data, in�exibility to
incorporate new classes and the lack of multi-modal reasoning capabilities that en-
able utilizing prior knowledge to reason about novel concepts. Below, we highlight
the drawbacks of supervised learning in detail.

� Labeled training data: State-of-the-art deep neural networks have millions of
trainable parameters. We illustrate the number of trainable parameters of popular
deep networks in Table 1.1. To train a network of such magnitude, one needs to
use a large-scale dataset with suf�cient representation for each object category. In
the absence of large amounts of data, these networks over-�t very easily on a given
small-scale dataset, leading to poor generalization to test examples that are available
during inference. Further, the supervised learning requires each example to be ac-
curately labeled. This large-scale annotation has a huge cost in terms of time, expert
knowledge, effort and money. To ful�ll this requirement, several researchers have
come forward with large labeled datasets. For example, ImageNet [Russakovsky
et al., 2015] has around 22,000 categories, each with 500–1000 images, resulting in
a total of around 10 million labeled examples. MSCOCO [Lin et al., 2014] has 2.5
million labeled instances in 328,000 images. Being dependent on such large and
manually annotated datasets is a serious problem for deep learning. In practice,
often gathering data to such an extent is extremely dif�cult e.g., for the case of �ne-
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grained or rarely occurring categories. Therefore, we need to develop novel solutions
that can reduce this dependency.
� Adding a new class: An average human can learn to recognize approximately
30,000 visual categories in his/her life-time [Biederman, 1987]. While training a
deep network, it is impossible to gather suf�cient labeled data for all possible ob-
ject classes. Hence, over time, labeled data of one or more new classes can appear
incrementally. In such a case, traditional supervised learning methods need to be
re-trained from scratchwith the newly available information for a better performance
on old and new categories. Therefore, it is necessary to develop continually learning
systems that can add a new class with minimum effort [Parisi et al., 2019; Rajasegaran
et al., 2019].
� Lack of wisdom: Humans understand a scene not only based on visual imagery
but also through verbal association [Paivio, 1991]. In other words, our prior experi-
ence or wisdom in the form of linguistic description also contributes to infer about
an unseen object. However, most of the traditional supervised learning methods
completely ignore the semantics associated with a visual concept and only depend
on the visual content at hand. Therefore, in order to imitate human-like inference
about a scene, we need a solution that explicitly considers the semantic description
of an object during the learning process and associate the multi-modal information
to draw more-informed conclusions about the real-world.

To address the above-mentioned issues, we need to strengthen supervised learn-
ing with zero-shot learning capability. In the next section, we introduce zero-shot
learning and describe how it can help towards improving machine vision.

1.2 Zero-shot Learning

Humans can recognize a novel object without even seeing a single instance of that
object. In Fig. 1.1, we provide a general overview of how humans perform Zero-
shot Learning (ZSL). Suppose, a person has not seen an animal named `Tapir' before.
However, the person has seen some other related animals such as a `horse', `elephant',
`hippopotamus' and `zebra' which are visually similar to `Tapir'. If we describe
`Tapir' to that person in terms of attributes that are shared across other seen animals,
the person will most likely develop an intuition of how a `Tapir' looks. For example,
a `Tapir' has short stiff dark hair which run from forehead to shoulder like a horse,
it has a nose, and upper lip combines into a �exible snout like an elephant's trunk, it
looks like a pigmy hippopotamus and young tapir have bright yellow or white spotty
stripes like zebras. After getting such descriptions as prior knowledge/wisdom, that
person can easily identify `Tapir' from a set of animals. This is how a person performs
ZSL in real life scenario.

In a similar manner, ZSL aims to recognize an object category without seeing any
visual examples during training. It enables a classi�er to make predictions for a class
or set of classes that were not present during the training phase. As the ZSL does
not require any visual example of classes, there is no dependency on labeled data for
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Figure 1.1: An overview of zero-shot learning (ZSL): given the description of an
unseen class `Tapir' on the left, one can identify `Tapir' instances (red rectangles)
from a set of animals on the right.

the unseen classes. Moreover, a trained model can be used to classify any number
of new categories similar to the seen ones. Therefore, the addition of new class is a
trivial task for a zero-shot model. While performing ZSL, the model considers the
semantic cues related to object classes which encapsulates the linguistic description
and attributes that humans use to perform learning and inference. For example,
in the illustration shown in Fig. 1.1, `has dark hair', `has trunk', `shape' and `has
stripes' worked as attributes which are shared feature among seen animals (`horse',
`elephant', `hippopotamus', `zebra') and unseen `Tapir'. Therefore, knowledge of the
seen world is transferred to classify unseen classes to perform ZSL.

1.3 De�nitions

Here, we present a brief de�nition of different terminologies used in this dissertation.

� Seen class: A class for which labeled examples are available during the zero-
shot training is called the seen class. The corresponding semantic embedding
vectors of a seen class can be used during training. For traditional recogni-
tion/tagging/detection problems, all classes are considered as seen.

� Unseen class: A class for which labeled examples are not available during the
zero-shot training phase is called the unseen class. In conventional recogni-
tion and ` inductive' ZSL/GZSL settings, the number of unseen classes and their
semantic vectors are also not observed during training. However, in a ` transduc-
tive' setting, unlabeled unseen data and semantic vectors can be used during
training.
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� Semantic embedding: A semantic embedding is a set of discriminative features
that can describe a class. The embedding space where class semantics reside is
called the semantic embedding space. In this space, there is a semantic vector
to represent each class. For ZSL, either a supervised (an attribute vector) or
an unsupervised embedding (e.g., word2vec, GloVe) can serve as the semantic
vector.

� Attribute vector: An attribute vector is one form of semantic embedding vec-
tor. Each element of this vector represents a human understandable textual
description. It could be parts (has beak), shape (sphere), material (furry), or
color (red). Annotating an object with attributes requires strong manual la-
beling. Therefore, attributes are supervised semantics that are cumbersome to
acquire at large-scale or in specialized domains.

� Word vector: A word vector is another form of semantic embedding vector.
These vectors are real valued and typically have high dimensions that encode
the word description. Here, each element of the vector does not have a human-
understandable meaning like attributes, although they are statistically different.
Popular word vectors include word2vec, GloVe, and FastText, which are gen-
erated in an unsupervised way by processing a huge corpus of unannotated
texts.

� tSNE embedding: t-Distributed Stochastic Neighbor Embedding (t-SNE) is a
dimensionality reduction technique which is used mostly for high dimensional
data visualization. It seeks to preserve the high-dimensional distances in the
low-dimensional embedding.

� Semantic alignment: In ZSL literature, each visual feature is mapped to its
corresponding semantic vector. This mapping could be achieved by converting
visual features to the semantic embedding space, the semantic vector to the
visual space or both visual and semantic spaces to an intermediate latent space.
Aligning visual features with semantics is called semantic alignmentin general
which is generally an essential step for ZSL.

� Traditional recognition, tagging, and detection: In this dissertation, we use the
term `traditional' to indicate the non-zero-shot version of recognition, tagging,
and detection tasks.

� Multiple instance learning (MIL): MIL is a form of weakly-supervised learning
that operates on a bag of instances. Instead of individual instance labels, MIL
considers a label for each bag. A bag gets a positive label if at least one instance
inside that bag represents a positive example. In contrast, a bag gets a negative
label if all instances inside that bag represent negative examples.

� Region proposal network (RPN): RPN is an integral of component of Faster
R-CNN model that generates class agnostic object proposals and associated
con�dence scores.
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� Meta-class: The meta-class or super-class is the parent of a set of sub-classes
in a hierarchy of classes. For example, {apple,banana} and {cat,dog} could be
assigned to fruits and animals meta-classes, respectively.

� Non-maximal suppression (NMS): NMS is used in this dissertation in the con-
text of object detection to get rid of imprecise object bounding boxes. It consists
of three main steps, �rst a maximum con�dence box is identi�ed, then the over-
lap for other boxes is measured with the selected box and all boxes that have
an overlap higher than a prede�ned threshold are discarded.

� Top-K accuracy: The top-K accuracy is the percentage of the estimated labels
where correct labels are within the top K number of predictions.

� Mean Average Precision (mAP): mAP is the mean value of the average preci-
sion of individual classes. The precision of a class is the percentage of correct
predictions. In this dissertation, mAP is mostly used to evaluate detection
methods. We consider a detection is accurate if (a) predicted label matches
with the ground-truth and (b) the intersection over union (IoU) of predicted
and the ground-truth bounding box is greater than or equal to 0.5.

� Transductive vs. inductive learning: In transductive setting, unlabeled test
data is allowed to be used during training. Thus, learning which considers
unlabeled test data during training is called transductive learning. In contrast,
inductive learning does not consider test data at all during training. By default,
all training settings are considered as inductive unless explicitly mentioned in
this dissertation.

� Domain shift problem: This problem occurs when the test (target) data is sig-
ni�cantly different than train (source) data. This variation can result from dif-
ferent data types, camera characteristics, view angle, resolution, motion, blur,
illumination, background clutter, etc.

� Hubbness problem: While testing ZSL, sometimes methods predict few partic-
ular classes regardless of any input. As a result, individual class performance
for those classes becomes high, whereas others get a low accuracy. Such a
situation is referred to as the hubness problem in ZSL literature.

1.4 Research Objective and Contribution

In the broad sense, we study three important computer vision tasks under the zero-
shot settings, these are: (1) Object Recognition, (2) Image Tagging, and (3) Object
Detection. Next, we describe the problem statement, limitation of prior-art and our
contributions to each task.
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1.4.1 Zero-shot recognition (ZSR)

Problem Statement: Object recognition is one the most important computer vision
task. In the zero-shot setting, we de�ne a set of seen and unseen classes. For each of
the class, we can get a semantic vector in the form of attributes or word vectors. The
training procedure observes object instances of only seen classes and their semantic
vectors. Neither instances of unseen classes nor their semantic vectors are available
during training. During testing of traditional recognition, a given input object image
needs to be classi�ed as one of the seen classes. In contrast, for ZSR, given an input
image, a trained system has to categorize it to an unseen category.
Limitation of Existing Work: Traditional ZSR approaches are speci�c to the task at
hand and not well-suited for some other realistic and related problems. For exam-
ple, ZSR attempts to classify an input to only unseen objects. However, in real life
settings, generalized ZSR (GZSR) is more practical where an object can be classi�ed
to either a seen or an unseen class. Let's consider another example, one/few-shot
learning (O/FSL), where one/few examples of unseen classes can become available
during training and a trained system should be able to take advantage of such anno-
tated data.
Contribution: We propose a uni�ed solution for ZSR, GZSR and O/FSL to enable
more practical and �exible zero-shot recognition systems. Our main contributions
are:

� We present a uni�ed solution by introducing the notion of class adapting prin-
cipal directions (CSPD) that enable ef�cient and discriminative embeddings of
unseen class images in the semantic space.

� We propose a semantic transformation to link the embeddings for seen and
unseen classes based on a learned distance measure.

� We provide an automatic solution to select a reduced set of relevant seen classes
resulting in a better performance.

� Our approach can automatically adapt to the generalized zero-shot setting by
generalizing seen CAPDs to match seen-unseen diversity. At the same time,
our approach is easily scalable to one/few-shot setting by updating the unseen
CAPDs with newly available data.

1.4.2 Zero-shot tagging (ZST)

Problem Statement: While ZSR attempts to classify an image to only one unseen
class, ZST aims to assign multiple unseen labels to an input image. The motivation
is that a scene may contain multiple object/stuff classes together. Therefore, an in-
telligent AI system should able to assign multiple relevant unseen tags. We de�ne
a set of seen and unseen tags under this setting. A model in the training process
only observes images with annotations of multiple seen tags and corresponding seen
semantic vectors. Similar to ZSR, the system will not observe unseen visual examples
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and unseen word vectors. Given an input scene, the trained system will assign mul-
tiple relevant unseen tags for ZST. Again, for generalized ZST (GZST), the trained
system should be able to assign both seen and unseen tags.
Limitation of Existing Work: Most of the existing approaches assign tags based
on global image features. However, we argue that objects or concepts can either
be present in a localized region or be inferred from the holistic scene information.
Moreover, existing work used off-the-shelf features or applied of�ine process like
selective search [Uijlings et al., 2013] or EdgeBoxes [Zitnick and Dollár, 2014] for
object proposal generation that makes the model not end-to-end trainable.
Contribution: Our main contributions are:

� We propose the �rst end-to-end deep MIL framework for multi-label image tag-
ging that can work in both conventional and zero-shot settings. It can perform
conventional tagging, ZST, and GZST tasks.

� The proposed method does not require any off-line procedure to generate a bag
of instances for MIL, rather incorporates this step in a joint framework.

� With our MIL framework, we introduce two schemes to aggregate contextual
information in an image i.e., semantic and visual domain fusion.

� The proposed method is extendable to any number of novel tags (open vocab-
ulary) as it does not use any prior information about the unseen concepts.

1.4.3 Zero-shot detection (ZSD)

Problem Statement: ZSR and ZST can assign single and multiple unseen labels re-
spectively to an image but cannot predict a tight bounding box around each assigned
label. The goal of ZSD is not only to recognize but also to localize each unseen object
instance. Again, we de�ne a set of seen and unseen classes for ZSD setting. The train-
ing only uses images annotated with multiple seen objects and associated bounding
boxes. However, during the training procedure, the model cannot cannot observe
any image of the unseen instance and word vectors of an unseen class. During test-
ing of ZSD, given an input, the trained system has to detect each unseen instance
presented in the image, i.e., predict a bounding box and associated class label for
each detected unseen instance. For generalized ZSD (GZSD), the system needs to
detect both seen and unseen objects simultaneously from an input image.
Limitation of Existing Work: Being a new problem, not enough research has ad-
dressed this problem. Similar to double/single stage architectures for traditional
object detection, the literature lacks the end-to-end trainable architecture for ZSD
that can predict bounding boxes for both seen and unseen objects. Moreover, previ-
ous works have considered ZSR under transductive learning to address domain shift
problem. However, ZSD has not been studied in the transductive learning setting
before.
Contribution: Our main contributions are:
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� We introduce a new problem setting for “zero-shot learning", which aims to
jointly recognize and localize novel objects in complex scenes.

� We propose an end-to-end trainable double-stage deep architecture that simul-
taneously considers both visual and semantic information. We design a novel
loss function that achieves synergistic effects for max-margin class separation
and semantic clustering, based on meta-classes. Additionally, our approach can
automatically tune noisy semantic embeddings.

� We also propose a single-stage end-to-end ZSD framework. Furthermore, sim-
ilar to double-stage case, we design a novel loss function called `Polarity loss' to
address object-background imbalance and achieve maximal separation between
positive and negative predictions. Using an external vocabulary of words, our
approach learns to associate semantic concepts with both seen and unseen ob-
jects. This helps to resolve confusion between unseen classes and background
and to appropriately reshape the noisy word embeddings.

� We present a new experimental protocol based on ILSVRC-2017 and MSCOCO-
2014 to evaluate ZSD, GZSD, and traditional ZSD. The new seen-unseen split
on the MS-COCO dataset respects practical considerations such as diversity
and rarity among unseen classes.

� We propose a single-stage object detector for transductive zero-shot learning
that learns to optimally combine semantic and visual domain cues. To leverage
unlabeled target domain data, our solution introduces a novel pseudo-labeling
strategy that dynamically associates unlabeled samples with their respective
classes.

1.5 Thesis Outline

In this section, we provide a brief outline of each chapter in this dissertation. We
start with a background on the topic and the closely related works (Chapter 2), then
elaborately discuss our solutions to recognition (Chapter 3), tagging (Chapter 4) and
detection (Chapter 5, 6 and 7) problems under the zero-shot learning paradigm.

Chapter 2

This chapter discusses the background and relevant literature of object recognition,
tagging, and detection with a particular focus on zero-shot learning. It includes an
explanation of related terminology, methods, evaluation protocols and measures, and
the datasets which are necessary to understand the contribution of this dissertation.
Moreover, it also provides motivation and shortcomings of state-of-the-art methods
that lead us to the ideas presented later in the thesis.
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Chapter 3

This chapter describes a uni�ed approach for conventional zero-shot, generalized
zero-shot and few-shot learning. The learning of this chapter refers to the recog-
nition problem in particular. This approach calculates the class adapting principal
directions (CAPD) that allows multiple embeddings of image features into the se-
mantic space. Combining the CAPDs of seen classes, we generate unseen CAPD
which allows our approach performing ZSL and GZSL. Moreover, CAPDs can also
take advantages of one/few labeled unseen examples that may become available over
time. In this way, the proposed approach can adapt itself in O/FSL scenario. This
chapter presents the contribution of the published work [Rahman et al., 2018b].

Chapter 4

This chapter presents a zero-shot tagging method named Deep0Tag based on deep
multiple instance learning. This method extracts global and local features obtained
from the object proposals of the region proposal network and aligns the features to
semantic embedding vectors of seen tags. The alignment is done using a multiple
instance learning network by semantic and visual domain aggregation. We study
this aggregation using different pooling strategies in both domains. Our method is
end-to-end trainable and suitable for both ZST and GZST. This chapter presents the
contribution of the published works [Rahman and Khan, 2019; Rahman et al., 2020].

Chapter 5

This chapter formally introduces a new problem, zero-shot object detection (ZSD),
that simultaneously recognizes and localizes novel concepts. Moreover, we describe
a double-stage ZSD architecture based on Faster R-CNN. This architecture jointly
models the complex interplay between visual and semantic domain information. We
also design a loss that considers max-margin class separation and semantic domain
clustering together to train the network. Furthermore, to evaluate ZSD, we pro-
vide a seen/unseen split protocol for large-scale ILSVRC-2017 dataset. This chapter
presents the contribution of the published work [Rahman et al., 2019b].

Chapter 6

This chapter presents a single-stage ZSD architecture based on the popular Reti-
naNet. To better align visual and semantic features, we formulate a loss named `po-
larity loss' that maximizes the gap between positive and negative predictions. This
loss maintains visual-semantic alignment while balancing object-background confu-
sions. We also relate the description of classes to similar linguistic concepts to create
a broad representation of categories. It helps to update the semantic embedding
space for ZSD. Finally, we recommend a new protocol to evaluate ZSD based on the
MSCOCO-2014 dataset. This chapter presents the contribution of the published work
[Rahman et al., 2020].
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Chapter 7

This chapter addresses the transductive view of ZSD. In transductive settings, un-
labeled test data becomes available during training to solve domain shift problem.
The proposed training scheme assigns both �xed and dynamic pseudo-labels to un-
labeled data to gain an advantage in this setting. We propose a transductive loss
to train the single-stage ZSD network. It updates the trained inductive model such
that the previously acquired knowledge is not forgotten. Our proposed framework
establishes a new state-of-the-art performance in MSCOCO based ZSD evaluation.
This chapter presents the contribution of the published work [Rahman et al., 2019a].

Chapter 8

In the �nal chapter of this dissertation, we summarize the overall contributions and
discuss some future directions for this line of investigation.

1.6 Publications

Here, I enlist the publications associated with my research work. Publications where
I did not serve as �rst author are not discussed in this dissertation.

1.6.1 Published Papers

� Sha�n Rahman , Salman H. Khan, and Nick Barnes. Improved Visual-Semantic
Alignment for Zero-Shot Object Detection, Published in: Proceedings of the
AAAI Conference on Arti�cial Intelligence ( AAAI ), 2020.

� Sha�n Rahman , Salman H. Khan, and Nick Barnes. Deep0Tag: Deep Multiple
Instance Learning for Zero-shot Image Tagging, Published in: IEEE Transac-
tions on Multimedia ( TMM ), Vol. 22, No. 1, pp. 242–255, Jan. 2020.

� Sha�n Rahman , Salman H. Khan, and Nick Barnes. Transductive Learning for
Zero-shot Object Detection, Published in: International Conference on Com-
puter Vision ( ICCV ), 2019. (Oral )

� Sha�n Rahman , Salman H. Khan, and Fatih Porikli. A Uni�ed approach for
Conventional Zero-shot, Generalized Zero-shot and Few-shot Learning, Pub-
lished in: IEEE Transactions on Image Processing (TIP), Vol. 27, No. 11, pp.
5652–5667, Nov. 2018.

� Sha�n Rahman , Salman H. Khan, and Fatih Porikli. Zero-Shot Object De-
tection: Learning to Simultaneously Recognize and Localize Novel Concepts.
Published In: Asian Conference on Computer Vision ( ACCV ), Perth, Australia,
Dec. 2018.
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� Sha�n Rahman and Salman H. Khan. Deep Multiple Instance Learning for
Zero-shot Image Tagging. Published In: Asian Conference on Computer Vision
(ACCV ), Perth, Australia, Dec. 2018.

1.6.2 Under-review Papers

� Sha�n Rahman , Salman H. Khan, and Fatih Porikli. Zero-Shot Object De-
tection: Joint Recognition and Localization of Novel Concepts, Submitted to
International Journal of Computer Vision (IJCV).

� Sha�n Rahman , Salman H. Khan, and Nick Barnes. Polarity Loss: Improving
Visual-Semantic Alignment for Zero-Shot Detection, Submitted to IEEE Trans-
actions on Pattern Analysis and Machine Intelligence (TPAMI).

1.6.3 Non-lead Author Publications

� Ali Cheraghian, Sha�n Rahman , Dylan Campbell and Lars Petersson, Trans-
ductive Zero-Shot Learning for 3D Point Cloud Classi�cation, Published in:
Winter Conference on Applications of Computer Vision (WACV), 2020.

� Ali Cheraghian, Sha�n Rahman , Dylan Campbell and Lars Petersson, Mitigat-
ing the Hubness Problem for Zero-Shot Learning of 3D Objects, Published In:
The British Machine Vision Conference (BMVC), 2019.

� Ali Cheraghian, Sha�n Rahman , and Lars Petersson. Zero-shot Learning of 3D
Point Cloud Objects, Published In: International Conference on Machine Vision
(MVA), Tokyo, Japan, May 2019.

� Muzammal Naseer, Salman H Khan, Sha�n Rahman and Fatih Porikli. Dis-
torting Neural Representations to Generate Highly Transferable Adversarial
Examples. arXiv preprint arXiv:1811.09020. 2018 Nov 22.



Chapter 2

Background and Related Work

Zero-shot learning is a relatively new area of research that sits on the cross roads
of computer vision, machine learning and natural language processing. It basically
aims to design models that can correlate multi-modal information about the seen
objects to reason about the unseen ones. In this chapter, we discuss the necessary
background materials and current related works on this line of investigation. We
specially focus on semantic embedding space, which contains the knowledge about
classes and current understanding about recognition, tagging, and detection tasks
with the �avor of zero-shot learning.

2.1 Semantic Embedding Space

Semantic information about object classes is critical for a zero-shot learning setting,
e.g., recognition or tagging. This semantic information works as a bridge between
seen and unseen classes. A common way to encode the semantic information of
a class is by using a vector represented in the s̀emantic embedding space'. Visually
similar classes reside nearby in this space. As an example, if an algorithm has not
seen any visual examples of b̀ase ball' during training, it can still identify it based on
semantic resemblance with related seen categories such asc̀ricket ball' or `foot ball'.
Next, we describe different categories of semantics.

2.1.1 Categories of Semantics

It is a common practice to employ class label descriptions to transfer knowledge from
seen to unseen classes in ZSL. Such descriptions may come from either supervised or
unsupervised learning settings. For the supervised case, class attributes have been
primarily used in the literature [Farhadi et al., 2009; Lampert et al., 2009; Patterson
et al., 2014; Wah et al., 2011]. These attributes are often generated manually, which
is a laborious task. As a workaround, word semantic space embeddings derived
from a large corpus of unannotated text (e.g., from Wikipedia) can be used. Among
such unsupervised word semantic embeddings, word2vec [Mikolov et al., 2013a,b],
GloVe [Pennington et al., 2014] and FastText [Joulin et al., 2017] vectors are frequently

13
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employed in ZSL [Zhang et al., 2016; Xian et al., 2016; Bansal et al., 2018]. Now, we
elaborate on different categories of semantics used in this dissertation.

Attribute: Attributes are human understandable features of an object. It helps
to describe an object with meaningful characteristics. Given an input object image,
the traditional recognition system directly classi�es the name of that object without
reporting various aspects (attributes) of the input. For example, it can classify an
image to `dog' but not `spotty dog'. To solve this problem, several research works
attempt to predict class attributes before classifying the input image to a category
label [Farhadi et al., 2009; Lampert et al., 2009; Patterson et al., 2014; Wah et al.,
2011]. Predicting attributes helps to describe, compare, and classify objects easily in
a human understandable format. Another important advantage is that it can help
to classify unfamiliar objects. The unusual combinations of known attributes may
become an unseen category [Xian et al., 2018b; Lampert et al., 2014]. Attributes could
be either binary or continuous set of values. Continuous attributes are computed by
averaging individual attribute values across several instances of the dataset.

Word2Vec1: Word2Vec is the continuous-valued vector representation of a lin-
guistic word of a vocabulary [Mikolov et al., 2013a,b]. These vectors are learned from
billions of words. Moreover, the vocabulary collated in this manner contains millions
of words itself. Word vector is a contribution from natural language processing (NLP)
literature. Mikolov et al. [2013a] proposed two architectures named continuous bag-
of-words (CBOW) and continuous skip-gram for generating word2vec vectors. Both
architectures contain a two-layer neural network with non-linear activation. Within
an input sentence, CBOW de�nes a word as the current word. Considering the words
adjacent to our word of interest in a sentence as input to the network, the method
wants to predict the current word. In contrast, the skip-gram method tries to predict
the previous and future word based on the input of the current word. In this way,
word2vec vectors are learned by considering the similarity of the word with the con-
text of the description. Therefore, algebraic operations within word2vec vectors show
linguistic regularities. For example, vector(`King') - vector(`Man') + vector(`Woman')
is close to the vector(`Queen').

FastText2: FastText [Joulin et al., 2017] is an extended version of Word2Vec. It is
an open-source library from Facebook containing pre-trained models of word vectors
of 294 languages. The key difference from word2vec is FastText breaks a word into
several sub-words. For example, a tri-gram model splits a word `apple' into three
sub-words like `app', `ppl' and `ple' and �nal word vector of `apple' will be the sum of
all of its components. Such a disintegration process helps to get good representation
for rare words.

Global Vectors for Word Representation (GloVe) 3: GloVe [Pennington et al.,
2014] is an another important type of word representation. It is generated using a log-
bilinear model trained on the word to word co-occurrence statistics of a given corpus.
The training tries to match the dot product of any given pair of the vocabulary word

1https://radimrehurek.com/gensim/models/word2vec.html
2https://github.com/facebookresearch/fastText/
3https://github.com/stanfordnlp/GloVe
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Figure 2.1: 2D tSNE plot of (a) attribute and (b) word2vec vectors. Attributes are less
noisy compared to unsupervised word2vec vectors, however they require consider-
able manual effort to acquire annotations.

vectors to the logarithm co-occurrence probability of that pair. GloVe vectors are
especially useful for the word analogy task.

2.1.2 Pros and Cons of Different Semantics

The semantic vector of any object class can be generated either manually or auto-
matically. Manually generated semantic vectors are the `attributes' [Wah et al., 2011;
Lampert et al., 2014]. Although attributes can describe a class with less noise (than
other types of embeddings), they require considerable human effort to acquire man-
ual annotations. As a workaround, automatic semantic embeddings can be generated
from a large corpus of unannotated text (e.g., Wikipedia, news articles, etc.) or the
hierarchical relationship of classes in WordNet corpus [Miller, 1995]. Some popular
examples of such semantic embeddings are word2vec [Mikolov et al., 2013b], GloVe
[Pennington et al., 2014], and FastText [Joulin et al., 2017]. Since these embeddings
are generated in an unsupervised manner, they are relatively noisy but provide more
�exibility and scalability compared to manually acquired attributes. In Fig. 2.1, we
visualize this difference of attribute vs. word2vec vectors for AwA classes [Lampert
et al., 2009]. One can notice the most of the similar visual animals are clustered better
in attribute than word2vec.

ZSL methods are sometimes (arguably confusingly) referred to as unsupervised
zero-shot learning [Al-Halah et al., 2016; Akata et al., 2016a]. Supervised features
tend to provide better performance than the unsupervised ones. Nevertheless, un-
supervised features provide more scalability and �exibility since they do not re-
quire expert annotation. Some approaches attempt to advance unsupervised ZSL by
mapping textual representations (e.g. word2vec or GloVe) as attribute vectors us-
ing heuristic measures [Kodirov et al., 2015; Al-Halah et al., 2016]. In our work, we
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use both types of features and evaluate both supervised and unsupervised ZSL to
demonstrate the strength of our approach.

In this dissertation, we worked on both attributes and word vectors for small
scale experiments. However, we used only word vectors for large scale experiments
because it is tough to get manual attribute labeling for a large numbers of classes.

2.2 Image Recognition

In this section, we restrict our discussion on the recognition problem, i.e., give an
image, assign a single label to the input. We describe the related context of zero-shot
learning below.

2.2.1 Zero-shot recognition (ZSR)

In recent years, we have seen exciting progress on Zero Shot Learning (ZSL). The
overall goal of ZSL approaches is to classify an image to an unseen class for which
no training is performed. Investigations are focused on domain adaptation [Deutsch
et al., 2017], class attribute association [Demirel et al., 2017], unsupervised semantics
[Deutsch et al., 2017], hubness effect [Zhang et al., 2017], the generalized ZSL setting
[Xian et al., 2018a; Rahman et al., 2018b] of inductive [Kodirov et al., 2017] or trans-
ductive ZSL learning [Li et al., 2017b] and zero-shot object detection [Rahman et al.,
2019b; Bansal et al., 2018].

2.2.1.1 Models

Humans can recognize a new object by relating it to known concepts, without any
need for prior visual experience. Simulating this behavior in an automated machine
vision system is called Zero-shot learning (ZSL). A common thread in all ZSL strate-
gies is that they relate seen and unseen classes through semantic embeddings. Based
on how this relation is established, ZSL strategies can be categorized into three types.

a) The �rst type of methods attempt to predict class-speci�c semantic embeddings
[Palatucci et al., 2009; Wang and Ji, 2013; Lampert et al., 2014; Yu et al., 2013].
An object is classi�ed into an unseen class based on the similarity between
the predicted and ground-truth semantics of unseen classes. This approach
does not work consistently if the semantic vectors are noisy [Jayaraman and
Grauman, 2014]. This leads such methods to use manually obtained attributes
as the semantic embedding.

b) The second type of methods learn a linear [Akata et al., 2016b, 2015; Romera-
Paredes and Torr, 2015] or non-linear [Xian et al., 2016; Socher et al., 2013] com-
patibility function to relate the seen image feature and corresponding semantic
vector. This compatibility function yields a high score if the visual feature and
semantic vector come from the same class and vice versa. Visual features with
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the highest compatibility score are classi�ed as unseen. Such methods work
consistently across a wide variety of semantic embedding vectors.

c) The third type of methods determine unseen classes by mixing seen visual
features and semantic embeddings [Norouzi et al., 2013; Changpinyo et al.,
2016; Zhang and Saligrama, 2015]. For this purpose, some methods perform
per class learning and later combine individual class outputs to make unseen
class predictions. While most of the ZSL approaches convert visual features
to semantic space, Kodirov et al. [2017]; Zhang et al. [2017] mapped semantic
vectors to the visual domain to address the hubness problem during prediction
[Shigeto et al., 2015].

To minimize the dif�culty level of the ZSL problem, researchers have investigated
transductive setting [Ye and Guo, 2017; Xu et al., 2017b; Li et al., 2017b], domain
adaptation [Deutsch et al., 2017; Kodirov et al., 2015] and class-attribute association
[Al-Halah et al., 2016; Demirel et al., 2017] techniques. Usually, ZSL methods are
evaluated on a restricted case of the recognition problem where test data only contain
unseen images. Few recent studies performed experiments on generalized version
of ZSL [Xu et al., 2017b; Xian et al., 2018a; Li et al., 2017b]. They found that the
established ZSL methods perform poorly in such settings. Still, all these methods
are restricted to the recognition task. In this paper, we extend recognition problem
to a more complex detection problem, where both recognition and localization are
required.

This type of approaches build linear or nonlinear classi�ers for each seen class,
and then relate these classi�ers with unseen classes based on class-wise similarity
measures [Changpinyo et al., 2016; Elhoseiny et al., 2013; Gavves et al., 2015; Mensink
et al., 2014; Rohrbach et al., 2011]. Our ZSR method �nds a similar relation but in-
stead of classi�ers, we relate Class Adapting Principal Directions (CAPDs) of seen
and unseen classes. Moreover, we compute this relation on a learned metric of se-
mantic embedding space which let us consider subtle discriminative details.

2.2.1.2 Datasets

Here, we brie�y summarize different aspects of related datasets frequently used in
the ZSR task. We can categorize those datasets into two types: small and large scale.
Most of the early work on ZSR reported results on small scale datasets [Farhadi et al.,
2009; Lampert et al., 2009; Patterson et al., 2014; Wah et al., 2011]. Such datasets con-
tain at best 30K images having average images per class is less than 600. For each of
the datasets, there is a standard protocol of seen/unseen class split to evaluate ZSR.
In the standard settings, some of the unseen classes overlap with 1000 synsets classes
of ILSVRC recognition dataset [Russakovsky et al., 2015]. It hampers true zero-shot
settings because ZSL methods extract pre-trained CNN features like ResNet, VGG,
GoogLeNet, etc. from the image where CNN models already have observed those
overlapped unseen classes. To solve this problem, Xian et al. [2018b] offered a pro-
posed split for those small scale datasets where unseen classes do not overlap with
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ILSVRC recognition dataset. Recent attempts of ZSR report results on both standard
and proposed split. For large scale experiments, two popular protocols are avail-
able based on the ILSVRC recognition dataset. The �rst type of protocol is based on
800/200 seen/unseen split of ILSVRC 2010 1K classes [Frome et al., 2013a]. The sec-
ond type of protocol is based on a combination of ILSVRC 2012 and 2010 classes [Fu
and Sigal, 2016]. In this set-up, 360 disjoint classes between two datasets are selected
as unseen and rest as seen. The large scale experiment of ZSR is very challenging
in practice, and recent efforts could not perform above 11% Top1 accuracy [Zhang
et al., 2017; Zhao et al., 2018; Rahman et al., 2018b; Fu and Sigal, 2016].

2.2.1.3 Evaluation

Top1 accuracy is the most common way to evaluate ZSR. However, for the large
scale experiment, different papers report Top5 accuracy also. To evaluate generalized
ZSL, researchers compute the harmonic mean of seen and unseen Top1 accuracies to
obtain a balance between seen and unseen performance. Usually, seen class scores
are much higher than unseen classes. The arithmetic mean of seen and unseen gets
biased toward seen accuracy and does not highlight zero-shot performance.

2.2.2 Generalized Zero-shot Learning

The GZSL setting signi�cantly increases the complexity of the problem by allow-
ing both seen and unseen classes during the testing phase [Xian et al., 2018a; Chao
et al., 2016; Changpinyo et al., 2017]. This idea is related to the open set recognition
problem where methods consider whether to reject unseen objects in conjunction
with recognizing known objects [Bendale and Boult, 2016; Jain et al., 2014]. In the
open set case, methods consider all unseen objects as one outlier class. In contrast,
GZSL represents unseen classes as individual separate categories. Very few of the
ZSL methods reported results on the GZSL setting [Changpinyo et al., 2017; Li et al.,
2017b; Xu et al., 2017b]. Frome et al. [2013b] proposed a joint visual-semantic em-
bedding model to facilitate the generalization of ZSL. Socher et al. [2013] offered a
novelty detection mechanism which can detect whether the test image came from
a seen or unseen category. Chao et al. [2016] proposed a calibration mechanism to
balance seen-unseen prediction score which any ZSL algorithm can adopt at decision
making stage and proposed an evaluation method called Area Under Seen-Unseen
accuracy Curve (AUSUC). Later, several other works [Changpinyo et al., 2017; Xu
et al., 2017b] adopted this evaluation strategy. In another work, Xian et al. [2018a]
reported benchmarking results for both ZSL and GZSL performance of several estab-
lished methods published in the literature. Recent works focus on the transductive
setting to report state-of-the-art performance in GZSL [Song et al., 2018; Zhao et al.,
2018].
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2.2.3 Few/One-shot Learning

Few-shot Learning (FSL) is an older and relatively well-investigated problem in the
literature. In this setting, few/one instances of some classes are used as labeled data
during training [Salakhutdinov et al., 2013; Fei-Fei et al., 2006]. Although the ZSL
problem can easily be extended to FSL, established ZSL methods are not evaluated
in FSL settings. A recent work [Tsai et al., 2017] reports FSL performance of only
two ZSL methods e.g. [Socher et al., 2013; Frome et al., 2013b]. In another work,
[Changpinyo et al., 2017; Hariharan and Girshick, 2017; Snell et al., 2017] presented
FSL results on ImageNet. In this dissertation, we extend our ZSR approach to FSL
settings and compare our method with the reported performance in Tsai et al. [2017].

2.3 Tagging

In this section, we focus our discussion on the tagging problem, i.e., given an image,
assigning multiple tags/labels to the input. A tag/label can either be an object or a
stuff label. We describe the related background for zero-shot tagging below.

2.3.1 Multiple Instance Learning (MIL)

The image tagging task can be easily formulated as a MIL problem. MIL is a weakly
supervised learning technique where training labels are assigned to a set of instances
or bag instead of an individual instance. A bag gets a positive label if at least one
of the instances of the bag belongs to that positive class. In contrast, a bag gets a
negative label if all of the instances of the bag are negative. For the case of tagging,
a set of image features extracted from the global and local regions of an image can
serve as a bag. The bag is a positive example for the tags/labels that are associated
with the image and negative example for the tags that are not associated with the
image.

MIL in combination with deep neural networks has been used for multi-label
classi�cation [Tang et al., 2017a; Wei et al., 2016], tagging [Ren et al., 2017b], im-
age captioning [Xu et al., 2015], text analysis [Pappas and Popescu-Belis, 2017] and
medical imaging [Quellec et al., 2017]. In most of these cases, MIL depends on max
or mean pooling. However, the log-sum-exp pooling is designed to generalize tradi-
tional mean/max pooling [Ramon and De Raedt, 2000; Pinheiro and Collobert, 2015].
Lack of trainable parameters is the apparent drawback of those pooling strategies.
To address this, both linearly [Pappas and Popescu-Belis, 2017] and non-linearly [Ilse
et al., 2018] trainable pooling mechanisms have been proposed in recent years. In this
dissertation, we have experimented with an end-to-end learnable deep MIL frame-
work employing various types of pooling strategies for the zero-shot image tagging
task. Another related feature pooling strategy is proposed in Durand et al. [2017].
Different from our work, they do not consider learned pooling mechanisms, decision
level pooling and semantic information as they work in a non-ZSL setup.
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2.3.2 Image Tagging with Deep MIL

Existing image tagging approaches based on MIL mostly use hand-crafted or deep
CNN features [Tang et al., 2017a; Wang et al., 2015]. End-to-end learnable archi-
tectures for image tagging are relatively less explored in the literature. Based on
bag-of-instance generation, these architectures are of two types.

� The �rst type generates bags using an of�ine procedure, external to the deep
architecture. For example, Wu et al. [2015]; Wei et al. [2016] generate object pro-
posal/patches using Selective Search [Uijlings et al., 2013]/EdgeBoxes [Zitnick
and Dollár, 2014]/BING [Cheng et al., 2014] and feed those into the network
separately. In contrast, Girshick [2015]; Tang et al. [2017b] process all propos-
als together where every proposal shares the same CNN layers to allow object
classi�cation and discovery at the same time.

� The secondtype does not depend on an external instance generator, rather pro-
duces the bag using the network itself based on activations of different layers
[Feng and Zhou, 2017] or from different frames in case of videos [Zhou et al.,
2017]. These approaches do not have the advantage to consider localized image
feature.

In our work, we propose a model that combines both types of approaches to
leverage their individual strengths. Our proposed model can generate the bag of
instance-patches/proposals by itself, without the need of an external bag generator
and can process all the patches together.

2.3.3 Zero-shot Image Tagging

Instead of assigning one unseen label to an image as for the case of recognition
task, zero-shot tagging allows assigning multiple relevant unseen tags to an image
and/or a ranking for an array of unseen tags. Although interesting, only a few
works consider multi-label ZSL problem [Fu et al., 2015b; Zhang et al., 2016; Ren
et al., 2017b; Lee et al., 2018; Rahman and Khan, 2019; Rahman et al., 2020].

2.3.3.1 Models

We categorize ZST methods into two types based on the feature representation of the
input image. The �rst type of models work on the global feature, whereas the second
type considers local features. Here, we summarize both types of models.

� An early attempt for ZST extended a zero-shot recognition approach [Norouzi
et al., 2013] to perform zero-shot tagging by proposing a hierarchical semantic
embedding to make the label embedding more reliable [Li et al., 2015]. They
argued that semantic embeddings of all possible tags might not be available,
and therefore, proposed a hierarchical semantic embedding method for the un-
available tags based on its ancestor classes in WordNet hierarchy [Miller, 1995].
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Fu et al. [2015b] proposed a transductive multi-label version of the problem
where a prede�ned and relatively small set of unseen tags was considered.
They considered the power set of �xed unseen tags as the label set to perform
transductive multi-label learning. In a recent work, Zhang et al. [2016] pro-
posed a fast zero-shot tagging approach that can be trained using only seen
tags. They offered a principal direction based tagging approach considering a
single global feature of the image. It can rank both seen and arbitrary unseen
tags during the testing stage. In another recent work, Lee et al. [2018] framed
the tagging task as a multi-label zero-shot learning problem and proposed a
structured knowledge graph to propagate inter-dependencies among seen and
unseen classes. A common thread between all the discussed methods is they
extract a single global feature from the image and attempt to assign multiple
tags or labels based on the overall gist of the picture. This type of model usually
does not follow the MIL framework.

� In contrast, Ren et al. [2017b] proposed a multi-instance visual-semantic embed-
ding approach that can extract localized image features. They focused on the
local region of images based on traditional object proposal models like Edge-
Box [Zitnick and Dollár, 2014] or end-to-end trainable region proposal network
(RPN) [Ren et al., 2017a] to assign multiple zero-shot tags. As this type of mod-
els extracts multiple local features from the input image, it usually follows the
MIL framework.

The main drawback of these early efforts is their dependence on pre-trained CNN
features (in the �rst type of models [Fu et al., 2015b; Zhang et al., 2016; Li et al.,
2015; Lee et al., 2018]) or fast-RCNN [Girshick, 2015] features (in the second type of
models [Ren et al., 2017b; Rahman et al., 2019b]). Therefore, both these category of
models are not end-to-end trainable. Moreover, the reliance on pre-trained networks
violate the zero-shot protocol since some of the unseen categories overlap with the
classes used to perform pre-training of the deep network. In this work, we propose
a fully end-to-end solution based on both global and local features from the images
to perform conventional and zero-shot tagging.

2.3.3.2 Datasets

The most commonly used large-scale image tagging datasets are NUS-WIDE [Chua
et al., July 8-10, 2009] and MS-COCO [Lin et al., 2014]. In various applications, the
concept of tags may refer to objects (cat, car, laptop, etc.), stuff (sky, road, ocean, etc.)
and/or abstract concepts (refection, protest, earthquake, etc.). Chua et al. [July 8-10,
2009] contains a combination of all types of tag annotations for images. In contrast,
Lin et al. [2014] focuses only the object aspects of tags which is more suitable for
the multi-label classi�cation task. In this dissertation, we work on both NUS-WIDE
[Chua et al., July 8-10, 2009] and MS-COCO [Lin et al., 2014] to evaluate our proposed
tagging methods.
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2.3.3.3 Evaluation

The ground truth set of tags can vary from one image to another. Therefore, image
tagging methods are usually evaluated based on the quality of tag ranking. Popular
methods for evaluating tagging algorithms are precision (P), recall (R) and F-1 score
(F1) of the top K predicted tags (K = 3 and 5 is used) and Mean image Average
Precision (MiAP). Following the evaluation criteria of traditional tagging tasks [Li
et al., 2009; Gong et al., 2013], ZST methods [Zhang et al., 2016; Lee et al., 2018]
adopt similar strategies. Among the evaluation criteria, precision (P), recall (R) and
F-1 score (F1) are dependent on the relevant tags of topK number of predictions. It
emphasizes all tags equally which makes the evaluation biased towards infrequent
tags. Correct prediction of infrequent tags assigns higher reward to the evaluation
than for frequent tags. To minimize this effect, Mean image Average Precision (MiAP)
is proposed as an evaluation metric. The following equation is used to calculate
MiAP of an input image I :

MiAP ( I ) =
1

jRj

jT j

å
j= 1

qj

j
d( I , t j ),

where, jRj = total number of relevant tags, jT j = total number of ground truth tags,
qj = number of relevant tags of j th rank and d( I , t j ) = 1 if j th tag t j is associated with
the input image I , otherwise d( I , t j ) = 0. This metric does not depend on Top K
prediction and considers ranking penalty if the ground-truth tags achieves low rank.

2.4 Detection

In this section, we extend our discussion to the detection problem, i.e., given an
image, a detection method not only recognizes objects presented in the picture but
also locates a precise bounding box for each object category. This problem is more
complicated than the previously described recognition and tagging tasks.

2.4.1 End-to-end Object Detection

Though object detection has been extensively studied in the literature, we can only
�nd a few end-to-end learning pipelines capable of simultaneous object localization
and classi�cation. Popular examples of such approaches are Faster R-CNN [Ren
et al., 2017a], R-FCN [Dai et al., 2016], SSD [Liu et al., 2016] and YOLO [Redmon
and Farhadi, 2017]. The contribution of these methods pertains to object localization.
Methods like Faster R-CNN [Ren et al., 2017a], R-FCN [Dai et al., 2016] are based on
two-stage training, where a Region Proposal Network (RPN) �rst provides bounding
box proposals for possible objects and then the network performs box-classi�cation
and box-regression in the later layers. In contrast, methods like SSD [Liu et al., 2016]
and YOLO [Redmon and Farhadi, 2017] draw bounding boxes and classify them in
a single step. Unlike RPN, these methods predict the bounding box offset of pre-
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de�ned anchors rather than the box co-ordinates themselves. The later methods are
generally faster than the previous ones. However, RPN based methods are more ac-
curate. To further improve the performance, recent object detectors introduce novel
concepts such as feature pyramid network (FPN) [Lin et al., 2017a; Kong et al., 2018]
instead of region proposal network (RPN), focal loss [Lin et al., 2017b] instead of tra-
ditional cross-entropy loss, non-rectangular region selection [Xu et al., 2018] instead
of rectangular bounding box, designing backbone architecture [Li et al., 2018] instead
of ImageNet pre-trained networks (e.g., VGG [Simonyan and Zisserman, 2014]/Res-
Net [He et al., 2016]).

All these object detectors are only capable of detecting objects whose training
samples were available. In our current work, we focus on zero-shot object detection,
which aims at detecting previously unseen object classes during inference. We build
our model on top of a two-stage object detector (Faster R-CNN) and singe-stage
object detector (RetinaNet), chosen due to its excellent performance for the regular
object detection task.

2.4.2 Object-level Attribute Reasoning

Object level attribute reasoning has been studied under two themes in the literature.
The �rst theme advocates the use of object-level semantic representations in a tradi-
tional ZSL setting. Li et al. [2014] proposed to use local attributes and employed these
shared characteristics to obtain zero-shot classi�cation and segmentation. However,
they dealt with the �ne-grained categorization task, where both seen and unseen
objects have similar shapes (and segmentation masks), there is a single dominant
category in each image and work with only supervised attributes. Another approach
aiming at zero-shot segmentation is to learn a shape space shared with the novel
objects. This technique, however, can only segment new object shapes that are very
similar to the training set [Jetley et al., 2016]. Along the second theme, some efforts
have more recently been reported for object localization and tracking using natural
language descriptions [Hu et al., 2016; Li et al., 2017c]. Different to our problem, they
assume an accurate semantic description of the object, use supervised examples of
objects during training, and therefore do not tackle the zero-shot detection problem.

2.4.3 Zero-shot Object Detection

The ZSL literature is predominated by classi�cation approaches that focus on sin-
gle Fu et al. [2018]; Xian et al. [2018b]; Lampert et al. [2014]; Rahman et al. [2018b];
Zhang et al. [2017]; Kodirov et al. [2017] or multi-label Lee et al. [2018]; Rahman and
Khan [2019] recognition. The extension of conventional ZSL approaches to zero-shot
object detection is relatively less investigated.

2.4.3.1 Models

The traditional object detection task has been well-explored, e.g., two-stage detectors
like FasterRCNN [Ren et al., 2017a], R-FCN [Dai et al., 2016] and single-stage detec-
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tors like SSD [Liu et al., 2016], YOLO [Redmon and Farhadi, 2017] and RetinaNet [Lin
et al., 2017b]) have been proposed. In comparison, ZSD has emerged as a relatively
new research area [Bansal et al., 2018; Demirel et al., 2018; Rahman et al., 2019b; Zhu
et al., 2018; Rahman et al., 2018a]. Among them, Demirel et al. [2018]; Zhu et al.
[2018] build their architecture on YOLO, Rahman et al. [2019b] on FasterRCNN and
Rahman et al. [2018a] on RetinaNet. Bansal et al. [2018] proposed a ZSD approach
based on EdgeBox-style object proposals without relying on any end-to-end frame-
work. All these methods can work with word vectors or attributes as the semantic
description of classes. Now, we brie�y described all the methods available so far in
the literature.

� Demirel et al. [2018] proposed a hybrid region embedding for ZSD by applying
a convex combination of seen semantics. They experimented on a small dataset
like Pascal VOC considering a small numbers of unseen classes (less than 5).

� Bansal et al. [2018] proposed a background-aware non-end-to-end method but
showed a way to incorporate external class data in the form of bounding box
information. They also proposed an experimental protocol based on MSCOCO-
2014. They achieved a satisfactory recall during evaluation but got an inferior
mAP value.

� Zhu et al. [2018] proposed a model for ZSD that can mitigate the problem of
categorizing an unseen object as background. It uses a con�dence prediction
layer that combines visual features and semantic vectors together to reduce
background/unseen object confusion.

� Rahman et al. [2019b]: This is our approach proposed in this dissertation. It
is an end-to-end trainable model. It works in two stages, like FasterRCNN.
We formally describe ZSD task and propose an experimental protocol based on
ILSVRC-2017 detection set.

� Rahman et al. [2018a]: This is also our proposed approach but with single-
stage pipeline based on RetinaNet architecture. Here we proposed a new loss
for ZSD and an experimental protocol based on MSCOCO-2014.

None of the ZSD methods have considered a transductive setting of this problem.
In this dissertation, we attempt to address this problem in a fully end-to-end trainable
pipeline. We built on top of the RetinaNet architecture for ZSD proposed in Rahman
et al. [2018a] as it reports the best performance in this area.

2.4.3.2 Datasets

Datasets used for zero-shot object detection are based on the ILSVRC-2017 detec-
tion set [Russakovsky et al., 2015], MSCOCO-2014 [Lin et al., 2014] and Pascal VOC
2007 and 2012 [Everingham et al., 2010]. Rahman et al. [2019b] proposed a 177/23
seen/unseen split for the ILSVRC-2017 detection set. This split considers the rar-
ity and diversity of unseen classes. In another work, Bansal et al. [2018] proposed
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a 48/17 split for the MSCOCO-2014 dataset based on the cluster embedding of
MSCOCO classes. Later, in our work [Rahman et al., 2018a], we criticize this split
because they only use 48+17 = 65 classes in total out of 80 classes. Thus, based on
rarity and diversity of unseen classes, we recommend a new 65/15 split that covers
all available classes of the MSCOCO dataset. For Pascal VOC, Demirel et al. [2017]
worked on a 16/4 split. As Pascal VOC has only 20 classes, they used attributes as
semantic information instead of word vectors. In this dissertation, we experimented
with all the splits across different datasets mentioned above.

2.4.3.3 Evaluation

If a predicted bounding box overlaps with a ground-truth bounding box having an
intersection over union (IOU) greater than 0.5 and the predicted class is same as the
ground-truth label, we consider the detection as a correct prediction. In literature,
two evaluation methods are commonly used to test ZSD: mean average precision
(mAP) [Rahman et al., 2019b] and recall rate [Bansal et al., 2018]. The mAP is the
traditional way of evaluating object detection methods [Ren et al., 2017a; Lin et al.,
2017b]. However, the recall method is also used when the object annotations are very
dense and sometimes dif�cult to annotate all possible objects. Bansal et al. [2018]
suggested using recall based evaluation considering the dense annotation of unseen
classes may not be available for some datasets. mAP based evaluation might wrongly
penalize those missing annotations. In this dissertation, we use ILSVRC-2017 detec-
tion set [Russakovsky et al., 2015], MSCOCO-2014 [Lin et al., 2014] where all objects
are properly annotated. Therefore, we mostly follow mAP based evaluation in our
work.

2.4.4 Transductive Zero-shot Learning

To alleviate the domain shift problem in ZSL, transductive settings have been pro-
posed. The key idea is to use test images as unlabeled during the training of ZSL.
Rohrbach et al. [2013] explored the manifold structure of unseen classes by graph-
based label propagation. Fu et al. [2015a] extended the label propagation with a
multi-view hyper-graph. Several approaches adopt joint learning framework to train
on labeled and unlabeled data separately [Guo et al., 2016; Kodirov et al., 2015; Yu
et al., 2018; Xu et al., 2017a]. Such training can be in semantic space [Guo et al., 2016],
visual space [Kodirov et al., 2015] or a latent space [Yu et al., 2018; Xu et al., 2017a].
Few other efforts attempt to re�ne visual-semantic embeddings iteratively with un-
labeled unseen data [Yu et al., 2018; Li et al., 2017b]. A domain-invariant projection
is learnt in Zhao et al. [2018] that maps visual features to semantic embeddings and
then reconstructs back the same visual feature. Recently, Song et al. [2018] described
a transductive unbiased embedding to improve generalized ZSL performance. All
past works in the transductive literature deal with only ` object recognition', which
is an fundamental but easier problem. In this dissertation, we study transductive
setting for the challenging ` zero-shot detection' problem and introduce new solutions.
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2.4.5 Pseudo-annotation for ZSL

Using pseudo-annotation of unlabeled data is a common way to perform transduc-
tive learning. In the literature, pseudo-annotation has been used for ZSL in two
different scenarios. Here, we brie�y discuss those scenarios.

� Firstly, given the unseen class names available during training, these approaches
try to learn the cluster structure of the unseen world. Typically, this is achieved
by building a classi�er for unseen classes by selecting pseudo-samples from
seen images [Guo et al., 2017] or by generating pseudo-instances [Xian et al.,
2018c; Long et al., 2017; Lu et al., 2017]. The main goal is to convert ZSL to a
traditional supervised learning problem.

� Secondly, the pseudo-labels are assigned to unlabeled target data during the
transductive settings of ZSL/GZSL [Guo et al., 2016; Tao and Wang, 2017; Ye
and Guo, 2018]. The goal is to convert ZSL to a domain adaptation problem.
These approaches try to match the distribution of training and test data. Since
we consider a transductive setting, the current work follows the second scenario
but in the context of the ZSD task.

Different from previous works, we adopt a hybrid pseudo-labeling approach that
combines �xed and dynamic updates to obtain more accurate detections in a trans-
ductive setting.

2.5 Summary

In this chapter, we summarized the basic concepts, terminologies and related works
regarding zero-shot learning in the context of recognition, tagging, and detection
tasks. In the following chapters, we will discuss the contribution of this dissertation
to all these tasks in full detail.



Chapter 3

Zero-shot Recognition

Prevalent techniques in zero-shot learning do not generalize well to other related
problem scenarios. Here, we present a uni�ed approach for conventional zero-shot,
generalized zero-shot and few-shot learning problems. Our approach is based on
a novel Class Adapting Principal Directions (CAPD) concept that allows multiple
embeddings of image features into a semantic space. Given an image, our method
produces one principal direction for each seen class. Then, it learns how to com-
bine these directions to obtain the principal direction for each unseen class such that
the CAPD of the test image is aligned with the semantic embedding of the true class,
and opposite to the other classes. This allows ef�cient and class-adaptive information
transfer from seen to unseen classes. In addition, we propose an automatic process
for selection of the most useful seen classes for each unseen class to achieve robust-
ness in zero-shot learning. Our method can update the unseen CAPD taking advan-
tage of few unseen images to work in a few-shot learning scenario. Furthermore,
our method can generalize the seen CAPDs by estimating seen-unseen diversity that
signi�cantly improves the performance of generalized zero-shot learning. Our ex-
tensive evaluations demonstrate that the proposed approach consistently achieves
superior performance in zero-shot, generalized zero-shot and few/one-shot learning
problems.

3.1 Introduction

Being one of the most fundamental tasks in visual understanding, object classi�ca-
tion has long been the focus of attention in computer vision. Recently, signi�cant ad-
vances have been reported, in particular for supervised learning using deep learning
based techniques that are driven by the emergence of large-scale annotated datasets,
fast computational platforms, and ef�cient optimization methods [Simonyan and
Zisserman, 2014; Szegedy et al., 2015].

Towards an ultimate visual object classi�cation, this work addresses three inher-
ent handicaps of supervised learning approaches. The �rst one is the dependence on
the availability of labeled training data. When object categories grow in number, suf-
�cient annotations cannot be guaranteed for all objects beyond simpler and frequent
single-noun classes. For composite and exotic concepts (such as American crow and
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auto racing paddock) not only the available images do not suf�ce as the number of
combinations would be unbounded, but often the annotations can be made only by
experts [Krause et al., 2015; Wah et al., 2011]. Thesecond challenge is the appear-
ance of new classes after the learning stage. In real world situations, we often need
to deal with an ever-growing set of classes without representative images. Conven-
tional approaches, in general, cannot tackle such recognition tasks in the wild. The
last shortcoming is that supervised learning, in its customarily contrived forms, dis-
regards the notion of wisdom. This can be exposed in the fact that we can identify
a new object by just having a description of it, possibly leveraging its similarities
with the previously learned concepts, without requiring an image of the new object
[Lampert et al., 2014].

In the absence of object annotations, zero-shot learning (ZSL) aims at recognizing
object classes not seen at the training stage. In other words, ZSL intends to bridge
the gap between the seen and unseen classes using semantic (and syntactic) infor-
mation, which is often derived from textual descriptions such as word embeddings
and attributes. Emerging work in ZSL attempt to predict and incorporate semantic
embeddings to recognize unseen classes [Palatucci et al., 2009; Wang and Ji, 2013;
Lampert et al., 2014; Mensink et al., 2014]. As noted in Jayaraman and Grauman
[2014], semantic embedding itself might be noisy. Instead of a direct embedding,
some methods [Akata et al., 2015; Xian et al., 2016; Qiao et al., 2016; Zhang and
Saligrama, 2016] utilize global compatibility functions, e.g. a single projection in
Zhang and Saligrama [2016], that project image features to the corresponding se-
mantic representations. Intuitively, different seen classes contribute differently to
describe each unseen class. Enforcing all seen and unseen classes into a single global
projection undermines the subtle yet important differences among the seen classes.
It eventually limits ZSL approaches by over-�tting to a speci�c dataset, visual and
semantic features (supervised or unsupervised). Besides, incremental learning with
newly added unseen classes using a global projection is also problematic due to its
less �exibility.

Traditionally, ZSL approaches ([Changpinyo et al., 2016; Zhang and Saligrama,
2015; Romera-Paredes and Torr, 2015]) assume that only the unseen classes are present
in the test set. This is not a realistic setting for recognition in the wild where both
unseen, as well as seen classes, can appear during the test phase. Recently Xian et al.
[2018a]; Chao et al. [2016] tested several ZSL methods in generalized zero-shot learn-
ing (GZSL) settings and reported their poor performance in this real world scenario.
The main reason of such failure is the strong bias of existing approaches towards
seen classes where almost all test unseen instances are categorized as one of the seen
classes. Another obvious extension of ZSL is few/one-shot learning (F/OSL) where
few labeled instances of each unseen class are revealed during training. The existing
ZSL approaches, however, do not scale well to the GZSL and FSL settings [Akata
et al., 2016a; Changpinyo et al., 2016; Xian et al., 2016; Zhang and Saligrama, 2016;
Maxime Bucher and Jurie, 2016].

To provide a comprehensive and �exible solution to ZSL, GZSL and FSL problem
settings, we introduce the concept of principal directions that adapt to classes. In
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(a) Input image from unseen class Leopard (b) Input image from unseen class Persian cat

Figure 3.1: Visualization of class adapting principal directions (CAPD) on a 2D
tSNE [Van Der Maaten, 2014] for illustration. Text labels on the plot represent the
seen (black) and unseen (colored) semantic space embeddings of AwA classes in 2D
space. For a given test input (a) Leopared (b) Persian cat, CAPDs of the unseen
classes are drawn with the same color of the unseen class label text. The bars indi-
cate the responses of a semantic space embeddings projected onto their correspond-
ing CAPDs. Our approach classi�es an input to the class that has the maximum
response. We also introduce an improved approach to use a reduced set of CAPDs
(shown as dashed line) while obtaining better alignment with the correct unseen
class embedding (see Sec. 3.2.2).

simple terms, CAPD is an embedding of the input image into the semantic space
such that, when projected onto CAPDs, the semantic space embedding of the true
class gives the highest response. A visualization of the CAPD concept is presented in
Fig. 3.1. As illustrated, the CAPDs of a Leopard (Fig. 3.1(a)) and a Persian cat image
(Fig. 3.1(b)) point to their true semantic label embedding shown in violet and blue
respectively, which gives the highest projection response in each case.

Our proposed approach utilizes three main sources of knowledge to generalize
learning from seen to unseen classes. First , we model the relationships between
the visual features and semantics for seen classes using the proposed `Class Adapt-
ing Principal Directions' (CAPDs). CAPDs are computed using class-speci�c dis-
criminative models which are learned for each seen category in the `visual domain'
(Sec. 3.2.1.1).Second, our approach effectively models the relationships between the
seen and unseen classes in thes̀emantic space' de�ned by CAPDs. To this end, we
introduce a mixing transformation, which learns the optimal combination of seen
semantics which are suf�cient to reconstruct the semantic embedding of an unseen
class (Sec. 3.2.1.2).Third , we learn a distance metric for the seen CAPDs such that
samples belonging to the same class are clustered together, while different classes
are mapped further apart (Sec. 3.2.1.2). This learned metric transfers cross domain
knowledge from visual domain to semantic embedding space. Such a mapping is
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necessary because the class semantics, especially those collected from unsupervised
sources (e.g., word2vec), can be noisy and highly confusing. The distance metric is
then used to robustly estimate the seen-unseen semantic relationships.

While most of the approaches in the literature focus on speci�c sub-problems
and do not generalize well to other related settings, we present a uni�ed solution
which can easily adapt to ZSL, GZSL and F/OSL settings. We attribute this strength
to two key features in our approach: a) a highly `modular learning' scheme and
b) the two-way inter-domain `knowledge sharing'. Speci�cally for the GZSL, we
present a novel method to generalize seen CAPDs that avoids the inherent bias of
prediction towards seen classes (Sec. 3.2.3). The generalizedseenCAPD balances the
seen-unseen diversity in the semantic space, without any direct supervision from the
visual data. In contrast to ZSL and GZSL, the F/OSL setting allows few or a single
training instances of the unseen classes. This information is used to update unseen
CAPDs based on the learned relationships between visual and semantic domains
for unseen classes (Sec. 3.2.4). The overall pipeline of our learning and prediction
process is illustrated in Fig. 3.2.

We hypothesize that not all seen classes are instrumental in describing a novel
unseen category. To validate this claim, we introduce a new constraint during the
reconstruction of unseen class semantic embeddings. We show that automatically
reducing the number of seen classes in the mixing process to obtain CAPD of each
unseen class results in a signi�cant performance boost (Sec. 3.2.2). We perform ex-
tensive evaluations on four benchmark datasets and compare with state-of-the-art
methods. Our results demonstrate that the proposed CAPD based approach pro-
vides superior performance in supervised and unsupervised settings of ZSL, GZSL
and F/OSL.

To summarize, our main contributions are:

� We present a uni�ed solution to ZSL, GZSL and F/OSL by introducing the
notion of class adapting principal directions that enable ef�cient and discrimi-
native embeddings of unseen class images in the semantic space.

� We propose a semantic transformation to link the embeddings for seen and
unseen classes based on a learned distance measure.

� We provide an automatic solution to select a reduced set of relevant seen classes
resulting in a better performance.

3.2 Our Approach

Problem Formulation: Suppose, the set of all class labels isy = y S [ y U where
y S = f 1, ..., Sg and y U = f S+ 1, ..., S+ Ug are the sets of seen and unseen class
labels respectively, with no overlap i.e., y S \ y U = Æ. Here, S and U denote the
total number of seen and unseen classes, respectively. For all classes in the seen and
unseen class sets, we have associated semantic class embeddings (either attributes or
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Figure 3.2: Overall pipeline of conventional ZSL, FSL and GZSL methods. Conven-
tional ZSL: An image is passed through a deep network to get an image feature x.
Then, x is fed to seen classi�ers Ws to produce seen CAPDs, ps. Afterwards, un-
seen CAPDs,pu are computed by linearly combining seen CAPDs using a (or b for
reduced case). Finally, prediction is done by computing the maximum projection re-
sponse of pu and unseen semantic embeddings eu. FSL: x is fed to unseen classi�ers
Wu to produce another version of unseen CAPDs p0

u which are combined with pre-
viously computed pu through d0

u and du to �nd an updated version of unseen CAPDs

p f
u. Final prediction is done by maximum response of p f

u and eu. GZSL: Seen CAPDs,
ps of conventional ZSL setting are generalized using g to produce generalized seen
CAPDs, pg

s. For prediction, both pg
s and pu are considered for calculating maximum

response of CAPDs and their corresponding semantic embeddings, es and eu.
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word vectors) denoted by the sets ES = f es : s 2 y Sg and EU = f eu : u 2 y Ug
respectively, where es, eu 2 Rd. For every seen (s) and unseen (u) class, we have a
number of instances denoted by ns and nu respectively. The matrices Xs = [ x1

s, ...,xns
s ]

for s 2 y S, and Xu = [ x1
u, ...,xnu

u ] for u 2 y U represent the image features for the seen
class s and the unseen classu, respectively, such that xs, xu 2 Rk. Below, we de�ne
the three problem instances addressed in this work:

� Zero Shot Learning (ZSL): The image features of the unseen classesXu are not
available during the training stage. The goal is to assign an unseen class label
u 2 y U to a given unseen image using its feature vector xu.

� Generalized Zero Shot Learning (GZSL): The image features of the unseen
classesXu are not available during the training stage similar to ZSL. The goal is
to assign a class labell 2 y to a given image using its feature vector x. Notice
that, the true class of x may belong to either a seen or an unseen class.

� Few/One Shot Learning (FSL): Only a few/one randomly chosen image fea-
tures from Xu are available as labeled examples during the training stage. The
goal is same as the ZSL setting above.

In Secs. 3.2.1 and 3.2.2, we �rst provide a general framework of our approach
mainly focused on ZSL. Afterwards, in Secs. 3.2.4 and 3.2.3 we extend our approach
to FSL and GZSL settings, respectively. Before describing our extensive experimental
evaluations in Sec. 3.4, we also provide an in-depth comparison with the existing
literature in Sec. 3.3.

3.2.1 Class Adapting Principal Direction

We introduce the concept of `Class Adapting Principal Direction' (CAPD), which
is a projection of image features onto the semantic space. The CAPD is computed
for both seen and unseen classes, however the derivation of the CAPD is different
for both cases. In the following, we �rst introduce our approach to learn CAPDs
for seen classes and then use the learned principal directions to derive CAPDs for
unseen classes.

3.2.1.1 Learning CAPD for Seen Classes

For a given image feature xs belonging to the seen classs, we de�ne its CAPD ps in
terms of a linear mapping parametrized by Ws as,

ps = WT
s xs. (3.1)

Our goal is to learn the class-speci�c weights Ws such that the output principal direc-
tions are highly discriminative in the semantic space (rather than the image feature
space). To this end, we introduce a novel loss function which uses the corresponding
semantic space embeddinges of seen classs to achieve maximum separability.
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Proposed Objective Function: Given the training samples Xs for the seen class
s, Ws is learned such that the projection of ps on the semantic space embedding
es, de�ned by the inner product hps, esi , generates a strong response. Precisely, the
following objective function is minimized:

min
Ws

1
k

S

å
c= 1

nc

å
m= 1

log
�

1 + exp
�

L(xm
c ; Ws)

	 �
+

l s

2
k Ws k2

2 (3.2)

where L is the cost for a speci�c input xm
c , l s is the regularization weight set using

cross validation and k = å S
c= 1 nc. We de�ne the cost L as:

L(xm
c ; Ws) =

8
<

:

hps, eci � h ps, esi , c 6= s
hps, 1

S� 1 å
t6= s

et i � h ps, esi , c = s

In the above loss function, two different scenarios are tackled depending on whether
the training samples (image features) are from the same (positive) or different (neg-
ative) classes. For thenegative samples (c 6= s), the projection of ps on the correct
semantic embedding es is maximized while its projection on the incorrect semantic
embedding sc is minimized. For the positive samples (c = s), our proposed formula-
tion directs the projection on the correct semantic embedding es to be higher than the
average response of projections on the incorrect semantic embeddings. In both cases,
hps, esi is constrained to produce a high response. Our loss formulation is motivated
by Zhang et al. [2016], with notable differences such as the class-wise optimization,
explicit handling of positive samples and the extension of their ranking loss for image
tagging to the ZSL problem. Moreover, the loss of Zhang et al. [2016] considers a sin-
gle principal direction for all possible possible tags in the multi-label annotation task
whereas our CAPD is specialized to assign a single label for zero-shot recognition.

We optimize Eq. 3.2 by Stochastic Gradient Descent to obtain Ws for each seen
class. Note that, ps = WT

s xm
c in the above cost function, thus for any sample xm

c , ps

changes when Ws is updated at each training iteration. Also, the learning process
of Ws for each seen class is independent of other classes. Therefore, allWs can be
learned jointly in a parallel fashion. Once the training process is complete, given an
input visual feature xm

c , we generate one CAPD ps for each seen class using Eq. 3.1.
As a result, PS = [ p1...pS] 2 Rd� S accumulates the CAPDs of all the seen classes.
Each CAPD is the mapped version of the image features on the class speci�c semantic
space. The CAPD vector and its corresponding semantic space embedding vector
point to a similar direction if the input feature belongs to the same class.

3.2.1.2 Learning CAPD for Unseen Classes

In ZSL settings, the images of the unseen classes are not observed during the training.
For this reason, we cannot directly learn a weight matrix to calculate pu using the
same approach asps. Instead, for any unseen sample, we propose to approximate
pu using the seen CAPD of the same sample. Here, we consider a bilinear map, in
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particular, a linear combination of the seen class CAPDs to generate the CAPD of the
unseen classu:

pu =
S

å
s= 1

qs,ups = PSqu (3.3)

where, qu = [ q1,u...qS,u]T 2 RS is the coef�cient vector that, in a way, aggregates the
knowledge of seen classes into the unseen one. The computation of qu is subject
to the relation between CAPDs and semantic embeddings of classes. We detail our
approach to approximate qu below.

Metric Learning on CAPDs: The CAPDs reside in the semantic embedding
space. In this space, we learn a distance metric to better model the similarities and
dissimilarities among the CAPDs. To this end, we assemble the sets of similar A
and dissimilar Ā pairs of CAPDs that correspond to the pairs of training samples
belonging to the same and different seen classes, respectively. Our goal is to learn a
distance metric dM such that the similar CAPDs are clustered together and the dis-
similar ones are mapped further apart. We minimize the following objective which
maximizes the squared distances between the minimally separated dissimilar pairs:

max
M

min
( i ,j)2 Ā

d2
M (p i , p j ) s.t. å

( i ,j)2A

d2
M (p i , p j ) � 1 (3.4)

where dM =
q

(p i � p j )TM (p i � p j ) is the Mahalanobis distance metric [Ying and

Li, 2012]. After training, the most confusing dissimilar CAPD pairs are pulled apart
while the similar CAPDs are clustered together by learning an optimal distance ma-
trix M . Moreover, as metric learning is done on the semantic space it can help to
measure the seen-unseen relation.

Our intuition is that, given a learning metric M in the semantic embedding space,
the relation between the semantic label embeddings of the seen es and the unseen
classeseu is analogous to that of their principal directions. Since the semantic label
embedding of unseen classes are available, we can estimate their relation with the
seen classes. For simplicity, we consider a linear combination of semantic space
embeddings:

êu =
S

å
s= 1

as,ues = ESau (3.5)

where, êu is the approximated semantic embedding of eu corresponding to unseen
classu. We compute au = [ a1,u...aS,u]T 2 RS by solving:

min
au

(êu � eu)TM (êu � eu) +
l u

2
k au k2

2 (3.6)

where l u is a regularization parameter which is set via cross validation.
As we mentioned above, using the learned metric M , the relationship between

the seen-unseen semantic embeddingsau is analogous to the relationship between
the seen-unseen CAPDsqu, thus qu � au. Here, M acts as a bridge between visual
features and their corresponding class semantics. For example, `giraffe' is among top



§3.2 Our Approach 35

Figure 3.3: The effect of metric learning on semantic space with AwA attributes.
The average Euclidean distances of top 5 similar and dissimilar classes for example
classes from AwA dataset are shown. The distances are illustrated for both with
and without the application of metric learning. Metric learning brings similar classes
together while pulls dissimilar classes further apart.

5 close animals of `deer' in semantic space but after considering the metric M `cow'
becomes closer than `giraffe' because of its visual similarity with deer. In Fig. 3.3, we
highlight this behavior by calculating average Euclidean distance (before and after
applying M ) of the top 5 similar and dissimilar classes. Essentially, metric learning
brings visually and semantically similar classes together while it pulls dissimilar
classes further apart. Accordingly, we approximate the unseen CAPDs with seen
CAPDs by rewriting Eq. 3.3 as:

pu � PSau. (3.7)

We derive a CAPD, pu for each unseen class using Eq. 3.7. In the test stage of ZSL
setting, we assign a given image feature x to an unseen class using the maximum
projection response:

ŷ = arg max
u

hpu, eui (3.8)

3.2.2 Reduced Set Description of Unseen Classes

When describing a novel object, we often resort to relating it with similar known
object categories. It is intuitive that a subset of the known objects is suf�cient for
describing an unknown one.
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Figure 3.4: Experiments with the farthest away, mid-range, nearest, and randomly
chosen seen classes, using one third of the total seen classes in each case. Image fea-
tures are obtained using VGG-verydeep-19 and semantic space vectors are derived
from attributes. As shown, the semantic space embeddings of the seen classes that
are near to the embedding of the unseen class provide more discriminative represen-
tations.

We incorporate this observation by proposing a modi�ed version of Eq. 3.5. The
term au contains the contribution of each seen class to describe the unseen class
u 2 y U by reconstructing eu using all seen classes semantic label embeddings. We
reconstruct eu by only a small number of seen classes (N < S). These N seen classes
can be selected using any similarity measure (Mahalanobis distance in our case). The
reconstruction of eu becomes:

êu =
N

å
i= 1

bi ,uei (3.9)

Here, bu 2 RN is the coef�cients of selected seen classes. We learnbu by a similar
minimization objective as in the Eq. 3.6. By replacing au with bu in the Eq. 3.7, it is
possible to compute the CAPD of unseen classu using a reduced set of seen classes.
Such CAPDs are shown in Fig. 3.1 in dashed lines.

Appropriate Choice of Seen Classes: In Fig. 3.4, we show comparisons when
different approaches are used to select a subset of seen classes to describe the unseen
ones. The results illustrate that the seen classes having the semantic space embed-
dings close to that of a particular unseen class are more suitable to describe it. Here,
we considered N nearest neighbors of the unseen class semantic vectoreu using the
Mahalanobis distance. Using a smaller number of seen classes is inspired by the work
Norouzi et al. [2013] where they applied a convex combination of selected semantic
embedding vectors based on outputs of the softmax classi�er of corresponding seen
classes. The main drawback of their approach is that the softmax classi�er output
does not take the semantic embeddings into consideration, which can ignore impor-
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Figure 3.5: PDF of distances using the normal distribution with zero mean and a unit
standard deviation for each unseen class. (GoogLeNet features and the word2vec
semantic embedding for AwA dataset)

tant features when describing the unseen class. Instead, our method performs an
independent optimization (Eq. 3.6) that jointly considers a image feature, CAPD and
semantic embedding relations via the learned metric M . As a result, the proposed
strategy is better able to determine the optimal combination of selected seen semantic
embeddings (see Sec. 3.4.2).

Automatic N Selection for Each Unseen Class: While Norouzi et al. [2013] pro-
posed a �xed number of selected seen classes to describe an unseen class, we suggest
a novel technique to automatically select the number of most informative seen classes
(N).

First, for an unseen class semantic embeddingeu, we calculate the Mahalanobis
distances (using learned metric M ) from eu to all es and perform mean normalization.
Then, we apply kernel density estimation to obtain a Probability Density Function
(PDF) for the normalized distances. Fig. 3.5 shows the PDF for each unseen semantic
embedding vector of the AwA dataset. For a speci�c unseen class, the number of
seen classes with the highest probability score is assigned as the value of N. Unlike
Norouzi et al. [2013], this scheme allows choosing a variablenumber of the seen
classes for different unseen classes. In Sec. 3.4.1 of this work, we have reported
an estimation of the average numbers of seen classes selected for the tested unseen
classes.

Sparsity: Using a reduced number of the seen classes in Eq. 3.9 indirectly imposes
sparsity in the coef�cient vector au in Eq. 3.5. This is similar to Lasso (`1) regular-
ization (instead of `2 regularization) in the loss function in Eq. 3.6. We observe that
the above selection solution is more ef�cient and accurate than the Lasso-based reg-
ularization. This is because the proposed solution is based on the intuition that the
semantic embedding of an unseen class can be described by closely embedded seen
classes. In contrast, Lasso is a general approach and do not consider any domain
speci�c semantic knowledge.



38 Zero-shot Recognition

Having discussed the ZSL setting in Secs. 3.2.1 and 3.2.2 above, we present the
extension of CAPDs to the GZSL problem.

3.2.3 Generalized Zero-shot Learning

ZSL setting considers only unseen class images during the test phase. This setting
is less realistic, because new images can belong to both seen and unseen classes. To
address this scenario, generalized ZSL (GZSL) has recently been introduced as a new
line of investigation [Xian et al., 2018a; Chao et al., 2016]. Recent works suggest that
most of the existing ZSL approaches fail to cope with the GZSL setting. When both
seen and unseen classes come into consideration for prediction, the prediction score
function becomes highly biased towards seen classes because only seen classes were
used for training. As a result, the majority of the unseen test instances are misclas-
si�ed as seen examples. In other words, this bias notably decreases the classi�cation
accuracy on unseen classes while maintains relatively high accuracy on seen classes.
To solve this problem, available techniques attempt to estimate the prior probability
of an input belonging to either a seen or an unseen class [Socher et al., 2013; Chao
et al., 2016]. However, this scheme heavily depends on the original data distribution
used for training.

Considering the above aspects, a competent GZSL method should possess the
following properties:

� Equilibrium: It should be able to balance seen-unseen diversity so that the per-
formances of both seen and unseen classes achieve a balance.

� Reduced data dependency:It should not receive any supervision signal (obtained
from either training or validation set images) determining the likelihood of an
input belonging to seen or unseen class.

� Consistency:It should retain its performance on the conventional ZSL setting as
well.

In this work, we propose a novel GZSL algorithm to adequately address these chal-
lenges.

Generalized CAPD for Seen Class: In Sec. 3.2.1, we described the CAPD of seen
classes for a given input image is PS = [ p1...pS]. Each seen CAPDs is obtained using
the class-wise learned classi�er matrix Ws. It is obvious that each Ws is biased to
seen class s̀'. For the same reason, eachps is also biased to class s̀'. Since there
was no seen instance available during the testing phase in conventional ZSL setting,
seen CAPDs were not used for prediction (Eq. 3.8). Therefore, the inherent bias of
seen CAPDs was not affecting ZSL performance. In contrast, for GZSL settings, all
seen and unseen CAPDs are considered for prediction. Thus, biased seen CAPDs
will dominate as expected and signi�cantly affect the unseen class performances. To
solve this problem, we propose to develop a generalized version of each seen CAPD
as follows:

pg
s = PSgs, (3.10)
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where, gs denotes a parameter vector for seen class s̀'.
Proposed Objective Function: Our hypothesis is that the bias towards seen

classes that causes high scores during prediction can be resolved using the semantic
information of classes. To elaborate, gs is computed solely in semantic label embed-
ding domain and later applied to generalize CAPD of seen class instances. We min-
imize the squared difference of two complementary losses to obtain g = [ g1...gS] 2
RS� S, as:

min
g

k

mean generalized seen loss
z }| {
1
S

S

å
s= 1

(ESgs � es)2 �

mean unseen reconst. loss
z }| {
1
U

U

å
u= 1

(ESau � eu)2 k2
2 +

l g

2

S

å
s= 1

k gs k2
2, (3.11)

where l g is the regularization weight set using cross validation.
The objective function in Eq. 3.11 minimizes the squared difference between the

mean of two loss components. The �rst component is the mean generalized seen loss
which measures the reconstruction accuracy of seen class embeddinges using the
generalization parameters gs. The second component measures the reconstruction
accuracy of unseen class embeddingeu from seen classes. By reducing the squared
difference between these two components, we indirectly balance the distribution of
seen-unseen diversity which effectively prevents the domination of seen classes in the
GZSL setting (the `equilibrium' property). The interesting fact is that our proposed
generalization mechanism does not directly use CAPDs, yet it is strong enough to
stabilize the CAPD of different classes during the prediction stage (the ` less data
dependence' property). Furthermore, the formulation does not affect the computation
of unseen CAPDs i.e. pu which preserves the conventional ZSL performance (the
`consistency' property).

Prediction: For a given image feature x, we can derive generalized CAPDs of seen
classespg

s and CAPDs of unseen classespu using the description in Sec. 3.2.2. In the
test stage, we consider both the projection responses of seen and unseen classes to
predict a class.

ŷ = arg max
l2y

hp l , v l i (3.12)

where, p l 2 pu [ pg
s and v l 2 es [ eu.

3.2.4 Few-shot Learning

Few-shot learning (FSL) is a natural extension of ZSL. While ZSL considers no in-
stance of an unseen class during training, FSL relaxes this restriction by allowing
a few instances of an unseen class as labeled during the training process. Another
variant of FSL is called one-shot learning (OSL), which allows exactly one instance of
an unseen class (instead of few) as labeled during training. An ideal ZSL approach
should be able to bene�t from the labeled data for unseen classes under F/OSL set-
tings. In this section, we explain how our approach is easily adaptable to FSL.
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Updated CAPD for Unseen Class. In the ZSL setting, for a given input image
feature, we can calculate the unseen CAPD, pu for every unseen class ù'. Now, in
the FSL setting, we optimally use the newly available labeled unseen data to update
pu. To this end, new classi�ers Wu are learned for each unseen classù' similar to the
case of seen classes (Sec. 3.2.1). For a given image feature,x, we can calculate unseen
CAPDs by p0

u = WT
u x. These CAPDs are fused with pu, which were derived from the

linear combination of seen CAPDs (Eq. 3.7). The updated CAPD for unseen class ù'

is represented asp f
u, given by:

p f
u = dupu + d0

up0
u, s.t. du + d0

u = 1 (3.13)

where, du and d0
u are the contribution of the respective CAPDs to form an updated

CAPD of an unseen class. During prediction, we use p f
u instead of pu in Eq. 3.8.

Calculation of du and d0
u: The weights du and d0

u are set using training data such
that they encode the reliability of pu and p0

u respectively. Recall that our prediction
is based on the strength of projection of a CAPD on the semantic embedding vector.
Therefore, we need to maximize the correspondence between a CAPD and the correct
semantic embedding vector i.e., a high hpu, eui . The unseen CAPD among pu and p0

u
that provides a higher projection response with the uth unseen class semantic vector
gets a strong weight during the combination in Eq. 3.13.

We derive pu and p0
u for each training image feature, x 2 X S = f Xs : s 2 y Sg,

and the classi�cation matrix of unseen class `u'. Then, we �nd the summation of
maximum projection response of the CAPD (either pu or p0

u) with its respective se-
mantic vector. This maximum projection response �nds the response of most similar
(or confusing) unseen class of any image. The summation of this response across
all training images can estimate the overall quality of CAPDs from the two sources.
Finally, we normalize the summations to get du and d0

u as follows:

du = å x2X S maxuhpu, eui
å x2X S maxuhpu, eui + å x2X S maxuhp0

u, eui
,

d0
u = å x2X S maxuhp0

u, eui
å x2X S maxuhpu, eui + å x2X S maxuhp0

u, eui
. (3.14)

In Fig. 3.9, we further elaborate the overall effect of du and d0
u in FSL while using

different semantic information.

3.2.5 Overall Pipeline

The overall learning of this uni�ed approach is summarized in Algorithm 1. The
training of all settings (i.e., ZSL, GZSL and F/OSL) consists of four main steps. First,
the calculation of CAPD is performed for seen classes for the case of ZSL and GZSL
(ps) and also for unseen classes for F/OSL settings (p0

u). Second, metric learning is
performed to link the semantic and visual domains using M . Third, the relationship
between seen and unseen semantic embeddings is modeled asau for all seen classes
and bu for the reduced set of closely related seen classes. For the speci�c case of
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GZSL, gs is additionally learned to balance the contribution from seen and unseen
CAPDs. The test side optimizations to learn parameters au, bu and gs is required
to be done only once before starting the test and does not take much computation
as the total number of classes are not many (around 1500). Fourth, the parameters
learned in the previous stage are used to obtain unseen CAPDs for the case of ZSL
and F/OSL and to further re-balance the seen CAPDs for the case of GZSL. Finally,
the CAPD projections are used to predict the output class.

Input: Image features f XsgS
1, f XugU

1 , Semantic embeddings ES, EU

Training Phase
for s = 1 : Sdo

1 Ws  learn class speci�c models using Eq. 3.2
2 ps  calculate CAPD of seen classs

end
if F/OSL then

for u = 1 : U do
3 Wu  learn class speci�c models using Eq. 3.2
4 p0

u  calculate CAPD of unseen classu
end

end
5 M  learn metric space using Eq. 3.4

Testing Phase
for u = 1 : U do

6 au/ bu  learn the relationship between seen-unseen embeddings using
Eq. 3.6

7 pu  calculate CAPD of unseen classu
if F/OSL then

8 Calculate du and d0
u using Eq. 3.14

9 p f
u  fuse p0

u and pu using Eq. 3.13
end

end
if GZSL then

for s = 1 : Sdo
10 gs  minimize cost function in Eq. 3.11 to learn generalization

parameters g
11 pg

s  compute updated seen CAPDs using Eq. 3.10
end

12 Predict seen or unseen class using Eq. 3.12
end
else

13 Predict unseen class using Eq. 3.8
end
Return: Class decision ŷ

Algorithm 1: Learning procedure for proposed model
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3.3 Comparison with Related Work

3.3.1 ZSL Settings

Our method has similarities with two streams of previous efforts on ZSL. Here, we
discuss the signi�cant differences.

In terms of class-speci�c learning, a number of recent studies [Changpinyo et al.,
2016; Norouzi et al., 2013] report competitive performances when they rely on hand-
crafted attributes (`supervised' source). However, we observe that these methods fail
when they use an `unsupervised' source of semantics (e.g. word2vec and GloVe). The
underlying reason is that they do not leverage on the semantic information during
the training of the classi�ers. Moreover, the attribute set is less noisy than unsu-
pervised source of semantics. Although our work follows the same spirit, the main
novelty lies in using the semantic embedding vectors explicitly during the learning
phase for each individual class. This helps the classi�ers to easily adapt themselves
to a wide variety of semantic information sources, e.g. attributes, word2vec and
GloVe.

Another body of work Xian et al. [2016]; Akata et al. [2015] considers semantic
information during the training process. In the same vein, Zhang and Saligrama
[2015] designed max-margin based loss formulation considering semantic informa-
tion, while Zhang and Saligrama [2016] maximizes the likelihood between latent
embeddings of visual and semantic concepts. However, these approaches do not
take the bene�ts of class-speci�c learning. Using a single classi�er, they compute a
global projection. Generalizing all classes by one projection is restrictive and it fails
to encompass subtle variations among classes. These approaches do not leverage the
�exibility of suppressing irrelevant seen classes while describing an unseen class. Be-
sides, the semantic label embeddings are subject to tuning based on the visual image
features. As they cannot learn any metric on semantic embedding space, these meth-
ods fail to work accurately across different semantic embeddings. Another problem
is that these kind of approaches do not extend well for generalized zero-shot and
few shot scenario because the training easily gets biased to seen classes which makes
dif�cult to generalize [Xian et al., 2018a] and cannot utilize newly available test data
in few-shot settings. In contrast, by taking the bene�ts of class-speci�c learning,
our approach computes CAPD for each classi�er that can signi�cantly enhance the
learned discriminative information. In addition, our approach describes the unseen
class with automatically selected informative seen classes and learns a metric on
the semantic embedding space to further �ne-tune the semantic label information.
Moreover, our approach can work simultaneously in GZSL and O/FSL settings

In terms of relating seen and unseen by a linear combination our method has
similarity with some previous efforts [Wang et al., 2016a; Guo et al., 2017; Al-Halah
et al., 2016; Demirel et al., 2017]. Wang et al. [2016a]; Guo et al. [2017] applied the
combination to convert ZSL problem to a supervised learning problem by generating
virtual or synthesized data. For doing so, these approaches required the names of
unseen classes during training time which makes unseen pre-de�ned. Al-Halah et al.
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[2016]; Demirel et al. [2017] used combination of both attribute vector and word vec-
tor together in training to relate seen and unseen in semantic space. However, these
approaches do not require attribute vectors during testing. It reduces the costly anno-
tation of unseen classes in testing but still utilizes costly manual labeling of attributes
of seen classes during training. In contrast, our method utilizes the seen-unseen com-
bination in an unique way to solve ZSL, GZSL and O/FSL problems. We do not use
the concept of attributes to improve the performance of word vectors. Therefore,
the unsupervised version of our work is not depended on strong supervision during
training.

Many traditional methods focus ZSL but do not perform well in GZSL (See Table
3.8, 3.9 and 3.10). Some other methods need to modify ZSL to trusductive [Li et al.,
2017b] or domain adaptation [Xu et al., 2017b] settings to achieve generalization.
Again, many approaches perform FSL but do not have the extendibility to zero-shot
settings [Salakhutdinov et al., 2013; Fei-Fei et al., 2006]. Moreover, some approaches
seem to over�t on small scale dataset, speci�c image features, and speci�c semantic
vector i.e. supervised-attributes ([Zhang and Saligrama, 2015, 2016]) or unsupervised
word2vec/Glove ([Akata et al., 2015; Xian et al., 2016]). Our method, on the other
hand, consistently provides improved performance across all the different semantic
information and problem settings.

3.3.2 GZSL settings

We automatically balance the diversity of seen-unseen classes in an unsupervised
way, without strongly relying on CAPD or image visual feature. Previous efforts used
a supervision mechanism either from training or validation image data to determine
if any input image belongs to a seen or an unseen class. Chao et al. [2016] proposed a
calibration based approach to rescale the seen scores and evaluated using Area Under
Seen-Unseen accuracy Curve (AUSUC) [Changpinyo et al., 2016; Xu et al., 2017b].
As prediction scores of GZSL are strongly biased to seen classes, they proposed to
calibrate seen scores by adding a constant negative bias termed as a calibration factor.
This factor is calculated on a validation set and works as a prior likelihood of a data
point being from a seen/unseen class. The drawback of such an approach is that
it acts as a post-processing mechanism applied at the decision making stage, not
dealing with the generalization at the basic algorithmic level.

Another alternative work, the CMT method [Socher et al., 2013] incorporates
a novelty detection approach which estimates the outlier probability of an input
image. Again, the outlier probability is determined using training images which
provides an extra image-based supervision to GZSL model. In contrary, our method
considers the seen-unseen biasness in the semantic space at the algorithmic level. The
overall prediction scores are then balanced to remove the inherent biasness towards
the seen classes. We show that such an approach can be useful for both supervised
attributes and unsupervised word2vec/GloVe as semantic embedding information.
As our approach does not follow the post-processing strategy like Chao et al. [2016];
Changpinyo et al. [2016]; Xu et al. [2017b], we do not evaluate our work with AUSUC.
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Dataset seen/unseen # image # train # test

aPY [Farhadi et al., 2009] 20/12 15,339 12,695 2,644
AwA [Lampert et al., 2009] 40/10 30,475 24,518 6,180
SUN-10 [Patterson et al., 2014] 707/10 14,340 14,140 200
SUN [Patterson et al., 2014] 645/72 14,340 12,900 1,440
CUB [Wah et al., 2011] 150/50 11,788 8,855 2,933
ImageNet [Russakovsky et al., 2015] 1000/360 1.25M 1.2M 54K

Table 3.1: Statistics of the benchmark datasets.

In line with the recommendation in Xian et al. [2016], we use harmonic mean based
approach for GZSL evaluation.

3.4 Experiments

Benchmark Datasets: We use four standard datasets for our experiments; aPascal &
aYahoo (aPY) [Farhadi et al., 2009], Animals with Attributes (AwA) [Lampert et al.,
2009], SUN attributes (SUN) [Patterson et al., 2014], and Caltech-UCSD Birds (CUB)
[Wah et al., 2011]. The statistics of these datasets are given in Table 3.1. We fol-
low the standard protocols (seen/unseen splits of classes) used in the literature. To
be speci�c, we have exactly followed Xian et al. [2016] for AwA and CUB datasets,
Zhang and Saligrama [2015, 2016] for aPY and SUN-10 and Changpinyo et al. [2016]
for SUN. To increase the complexity of GZSL task for SUN, we used a different
seen/unseen split introduced in Changpinyo et al. [2016]. In line with the stan-
dard protocol, the test images correspond to only unseen classes in ZSL settings. In
Few/One-shot settings, we randomly choose three/one instances per unseen class to
use in training as labeled examples. Again, in GZSL settings, we perform a 80-20%
split of each seen class instances; 80% portion is used in training and the remaining
20% for testing in conjunction with all unseen test data. We report the average re-
sults of 10 random trails for Few/One shot or GZSL settings. In a recent work, Xian
et al. [2018a] proposed a different seen/unseen split for the above mentioned four
datasets. We perform GZSL experiments on that setting as well. We conduct large
scale experiment for the ZSL problem on ImageNet (ILSVRC) 2012/2010 dataset with
the setting of Fu and Sigal [2016]; Zhang et al. [2017]. The training and testing are
done on the images of 1K class of ILSVRC 2012 and non-overlapped 360 classes of
ILSVRC 2010 dataset respectively. It makes 1.2M images in training from ILSVRC
2012 and 54K images from ILSVRC 2010.

Image Features: Previous ZSL approaches use both shallow (SIFT, PHOG, Fisher
Vector, color histogram) and deep features [Akata et al., 2015; Changpinyo et al.,
2016; Qiao et al., 2016]. As reported repeatedly, deep features outperform shallow
features by a signi�cant margin [Changpinyo et al., 2016]. For this reason, we con-
sider only deep features from the pretrained GoogLeNet [Szegedy et al., 2015] and
VGG-verydeep-19 [Simonyan and Zisserman, 2014] models for our comparisons. For
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feature extraction from GoogLeNet and VGG-verydeep-19, we exactly follow Chang-
pinyo et al. [2016] and Zhang and Saligrama [2015], respectively. The dimension
of visual features extracted from GoogLeNet is 1024, and VGG-verydeep-19 is 4096.
While using the recent Xian et al. Xian et al. [2018a] seen/unseen split, we use the
same 2048-dim features from top-layer pooling units of the 101-layered ResNet [He
et al., 2016] for a fair comparison. For large scale experiment on ILSVRC 2012/2010
dataset we use GoogleNet features.

Semantic Space Embeddings: We analyze both supervised and unsupervised
settings of ZSL. For the supervised case, we use 64, 85, 102 and 312 dimensional
continuous valued semantic attributes for aPY, AwA, SUN, and CUB datasets, re-
spectively. We dismiss the binary version of these attributes since Changpinyo et al.
[2016] showed that continuous attributes are more useful. For the unsupervised case,
we test our approach on AwA and CUB datasets. We consider both word vector em-
beddings i.e., word2vec (w2v) [Mikolov et al., 2013b,a] and GloVe (glo) [Pennington
et al., 2014]. We use`2 normalized 400-dimensional word vectors, similar to Xian
et al. [2016]. For ILSVRC 2012 and 2010 classes we use 500 dimensional word2vec
vectors.

Evaluation Metrics: This line of investigation naturally applies to two different
tasks; recognition and retrieval [Xian et al., 2018a; Maxime Bucher and Jurie, 2016;
Tsai et al., 2017]. We measure the recognition performance by the top-1 accuracy, and
the retrieval performance by the mean average precision (mAP). The top-1 accuracy
is the percentage of the estimated labels (the ones with the highest scores) that match
the correct labels. The mean average precision is computed over the precision scores
of the test classes. In addition, Xian et al. [2018a] proposed to use Harmonic Mean
(HM) of the accuracies of seen and unseen classes (accs and accu respectively) to
evaluate GZSL performance, as follows:

HM =
2 � accs � accu

accs + accu
.

The main motivation for using HM is its ability to estimate the inherent biasness of
any method towards seen classes. If a method is too biased to seen classes thenaccs
will be very high compared to accu and harmonic mean based GZSL performance
drops down signi�cantly [Xian et al., 2018a; Chao et al., 2016].

Implementation Details: We initialize each classi�er Ws from a N (0, 1
k) distri-

bution where k is the dimension of the image feature [Xian et al., 2016]. We use a
constant learning rate over 100 iterations in training of each class: 0.001 for AwA and
ImageNet, and 0.005 for aPY, SUN and CUB datasets. For each dataset, we select
the value of parameters l s, l u and l g using a validation set. We use the same value
of l s, l u and l g across all seen and unseen classes in the optimization task (Eq. 3.2
and 3.6 respectively). To choose the validation dataset, we randomly divide all seen
classes into two groups 80%/20%, and use 20% group as the unseen set (no test data
is used during validation). Based on the average performance of �ve different ran-
dom validation sets, we choose the optimal parameter values. We notice that l s has
little effect while learning Eq. 3.2, thus validation really helps to choose word vectors
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Figure 3.6: Validation experiment for choosing l u

speci�c tuning parameters l u and l g . We choose a value for those parameters within
10� 4, 10� 3, 10� 2, 0.1, 1, 10. In Fig. 3.6, we illustrate a validation experiment to choose
a value for l u for different semantic vectors of AwA and CUB dataset. Our valida-
tion performances are different to our test performance because of the averaging of
different validation seen/unseen splits of training data. For the metric learning in
Eq. 3.4, we use the standard implementation of Ying and Li [2012].

3.4.1 Results for Reduced Set

In the reduced set experiment as describe in Sec. 3.2.2, for each unseen class, we
select four subsets of the seen classes having one-third of the total number. First three
subsets contain the farthest away, mid-range, and nearest seen classes of each unseen
class in the semantic embedding space, and the last one is the random selection.
For all subsets, we determine the proximity of the unseen classes by Mahalanobis
distance with learned metric M . In our experiments, a different unseen class will
get a different set of seen classes to describe it. We report the top-1 accuracy on test
data of those four subsets in Fig. 3.4. We observe that only one-third of seen classes
closest to each unseen class perform the best among the four subsets. The farthest
away, mid-range and randomly selected subsets fail to describe an unseen class with
high accuracy. This experiment suggests that using only some nearest seen classes
located in the semantic embedding space can ef�ciently approximate an unseen class
embedding. The nearest case experiment performances are not the best accuracies
reported in the work because we consider an automatic seen class selection process
in our �nal experiments.

From the discussion in Sec. 3.2.2, we also know that for different unseen classes
our method automatically chooses different sets of useful seen classes. The numbers
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Using G aPY AwA CUB SUN ILSVRC
Total seen 20 40 150 717 1000
Reduced-att 10.17 20.00 74.70 344.40 -
Reduced-w2v - 21.20 70.96 - 134.89
Reduced-glo - 19.70 74.14 - -

Table 3.2: Average number of the seen classes for reduced set case. Our method
automatically selects an optimal number of the nearest seen classes to describe an
unseen class.

Method
aPY AwA SUN CUB

V G V G V G V G

Ours [all-seen] 45.84 50.64 73.19 64.74 84.5 87.00 39.86 42.31
Ours [reduced-Lasso] 36.54 37.22 74.16 75.76 78.50 84.50 37.47 37.37
Ours [reduced-auto w/o M ] 46.90 42.78 76.42 77.51 85.00 89.50 42.34 41.36
Ours [reduced-auto with M ] 54.69 55.07 78.53 80.43 85.00 79.00 43.01 45.31

Table 3.3: Top-1 accuracy (in %) of various versions of CAPD using attributes. V:
VGG-verydeep-19, G: GoogLeNet features.

of seen classes in those sets can be different. In Table 3.2, we report the average
number of seen classes in the sets. One can observe that the average number of the
seen classes required is around 50% across different datasets. This means, in general,
only half of the total seen classes are useful to describe one unseen class. Such a
reduced set description of the unseen class not only maintains the best performance
but also reduces the complexity of the sparse representation of each unseen class.

3.4.2 Benchmark Comparisons

We discuss benchmark performances of ZSL recognition and retrieval for both su-
pervised (attributes) and unsupervised semantics (word2vec or GloVe).

3.4.2.1 Results for ZSL with Supervised Attributes

We present the top-1 ZSL accuracy results of different versions of our method in
Table 3.3. In the all-seen case, we have considered all seen classes to describe an un-
seen class (Eq. 3.5). In Lasso, we report the performance using Lasso regularization
in place of `2 in Eq. 3.6. The results demonstrate that using a reduced number of
seen classes with (M 6= I ) or without ( M = I ) metric learning to describe an indi-
vidual unseen class can improve ZSL accuracy. Performance with metric learning
outperforms all other variations of the method in almost every cases except the SUN
dataset because the implementation of metric learning uses same number images
per class for each dataset. However, SUN has a large number of classes but con-
tains fewer number of images per class. In Table 3.4, we compare the overall top-1
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Using V aPY AwA SUN CUB

Lampert [Lampert et al., 2014] 38.16 57.23 72.00 31.40
ESZSL [Romera-Paredes and Torr, 2015] 24.22 75.32 82.10 -
SSE-ReLU [Zhang and Saligrama, 2015] 46.23 76.33 82.50 30.41
Zhang [Zhang and Saligrama, 2016] 50.35 80.46 83.30 42.11
Bucher [Maxime Bucher and Jurie, 2016] 53.15 77.32 84.41 43.29
DSRL [Ye and Guo, 2017] 56.29 77.38 82.00 50.26
MFMR [Xu et al., 2017b] 48.20 79.80 84.00 47.70
Ours 54.69 78.53 85.00 43.33
Using G aPY AwA SUN CUB

Lampert [Lampert et al., 2014] 37.10 59.50 - -
Akata Akata et al. [2015] - 66.70 - 50.10
Changpinyo [Changpinyo et al., 2016] - 72.90 - 45.85
Xian [Xian et al., 2016] - 72.50 - 45.60
SCoRe [Morgado and Vasconcelos, 2017] - 78.30 - 58.40
MFMR [Xu et al., 2017b] 46.40 76.60 81.50 46.20
EXEM [Changpinyo et al., 2017] - 77.20 - 59.80
Ours 55.07 80.83 87.00 45.31

Table 3.4: Supervised ZSL top-1 accuracy (in %) on four standard datasets. V: VGG-
verydeep-19 and G: GoogLeNet image features. Results are from the original papers.
Only very recent SOTA methods are considered for comparison. For fairness, induc-
tive test performances from DSRL [Ye and Guo, 2017], MFMR [Xu et al., 2017b] and
DMaP [Li et al., 2017b] are reported in the tables.

accuracy of our method (after using validated parameter settings) with many recent
ZSL approaches. Our approach outperforms other methods in most of the settings.
In Fig. 3.7, we show confusion matrices of a recent approach Xian et al. [2016] and
ours. Similar to recognition, ZSL can also perform the retrieval task. ZSL retrieval
searches for images of unseen classes using their class label embeddings. We test the
attributes set as a query to retrieve test images. In Table 3.5, we compare our ZSL
retrieval performance with four recent approaches on four datasets. Our approach
performs consistently better or comparable to state-of-the-art methods.

3.4.2.2 Results for ZSL with Unsupervised Semantics

ZSL with pretrained word vectors [Mikolov et al., 2013b; Pennington et al., 2014] as
semantic embedding is a focus of attention nowadays since it is dif�cult to generate
manually annotated attribute sets in real-world applications. Therefore, ZSL research
is pushing forward to eliminate dependency on manually assigned attributes [Akata
et al., 2016a; Al-Halah et al., 2016; Kodirov et al., 2015; Qiao et al., 2016; Xian et al.,
2016]. In line with this view, we adapt our method to unsupervised settings by
replacing the attribute set with word2vec [Mikolov et al., 2013b] and GloVe [Pen-
nington et al., 2014] vectors. Our results on two standard datasets, AwA and CUB,
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Figure 3.7: Confusion matrices on AwA dataset using GoogLeNet as image features
and the attributes as semantic space vectors. Left: Xian et al. [2016]. Right: CAPD.
As seen, CAPD provide better overall and class-wise performance.

Using V aPY AwA SUN CUB

SSE-INT [Zhang and Saligrama, 2015] 15.43 46.25 58.94 4.69
SSE-ReLU [Zhang and Saligrama, 2015] 14.09 42.60 44.55 3.70
Bucher [Maxime Bucher and Jurie, 2016] 36.92 68.10 52.68 25.33
Zhang [Zhang and Saligrama, 2016] 38.30 67.66 80.10 29.15
MFMR [Xu et al., 2017b] 45.60 70.80 77.40 30.60
Ours 43.85 72.87 80.20 36.60

Table 3.5: Supervised ZSL retrieval performance (in mAP). V: VGG-verydeep-19 im-
age features.

are reported in Table 3.6. We compare with very recent approaches keeping the same
experimental protocol. One can notice that our approach performs consistently in the
unsupervised settings as well in a wide variety of feature and semantic embedding
combinations. We provide the average precision-recall curves of ours and two very
recent approaches using word2vec embeddings in Fig. 3.8. As shown, our method is
superior to others by a signi�cant margin.

Our observation is that ZSL attains better performance with supervised attributes
as semantics than unsupervised ones because the semantic descriptors (word2vec
and GloVe) are often noisy and cannot describe a class as good as attributes. To ad-
dress this performance gap, some works investigate ZSL with a transductive learning
[Xu et al., 2017b; Li et al., 2017b], domain adaptation techniques [Elhoseiny et al.,
2013; Kodirov et al., 2015], and class attribute associations [Akata et al., 2016a; Al-
Halah et al., 2016]. In our study, we consider these improvements as future work.
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Semantic: word2vec
AwA CUB

V G V G
Akata [Akata et al., 2015] - 51.20 - 28.40
Xian [Xian et al., 2016] - 61.10 - 31.80
Akata [Akata et al., 2016a] - - 33.90 -
Changpinyo [Changpinyo et al., 2016] - 57.50 - -
SCoRe [Morgado and Vasconcelos, 2017] - 60.88 - 31.51
DMaP-I [Li et al., 2017b] - - - 26.28
Ours 66.26 66.89 34.40 32.42

Semantic: GloVe
AwA CUB

V G V G
Akata [Akata et al., 2015] - 58.80 - 24.20
Xian [Xian et al., 2016] - 62.90 - 32.50
DMaP-I [Li et al., 2017b] - - - 23.69
Ours 62.01 64.73 32.08 29.66

Table 3.6: Unsupervised ZSL performance in top-1 accuracy. V: VGG-verydeep-19,
G: GoogLeNet image features. Only very recent SOTA papers are considered for
comparison.

Method hit@1 hit@5
ConSE [Norouzi et al., 2013] 7.8 15.5
DeViSE [Frome et al., 2013b] 5.2 12.8
AMP [Fu et al., 2015c] 6.1 13.1
SS-Voc [Fu and Sigal, 2016] 9.5 16.8
Zhang [Zhang et al., 2017] 11.0 25.7
Ours 10.4 23.6

Table 3.7: Comparison on ILSVRC 2012/2010

3.4.2.3 Large-scale ZSL with ILSVRC 2012/2010

To show scalability to large-scale datasets, we evaluate our method on ImageNet
for the ZSL task. In literature, there are two different standard setups: (1) 800/200
seen/unseen split using only ILSVRC 2010, and (2) 1000/360 split using both ILSVRC
2012/2010. We adopt the second setting because of its larger-scale, dif�culty and
diversity between train and test sets. Results are reported in Table 3.7 in terms of
hit@1 and hit@5 rates. Our approach outperforms several previous techniques, but
performs slightly lower compared to the recent Zhang et al. [2017]. We note that
while ours is a stage-wise learning approach, Zhang et al. [2017] propose an end-
to-end method which speci�cally addresses the hubness problem in large-scale ZSL
tasks. Our method achieves performance close to Zhang et al. [2017] without directly
addressing the hubness issue. In future, we will explore the possibility of extending
our approach to deal with this problem.
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Figure 3.8: Average precision recall curve of all test classes of AwA dataset.
GoogLeNet and word2vec are used as image feature and semantic label embedding
respectively.

3.4.2.4 Results for GZSL

GZSL is a more realistic scenario than conventional ZSL because GZSL setting tests
a method with not only the unseen class instances but also seen class instances. In
this work, we extend our method to work on the GZSL setting as well. Although
GZSL is a more interesting problem than ZSL, usually standard ZSL methods do not
report any results on GZSL in the original papers. However, recently a few efforts
have been published to establish the standard testing protocol for GZSL [Xian et al.,
2018a; Chao et al., 2016]. In the current work, we test our GZSL method on both
testing protocols of Xian et al. [2018a] and Chao et al. [2016].

Xian et al. [2018a] tested 10 ZSL methods with a new seen-unseen split of datasets
ensuring unseen classes are not used during pre-training of the deep network (e.g.,
GoogLeNet, ResNet) which was used to extract image features. They used ResNet
as image features and attributes as semantic embedding for SUN, CUB, AwA and
aPY dataset. With this exact settings, in Table 3.8, we compare our GZSL results with
the reported results of Xian et al. [2018a]. In terms of the HM measure, our results
consistently outperform other methods by a large margin. Moreover, our method
balances the seen-unseen diversity in a robust manner which helps to achieve the
best unseen class accuracy (accu). In contrast, seen accuracy (accu) moves down
because of the trade-off while balancing the bias towards seen classes. In the last
row, we report the ZSL performance of this experiment where only unseen class
test instances are classi�ed to only unseen classes (not considering both seen-unseen
classes together). This accuracy is actually an oracle case (upper bound) foraccu
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Top1 SUN CUB
ResNet HM accs accu HM accs accu
DAP [Lampert et al., 2014] 7.2 25.1 4.2 3.3 67.9 1.7
CONSE [Norouzi et al., 2013] 11.6 39.9 6.8 3.1 72.2 1.6
CMT [Socher et al., 2013] 13.3 28.0 8.7 8.7 60.1 4.7
SSE [Zhang and Saligrama, 2015] 4.0 36.4 2.1 14.4 46.9 8.5
LATEM [Xian et al., 2016] 19.5 28.8 14.7 24.0 57.3 15.2
ALE [Akata et al., 2016b] 26.3 33.1 21.8 34.4 62.8 23.7
DEVISE [Frome et al., 2013b] 20.9 27.4 16.9 32.8 53.0 23.8
SJE [Akata et al., 2015] 19.8 30.5 14.7 33.6 59.2 23.5
ESZSL [Romera-Paredes and Torr, 2015] 15.8 27.9 11.0 21.0 63.8 12.6
SYNC [Changpinyo et al., 2016] 13.4 43.3 7.9 19.8 70.9 11.5
Our GZSL 31.3 27.8 35.8 43.3 41.7 44.9
Our ZSL 49.7 53.8
Top1 AWA aPY
ResNet HM accs accu HM accs accu
DAP [Lampert et al., 2014] 0.0 88.7 0.0 9.0 78.3 4.8
CONSE [Norouzi et al., 2013] 0.8 88.6 0.4 0.0 91.2 0.0
CMT [Socher et al., 2013] 15.3 86.9 8.4 19.0 74.2 10.9
SSE [Zhang and Saligrama, 2015] 12.9 80.5 7.0 0.4 78.9 0.2
LATEM [Xian et al., 2016] 13.3 71.7 7.3 0.2 73.0 0.1
ALE [Akata et al., 2016b] 27.5 76.1 16.8 8.7 73.7 4.6
DEVISE [Frome et al., 2013b] 22.4 68.7 13.4 9.2 76.9 4.9
SJE [Akata et al., 2015] 19.6 74.6 11.3 6.9 55.7 3.7
ESZSL [Romera-Paredes and Torr, 2015] 12.1 75.6 6.6 4.6 70.1 2.4
SYNC [Changpinyo et al., 2016] 16.2 87.3 8.9 13.3 66.6 7.4
Our GZSL 54.5 68.6 45.2 37.0 59.5 26.8
Our ZSL 52.6 39.3

Table 3.8: GZSL performance comparison with other established methods in the
literature. The experiment setting is exactly same as in Xian et al. [2018a]. Image
features are taken from ResNet and attributes are used as semantic information.

of GZSL case of our method. This is because, if an instance is misclassi�ed in the
ZSL case, it must be misclassi�ed in the GZSL case too. Another important point
to note is that the parameters of our method are tuned for the GZSL setting in this
experiment. Therefore, ZSL performance in the last row may increase if one tunes
parameters for the ZSL setting.

Chao et al. [2016] experimented GZSL with standard seen-unseen split used in
the ZSL literature. Keeping this split, they kept random 80% seen class images for
training and held out the remaining 20% images for testing stage during GZSL. We
perform the same harmonic mean based evaluation like previous setting. In Table
3.9, we compare our results with the reported results in Chao et al. [2016]. Using the
same settings, we also compare with two recent methods, MFMR [Xu et al., 2017b]
(Table 3.9) and DMAP [Li et al., 2017b] (Table 3.10). For the sake of comparison with
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Top1:G
AwA CUB

HM accs accu HM accs accu
DAP [Lampert et al., 2014] 4.7 77.9 2.4 7.5 55.1 4.0
IAP [Lampert et al., 2014] 3.3 76.8 1.7 2.0 69.4 1.0
ConSE [Norouzi et al., 2013] 16.9 75.9 9.5 3.5 69.9 1.8
SynC [Changpinyo et al., 2016] 0.8 81.0 0.4 22.3 72.0 13.2
MFMR [Xu et al., 2017b] 29.6 75.6 18.4 - - -
Our GZSL 50.8 43.2 61.7 29.5 23.4 39.9
Our ZSL 76.2 44.0

Table 3.9: GZSL performance comparison with the experiment settings of Chao et al.
[2016]. Image features are taken from GoogLeNet and attributes are used as semantic
information.

Top1:
Mean

AwA CUB
att w2v att glo

DMaP [Li et al., 2017b] 17.23 6.44 13.55 2.07
Our GZSL 52.45 43.70 31.65 18.75

Table 3.10: Comparison with a recent GZSL work DMaP Li et al. [2017b]

Top1:
Using G

AwA CUB
att w2v glo att w2v glo

DeViSE [Frome et al., 2013a] 80.9 75.3 79.4 54.0 45.7 46.0
CMT [Socher et al., 2013] 85.1 83.4 84.3 56.7 53.4 52.0
Our 87.4 84.9 85.8 56.9 55.4 55.8
mAP:
Using G

AwA CUB
att w2v glo att w2v glo

DeViSE [Frome et al., 2013a] 85.0 79.3 84.9 46.4 42.6 42.9
CMT [Socher et al., 2013] 88.4 88.2 89.2 58.5 54.0 52.7
Our 92.0 89.5 89.6 58.0 56.3 56.2

Table 3.11: FSL performance comparison with the experiment settings of Tsai et al.
[2017]. Image features are taken from GoogLeNet.

DMAP [Li et al., 2017b], we compare mean Top1 accuracy (not standard though)
instead of harmonic mean because accu and accs are not reported separately in Li
et al. [2017b]. Again, our method performs consistently well across datasets. More
results on GZSL for AwA, CUB, SUN and aPY datasets are reported in Table 3.12.

3.4.2.5 Results for FSL

As stated earlier, our method can easily take the advantage when new unseen class
instances become available as labeled data for training. To test this scenario, in FSL
settings, we assume three instances of each unseen class (randomly chosen) are avail-
able as labeled during training. In Table 3.11, we report our results for FSL on AwA
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Figure 3.9: Contribution of du and d
0

u to update unseen class CAPD

and CUB dataset while using attribute, word2vec and GloVe as semantic informa-
tion. The compared methods, DeViSE [Frome et al., 2013a] and CMT [Socher et al.,
2013], did not report FSL performance in the original paper. But, Tsai et al. [2017]
reimplemented the original work to adapt it to FSL. The exact three instances of each
unseen class used in Tsai et al. [2017] are not publically available. However, to make
our results comparable with others, we report the average performance of 10 ran-
dom trails. Our method performs consistently better than the comparison methods
except one case: mAP of CUB-att (58.0 vs 58.5). Another observation from these
results is that the performance gap between unsupervised semantics (like word2vec
and GloVe) and supervised attribute semantics is signi�cantly reduced compared to
ZSL settings where unsupervised semantics always ill-performed than supervised
attributes across all methods. The reason is that the FSL setting alleviates the inher-
ent noise of unsupervised semantics to perform better (and as well as) supervised
semantics. We also experiment on the OSL task, where all conditions are same as
the FSL setting except a single randomly picked labeled instance is available for each
unseen class during training. More results of OSL and FSL for AwA, CUB, SUN and
aPY datasets are reported in Table 3.12.

For any given image, our FSL method described in Sect. 3.2.4 utilizes the contri-
bution of unseen CAPDs coming from two sources: one by combining the CAPDs
of seen classes from the zero-shot setting and another by using the unseen classi�er
from the few-shot setting. In Eq. 3.13, two constants (du and d

0

u) combine the respec-
tive CAPDs to compute the updated CAPD of the unseen class. In this experiment,
we visualize the contribution of du and d

0

u for AwA and CUB dataset in Fig. 3.9. Few
observations from this �gure are below:

� In most cases, the few-shot contribution from classi�er ( d
0

u) contributes more
than the zero-shot contribution ( du). The reason is that few instances of an
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unseen class can make better generalization than no instances during training.

� Zero-shot contribution ( du) contributes more int the supervised attribute case
than word2vec or GloVe across two datasets. The reason is that supervised
attributes contain less noise which gives high con�dence to zero-shot based
CAPD.

� While comparing OSL and FSL, the few-shot contribution from classi�er ( d
0

u)
contributes higher in FSL than OSL case. The reason is that in FSL settings, any
unseen classi�er becomes more con�dent than OSL settings as FSL observes
more than one instances during training.

� While comparing word2vec and GloVe for both OSL and FSL settings, the zero-
shot contribution ( du) contributes higher for word2vec than GloVe semantics.
It suggests that word2vec is a better semantic embedding than GloVe for FSL
task.

� While comparing AwA and CUB, the zero-shot contribution ( du) contributes
less than the few-shot contribution from classi�er ( d

0

u) for CUB across all se-
mantics used. The reason is that CUB is a more dif�cult dataset than AwA
in the zero-shot setting. One can �nd that the overall performance on CUB is
lower than AwA in all cases (i.e., ZSL, F/OSL and GZSL).

3.4.2.6 All Results at a Glance

With experiment setting of Chao et al. [2016], we juxtapose all results of OSL, FSL,
ZSL and GZSL for AwA, CUB, SUN and aPY datasets in Table 3.12. Some overall
observations from these results are below:

� Performance improves from OSL to FSL settings. This is expected because in
the FSL setting, more than one (three to be exact) instances of unseen class are
used as labeled during training.

� The performance gap between supervised attributes and unsupervised GloVe
or word2vec is greatly reduced in OSL and FSL. It suggests that getting a few
instances as labeled during training helps to greatly compensate the noise of
unsupervised semantics.

� O/FSL setting should always outperform ZSL because more information about
the unseen classes is revealed in O/FSL settings. However, we saw one excep-
tion in the SUN dataset where OSL performed worse than ZSL. The reason is
that the SUN dataset has 717 classes and only one labeled instance of unseen
class could not provide discriminative information which eventually confuses
our auto unseen CAPD weighting process.

� ZSL results are different from Table 3.4, 3.5 and 3.6 because here our method
is tuned for the GZSL case not on ZSL. In addition, random selection of 80%
training instances of seen classes across 10 different trails affects the result.
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Dataset Using G
OSL FSL ZSL

GZSL
Semantic HM accs accu

aPY
Top1:att 71.2 83.6 40.7 35.7 40.5 32.0
mAP: att 77.7 88.3 45.1 27.7 24.1 32.7

AwA

Top1:att 82.8 87.4 76.2 50.8 43.2 61.7
mAP: att 86.9 92.0 71.7 50.0 41.2 63.6
Top1:w2v 76.9 84.7 56.4 43.6 42.8 44.6
mAP: w2v 82.0 89.5 50.8 38.5 35.3 42.5
Top1:glo 78.2 85.8 60.7 44.7 46.4 43.2
mAP: glo 83.7 89.6 54.3 42.2 37.8 47.9

CUB

Top1:att 46.3 56.9 44.0 29.5 23.4 39.9
mAP: att 46.9 58.0 40.5 31.8 29.2 34.9
Top1:w2v 41.7 55.4 33.2 14.9 9.8 31.1
mAP: w2v 41.9 56.3 29.5 23.2 21.9 24.6
Top1:glo 41.2 55.8 31.1 11.7 7.2 30.3
mAP: glo 40.3 56.2 28.3 23.1 22.8 23.4

SUN

SUN (645/72: Seen/Unseen Split)
Top1:att 53.7 66.3 59.8 28.3 22.2 39.2
mAP: att 55.2 68.9 60.5 34.1 27.1 45.9

SUN-10 (707/10: Seen/Unseen Split)
Top1:att 80.8 87.5 77.9 33.6 25.7 48.6
mAP: att 84.3 90.1 76.8 40.0 32.3 52.7

Table 3.12: All results at a glance on aPY, AwA, CUB and SUN datasets from top to
down.

Dataset W i M a/ b g du/ d0
u

AwA 92s 2s 2s 2s 10s
CUB 180s 60s 6s 6s 33s
aPY 50s 2s 1s 1s 3s
SUN 250s 110s 20s 50s 100s
ImageNet 48hr 24hr 300s - -

Table 3.13: Training duration for different parameter sets on all datasets.

� Performance of accu of GZSL is always lower than ZSL because ZSL accuracy
is the oracle case ofaccu.

3.4.2.7 Complexity Analysis

In Table 3.13, we report the training duration for different parameters involved in our
approach. These include, class speci�c weights W i , learned metric M , seen unseen
relationship coef�cient a/ b, seen generalization coef�cient g and automatic selection
of du/ d0

u. As expected, learning W i and M take a relatively large time as it involves
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the main training. Moreover, training time is increased from AwA, aPY to CUB, SUN
and ImageNet as the total number of seen classes as well as the number of images
are increased. In contrast, learning a/ b and g is very fast because they are based on
limited size word vectors only (not involving image features). This means that the
overhead our model requires to adapt to the GZSL setting is minimal.

3.4.3 Discussion

Based on our experiments, we draw the following contributions of our work:
Bene�ts of CAPD: A CAPD points out the most likely class. If a semantic space

embedding vector of a class and the CAPD of the image lie close to each other, there
is a strong con�dence for that class. One important contribution of this work is the
derivation of the CAPD for each unseen class. The conventional ZSL approaches in
this vein of thought essentially calculate one principal direction [Akata et al., 2015;
Romera-Paredes and Torr, 2015; Xian et al., 2016; Qiao et al., 2016; Zhang et al.,
2016]. Generalizing all seen-unseen classes with only one principal direction cannot
capture the differences among classes effectively. In our work, each CAPD is obtained
with the help of a bilinear mapping (matrix multiplication). One can extend this
by incorporating latent variables, in line with the work Xian et al. [2016] where a
collection of bilinear maps along with a selection criterion is used.

Bene�ts of Nearest Seen Classes: Intuitively, when we describe a novel object,
rather than giving a dissimilar object as an example, we use a similar known object.
This hints that we can reconstruct the CAPD of an unseen class with the CAPDs of
the similar seen classes. This idea helps to improve the prediction performance.

How Many Seen Classes are Required? Results presented in Fig. 3.4 support the
idea that all seen classes are not always necessary. We propose a simple yet effective
solution for selecting adaptively the number of similar seen classes for each unseen
class (see the discussion in Sec. 3.2.2). This scheme allows a different set of useful
seen classes required to describe an unseen class.

Extension to GZSL Setting: ZSL methods are biased to assign high prediction
scores towards seen classes while performing the GZSL task. Due to this reason,
conventional ZSL methods fail to achieve good performance in GZSL. Our proposed
method solves this problem by adapting seen-unseen class diversity in a novel man-
ner. Unlike [Socher et al., 2013; Chao et al., 2016], our adaptation technique does not
take any extra supervision from training/validation image data. We show that class
semantic information can be used to adapt seen-unseen diversity.

Extension to Few/One Shot Settings: In some applications, a few images of a new
class may become available for training. To adapt with such situations, our method
can train a model for the new class without disturbing the previous training. The
CAPD from the new model is combined with its previous CAPD (of unseen settings)
to obtain an updated CAPD with few-shot re�nement. We propose an automatic
way of combining CAPDs from two sources by measuring the quality of prediction
responses of training images. Our updated CAPD provides better �tness score for
unseen class prediction.
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3.5 Summary

We propose a novel uni�ed solution to ZSL, GZSL and F/OSL problems utilizing
the concept of class adaptive principal direction (CAPD) that enables ef�cient and
discriminative embeddings of unseen class images in semantic space for recogni-
tion and retrieval. We introduce an automatic solution to select a reduced set of
relevant seen classes. As demonstrated in our extensive experimental analysis, our
method works consistently well in both unsupervised and supervised ZSL settings
and achieves the superior performance in particular for the unsupervised case. It
provides several bene�ts including reliable generalization and noise suppression in
the semantic space. In addition to ZSL, our method also performs very well in GZSL
settings. We propose an easy solution to match the seen-unseen diversity of classes
at the algorithmic level. Unlike conventional methods, our GZSL strategy can bal-
ance seen-unseen performance to achieve overall better recognition rates. We have
extended our CAPD-based ZSL approach to adapt to FSL settings. Our approach
easily takes the advantage of few examples available in FSL task to �ne tune unseen
CAPDs to improve classi�cation performance. As a future work, we will extend our
approach to transductive settings and domain adaptation.



Chapter 4

Zero-shot Image Tagging

Zero-shot learning aims to perform visual reasoning about unseen objects. In-line
with the success of deep learning on object recognition problems, several end-to-end
deep models for zero-shot recognition have been proposed in the literature. These
models are successful in predicting a single unseen label given an input image but do
not scale to cases where multiple unseen objects are present. In this chapter, we fo-
cus on the challenging problem of `zero-shot image tagging', where multiple labels are
assigned to an image, that may relate to objects, attributes, actions, events, and scene
type. Discovery of these scene concepts requires the ability to process multi-scale
information. To encompass global as well as local image details, we propose an au-
tomatic approach to locate relevant image patches and model image tagging within
the Multiple Instance Learning (MIL) framework. To the best of our knowledge, we
propose the �rst end-to-end trainable deep MIL framework for the multi-label zero-
shot tagging problem. We explore several alternatives for instance-level evidence
aggregation and perform an extensive ablation study to identify the optimal pooling
strategy. Due to its novel design, the proposed framework has several interesting
features: (1) Unlike previous deep MIL models, it does not use any off-line proce-
dure (e.g., Selective Search or EdgeBoxes) for bag generation.(2) During test time,
it can process any number of unseen labels given their semantic embedding vectors.
(3) Using only image-level seen labels as weak annotation, it can produce a localized
bounding box for each predicted label. We experiment with the large-scale NUS-
WIDE dataset and achieve superior performance across conventional, zero-shot and
generalized zero-shot tagging tasks.

4.1 Introduction

Due to the advancement of multimedia technology, a signi�cantly large volume of
multimedia data has become available to us. For example, enormous growth in on-
line photo collections requires automatic image tagging algorithms that can provide
both seen and unseen labels to the images. Thus, image tagging and tag-based re-
trieval has emerged as a principal direction of multimedia research [Li and Tang,
2015]. Since the number of possible (query) tags is in�nite, we need to adopt tech-
niques that can assign image tags beyond the limited tag set available during training.

59
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Zero-shot learning (ZSL) is the obvious solution to this problem as it seeks to assign
unseen tags during inference. A few notable works adopting ZSL on multimedia ap-
plications are person re-identi�cation [Wang et al., 2016b], video retrieval [Han et al.,
2017] and image representation [Cui et al., 2018].

In recent years, most of the zero-shot classi�cation methods assign only a sin-
gle unseen tag/category label to an image [Xian et al., 2018a; Kodirov et al., 2017;
Zhang et al., 2017; Deutsch et al., 2017; Li et al., 2017b; Morgado and Vasconcelos,
2017; Akata et al., 2016a]. However in real-life settings, multimedia images often
come with multiple objects or concepts that may or may not be observed during
training. Despite the importance and practical nature of this problem, there are very
few existing methods with the capability to address the zero-shot image tagging task
[Mensink et al., 2014; Fu et al., 2015b; Zhang et al., 2016; Li et al., 2015]. This is pri-
marily due to the challenging nature of the problem. In this work, we identify three
pertinent issues that underpin the zero-shot image tagging task. First, any object or
concept can either be present at a localized region or be inferred from the holistic
scene information (e.g., `sun' vs `sunset'). Second, objects and concepts are often oc-
cluded in natural scenes and scene context provides valuable information for image
tagging. Third, the assignment of multiple image tags (seen and unseen) requires an
accurate mapping function from the visual to semantic domain. Moreover, the avail-
able label space is signi�cantly larger comprising of thousands of possible tags, and
an ideal zero-shot framework should have the �exibility to incorporate new unseen
tags on the �y during testing.

To address the above-mentioned challenges, we introduce the �rst uni�ed net-
work for zero-shot image tagging termed ` Deep0Tag', that automatically locates rele-
vant image patches, learns their discriminative representations and assigns relevant
tags in a single framework. We note that the previous approaches Wang et al. [2015];
Wu et al. [2015]; Wei et al. [2016]; Tang et al. [2017b]; Zhang et al. [2016]; Ren et al.
[2017b] used off-the-shelf features or applied off-line procedures like Selective Search
[Uijlings et al., 2013], EdgeBoxes [Zitnick and Dollár, 2014] or BING [Cheng et al.,
2014] for patch generation which served as a bag-of-instances. The reliance on the
external non-differentiable procedure in either feature extraction or bag generation
means they cannot be trained end-to-end for the image tagging task. Our solution is
based on three key novelties that systematically tackle the aforementioned require-
ments for zero-shot image tagging. These include,

a) Multi-scale Concept Discovery: We propose an automatic procedure to ex-
tract useful patches at multiple scales that collectively form a bag of visual
instances (Sec. 4.2.2.1). A distinguishing feature of our approach is that the
bag-of-instances not only encodes the global information about a scene but
also has a rich representation for localized object-level features. Note that the
existing attempts on zero-shot tagging (e.g., Mensink et al. [2014]; Fu et al.
[2015b]; Zhang et al. [2016]; Li et al. [2015]) mostly used image-level global fea-
tures. These techniques, therefore, work only for the most prominent objects
but often fail for non-salient concepts due to the lack of localized information.
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Figure 4.1: Overview of different multi-label image annotation architectures. (a)
Zhang et al. [2016]; Wang et al. [2015]; Tang et al. [2017a] extract deep features sep-
arately, then feed those features to a neural network for classi�cation. (b) Wu et al.
[2015]; Wei et al. [2016] use an external procedure to extract image patches for bag
generation then feed those patches to a deep model to get �nal bag score for seen
classes. (c) Tang et al. [2017b]; Ren et al. [2017b]; Girshick [2015] process the whole
image as well as patches obtained using an external process to get bag scores for
seen classes. (d) Our proposed MIL model simply takes an image as an input and
produces bag score for both seen and unseen classes.

b) Context Aggregation: Deep0Tag introduces a Multiple Instance Learning (MIL)
framework that fuses multi-scale information encoded in the bag generated
from each image (Sec. 4.2.2.2). MIL assumes that each bag contains at least
one instance of the true labels de�ned by the ground-truth. We introduce two
schemes to aggregate contextual information in an image i.e., semantic and vi-
sual domain fusion. Further, we show that both parametric and non-parametric
pooling techniques can be used with our proposed MIL framework that can ef-
fectively model general functions computed on a bag (Corollary 1,2).

c) Incorporating Semantics: Our proposed network maps local and global infor-
mation in a bag to a semantic embedding space such that the correspondences
with both seen and unseen classes can be found. We use a margin maximizing
loss formulation in the semantic domain that speci�cally focuses on hard cases
during training (Sec. 4.2.2.5). The closest to our work are Zhang et al. [2016];
Ren et al. [2017b], that also employ a visual-semantic mapping to bridge the
gap between seen and unseen classes. However, these models are not fully
learnable due to pre-trained features or off-line bag extraction.

In Figure 4.1, we illustrate a block diagram to compare different kinds of image
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tagging frameworks proposed in the literature. Our framework integrates the con-
cept discovery, context aggregation and semantics incorporation in a single frame-
work that can be jointly trained in an end-to-end manner. Therefore, it encompasses
different modules of MIL into only a single integrated network, which results in the
state-of-the-art performance for conventional and zero-shot image tagging. The pro-
posed framework leads to several advantages for image tagging: (1) It can work in
both conventional and zero-shot settings, (2) It is extendable to any number of novel
tags from an open vocabulary as it does not use any prior information about the un-
seen concepts, (3) The proposed method can function in a weakly-supervised setting,
i.e., it can annotate a bounding box for both seen and unseen tags without using any
ground-truth bounding boxes during training.

4.2 Our Method

4.2.1 Problem Formulation

Suppose, we have a set of `seen' tags denoted byS = f 1, . . . , Sg and another set of
`unseen' tagsU = f S+ 1, . . . , S+ Ug, such that S \ U = f where, S and U represents
the total number of seen and unseen tags respectively. We also denoteC = S [ U ,
such that C = S+ U is the cardinality of the tag-label space. For each of the tags c 2 C,
we can obtain a `d' dimensional word vector vc (word2vec or GloVe) as a semantic
embedding. The training examples can be de�ned as a set of tuples, f (Xs, ys) : s 2
[1, M ]g, where Xs is the sth input image and ys � S is the set of relevant seen tags.
We represent uth testing image as Xu which corresponds to a relevant seen and/or
unseen tag yu � C . Note that, Xu, yu, U and its corresponding word vectors are not
observed during training. Now, we de�ne the following problems:

� Conventional tagging:Given Xu as input, assign relevant seen tagsyu � S .

� Zero-shot tagging (ZST):Given Xu, assign relevant unseen tagsyu � U .

� Generalized zero-shot tagging (GZST):Given Xu as input, assign relevant tags
from both seen and unseen yu � C .

MIL formulation: We formulate the above mentioned problem de�nitions in a Mul-
tiple Instance Learning (MIL) framework. Let us represent the sth training image
with a bag of n + 1 instancesXs = f xs,0 . . .xs,ng, where, the i th instance xsi represents
either an image patch (for i > 0) or the complete image itself (for i = 0). We assume
that each instancexs,i has an individual label `s,i which is unknown during training.
As ys represents relevant seen tags ofXs, according to the MIL assumption, the bag
has at least one instance for each tag in the setys and no instance for fS n ysg tags.
The bag- and instance-level labels are related by:

y 2 ys iff
n

å
i= 0

J̀ s,i = yK> 0, 8y 2 S . (4.1)



§4.2 Our Method 63

Figure 4.2: ProposedDeep0Tagarchitecture for MIL based zero-shot image tagging.

Thus, instances in Xs can work as a positive example for y 2 ys and negative example
for y0 2 fS n ysg. This formulation does not use instance level tag annotation which
makes it a weakly supervised problem. Our aim is to design and learn an end-to-
end deep learning model that can itself generate the appropriate bag-of-instances
and simultaneously assign relevant tags to the bag.

4.2.2 Network Architecture

The proposed network architecture is illustrated in Fig. 4.2. It is composed of two
parts: bag generation network ( left) and Multiple Instance Learning (MIL) network
(right). The bag generation network generates a bag-of-instances as well as their
visual features, and the MIL network processes the resulting bag of instance features
to �nd the �nal multi-label prediction which is calculated by a global pooling of the
prediction scores of individual instances. In this manner, bag generation and zero-
shot prediction steps are combined in a uni�ed framework that effectively transfers
learning from seen to unseen tags.

4.2.2.1 Bag generation

In our proposed method, the bag contains image patches which are assumed to cover
all objects and concepts presented inside the image. Many closely related traditional
methods Wu et al. [2015]; Wei et al. [2016]; Tang et al. [2017b]; Ren et al. [2017b] apply
some external procedure such as Selective Search [Uijlings et al., 2013], EdgeBoxes
[Zitnick and Dollár, 2014] or BING [Cheng et al., 2014] for this purpose. Such a
strategy creates three problems: (1) the off-line external process does not allow an
end-to-end learnable framework, (2) the patch generation process is prone to more
frequent errors because it can not be �ne-tuned on the target dataset, and (3) the MIL
framework needs to process patches rather than the image itself. In this work, we
propose to solve these problems by generating a useful bag of patches by the network
itself. The recent achievements of object detection frameworks, such as Faster-RCNN
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[Ren et al., 2017a], allow us to generate object proposals and later perform detection
within a single network. We adopt this strategy to generate a bag of image patches
for MIL. Remarkably, the original Faster-RCNN model is designed for supervised
learning, while our MIL framework extends it to weakly supervised setting.

A Faster-RCNN model [Ren et al., 2017a] with Region Proposal Network (RPN)
is learned using the ILSVRC-2017 detection dataset. This architecture uses a base
network ResNet-50 [He et al., 2016] which is shared between RPN and classi�ca-
tion/localization network. As practiced, the base network is initialized with pre-
trained weights. Though not investigated in this work, other popular CNN models,
e.g., VGG [Simonyan and Zisserman, 2014] and GoogLeNet [Szegedy et al., 2015] can
also be used as the shared base network. Now, given a training image Xs, the RPN
can produce a �xed number ( n) of region of interest (ROI) proposals f xs,1 . . .xs,ng
with a high recall rate. For image tagging, all tags may not represent an object.
Rather, tags can be concepts that describe the whole image, e.g., nature and land-
scape. To address this issue, we add a global image ROI (denoted byxs,0) comprising
of the complete image to the ROI proposal set generated by the RPN. Afterwards,
ROIs are fed to ROI-Pooling and subsequent densely connected layers to calculate
D-dimensional features set: F s = [ f s,0 . . . f s,n] 2 RD � (n+ 1) where f s,0 is the feature
representation of the whole image. This bag is then forwarded to MIL network for
prediction.

4.2.2.2 MIL Network

Our network design then comprises of two component blocks within the MIL net-
work: ` bag processing block' and `semantic alignment block'. The bag processing block
has two fully connected layers with a non-linear activation ReLU. The role of this
block is to remap the bag of features to the dimension of semantic embedding space
by calculating F 0

s = [ f 0
s,0 . . . f 0

s,n] 2 Rd� (n+ 1) . F 0
s is forwarded to the semantic align-

ment block. This block performs two important operations to calculate the �nal score
for each bag: (i) semantic projection and (ii) MIL pooling operation. Based on the
sequence of this two operations this block can be implemented in two ways.

Case 1- Semantic domain aggregation: In this case, the visual domain features are
�rst mapped to semantic space and their responses are aggregated. Speci�cally, given
a bag of instance featuresF 0

s, we �rst compute the prediction scores of individual
instances, Ps = [ ps,0 . . .ps,n] 2 RS� (n+ 1) by projecting them onto the �xed semantic
embedding, W = [ v1 . . .vS] 2 Rd� S, containing word vectors of seen tags,

Ps = WTF 0
s. (4.2)

Since the supervision is only available for bag-level predictions (i.e., image tags),
we require an aggregation mechanism A (�) to combine predictions scores Ps for
individual instances in a bag. Using the semantic-domain aggregation, we can obtain
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the �nal bag score as follows:

zs = A
� �

ps,0, ps,1, . . . ,ps,n
	 �

. (4.3)

Case 2- Visual domain aggregation: In this case, visual features are �rst aggregated
using a pooling operation and then transformed to semantic domain. Speci�cally,
given a bag of instance featuresF 0

s, we perform a pooling operation �rst to obtain a
universal feature representation of bag f 0

s:

f 00
s = A

� �
f 0

s,0, f 0
s,1 . . . f 0

s,n

	 �
. (4.4)

After that, we project f 00
s onto the semantic embedding space to calculate the �nal

score of the bag:
zs = WT f 00

s . (4.5)

4.2.2.3 Aggregation Mechanism

The aggregation mechanism mentioned in Eqs. 4.3 and 4.4 can be implemented using
a non-parametric (�xed) or a parametric (learnable) function. In both categories, we
explore a range of pooling methods as described below.

Fixed Pooling: Given a set of input feature vectors f i jgn
j= 0, the aggregated output

o can be obtained via max, mean or log-sum-exp (LSE) pooling as follows:

o = max
n

i 0, i 1, . . . ,i n

o
, (4.6)

o =
1

n + 1

n

å
j= 0

i j , (4.7)

o =
1
r

log
h 1

n + 1

n

å
j= 0

exp(r i j )
i
, (4.8)

where r is a �xed hyper-parameter during network training. In our case, the input
vectors are either ps,j or f 0

s,j for case 1 and 2 respectively.

Learned Pooling: The mean, max or log-sum-exp based pooling approaches de-
scribed above do not have any trainable parameters. To address this issue, we ex-
periment with an attention based pooling strategy recently proposed by Ilse et al.
[2018]. Given a set of input features, the attention based pooling operation can be
summarized as follows:

o =
n

å
j= 0

aj i j where, aj =
expf uT tanh(Vi j )g

å n
k= 0 expf uT tanh(Vi j )g

(4.9)

where, V 2 RL� d and u 2 RL� 1 are learnable parameters which are a part of the
pooling operation. As tanh (.) is approximately linear, Ilse et al. [2018] also proposed
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the following gated attention mechanism to increase non-linearly:

aj =
expf uT tanh(Vi j ) � sigmoid (V 0i j )g

å n
k= 0 expf uT tanh(Vi k) � sigmoid (V 0i k)g

(4.10)

where, V 0 2 RL� d denotes learnable parameters and� represents element-wise mul-
tiplication. The learned pooling strategies are not suitable for semantic domain ag-
gregation because the parameter dimension then becomes dependent on number of
seen tags, S. As the number of seen and unseen tags may not be same, the network
cannot predict unseen scores during testing. For the visual domain aggregation case,
the dimension of learnable pooling parameters V or V 0 is dependent on the bag fea-
ture dimension which remains �xed during training and testing. Therefore, we only
investigate learned pooling for the visual domain aggregation.

4.2.2.4 Theoretical Analysis

It can be proved that the proposed MIL framework can approximate any general
function de�ned on the bag Xs. Since our formulation is based on object proposals
xs,i , we can approximate a general function G(�) on the bag with the following object
level decomposition:

G(Xs = f xs,ign
0) � h(f g(xs,i )gn

0), s.t., g(xs,i ) =

(
ps,i , case 1

f 0
s,i , case 2

(4.11)

where g(�) is the transformation function de�ned using a deep network and h(�) is a
symmetric function that is invariant to permutations of the object proposals. Such a
decomposition is intuitive because the proposal set is unordered and its cardinality
can vary, neither of these two factors should effect the bag level predictions. The
function G(�) can be approximated adequately using the symmetric transformations
in Eq. 4.6, Eq. 4.7 or Eq. 4.8 according to the following corollaries:
Corollary 1: Max Pooling� From the Theorem of Universal approximation for con-
tinuous set functions [Qi et al., 2017], a Hausdorff symmetric function G(�) can be
approximated with in the bounds e 2 R+ if g(�) is a continuous function and h(�) is
a element-wise vector maximum operator (denoted as `max'), i.e.,

k G(Xs) � maxf g(xs,i )g k< e. (4.12)

Corollary 2: Mean Pooling� From the the Chevalley-Shephard-Todd (CST) theorem
[Bourbaki, 1990; Zaheer et al., 2017], a permutation invariant continuous function
G(�) operating on the set Xs can be arbitrarily approximated if g(�) is a transformation
function implemented as a neural network, where neural networks are universal
approximators [Hassoun, 1995], and h(�) is an element-wise mean operator (denoted
as `mean'), i.e.,

G(Xs) � meanf g(xs,i )g. (4.13)
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Figure 4.3: The loss function used in this work focuses more on its mistakes and
directly maximizes the gap between positive and negative predictions.

Remark: A smoother version of the above functions called Log-Sum-Exp (LSE)
(Eq. 4.8) is often followed for convex approximation [Ramon and De Raedt, 2000].
For example, it is helpful to approximate a non-differentiable function like the max
operation.

G(Xs) �
1
r

log
h 1

n + 1

n

å
i= 0

exp(rg(xs,i ))
i

(4.14)

where, jG(Xs) � maxf g(xs,i )gj < n+ 1
r . Here, r controls the amount of smoothness

where the high and low value for r tend to behave like the max and mean function
respectively [Pinheiro and Collobert, 2015]. Therefore, our MIL formulation can learn
a permutation invariant function on bags of visual instances consisting of both object
and concept representations.

4.2.2.5 Loss formulation

Suppose, for the sth training image, zs = [ z1 . . .zS] contains the �nal multi-label pre-
diction of a bag for seen classes. This bag is a positive example for each tagy 2 ys

and negative examples for each tag y0 2 fS n ysg. Thus, for each pair of y and y0, the
difference zy0 � zy represents the disparity between predictions for positive and neg-
ative tags. Our goal is to minimize these differences in each iteration. We formalize
the loss of a bag considering it to contain both positive and negative examples for
different tags:

Ltag(zs, ys) =
1

jysjjS n ysj
å

y02fSn ysg
å

y2ys

log
�

1 + exp(zy0 � zy)
�

We minimize the overall loss on all training images as follows:

L = arg min
Q

1
M

M

å
s= 1

�
Ltag(zs, ys)

�
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Here, Q denote the parameter set of the proposed network and M is the total number
of training images.

We argue that the above loss formulation is better suited for multi-label classi�-
cation as compared to the standard cross-entropy loss. This can be explained from
the loss curve in Fig. 4.3. For well classi�ed cases, scores for positive tags (zy) are
higher than negative ones (zy0), i.e., zy0 � zy < 0 which gives a small loss penalty
after log function is applied. It works opposite in other cases, which brings the fol-
lowing bene�ts: (1) It provides an inherent mechanism to tackle data imbalance by
assigning much smaller penalty to an already correct prediction compared to the
incorrect ones. This criteria helps to heavily focus on incorrect predictions during
training and speeds up the overall learning process, (2) Our loss can impose a rank-
ing penalty alongside forcing to predict a speci�c ground truth. This capability is
especially important to deal with word vectors because image features need to align
with a high dimensional vector, not just a speci�c value. We note that a similar rank
based penalty was proposed in Li et al. [2017a]. However, different from our case,
the formulation in Li et al. [2017a] focuses mainly on the largest error term among
all the differences zy0 � zy. In contrast, our formulation aligns all features to their
corresponding word vectors by penalizing eachdifference based on the quality of the
alignment.

4.2.2.6 Prediction

During testing, we modify the �xed embedding W to include seen and unseen word
vectors instead of only seen word vectors. Suppose, after modi�cation W becomes
W0 = [ v1 . . .vS, vS+ 1 . . .vS+ U ] 2 Rd� C. With the use of W0 in Eq. 4.2 and 4.5 for
cases 1 and 2 respectively, we get prediction scores of both seen and unseen tags for
each individual instance in the bag. Then, after the global pooling step, we get the
�nal prediction score for each seen and unseen tags. Finally, based on the tagging
task (conventional/zero-shot/generalized zero-shot), we assign the top K target tags
(from the set S, U or C) with higher scores to an input image.

4.3 Experiment

4.3.1 Setup

4.3.1.1 Dataset

We perform our experiments using a real-world web image dataset namely NUS-
WIDE [Chua et al., July 8-10, 2009]. It contains 269,648 images with three sets of
image tags from Flickr. The �rst, second and third set contains 81, 1000 and 5018
tags respectively. The tags inside the �rst set are carefully chosen, therefore less noisy
whereas the third set has the highest noise in annotations. Following the previous
work Zhang et al. [2016], we use 81 tags from the �rst set as unseen in this work. We
notice that the tag `interesting' comes twice within the second set. After removing
this inconsistency and selecting 81 unseen tags from the second set results in 924
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tags which we use as seen for our experiments. The dataset provides the split of
161,789 training and 107,859 testing images. We use this recommended setting while
ignoring the untagged images.

4.3.1.2 Visual and Semantic Embedding

Unlike previous attempts on zero-shot tagging [Li et al., 2015; Zhang et al., 2016],
our model works in an end-to-end manner using ResNet-50 [He et al., 2016] and
VGG16 [Simonyan and Zisserman, 2014] as a base network. It means the visual
features originate from ResNet-50/VGG16, but they are updated during iterations.
As the semantic embedding, we use `2 normalized 300 dimensional GloVe vectors
[Pennington et al., 2014]. We are unable to use word2vec embedding [Mikolov et al.,
2013b] because the pre-trained word-vector model cannot provide vectors for all of
the 1005 (924 seen + 81 unseen) tags.

4.3.1.3 Evaluation Metric

Following the work Zhang et al. [2016], we calculate precision (P), recall (R) and F-1
score (F1) of the topK predicted tags (K = 3 and 5 is used) and Mean image Average
Precision (MiAP) as evaluation metrics. The following equation is used to calculate
MiAP of an input image I :

MiAP ( I ) =
1

jRj

jT j

å
j= 1

qj

j
d( I , t j ),

where, jRj = total number of relevant tags, jT j = total number of ground truth tags,
qj = number of relevant tags of j th rank and d( I , t j ) = 1 if j th tag t j is associated with
the input image I , otherwise d( I , t j ) = 0.

4.3.1.4 Training Details

The Faster-RCNN model is �rst pre-trained on the ILSVRC-2017 object detection
dataset. After that, the last two layers (i.e. the classi�cation and localization head)
are removed to produce the bag generation network. We used the following settings
during Faster-RCNN [Ren et al., 2017a] training: rescaling shorter size of image as
600 pixels, RPN stride = 16, three anchor box scale 128, 256 and 512 pixels, three
aspect ratios 1:1, 1:2 and 2:1, non-maximum suppression (NMS) with IoU threshold
= 0.7 with maximum number of proposals = 300. The network predicts scores for S
seen tags by �ne-tuning on target tagging dataset i.e. NUS-WIDE [Chua et al., July
8-10, 2009]. During the training of our MIL framework, we generated one bag-of-
instances at each iteration from an image to feed our network. We chose a �xed n
number of RoIs proposed by the RPN which archives the best objectness score. We
carried out 774k training iterations using the Adam optimizer with a learning rate of
10� 5, b1 = 0.9 and b2 = 0.999. We implemented our model in the Keraslibrary.
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4.3.2 Tagging Performance

In this subsection, we evaluate the performance of our framework on three variants
of tagging as introduced in Sec. 4.2.1, namely conventional, zero-shot and general-
ized zero-shot tagging. The results of these three tasks are summarized next. No-
tably, we �rst compare our best performing model based on visual domain pooling
(case 2 with LSE pooling and bag size 32) with other top-performing methods in
Sec. 4.3.2.1, 4.3.2.2, 4.3.2.3 and later provide a detailed ablation study exploring dif-
ferent variants of our proposed model in Sec. 4.3.2.4.

4.3.2.1 Compared Methods

To compare our results, we have reimplemented two closely related published meth-
ods (ConSE [Norouzi et al., 2013] and Fast0Tag [Zhang et al., 2016]) and one simple
baseline based on ResNet-50 CNN architecture. We choose these methods for com-
parison because of their suitability to perform zero-shot tasks. We provide a brief
introduction to compared methods below:

� ConSE [Norouzi et al., 2013]: It was originally introduced for zero-shot learn-
ing for image classi�cation. This approach �rst learns a classi�er for seen tags
and generates a semantic embedding for unseen input by linearly combining
word vectors of seen classes using seen prediction scores. In this way, it can
rank unseen tags based on the distance between the generated semantic em-
bedding and the embedding of unseen tags.

� Fast0Tag [Zhang et al., 2016]: This method is the main competitor to our work.
It is a deep feature-based approach, where features are calculated from a pre-
trained VGG-19 [Simonyan and Zisserman, 2014]. Afterwards, a neural net-
work is trained on these features to classify seen and unseen input. This ap-
proach outperforms many established methods like WRAP [Gong et al., 2013],
WSABIE [Weston et al., 2011], TagProp [Guillaumin et al., 2009], FastTag [Chen
et al., 2013] on conventional tagging task. Therefore, in this work, we do not
consider those low-performing methods for comparison. The performance re-
ported in this work using Fast0Tag method is relatively different from the pub-
lished results because of few reasons: (1) We use ResNet-50/VGG16 whereas
Zhang et al. [2016] reported results on VGG-19, (2) Although Zhang et al. [2016]
experimented on NUS-WIDE, they only used a subset of 223,821 images in total,
(3) The implementation for Zhang et al. [2016] did not consider the repetition
of the seen tag `interesting'.

� Baseline: The baseline method is a special case of our proposed method which
uses the whole image as a single instance inside the bag. It breaks the multiple
instance learning consideration but does not affect the end-to-end nature of the
proposed solution.
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Method Network MiAP
K = 3 K = 5

P R F1 P R F1
Fast0Tag ResNet50 35.73 20.24 34.48 25.51 16.16 45.87 23.90
Baseline ResNet50 40.45 22.95 39.09 28.92 17.99 51.09 26.61
Ours ResNet50 52.50 33.77 57.53 42.55 22.21 63.06 32.85

Fast0Tag VGG16 50.43 32.21 54.88 40.59 21.25 60.33 31.43
Baseline VGG16 49.82 32.21 54.87 40.59 21.24 60.31 31.42
Ours VGG16 53.56 34.43 58.66 43.39 22.55 64.02 33.35

Table 4.1: Results for conventional tagging. K denotes the number of assigned tags.

4.3.2.2 Results

We conduct experiments on the conventional, zero-shot and generalized zero-shot
settings and report results in Tables 4.1 and 4.2. In all of our experiments, the same
test images are used. The basic difference between conventional vs. zero-shot tagging
is whether the 81 tags set is used during training or not. For the zero-shot settings,
we perform our training with 924 seen tags and test on 81 unseen tags. However,
in the conventional tagging case, all tags are considered as seen and training+testing
is performed on the same tag set. For the generalized zero-shot tagging case, the
same testing image set is used, but instead of predicting tags from the 81 tag set, our
method predicts tags from 1005 tag set (924 seen, 81 unseen).

We compare with two state-of-the-art methods in Tables 4.1 and 4.2. Our method
outperforms other methods by a signi�cant margin. Notably, the following observa-
tions can be developed from the results: (1) The performance of conventional tagging
is much better than zero-shot case because unseen tags and associated images are not
present during training for zero-shot tasks. One can consider that the performance
of conventional case is an upper-bound for zero-shot tagging case. (2) Similar to
previous work Xian et al. [2018a], the performance for the generalized zero-shot tag-
ging task is even poorer than the zero-shot tagging task. This can be explained by
the fact that the network gets biased towards the seen tags and scores low on un-
seen categories. This subsequently leads to a decrease in performance.(3) Similar
to the observation from Zhang et al. [2016], Fast0Tag beats ConSE [Norouzi et al.,
2013] in zero-shot cases. The main reason is that the ConSE [Norouzi et al., 2013]
does not use semantic word vectors during its training which is crucial to �nd a
bridge between seen and unseen tags. No results are reported with ConSE for the
conventional tagging case because it is only designed for zero-shot scenarios. (4)
The baseline beats other two compared methods in most of the cases (except VGG16
Fast0tag vs. Baseline) because of the end-to-end training while incorporating word
vectors in the learning phase. This approach is bene�ted by the appropriate adapta-
tion of feature representations for the tagging task. (5) The performances of ConSE,
Fast0Tag, and Baseline (where local features are not used) are better with VGG16
than ResNet50. It tells us that VGG16 works better as a global feature extractor com-
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Figure 4.4: Examples of top 5 predicted tags across different tasks by our method
(left/blue) and Fast0tag [Zhang et al., 2016] (right/black). Bold text represents the
correct tags according to ground-truth. First two rows of images illustrate successful
examples of our method and the third row is for negative cases.

Method Network MiAP
K=3 K=5

P R F1 P R F1
ConSE ResNet50 0.36 0.08 0.06 0.07 0.10 0.13 0.11
Fast0Tag ResNet50 3.26 3.15 2.40 2.72 2.51 3.18 2.81
Baseline ResNet50 3.61 3.51 2.67 3.04 2.83 3.59 3.16
Ours ResNet50 6.61 6.52 4.96 5.63 5.25 6.66 5.87

ConSE VGG16 0.47 0.12 0.09 0.11 0.14 0.18 0.16
Fast0Tag VGG16 5.19 5.10 3.88 4.40 4.11 5.21 4.59
Baseline VGG16 5.09 5.00 3.81 4.32 4.08 5.18 4.57
Ours VGG16 5.98 5.85 4.45 5.05 4.67 5.93 5.23

Table 4.3: Results for zero-shot tagging task with 4,084 unseen tags.

pared to ResNet50. (6) Our approach outperforms all other competitors because it
utilizes localized image features based on MIL, performs end-to-end training and
integrates semantic vectors of seen tags within the network. We also illustrate some
qualitative comparisons in Fig. 4.4.

4.3.2.3 Tagging in the Wild

Since our method does not use any information about unseen tags in zero-shot set-
tings, it can process an in�nite number of unseen tags from an open vocabulary. We
test with such a setting using the 5018 tag set of NUS-WIDE. We remove 924 seen
tags and ten other tags for which no GloVe vectors were found (handsewn, interest-
ingness, manganite, marruecos, mixs, monochromia, shopwindow, skys, topv and
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uncropped) to produce a large set of 4084 unseen tags. After training with 924 seen
tags, the performance of zero-shot tagging with this set is shown in Table 4.3. Be-
cause of the extreme noise in these annotations, the results are very poor in general,
but our method still outperforms other competitors by a reasonable margin [Zhang
et al., 2016; Norouzi et al., 2013].

4.3.2.4 Ablation Study

As mentioned earlier, our proposed architecture can be implemented in two different
ways: semantic domain aggregation (case 1) or visual domain aggregation (case 2).
For both of the cases, different kinds of pooling mechanisms (like global mean, max,
log-sum-exp (LSE), attention and gated attention) could be employed. In Table 4.4,
we perform an extensive ablation study on the ZST and GZST tasks with the different
combinations of network architectures. We also include two non-MIL-instance based
approaches (Ins-mean and Ins-max ) where features are treated as an individual
instance rather than a part of the bag. In this particular case, no pooling is required,
and loss is calculated based on the mean/max of all instances loss. Some of the
key �ndings of this ablation analysis are as follows: (1) Ins-max performs worse
than Ins-mean because Ins-max calculates loss based on only one object proposal
ignoring the contribution of all other possible proposals. (2) The case when visual
domain aggregation (case 2) is done results in better performance than the semantic
domain aggregation (case 1). In case 2, the pooling fuses visual features that combine
global and local details to �nd a single overall representation of the scene. In the
projection step, this overall representation is projected onto the word vectors. In
contrast, case 1 projects the global and local features to the word vectors directly. The
projection of case 2 aligns the features to word embeddings better than that of case
1 because localized features are extracted from noisy object proposals (as trained to
detect objectness) and the pooling on feature level can suppress that noise before the
alignment. (3) LSE outperforms mean or max pooling in both cases because LSE has
a combined effect of both pooling types. (4) Although the attention based pooling
(gated and not-gated) has trainable pooling parameters, still it cannot outperform
LSE based pooling. Again, the reason is the noisy nature of objectness bounding
boxes which confuses the learning of pooling parameters.

4.3.2.5 Insights on Pooling

Pooling after semantic projection (case 1) works on prediction scores, which means it
is a decision-level fusion scheme. It summarizes the semantic projection of individual
features in a bag by an overall projection score of all features. Thus, it forces each
individual region in an image to correctly align itself with its true word-vectors. This
approach can be understood as a bottom-up approach where an overall prediction is
made based on the individual region-based predictions.

In contrast, pooling before semantic projection (case 2) works on image features.
It summarizes the feature representation of all possible locations into one global
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Figure 4.5: Ablation study: impact of (a) pooling type and bag size (b) hyper-
parameter r on LSE pooling (c) size L on attention based pooling while performing
zero-shot tagging task using ResNet50 backbone.

feature representation of the image. Then, the global representation is projected onto
the semantic space only once to align it with the word vectors of true classes. This
approach can be considered as a top-down approach which uses global information
to make an overall prediction about image tags.

Our experiments show that the feature level fusion (case 2) results in better per-
formance. This is due to the fact that the fused visual features incorporate the wide
context available in a scene which better models inter-tag relationships and holistic
scene information. We also note that case 1 is more useful when tags relate to local
details as this strategy can better locate individual instances of objects.

It is also important to note that the projection in case 2 aligns the features to
word embeddings better than that of case 1. This is because the localized features are
extracted from noisy object proposals (as trained to detect objectness) and the pool-
ing on the feature level can suppress that noise before the alignment. In fact, Case
2 is useful when the image contains more stuff (non-object) categories or abstract
concepts because in that case, global representation can pick the abstract concepts
and/or interrelation between them to tag an image.

Since LSE pooling outperforms other pooling strategies in most cases, we are
particularly interested in its behavior when the value of its hyper-parameter ` r' is
changed. In Figure 4.5(b), we vary the value of r from 0.1 to 1.0 which transitions its
behavior from mean pooling to max pooling. We observe that a low value of r works
better in case 2 and the opposite is true for case 1. The variation can be attributed
to the difference between the visual (case 2) and semantic space (case 1) features.
Similarly, in Figure 4.5(c), we vary the size of L of attention based pooling. As gated
attention has strong non-linearity, it outperforms the non-gated version most of the
time.

4.3.2.6 Analysis on Bag Size

The proposed frameworks can work for different numbers of instances in the bag. In
Figure 4.5(a), we perform an ablation study for zero-shot tagging based on different
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Setup MiAP
K = 3 K = 5

P R F1 P R F1
CE 5.79 2.10 3.57 2.64 1.39 3.95 2.06
S ! V 37.17 24.42 41.60 30.77 16.49 46.82 24.39
V ! S 39.21 25.69 43.77 32.38 17.22 48.89 25.46

Baseline (187) 29.85 19.89 33.88 25.06 13.59 38.59 20.10
Ours (187) 38.45 25.16 42.87 31.71 16.95 48.12 25.07

Table 4.5: Comparison between different setups of our approach. CE: Multi-class
cross-entropy loss on our Case1-LSE architecture. S ! V: Semantic to visual domain
projection, V ! S: Visual to semantic domain projection, Baseline (187) and our (187):
performance using the pre-trained models with 187 non-overlapping classes.

combinations of network settings. The optimal bag size depends on the dataset and
pooling type. We notice that a large bag-size generally degrades tagging performance
for max pooling and vice-versa for all other pooling types. This variation is related
to the noise inside the tag annotation of the ground truth. Many previous deep MIL
networks [Wei et al., 2016; Tang et al., 2017b] recommended max-pooling for MIL
where they experimented on object detection datasets containing the ground-truth
annotation without any label noise. In contrast, other than the 81-tag set, NUS-WIDE
contains signi�cant noise in the tag annotations. Therefore, LSE and mean-pooling
with large bag size achieve a balance in the noisy tags, outperforming max-pooling
in general for NUS-WIDE. Notably, the bag size of our framework is far smaller
compared to other MIL approaches [Wei et al., 2016; Tang et al., 2017b]. We observe
that with only a small numbers of instances (e.g., 4) in the bag, our method can beat
state-of-the-art approaches [Zhang et al., 2016; Norouzi et al., 2013]. Being dependent
on external bag generator [Uijlings et al., 2013; Zitnick and Dollár, 2014; Cheng et al.,
2014] previous methods lose control inside the generation process. Thus, a large bag
size helps them to get enough proposals to choose the best score in last max-pooling
layer. Conversely, our method controls the bag generation network by �ne-tuning
shared ResNet-50/VGG16 layers which eventually can relax the requirement of large
bag sizes.

4.3.2.7 Cross-entropy vs. Our Proposed loss

In Table 4.5, we compare our loss with traditional multi-class cross-entropy (CE) loss.
As stated earlier, CE loss tries to predict a speci�c ground-truth without consider-
ing inter-class differences that results in a poor alignment among visual features and
word vectors. In contrast, our proposed loss tries to increase between class differ-
ences by assigning ranking penalty (high and low for incorrect and correct classi�-
cation respectively). Therefore, our proposed loss outperforms CE by a signi�cant
margin.
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4.3.2.8 Effect of Reverse Mapping

During bag processing, the MIL network remaps a D � dimensional visual feature
F s 2 RD � (n+ 1) to F s 2 Rd� (n+ 1) in order to match the dimension of semantic word
vectors. Because of this remapping, our semantic alignment strategies (Cases 1 and
2) work on semantic space. However, instead of mapping visual features to semantic
space, a reverse mapping semantic to visual could be performed [Zhang et al., 2017].
In that case, Eq. 4.2 and 4.5 will change to:

Ps = WTU1F s and zs = WTU2f s,

where, f s = A
� �

f s,0, f s,1 . . . f s,n
	 �

, U1 and U2 2 RS� D are learnable parameters to

map W 2 Rd� S to WTU 2 RD � S (D dimensional visual feature domain). In Table
4.5, we compare both visual to semantic and semantic to visual strategies. We achieve
slightly better performance with visual to semantic approach. This trend is opposite
to the proposal of established zero-shot learning approach [Zhang et al., 2017]. One
possible reason is that we learn the features along with word vectors whereas Zhang
et al. [2017] used �xed pre-trained visual features and only train word vectors. An-
other reason is that our ranking based loss is different from the traditional `2 loss
used in Zhang et al. [2017].

4.3.2.9 Effect of Pre-training

In this work, we use a Faster R-CNN model pre-trained on ILSVRC-DET 2017 dataset
to initialize the bag generation network. We have identi�ed 13 ILSVRC-DET 2017
classes (bear, birds, cars, cat, dog, fox, horses, person, plane, tiger, train, whales,
zebra) which are also present within 81 unseen classes of NUS-WIDE dataset. One
can argue that these common unseen classes can bene�t from the pre-trained RPN.
As we train the whole model in the end-to-end manner after excluding these common
classes, we note that the advantage for these unseen classes is negligible. In Table
4.5, we report performance after initializing the model with the pre-trained weights
that were learned on 187 classes (without considering the 13 overlapping classes)
and notice similar performance as for the case when all 200 classes in ILSVRC-DET
2017 dataset are used. This is due to the fact that RPN is trained (during Faster R-
CNN training) in a class agnostic fashion. Thus, regardless of seen or unseen tags
presented in an image, it can always detect bounding boxes based on the objectness
measure. As a result, the exclusion of overlapping classes does not make a signi�cant
difference in performance.

4.3.3 Multi-label Classi�cation on MS-COCO

We experiment with the large scale MSCOCO-2014 dataset [Lin et al., 2014] and tackle
both conventional and zero-shot tagging problems. This dataset has 80 object classes
with 82,783 and 40,504 training and validation images, respectively. Being a tagging
task, we ignore all bounding box annotation during training. For all experiments, we
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again use 300-dimensional GloVe vectors as a semantic embedding and ResNet50 as
a backbone architecture.

4.3.3.1 Conventional Tagging

This experiment aims at the multi-label classi�cation problem where all tags strictly
represent only MSCOCO classes. Following the experiment settings of Lee et al.
[2018], we use 40,137 validation images after removing without-label images to test
on this task. In Table 4.6 (a), we compare our approach with several other established
methods in the literature. Our approach consistently outperforms others because it
considers multi-scale information comprising of both local and global cues, and due
to the end-to-end nature of the solution. We notice WARP [Gong et al., 2013] and
Fast0Tag [Zhang et al., 2016] achieved identical performance (also reported in Lee
et al. [2018]) because both methods used a similar loss (taking a single global feature
as input) that applies a ranking penalty by maximizing the prediction difference of
positive and negative tags. Therefore, in conventional settings, both methods behave
similarly. Note that WARP does not have zero-shot learning capability. In contrast,
although Fast0Tag can work for a conventional setting, it is specially designed for the
zero-shot learning task.

4.3.3.2 Zero-shot Experiments

This task requires splitting MSCOCO classes into seen and unseen sets. Recently
Bansal et al. [2018] proposed a split of 48 seen and 17 unseen based on their cluster
embedding inside semantic space and WordNet hierarchy [Miller, 1995]. They have
provided a list of 73,774 images containing only seen objects for training and 6,608
images containing both seen and unseen objects for testing. We adapt their exact
setting to perform ZST and GZST. We compare our method with ConSE [Norouzi
et al., 2013], Fast0Tag [Zhang et al., 2016] and our baseline in Table 4.6 (bottom). Our
approach constantly beats other state-of-the-art tagging methods in both the tasks.
Note that, only 2,729 images inside the test set contains at least one unseen object.
As only seen objects dominate the test set, the GZST performance is higher than ZST
for all the evaluated methods.

4.3.4 Zero-shot Recognition (ZSR)

Our proposed framework is designed to handle the zero-shot multi-label problem.
Therefore, it can also be used for single label ZSR problem. To evaluate the per-
formance on the ZSR setting, we experiment with the Caltech-UCSD Birds-200-2011
(CUB) dataset [Wah et al., 2011]. Although the size of this dataset is relatively small,
containing 11,788 images belonging to 200 classes, it is popular for �ne-grained
recognition tasks. In ZSR literature [Xian et al., 2018a, 2016], the standard train/test
split uses a �xed set of 150 seen and 50 unseen classes for experiments. We follow
this traditional setting without using bounding boxes annotation, per image part an-
notation (like Akata et al. [2016a]) and descriptions (like Zhang et al. [2017]). To be
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Method P R F1
WSABIE [Weston et al., 2011] 59.3 61.3 60.3

WARP [Gong et al., 2013] 60.2 62.2 61.2
Fast0Tag [Zhang et al., 2016] 60.2 62.2 61.2

Lee et al. [2018] 74.1 64.5 69.0
Ours 69.9 72.2 71.1

Method
ZST GZST

P R F1 P R F1
ConSE [Norouzi et al., 2013] 11.4 28.3 16.2 23.8 28.8 26.1
Fast0Tag [Zhang et al., 2016] 24.7 61.4 35.3 38.5 46.5 42.1
Baseline 23.7 59.0 33.9 35.1 42.4 38.4
Our(bag=64) 26.5 65.9 37.8 43.2 52.2 47.3

.

Table 4.6: (top) Multi-label classi�cation results. (bottom) Zero-shot and generalized
zero-shot tagging reslts Experiments on on MS-COCO [Lin et al., 2014] with K= 3

Top1 Accuracy w2v glo
Akata et al. [2016a] 33.90 -

DMaP-I [Li et al., 2017b] 26.38 30.34
SCoRe [Morgado and Vasconcelos, 2017] 31.51 -

Akata [Akata et al., 2015] 28.40 24.20
LATEM [Xian et al., 2016] 31.80 32.50

Ours 36.55 33.00

Table 4.7: Zero-shot recognition on CUB using mean-pooling based MIL. For fairness,
we only compared with the inductive setting of other methods without per image
part annotation and description.

consistent with the rest of the work, we consider 400-d unsupervised GloVe (glo) and
word2vec (w2v) vectors used in Xian et al. [2016].

For a test image, our network predicts unseen class scores and an image is clas-
si�ed to the unseen class that gets the maximum score. As per standard practice, we
report the mean Top1 accuracy of unseen classes in Table 4.7. Our method achieves
superior results in comparison to state-of-the-art methods using the same settings.
Note that all other methods are deep feature based approaches but do not train a
joint framework in an end-to-end manner. In contrast, our method is end-to-end
learnable based on ResNet-50 and additionally generates bounding boxes without
using any box annotations.

4.3.5 Discussion

How does MIL help in multi-label zero-shot learning? We explain this aspect using
the illustration in Figure 4.4. One can observe that several tags pertain to localized
information in a scene that is represented by only a small subset of the whole image,
e.g., �sh, coral, bike and bird. This demonstrates that a multi-label tagging method
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Figure 4.6: Zero-shot tag discovery in natural images. Bounding boxes are shown for
Top 2 tags in each image. Our approach not only assigns multiple tags to each image
but also generates a bounding box for each tag.

should consider localized regions in conjunction with the whole image. Our pro-
posed method incorporates such a consideration using the MIL formulation. There-
fore, it can annotate those localized tags where previous methods, e.g., Fast0tag,
[Zhang et al., 2016] usually fail (see rows 1-2 in Fig. 4.4). However, tags like beach,
sunset, landscape in the third row of the �gure are related to the global information
in an image which does not depend on localized features. Therefore, in this respect,
our method sometimes fails in comparison to Fast0tag [Zhang et al., 2016] (see row
3 in Fig. 4.4). However, as illustrated in Fig. 4.4 (the non-bold tags in blue and black
colors), the predicted tags of our method in those failure cases are still meaningful
and relevant compared to the failure cases of Fast0tag [Zhang et al., 2016].

Impact of pooling in MIL: The choice of pooling strategy as well as the domain
that is used to perform feature aggregation, i.e., semantic domain (case 1) or visual
domain (case 2) has a profound impact on zero-shot tagging. In our study, we �nd
that pooling on visual features works better than pooling on prediction scores in the
semantic domain. It tells us that pooling helps to reduce noise inside features more
than noise in word vectors. Also, we observe that LSE outperforms mean, max and
attention based pooling. It shows that LSE can achieve a good balance between the
contributions of global and localized features.

Image location and tag correspondence: As a byproduct, our approach can gen-
erate a bounding box for each assigned tag. In Fig. 4.6, we illustrate some boxes
(for top 2 tags) to indicate the correspondence between image locations and associ-
ated tags. Notably, our method often selects the whole image as one bounding box
because we consider the entire image as an instance inside the bag. This consider-
ation is particularly helpful for NUS-WIDE dataset because it contains many tags
which are not only related to objects but are relevant to the overall scene, e.g., natu-
ral concepts (sky, water, sunset), aesthetic style (re�ection, tattoo) or action (protest,
earthquake, sports). Any quantitative analysis for this weakly supervised box de-
tection task was not possible because the NUS-WIDE dataset does not provide any
localization ground-truth for tags in an image.
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4.4 Summary

While traditional zero-shot learning methods only handle a single unseen label per
image, this work attempts to assign multiple unseen tags. For the �rst time, we pro-
pose an end-to-end, deep MIL framework to tackle the multi-label zero-shot tagging
problem. We integrate automatic patch discovery, feature aggregation and seman-
tic domain projection within a single uni�ed framework. Unlike previous models for
traditional image tagging, our MIL framework does not depend on an off-line feature
extraction and bag generation mechanisms. The proposed approach can inherently
combine local as well as global scene details and can assign seen and/or unseen tags
at test time. Moreover, any number of unseen tags from an open vocabulary could
be used for prediction during test time. Our method can be viewed as a weakly
supervised learning approach because of its ability to �nd a bounding box for each
tag without requiring any box annotation during training. We validate our frame-
work by achieving state-of-the-art performance on a large-scale tagging benchmark,
outperforming established methods in the literature. As future work, the seman-
tic relationship between word vectors can be explored to incorporate dependency
among tags.



Chapter 5

Double-stage Zero-shot Detection

Zero shot learning (ZSL) identi�es unseen objects for which no training images are
available. Conventional ZSL approaches are restricted to a recognition setting where
each test image is categorized into one of several unseen object classes. We posit
that this setting is ill-suited for real-world applications where unseen objects appear
only as a part of a complete scene, warranting both `recognition' and `localization'
of the unseen category. To address this limitation, in this chapter, we introduce
a new `Zero-Shot Detection'(ZSD) problem setting, which aims at simultaneously
recognizing and locating object instances belonging to novel categories, without any
training samples. We introduce an integrated solution to the ZSD problem that jointly
models the complex interplay between visual and semantic domain information. To
the best of our knowledge, this is the �rst end-to-end trainable deep network for
ZSD that effectively overcomes the noise in the unsupervised semantic descriptions.
To this end, we utilize the concept of meta-classes to design an original loss function
that achieves synergy between max-margin class separation and semantic domain
clustering. In order to set a benchmark for ZSD, we propose an experimental protocol
for the large-scale ILSVRC dataset that adheres to practical challenges, e.g., rare
classes are more likely to be the unseen ones. Furthermore, we present a baseline
approach extended from conventional recognition to the ZSD setting. Our extensive
experiments show a signi�cant boost in performance on the imperative yet dif�cult
ZSD problem.1

5.1 Introduction

Humans have the amazing ability to develop a generalizable knowledge-base that
compiles our sensorimotor experiences over time and relates them to abstract con-
cepts. For instance, if we have seen visual examples of h̀orse' and `donkey', we can
easily recognize their distinctive individual characteristics, such as horses have short
ears, long tails and thin coats, while donkeys are shorter in height, have thick coats,
long ears and shorter tails. These associations between visual and semantic con-
tent enable us to make inferences about unobserved content based on our previous

1The codes and dataset split are available at:https://github.com/salman-h-khan/ZSD_Release

83



84 Double-stage Zero-shot Detection

Figure 5.1: ZSD deals with a more complex label space (object labels and locations)
with considerably less supervision (i.e., no examples of unseen classes).(a) The tra-
ditional recognition task only predicts seen class labels. (b) The traditional detection
task predicts both seen class labels and bounding boxes.(c) The traditional zero-shot
recognition task only predicts unseen class labels. (d) The proposed ZSD predicts
both seen and unseen classes and their bounding boxes.

knowledge. As an example, if we are described an animal that has close resemblance
to both a horse and a donkey and which is smaller than a horse but bigger than
a donkey, we can imagine what a `mule' looks like. Such an intelligent reasoning
ability regarding the unobserved world would be highly valuable for life-long and
self-learning machines.

Since its inception, the main focus of zero-shot learning research has been ob-
ject classi�cation [Akata et al., 2016b; Changpinyo et al., 2016; Frome et al., 2013b;
Kodirov et al., 2015; Lampert et al., 2014; Lei Ba et al., 2015; Maxime Bucher and
Jurie, 2016; Norouzi et al., 2013; Romera-Paredes and Torr, 2015; Xian et al., 2018a;
Zhang et al., 2017; Zhang and Saligrama, 2015, 2016]. Although zero-shot recognition
is still an open research problem, we hypothesize that this setting has a number of
limitations that render it unsuitable for real-life applications. First, it assumes a sim-
ple case where only a single dominant category is present in an image. Second, the
predictions are made for a complete scene, while in practice, the attributes and se-
mantic descriptions are generally relevant to individual objects rather than the entire
scene. Third, zero-shot recognition provides an answer to unseen categories in ele-
mentary tasks, e.g., classi�cation and retrieval, but it cannot be scaled to advanced
tasks, such as scene interpretation and contextual modeling, which require a fun-
damental reasoning for all salient objects in the scene. Fourth, global attributes are
more susceptible to background variations, viewpoint, appearance and scale changes
and practical challenges, such as occlusions and clutter. As a result, image-level ZSL
fails for complex scenes where a diverse set of competing attributes that belong to
multiple object categories exists.

Zero-shot Object Detection: To address the above-mentioned challenges, we
introduce a new problem setting called zero-shot object detection. As illustrated in
Fig. 5.1, instead of merely classifying images, our goal is to simultaneously detect
and localize each individual instance of new object classes, even in the absence of
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any visual examples of those classes during the training phase. In this regard, we
propose a new zero-shot detection protocol built on top of the ILSVRC - Object De-
tection Challenge [Russakovsky et al., 2015]. The resulting dataset is very demanding
because of its large scale, diversity, and unconstrained nature, and also unique due
to its leveraging of WordNet semantic hierarchy [Miller, 1995]. Taking advantage of
the semantic relationships among object classes, we use the concept ofm̀eta-classes'2

and introduce a novel approach to update the semantic embeddings automatically.
Raw semantic embeddings are learned in an unsupervised manner using text mining
and, therefore, they have considerable noise. Our optimization of the class embed-
dings proves to be an effective way to reduce this noise and learn robust semantic
representations.

ZSD has numerous applications in novel object localization, retrieval and track-
ing, and determining an object's relationships with its environment using only the
available semantics, e.g., an object name or a natural language description. Although
a critical problem, ZSD is remarkably dif�cult compared to its classi�cation counter-
part. While the zero-shot recognition problem assumes there is only a single primary
object in an image and attempts to predict its category, the ZSD task has to predict
both the multi-class category label and precise location of each instance in a given
image. Since there can be a prohibitively large number of possible locations for each
object in an image and because the semantic class descriptions are noisy, a detection
approach is much more susceptible to incorrect predictions compared to classi�ca-
tion. Therefore, a ZSD method is likely to predict a class label that might be incorrect
but is visually and semantically similar to the corresponding true class. For exam-
ple, wrongly predicting a `spider' as `scorpion', where both are semantically similar
because they are invertebrates. To address this issue, we relax the original detection
problem to independently study the confusions emanating from the visual and se-
mantic resemblance between closely linked classes. For this purpose, alongside the
ZSD, we evaluate our model under zero-shot meta-class detection, zero-shot tagging,
and zero-shot meta class tagging settings. Notably, the proposed network is trained
only `once' for the ZSD task and the additional tasks are used during evaluations
only.

Our Contributions: Apart from a new large-scale protocol for ZSD, to the best of
our knowledge, we propose the �rst end-to-end trainable network for the ZSD prob-
lem that concurrently relates visual image features with a semantic label information.
This network uses a semantic embedding vector of classes within the network to pro-
duce prediction scores for both seen and unseen classes. We propose a novel loss for-
mulation that incorporates max-margin learning [Zhang and Saligrama, 2016] and a
semantic clustering loss based on the class-scores of different meta-classes. While the
max-margin loss attempts to separate individual classes, the semantic clustering loss
tries to reduce the noise in semantic vectors by positioning similar classes together
and dissimilar classes far apart. Notably, our proposed formulation assumes pre-
de�ned unseen classes when exploring the semantic relationships during the model

2Meta-classes are obtained by clustering semantically similar classes.
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learning phase. This assumption is consistent with recent efforts in the literature,
which adopt class semantics to solve the domain shift problem in ZSL [Deng et al.,
2014; Fu et al., 2017], and does not constitute a transductive setting [Deutsch et al.,
2017; Fu et al., 2015b; Kodirov et al., 2015]. Based on the premise that, in practice,
unseen class semantics are sometimes unknown during training for zero-shot scenar-
ios, we also propose a variant of our approach that can be trained without prede�ned
unseen classes. Finally, we propose a comparison method for ZSD by extending a
popular zero-shot recognition framework named ConSE [Norouzi et al., 2013], us-
ing Faster R-CNN [Ren et al., 2017a]. In summary, this work reports the following
advances:

� We introduce a new problem setting for zero-shot learning, which aims to
jointly recognize and localize novel objects in complex scenes.

� We present a new experimental protocol and design a novel baseline solution
extended from conventional recognition to the detection task.

� We propose an end-to-end trainable deep architecture that simultaneously con-
siders both visual and semantic information.

� We design a novel loss function that achieves synergistic effects for max-margin
class separation and semantic clustering, based on meta-classes. Additionally,
our approach can automatically tune noisy semantic embeddings.

5.2 Problem Description

For a given set of images from seen object categories, ZSD aims torecognizeand local-
izepreviously unseen object categories. In this section, we formally describe the ZSD
problem and its associated challenges. We also introduce variants of the detection
task, which are natural extensions of the original problem. First, we describe the
notations used in the following discussion.

5.2.1 Preliminaries

Consider a set of `seen' classes denoted byS = f 1, . . . , Sg, whose examples are
available during the training stage and S represents their total number. There exists
another set of `unseen' classesU = f S+ 1, . . . , S+ Ug, whose instances are only
available during the test phase. We denote the set of all object classes byC = S [ U ,
such that C = S+ U denote the cardinality of the label space.

We de�ne a set of meta (or super) classes by grouping similar object classes into
a single meta category. These meta-classes are denoted byM = f zm : m 2 [1, M]g,
where M denote the total number of meta-classes and zm = f k 2 C s.t., g(k) = mg.
Here, g(k) is a mapping function which maps each class k to its corresponding meta-
class zg(k) . Note that the meta-classes are mutually exclusive i.e., \ M

m= 1zm = f and
[ M

m= 1zm = C.
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The set of all training images is denoted by X s, which contains examples of all
seen object classes. The set of all test images containing samples of unseen object
classes is denoted byX u. Each test imagex 2 X u contains at least one instance of an
unseen class. Notably, no unseen class object is present inX s, but X u may contain
seen objects.

We de�ne a d dimensional word vector vc (word2vec or GloVe) for every class
c 2 C. The ground-truth label for an i th bounding box is denoted by yi . Since
the object detection task also involves identifying the background class for negative
object proposals, we introduce the extended label sets: S0 = S [ ybg, C0 = C [ ybg

and M 0 = M [ ybg, where ybg = f C + 1g is a singleton set denoting the background
label.

5.2.2 Task De�nitions

Given the observed space of imagesX = X s [ X u and the output label space C0, our
goal is to learn a mapping function f : X 7! C0 that gives the minimum regularized
empirical risk ( R̂ ), as follows:

arg min
Q

R̂ ( f (x; Q)) + W(Q), (5.1)

where, x 2 X s during training, Q denotes the set of parameters andW(Q) denotes
the regularization on the learned weights. The mapping function has the following
form:

f (x; Q) = arg max
y2C

max
b2B (x)

F (x, y, b; Q), (5.2)

where F (�) is a compatibility function, B(x) is the set of all bounding box proposals
in a given image x. Intuitively, Eq. 5.2 �nds the best scoring bounding boxes based on
an objectness measure and assigns them the maximum scoring object category. Next,
we de�ne the zero-shot learning tasks which go beyond a single unseen category
recognition in images. Notably, the training is framed as the challenging ZSD prob-
lem, however the remaining task descriptions are used during evaluation to relax the
original problem:

T1 Zero-shot detection (ZSD):Given a test image x 2 X u, the goal is to categorize
and localize each instance of an unseen object classu 2 U .

T2 Zero-shot meta-class detection (ZSMD):Given a test image x 2 X u, the goal is to
localize each instance of an unseen object classu 2 U and categorize it into one
of the super-classesm 2 M .

T3 Zero-shot tagging (ZST):To recognize one or more unseen classes in a test image
x 2 X u, without identifying their location.

T4 Zero-shot meta-class tagging (ZSMT):To recognize one or more meta-classes in a
test image x 2 X u, without identifying their location.
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Figure 5.2: Network Architecture - Left: Image level feature maps are used to propose
candidate object boxes and their corresponding features. Right: The features are used
for classi�cation and localization of new classes by utilizing their semantic concepts.

Among the above mentioned tasks, the ZSD is the most dif�cult problem and
dif�culty level decreases as we go down the list. The goal of the later tasks is to
distill the main challenges in ZSD by investigating two ways of relaxing the original
problem: (a) Reducing the unseen object classes by clustering similar unseen classes
into a single super-class (T2 and T4). (b) Removing the localization constraint. To
this end, we investigate the zero-shot tagging problem, where the goal is only to
recognize all object categories in an image (T3 and T4).

Current state-of-the-art methods for zero-shot learning only deal with recogni-
tion/tagging. The proposed problem settings add the missing detection task, which
indirectly encapsulates traditional recognition and tagging tasks.

5.3 Zero-Shot Object Detection

Our proposed model uses Faster R-CNN [Ren et al., 2017a] as the backbone architec-
ture, due to its superior performance among competitive end-to-end object detection
models [Dai et al., 2016; Liu et al., 2016; Redmon and Farhadi, 2017]. We �rst provide
an overview of our proposed model architecture and then discuss network learning.
Finally, we extend a popular ZSL approach to the detection problem, against which
we compare our performance in the experiments.

5.3.1 Model Architecture

The overall architecture is illustrated in Fig 5.2. It has two main components enclosed
in boxes: the �rst provides object-level feature descriptions and the second integrates
visual information with the semantic embeddings to perform zero-shot detection.
We explain these in detail next.
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Object-level Feature Encoding: For an input image x, a deep network (VGG/Res-
Net) is used to obtain the intermediate convolutional activations. These activations
are treated as feature maps, which are forwarded by a Region Proposal Network
(RPN). The RPN generates a set of candidate object proposals by automatically rank-
ing the anchor boxes at each sliding window location. The high-scoring proposals
can be of different sizes, which are mapped to �xed sized representation using a RoI
pooling layer that operates on the initial feature maps and the proposals generated
by the RPN. The resulting object level features for each candidate are denoted as f̀ '.
Note that the RPN generates object proposals based on the objectness measure. Thus,
a trained RPN on seen objects can generate proposals for unseen objects also. In the
second block of our architecture, these feature representations are used alongside the
semantic embeddings to learn useful representations for both the seen and unseen
object-categories.

Integrating Visual and Semantic Contexts: The object-level feature f is forwarded to
two branches in the second module. The top branch is trained to predict the object
category for each candidate box. Note that this can assign a classc 2 C0, which can
be a seen, unseen or background category. The branch consists of two main sub-
networks, which are key to learning the semantic relationships between seen and
unseen object classes.

The �rst component is the ` Semantic Alignment Network' (SAN), which consist of
an adjustable FC layer, whose parameters are denoted asW1 2 Rd� d, that projects
the input visual feature vectors to a semantic space with d dimensions. The resulting
feature maps are then projected onto the �xed semantic embeddings, denoted by
W2 2 Rd� (C+ 1) , which are obtained in an unsupervised manner by text mining (e.g.,
Word2vec and GloVe embeddings). Note that, here we consider both seen and unseen
semantic vectors which require unseen classes to be prede�ned. This consideration
is inline with a very recent effort, Fu et al. [2017], which adopted this setting to
explore the cluster manifold structure of the semantic embedding space and address
the domain shift issue. Given a feature representation input ( f t) to SAN in the top
branch the overall operation can be represented as:

o = ( W1W2)T f t . (5.3)

Here, o is the output prediction score. The W2 is formed by stacking semantic vectors
for all classes, including the background class. For background class, we use the
mean word vectors vb = 1

C å C
c= 1 vc as its embedding in W2.

Notably, a non-linear activation function is not applied between the adjustable
and �xed semantic embeddings in the SAN. Therefore, the two projections can be
understood as a single learnable projection on to the semantic embeddings of object
classes. This helps in automatically updating the semantic embeddings to make them
compatible with the visual feature domain. It is highly valuable because the original
semantic embeddings are often noisy due to the ambiguous nature of closely related
semantic concepts and the unsupervised procedure used for their calculation. In
Fig. 5.3, we visualize modi�ed embedding space when different loss functions are



90 Double-stage Zero-shot Detection

applied during training.

The bottom branch enables bounding box regression to add suitable offsets to
align the proposals with the ground-truths for precise predictions of object locations.
This branch is set up similar to Faster R-CNN [Ren et al., 2017a].

5.3.2 Training and Inference

We follow a two step training approach to learn the model parameters. The �rst
part involves training the backbone Faster R-CNN for only seen classes using the
training set X s. This training involves initializing weights of shared layers with a
pre-trained Vgg/ResNet model, followed by learning the RPN, classi�cation and
detection networks. In the second step, we modify the Faster R-CNN model by
replacing the last layer of Faster R-CNN classi�cation branch with the proposed
semantic alignment network and an updated loss function (see Fig. 5.2). While rest
of the network weights are used from the �rst step, the weights W1 are randomly
initialized and the W2 are �xed to semantic vectors of the object classes and not
updated during training.

While training in second step, we keep the shared layers trainable but �x the
layers speci�c to RPN since the object proposals requirements are not changed from
the previous step. The same seen class imagesX s are again used for training. For
each given image, we obtain the output of RPN which consists of a total of `R' ROIs
belonging to both positive and negative object proposals.

Each proposal has a corresponding ground-truth label given by yi 2 S 0. Positive
proposals belong to any of the seen classesS and negative proposals contain only
background. In our implementation, we use an equal number of positive and neg-
ative proposals. Now, when object proposals are passed through ROI-Pooling and
subsequent dense layers, a feature representationf i is calculated for each ROI. This
feature is forwarded to two branches, the classi�cation branch and regression branch.
The overall loss is the summation of the respective losses in these two branches, i.e.,
classi�cation loss and bounding box regression loss.

L(oi , bi , yi , b�
i ) = arg min

Q

1
T å

i

�
Lcls(oi , yi ) + Lreg(bi , b�

i )
�

,

where Q denotes the parameters of the network, oi is the classi�cation branch output,
T = N � R represents the total number of ROIs in the training set with N images. bi

and b�
i are parameterized coordinates of predicted and ground-truth bounding boxes

respectively and yi represents the true class label of thei th object proposal.

Classi�cation loss: This loss deals with both seen and unseen classes. It com-
prises of a max-margin loss (Lmm) and a meta-class clustering loss (Lmc):

Lcls(oi , yi ) = l Lmm(oi , yi ) + ( 1 � l )Lmc(oi , g(yi )) , (5.4)
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Figure 5.3: The 2D tSNE embedding of modi�ed word vectors W1W2 using only
max-margin loss, Lmm (left) and with clustering loss, Lmm + Lmc (right). Semantically
similar classes are embedded more closely in cluster based loss.

where, hyper-parameter l controls the trade-off between two losses. We de�ne,

Lmm(oi , yi ) =
1

jC0n yi j
å

c2C0nyi

log
�

1 + exp(oc � oyi )
�

,

Lmc(oi , g(yi )) =
1

jM 00jjZ j å
c2M 00

å
j2Z

log
�

1 + exp(oc � oj )
�

,

where, sets M 00= fM 0n zg(yi )g and Z = f zg(yi )g, ok represent the prediction re-
sponse of classk 2 S . Lmm tries to separate the prediction response of the true class
from rest of the classes. In contrast, Lmc tries to cluster together the members of each
super-class and pulls the classes belonging to different meta-classes further apart.

We illustrate the effect of clustering loss on the learned embeddings in Fig. 5.3.
The use of Lmc enables us to cluster semantically similar classes together which re-
sults in improved embeddings in the semantic space. For example, all animal-related
meta-classes are close together, whereas food and vehicle are far apart. Such a clear
separation in semantic space helps in obtaining a better ZSD performance. More-
over, meta-class based clustering loss does not harm �ne-grained detection because
the hyper-parameter l is used to put more emphasis on the max-margin loss ( Lmm)
as compared to the clustering part ( Lmc) of the overall loss (Lcls). Still, the clustering
loss provides enough guidance to the noisy semantic embeddings (e.g., unsupervised
w2v/glove) such that similar classes are clustered together as illustrated in Fig. 5.3.
Note that w2v/glove try to place similar words nearby with respect to millions of
text corpus, it is therefore not �ne-tuned for just 200 class recognition setting.

Regression loss: This part of the loss �ne-tunes the bounding box for each seen
class ROI. For eachf i , we get 4 � S values representing 4 parameterized co-ordinates
of the bounding box of each object instance. The regression loss is calculated based
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on these co-ordinates and parameterized ground truth co-ordinates. During train-
ing, no bounding box prediction is done for background and unseen classes due to
unavailability of visual examples. As an alternate approach, we approximate the
bounding box for an unseen object through the box proposal for a closely related
seen object that achieves maximum response. This is a reasonable approximation
because visual features of unseen classes are related to that of similar seen classes.

Prediction: We normalize each output prediction value of the classi�cation branch
using ôc = oc

kvck2kf t k2
. It basically calculates the cosine similarity between modi�ed

word vectors and image features. This normalization maps the prediction values
within 0 to 1 range. We classify an object proposal as background if maximum
responds among ôc where c 2 C0 belongs to ybg. Otherwise, we detect an object pro-
posal as unseen object if its maximum prediction response among ôu where u 2 U is
above a threshold a.

yu = arg max
u2U

ôu s.t., ôu > a. (5.5)

The other detection branch �nds bi which is the set of parameterized co-ordinates
of bounding boxes for S seen classes. Among them, we choose a bounding box
corresponding to the class having the maximum prediction response in ôs where
s 2 S for the classi�ed unseen class yu. For the tagging tasks, we simply use the
mapping function g(.) to assign a meta-class for any unseen label.

5.3.3 ZSD without Pre-de�ned Unseen

While applying clustering loss in Sec. 5.3.2, the meta-class assignment adds high-
level supervision in the semantic space. While doing this assignment, we consider
both seen and unseen classes. Similarly, the max-margin loss considers the setC0

that has both seen and unseen classes. This problem setting helps to identify the
clustering structure of the semantic embeddings to address domain adaptation for
zero-shot detection. However, in several practical scenarios, unseen classes may not
be known during training. Here, we report a simpli�ed variant of our approach to
train the proposed network without pre-de�ned unseen classes.

For this problem setting, we use only seen+bg word vectors (instead of seen+
unseen+bg vectors) as the �xed embedding W2 2 Rd� (S+ 1) to train the whole frame-
work with only the max-margin loss, L0

mm, de�ned as follows:

L0
mm(oi , yi ) =

1
jS0n yi j

å
c2S 0nyi

log
�

1 + exp(oc � oyi )
�

.

Since the output classi�cation layer cannot make predictions for unseen classes, we
apply a procedure similar to ConSE during the testing phase [Norouzi et al., 2013].
Here, the choice of Norouzi et al. [2013] is made due to two main reasons: (a) In con-
trast to other ZSL methods which train separate models for each class [Changpinyo
et al., 2016; Rahman et al., 2018b], ConSE can work on the prediction score of a single
model. (b) It is straight-forward to extend a single network to ZSD using ConSE,
since Norouzi et al. [2013] uses semantic embeddings only during the test phase.
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Suppose, for an object proposal, vector o 2 RS+ 1 contains �nal probability values
of only seen classes and background. As described earlier, we ignore an object pro-
posal if the background gets the highest score. For other cases, we sort the vectoro
in descending order to compute a list of indices l and the sorted list ô:

ô, l = sort(o) s.t., oj = ôl j . (5.6)

Then, the top K score values (s.t., K � S) from ô are combined with their corre-
sponding word vectors using the equation: ei = å K

k= 1 ôkv lk. We consider ei to be a
semantic space projection of an object proposal that is a combination of word vec-
tors weighted by the top K seen class probabilities. The �nal prediction is made by
�nding the maximum cosine similarity among ei and all unseen word vectors,

yu = arg max
u2U

cos(ei , vu).

In this work, we use K = 10 as proposed in Norouzi et al. [2013]. For bounding
box detection, we choose the box for which corresponding seen class gets maximum
score.

5.4 Experiments

5.4.1 Dataset and Experiment Protocol

Dataset: We evaluate our approach on the standard ILSVRC-2017 detection dataset
[Russakovsky et al., 2015]. This dataset contains 200 object categories. For training,
it includes 456,567 images and 478,807 bounding box annotations around object in-
stances. The validation dataset contains 20,121 images fully annotated with the 200
object categories which include 55,502 object instances. A category hierarchy has
been de�ned in Russakovsky et al. [2015], where some objects have multiple parents.
Since, we also evaluate our approach on meta-class detection and tagging, we de�ne
a single parent for each category.

Seen/unseen split: Due to lack of an existing ZSD protocol, we propose a chal-
lenging seen/unseen split for ILSVRC-2017 detection dataset. Among 200 object
categories, we randomly select 23 categories as unseen and rest of the 177 categories
are considered as seen. This split is designed to follows the following practical con-
siderations: (a) unseen classes are rare,(b) test categories should be diverse, (c) the
unseen classes should be semantically similar with at least some of the seen classes.

Meta-class assignment: The classes of the ILSVRC detection dataset maintain a
de�ned hierarchy [Russakovsky et al., 2015]. However, this hierarchy does not follow
a tree structure. In this work, we choose a total of M = 14 meta-classes (including
person), in which the 200 object classes are divided. Table 5.1 describes meta-class as-
signment of all 200 classes. This assignment mostly follows the hierarchy of question
prescribed in the original work Russakovsky et al. [2015]. Few notable exceptions
are (1) the classes of �rst-aid/ medical items, cosmetics, carpentry items, school sup-
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ID Metaclass Categories

1
Indoor

Accessory (25)

axe, backpack, band aid, binder, chain saw, cream, crutch,
face-powder, hairspray, hammer, lipstick, nail, neck-brace,

pencilbox , pencilsharpener, perfume, plastic-bag,
power-drill, purse, rubber-eraser, ruler, screwdriver,

stethoscope, stretcher,syringe

2 Musical (17)
accordion, banjo, cello, chime, drum, �ute, french-horn,

guitar, harmonica , harp, maraca, oboe, piano,
saxophone, trombone, trumpet, violin

3 Food (21)

apple, artichoke, bagel, banana, bell-pepper, burrito ,
cucumber, �g, guacamole, hamburger, head-cabbage,
hotdog, lemon, mushroom, orange, pineapple , pizza,

pomegranate, popsicle, pretzel, strawberry

4 Electronics (16)

computer-keyboard,computer-mouse, digital-clock,
electric-fan , hair-dryer, iPod, lamp, laptop, microphone,

printer, remote-control, tape-player, traf�c-light,
tv or monitor, vacuum, washer

5 Appliance (7)
coffee-maker, dishwasher , microwave, refrigerator,

stove, toaster, waf�e-iron

6
Kitchen

item
(17)

beaker, bowl, can-opener, cocktail-shaker,
corkscrew, cup or mug, frying-pan, ladle,

milk-can, pitcher, plate-rack , salt or pepper shaker,
soap-dispenser, spatula strainer, water-bottle, wine-bottle

7 Furniture (8)
baby-bed, bench, bookshelf,chair,

�ling-cabinet, �ower-pot, sofa, table

8 Clothing (11)
bathing-cap, bow-tie , brassiere, diaper,
hat with a wide brim, helmet, maillot,

miniskirt, sunglasses, swimming-trunks , tie

9
Invertebrate

animal
(14)

ant, bee, butter�y, centipede, dragon�y, gold�sh, isopod,
jelly�sh, ladybug, lobster, scorpion , snail , star�sh, tick

10
mammal
animal

(28)

antelope, armadillo, bear, camel, cattle, dog, domestic-cat,
elephant, fox, giant-panda, hamster,hippopotamus, horse,

koala-bear, lion, monkey, otter, porcupine, rabbit, seal, tiger ,
sheep, red-panda, skunk, squirrel, swine, whale, zebra

11
non-mammal

animal
(6) bird, frog, lizard, ray, snake, turtle

12 Vehicle(12)
airplane, bicycle, bus, car, cart, golfcart, motorcycle,
snowmobile, snowplow, train , unicycle , watercraft

13 Sports (17)

balance-beam, baseball, basketball, bow, croquet-ball,
dumbbell, golf-ball , horizontal-bar , ping-pong-ball,

puck, punching-bag, racket, rugby-ball, ski, soccer-ball,
tennis-ball, volleyball

14 Person (1) person

Table 5.1: Assigned meta-class to each of the 200 object categories. The unseen classes
are presented asbold .
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Figure 5.4: Long-tail distribution of imageNet dataset

plies and bag are grouped as indoor accessory, (2) liquid container related classes are
merged with kitchen items, (3) �ower pot is considered as furniture similar to Mi-
croSoft COCO super-categories [Lin et al., 2014], (4) All living organisms (other than
people) related classes are grouped into three different meta-class categories based
on their similarity in the word vector embedding space: invertebrate, mammal and
non-mammal animal. Although one can argue that all invertebrate are non-mammal,
this is just an assignment de�nition we apply in this work to obtain a uniform distri-
bution of images across super-classes.

Train/test set: A zero-shot setting does not allow any visual example of an unseen
class during training. Therefore, we customize the training set of ILSVRC such that
images containing any unseen instance are removed. This results in a total of 315,731
training images with 449,469 annotated bounding boxes. For testing, the traditional
zero-shot recognition setting is used which considers only unseen classes. As the
test set annotations are not available to us, we cannot separate unseen classes for
evaluation. Therefore, our test set is composed of the left out data from ILSVRC
training dataset plus validation images having at least one unseen bounding box.
The resulting test set has 19,008 images and 19,931 bounding boxes.

Since the unseen classes are rare in real life settings and therefore their images
are hard to collect, we assume that the training set only contains frequent classes.
For the ILSVRC detection dataset, number of instances per class follows a long-tail
distribution (Figure 5.4). For each of our de�ned meta-class categories, we �rst plot
the instance distribution of the child classes like Figure 5.9. Then, we randomly
select one or two classes (depending on the number of child classes) from the rare
second half of the distribution. We choose two unseen classes from the meta-classes
which have a relatively large (9 or more) number of child classes. In contrast, we
choose one class as unseen for the meta-classes having less number of child classes.
The only exception is that we do not choose `Person' meta-class as unseen because it
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mAP Network ZSD ZSMD ZST ZSMT

Baseline R+w2v 12.7 13.7 23.3 28.8
Ours (L0

mm) R+w2v 15.0 15.4 27.5 33.4
Ours (Lcls) R+w2v 16.0 15.4 30.0 39.3
Baseline R+glo 12.0 12.9 22.3 29.2
Ours (L0

mm) R+glo 12.3 14.1 24.5 31.5
Ours (Lcls) R+glo 14.6 16.1 26.2 36.3
Baseline V+w2v 10.2 11.4 23.3 29.0
Ours (L0

mm) V+w2v 12.7 12.5 25.6 31.3
Ours (Lcls) V+w2v 11.8 11.8 26.2 36.0
Baseline V+glo 9.0 9.7 20.3 27.3
Ours (L0

mm) V+glo 10.8 11.3 22.9 29.2
Ours (Lcls) V+glo 11.6 11.8 23.9 34.2

Table 5.2: mAP of the unseen classes. Ours (withL0
mm) and Ours (with Lcls) denote the

performance without prede�ned unseen and with cluster loss respectively (Sec. 5.3.3
and Sec. 5.3.2) . For cluster case,l = 0.8.

has no similar child class. This random selection procedure avoids biasness, ensures
diversity (due to selection from all meta-classes) and conforms to the observation
that unseen classes are not frequent.

Semantic embedding: Traditionally ZSL methods report performance on both
supervised attributes and unsupervised word2vec/glove as semantic embeddings.
As manually labeled, supervised attributes are hard to obtain, small-scale datasets
with these annotations are available [Farhadi et al., 2009; Lampert et al., 2009]. The
ILSVRC-2017 detection dataset used in the current work is quite huge and does not
provide attribute annotations. In this work, we work on `2 normalized 500 and 300
dimensional unsupervised word2vec [Mikolov et al., 2013b] and GloVe [Pennington
et al., 2014] vectors respectively to describe the classes. These word vectors are ob-
tained by training on several billion words from Wikipedia dump corpus.

Evaluation Metric: We report average precision (AP) of individual unseen classes
and mean average precision (mAP) for the overall performance of unseen classes.

Implementation Details : Unlike Faster R-CNN, our �rst step is trained in one
step: after initializing shared layer with pre-trained weights, RPN and detection net-
work of Fast-RCNN layers are learned together. Some other settings includes rescal-
ing shorter size of image as 600 pixels, RPN stride = 16, three anchor box scale 128,
256 and 512 pixels, three aspect ratios 1:1, 1:2 and 2:1, non-maximum suppression
(NMS) on proposals class probability with IoU threshold = 0.7. Each mini-batch is
obtained from a single image having 16 positive and 16 negative (background) pro-
posals. The Adam optimizer with learning rate 10 � 5, b1 = 0.9 and b2 = 0.999 is used
in both stages of training. First step is trained over 10 million mini-batches without
any data augmentation, but data augmentation through repetition of object propos-
als is used in the second step. During testing, the prediction score threshold was 0.1
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for baseline and Ours (with L0
mm) and 0.2 for clustering method (Ours with Lcls). We

implement our model in Keras.
Data Augmentation: We visualize the long-tail distribution of ILSVRC detection

classes in Figure 5.4. One can �nd that only 11 highly frequent classes (out of 200)
cover top 50% of the distribution. This distribution creates a signi�cant impact on
ZSD. To address this problem, in the second step of training, we augment the less
frequent data to make a balance among similar seen classes for each unseen category.
From the 10 million mini-batches used at the �rst stage of training, we create a set of
over 2.8 million mini-batches for the second stage training. While creating this set, we
make sure that every unseen class gets at least 10K similar (positive) instances from
classes whose meta-class category is common to that of unseen class. In doing so,
for some unseen classes like `ray', we need to randomly augment data by repetition
because the total instances of classes in the meta-class `non-mammal animal' are not
more than 10K. In contrast, the unseen class like `tiger' has more than 10K similar
instances in `mammal animal' meta-class. Therefore, we randomly pick 10K among
those to balance the training set. After this, the rest of instances of 2.8 million mini-
batches are chosen as the background.

5.4.2 ZSD Performance

We compare different versions of our method (with loss con�gurations L0
mm and Lcls

respectively) to a baseline approach. Note that the baseline is a simple extension
of Faster R-CNN [Ren et al., 2017a] and ConSE [Norouzi et al., 2013]. We apply
the inference strategy mentioned in Sec. 5.3.3 after �rst step training as we can still
get a vector o 2 RS+ 1 on the classi�cation layer of the Faster R-CNN network. We
use two different architectures i.e., VGG-16 (V) [Simonyan and Zisserman, 2014] and
ResNet-50 (R) [He et al., 2016] as the backbone of the Faster R-CNN during the �rst
training step. In second step, we experiment with both Word2vec and GloVe as the
semantic embedding vectors used to de�ne W2. Fig. 5.6 illustrates some qualitative
ZSD examples.

Overall results: Table 5.2 reports the mAP for all approaches on four tasks: ZSD,
ZSMD, ZST, and ZSMT across different combinations of network architectures. We
can make following observations: (1) Our cluster based method outperforms other
competitors on all four tasks because its loss utilizes high-level semantic relationships
from meta-class de�nitions which are not present in other methods. (2) Performances
get improved from baseline to Ours (with L0

mm) across all zero-shot tasks. The rea-
son is the baseline method did not consider word vectors during the training. Thus,
overall detection could not get enough supervision about the semantic embeddings
of classes. In contrast,L0

mm loss formulation considers word vectors. (3) Performances
get improved from ZST to ZSMT across all methods whereas similar improvement
is not common from ZSD to ZSMD. It's not surprising because ZSMD can get some
bene�t if meta-class of the predicted class is same as the meta-class of true class. If
this is violated frequently, we cannot expect signi�cant performance improvement in
ZSMD. (4) In comparison to traditional object detection results, ZSD achieved signif-
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Figure 5.5: Effect of varying l in different zero-shot tasks for ResNet+w2v (left) and
ResNet+glo (right).

icantly lower performance. Remarkably, even the state-of-the-art zero-shot classi�-
cation approaches perform quite low e.g., a recent ZSL method Zhang et al. [2017]
reported 11% hit@1 rate on ILSVRC 2010/12. This trend does not undermine to
signi�cance of ZSD, rather highlights the underlying challenges.

Individual class detection: Performances of individual unseen classes indicate
the challenges for ZSD. In Table 5.3, we show performances of individual unseen
classes across all tasks with our best (R+w2v) network. We observe that the unseen
classes for which visually similar classes are present in their meta-classes achieve
better detection performance (ZSD mAP 18.6, 22.7, 27.4) than those which do not
have similar classes (ZSD mAP 6.3, 6.5, 4.4) for the all methods (baseline, our's with
L0

mm and Lcls). Our proposed cluster method with loss Lcls outperforms the other
versions signi�cantly for the case when visually similar classes are present. For the
all classes, our cluster method is still the best (mAP: cluster 16.4 vs. baseline 12.7).
However, our's with L0

mm method performs better for when case similar classes are
not present (mAP 6.5 vs 4.4).

For the easier tagging tasks (ZST and ZSMT), the cluster method gets superior
performance in most of the cases. This indicates that one potential reason for the
failure cases of our cluster method for ZSD might be confusions during localization
of objects due to ambiguities in visual appearance of unseen classes.

Varying l : The hyperparameter l controls the weight between Lmm and Lmc in
Lcls. In Fig. 5.5, we illustrate the effect of varying l on four zero-shot tasks for R+w2v
and R+glo. It shows that performance has less variation in the range of l = .5 to
.9 than l = .9 to 1. For a larger l , mAP starts dropping since the impact of Lmc

decreases signi�cantly. Low values of l (i.e., l < .5) are not reported as they lead to
low emphasis on max-margin loss, resulting in somewhat lower performance.
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Method mAP Recall@100
LAB [Bansal et al., 2018] 0.27 20.52
DSES [Bansal et al., 2018] 0.54 27.19

SB [Bansal et al., 2018] 0.70 24.39
Ours 5.05 12.27

Table 5.4: Zero shot recognition on MS-COCO dataset.

Top1 Accuracy Network w2v glo
Akata [Akata et al., 2016a] V 33.90 -
DMaP-I [Li et al., 2017b] G+V 26.38 30.34

SCoRe [Morgado and Vasconcelos, 2017] G 31.51 -
Akata [Akata et al., 2015] G 28.40 24.20
LATEM [Xian et al., 2016] G 31.80 32.50

Ours R 36.77 36.82

Table 5.5: Zero shot recognition on CUB using l = 1 because no meta-class assign-
ment is done here. For fairness, we only compared our result with the inductive
setting of other methods without per image part annotation and description. We
refer V=VGG, R=ResNet, G=GoogLeNet.

5.4.3 ZSD on MS-COCO

Recently, Bansal et al. [2018] proposed a seen/unseen split on the MS-COCO (2014)
dataset for evaluating zero-shot object detection. Out of a total of 80 classes they
used 48 and 17 classes for seen and unseen respectively. This setting considers 73, 774
images containing seen objects and 6, 608 images for testing unseen objects. In this
work, we adopt this setting to compare our method with Bansal et al. [2018]. In
Table 5.4, we report performances on mAP and Recall@100 based evaluation. On
mAP our method beats LAB, DSES and SB [Bansal et al., 2018] with a large margin
(5.05 vs. 0.27, 0.54 and 0.70). However, with Recall@100, we notice an opposite
trend. Although Bansal et al. [2018] proposed Recall@100 to evaluate ZSD, we argue
that this metric is sub-optimal because it does not penalize for wrong bounding box
detections by a model. We support ZSD evaluations based on mAP measure similar
to traditional object detection problem.

5.4.4 Zero Shot Recognition on CUB

Being a detection model, the proposed network can also perform traditional Zero
Shot Recognition (ZSR). We evaluate ZSR performance on popular Caltech-UCSD
Birds-200-2011 (CUB) dataset [Wah et al., 2011]. This dataset contains 11,788 images
from 200 classes and provides a single bounding box per image. Following standard
train/test split Xian et al. [2018a], we use 150 seen and 50 unseen classes for exper-
iments. For semantics embedding, we use 400-d word2vec (w2v) and GloVe (glo)
vectors [Xian et al., 2016]. Note that, we do not use per image part annotation (like
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Figure 5.6: Selected examples of ZSD of our cluster (l = .6) method with R+w2v,
using the prediction score threshold = 0.3.

mAP Network w2v glo
Baseline R 31.0 26.7

Our ( Lcls) R 33.5 32.3
Baseline V 30.3 27.9

Our ( Lcls) V 30.4 28.4

Table 5.6: ZSD on CUB usingl = 1. We refer V=VGG and R=ResNet

Akata et al. [2016a]) and descriptions (like Zhang et al. [2017]) to enrich semantic
embedding. For a given test image, our network predicts unseen class bounding
boxes. We pick only one label with the highest prediction score per image. In this
way, we report the mean Top1 accuracy of all unseen classes in Table 5.5. We �nd
our proposed solution achieves a signi�cant improvement in performance compared
to state-of-the-art methods.

5.4.5 ZSD on CUB

We evaluate the ZSD performance of the baseline and our proposed method based
on a single bounding box per image provided in the CUB dataset [Wah et al., 2011].
Table 5.6 describes the performance comparison between the baseline and our basic
method. Our overall loss ( Lcls) based method outperforms the baseline in the differ-
ent network and semantic settings. Note that, we do not de�ne any meta-class for
the CUB classes. Therefore, we usel = 1 for CUB related experiments.
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Figure 5.7: Examples of incorrect detection but correct classi�cation. The unseen
class `bow-tie', `pineapple' and `bench' are incorrectly localized in these images.

Figure 5.8: Word cloud based on (a) number of object instance (b) Mean object size
in pixel

5.4.6 Qualitative Results

We provide examples of ZSD in Fig. 5.6. One can �nd that the prediction score
threshold is lower (0.3 used in the examples) than the value (greater than 0.5) used
in traditional object detection like faster R-CNN [Ren et al., 2017a]. It indicates that
the prediction of ZSD has less con�dence than that of traditionally seen detection.
As the zero-shot method does not observe any training instances of unseen classes
during the whole learning process, the con�dence of prediction cannot be as strong as
the seen counterpart. Moreover, a ZSD method needs to correspond visual features
with semantic word vectors which are generally noisy. This degrades the overall
con�dence for ZSD.

In the last layer of the box regression branch, our method does not have speci�ed
bounding boxes for unseen classes. Instead, bounding box corresponding to a closely
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