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Abstract

As machine learning and computer vision technologies evolve and operate in broader
applications, assessing model robustness across various complex environments has
become increasingly crucial. Unlike traditional evaluation schemes calculating model
accuracy on the in-distribution test set, the focus of model robustness assessment
shifts towards evaluating the resilience and adaptability of models under various
challenging conditions, such as with visual factor variations and even malicious at-
tacks. Due to the wide range and complexity of environments, many aspects in this
field remain unexplored or require further development. This thesis aims to address
existing gaps by focusing on improving the assessment of model robustness in com-
plex visual environments from multiple perspectives.

The initial part of this thesis focuses on the creation of diverse benchmarks for
assessing model robustness, specifically targeting model adaptation and generaliza-
tion, respectively. This focus arises due to either the absence of suitable benchmarks
or the insufficiency of existing benchmarks in capturing the wide range of scenarios.
In Chapters 2 and 3, we introduce Alice benchmarks and CIFAR-10-Warehouse for
evaluating 1) the adaptation ability of models trained on synthetic data to real-world
conditions, and 2) the generalization of models in various environments, respectively.
The Alice benchmarks utilize synthetic and real-world data to comprehensively ex-
plore Syn2Real domain adaptation challenges. Meanwhile, CIFAR-10-Warehouse, in-
cluding 180 diverse domains, focuses on broadening the evaluation and enhancing
understanding of domain generalization and model accuracy prediction across various
out-of-distribution environments. These benchmarks, together with the evaluations
of existing methods, aim to enhance the framework of model robustness assessment.

Then, this thesis explores model robustness in two new scenarios: resilience to
visual factor variations and generalizing ability in new unlabeled environments. In
Chapter 4, we focus on quantitatively assessing how changes in visual factors impact
model robustness, with a particular emphasis on viewpoint. We conduct an in-depth
analysis of the influence of pedestrian viewpoint variations on re-identification sys-
tems by using the PersonX synthetic data engine for generating controlled data. This
study allows for precise experiments for understanding model robustness to visual
factor changes and delivers insightful findings and discussions. Chapter 5 studies a
new problem of ranking models in unlabeled new environments, which is important
for model selection and deployment. It explores different strategies, including using
the relationship between model in-distribution performance and out-of-distribution
robustness. Furthermore, we propose a "target proxy" method for predicting model
performance in unseen environments. Experiments show that a carefully constructed
proxy set effectively captures relative performance ranking in new environments.
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These two chapters contribute new perspectives and methods to understanding and
improving model robustness evaluation in complex visual environments.

Finally, this thesis examines model vulnerability to information leakage attacks,
a critical component of model robustness. Specifically, Chapter 6 focuses on the risk
of information leakage under reconstruction attacks. In this chapter, we comprehen-
sively evaluate how well traditional metrics reflect human perceptions regarding the
leakage of private information in reconstructed images and introduce a novel metric
for closer alignment with human judgment. This effort enhances the understanding
of model resilience and offers new methods for assessing model security, contribut-
ing to evaluating model robustness against attacks.

In conclusion, this thesis not only riches existing benchmark gaps in model ro-
bustness evaluation but also explores new challenges in model resilience assessment.
By comprehensively testing models against domain shifts, visual factor variations
and security threats, this thesis lays a solid foundation for future studies aimed at
creating more resilient and trustworthy computer vision systems.
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Chapter 1

Introduction

In computer vision and machine learning, evaluating the effectiveness of models or
methods is critical in both academic research and practical applications, serving as
a key indicator of the current advancements and challenges within the �eld. Tra-
ditionally, the evaluation concerns model raw performance 1, such as accuracy for
recognition and Intersection over Union (IoU) for detection, which involves assess-
ing the model on the fully annotated test set from the same distributions as the
training set. By applying this evaluation paradigm, we have witnessed signi�cant
improvements on a variety of benchmarks in computer vision community, including
object recognition on ImageNet [Krizhevsky et al., 2009], semantic segmentation on
Cityscapes [Cordts et al., 2016], and multiple tasks on MS COCO [Lin et al., 2014]
and KITTI [Geiger et al., 2012], such as detection and segmentation.

As computer vision and machine learning applications expand into complex areas
like autonomous driving and medical diagnostics, relying solely on the traditional
evaluation paradigm is not always applicable or may only offer limited insights. For
example, in situations where data annotation is costly, relevant test data might lack
suf�cient ground truth labels [Sun et al., 2021b; Deng et al., 2021], making traditional
evaluations challenging. Additionally, the accuracy of a model on current data might
not reliably indicate its performance on future, out-of-distribution data [Teney et al.,
2024; Wenzel et al., 2022]. Thus, assessing model robustness,i.e., its ability to per-
form reliably across complex conditions, has become critical, leading the efforts of
the community towards evaluating, understanding, and enhancing the resilience of
models in diverse settings. Meanwhile, given the broad range of robustness de�ni-
tions [Drenkow et al., 2021], various evaluation strategies and protocols have been
designed to measure model robustness from different dimensions.

Speci�cally, the evaluation of model robustness includes but is not limited to as-
pects, such as generalization within/across different domains [Barbu et al., 2019; Ros
et al., 2016; Tommasi et al., 2017], consistent model performance in different envi-
ronments [Teney et al., 2024; Wenzel et al., 2022], sustaining performance on altered
or manipulated inputs [Kanbak et al., 2018; Hendrycks and Dietterich, 2019], and
withstanding to attacks [Goodfellow et al., 2014; Geiping et al., 2020]. For example,

1In this thesis, model raw performance refers to model accuracy on the test set from the same
distribution of the training set.
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Barbu et al. [2019] build a real-world test set, ObjectNet, which has random object
backgrounds, rotations, and imaging viewpoints. This dataset is frequently used to
assess model robustness to domain shifts caused by visual factor variations. It shows
that high-performing models on ImageNet have a large performance degradation on
ObjectNet. Hendrycks and Dietterich [2019] build a set of benchmarks for evaluating
image classi�er robustness to corruptions and perturbations. Shankar et al. [2021]
build new test sets for the CIFAR-10 [Krizhevsky et al., 2009] and ImageNet [Rus-
sakovsky et al., 2015] datasets to study model generalization ability on the new test
sets. On the other hand, there has been a signi�cant increase in research focused
on evaluating and enhancing model resilience against adversarial examples—input
images being applied small but intentionally worst-case perturbations to mislead
models [Goodfellow et al., 2014; Gu and Rigazio, 2014]. Meanwhile, the topic of
model robustness against reconstruction and membership attacks [Geiping et al.,
2020; Rezaei and Liu, 2021; Sun et al., 2023] has received increasing attention. These
attacks are designed to compromise the privacy of training data, either by recon-
structing training images or identifying data membership.

Despite these advancements in evaluating model robustness, reliable assessments
of model resilience in diverse and complex environments still pose signi�cant hur-
dles [Recht et al., 2019; Liang et al., 2023; Zhang et al., 2022b]. For instance, bench-
marks used for evaluating model generalization often cover limited domains or rely
on arti�cially induced corruptions on a single dataset, limiting their ability to offer
thorough and realistic assessments. While numerous studies have explored model
robustness against domain shifts caused by changes in visual factors, quantitative
studies on how visual factor changes affect models are still lacking. Furthermore,
the correlation between model in-distribution accuracy and out-of-distribution ro-
bustness has been widely studied, which can be used for model selection in new
environments. However, �ndings from various studies [Teney et al., 2024; Wenzel
et al., 2022] show inconsistent, sometimes con�icting, correlations across different
types of domain shifts. Additionally, assessing model vulnerability to different types
of attacks is crucial, particularly for applications dealing with sensitive information.
Although metrics from the computer vision �eld are often applied in these evalua-
tions, it remains uncertain if they accurately re�ect model vulnerability [Sun et al.,
2023; Gao et al., 2021]. From these examples, it is clear that there still exist many unre-
solved problems in accurately assessing models across varied conditions, with incon-
sistent �ndings and unclear metric applicability showing the complexity of ensuring
model resilience in the face of diverse environmental shifts and security threats.

To bridge the above gaps in robustness evaluation and advance the research of
this �eld, this thesis focuses on assessing model robustness in diverse and com-
plex environments by proposing several new evaluation strategies that extend be-
yond existing benchmarks and analyzing model resilience from new dimensions. In
the following sections, we will provide an overview of the main parts of the the-
sis, including 1) developing diverse benchmarks for model robustness evaluation,
2) analyzing model robustness against visual factor changes and in unlabeled new
environments and 3) model resilience assessment under information leakage attacks.
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1.1 Developing Diverse Benchmarks for Model Robustness
Evaluation

The research community has developed many benchmarks for assessing model ro-
bustness, covering conditions, such as corruptions [Hendrycks and Dietterich, 2019;
Dalva et al., 2023], natural perturbations [Shankar et al., 2021], adversarial distor-
tions [Hendrycks et al., 2021], and shifts in distribution [Barbu et al., 2019; Recht
et al., 2019] and domain [Peng et al., 2019b]. While these benchmarks have provided
key insights into model robustness for speci�c conditions, they are limited to cover-
ing the scope of challenges present in real-world applications. Thus, the creation of
new benchmarks for a wider array of scenarios remains a critical need in the �eld.
For example, existing benchmarks fail to adequately assess two key aspects of model
robustness: (1) the ability of models trained on synthetic data to adapt to real-world
scenarios, and (2) their capacity to generalize across different, new environments. To
�ll these gaps but also offer an enhanced understanding of model robustness across
a broader range of real-world scenarios, This thesis introduces new benchmarks.

1.1.1 Alice Benchmarks: Syn 2Real Domain Adaptation Evaluation

Domain adaptation (DA) has been extensively studied in computer vision for sce-
narios where labeling target data is costly [Csurka et al., 2021; Ganin and Lempitsky,
2015; Hoffman et al., 2018]. This strategy aims to overcome shifts in data distributions
between training and testing, often relying on a large amount of labeled data from
the training (source) distribution and unlabeled or limited labeled data from the test
(target) distribution. However, it remains very challenging to acquire large volumes
of annotated real-world source data, particularly for sensitive or high-risk applica-
tions like person/vehicle re-identi�cation and autonomous driving [Mahmood et al.,
2022]. To address this, synthetic data has become a valuable alternative for gener-
ating larger-scale annotated datasets, yet this strategy raises an important question
regarding the robustness of DA algorithms in bridging the gap between synthetic and
real-world data. To evaluate the robust DA methods in the face of synthetic-to-real
(Syn2Real) data shift challenges, this thesis introduces the Alice benchmarks.

Alice benchmarks, including large-scale datasets and evaluation protocols, are
designed for object re-identi�cation (re-ID) tasks for persons and vehicles. We collect
two challenging real-world target datasets: AlicePerson and AliceVehicle, under var-
ious illuminations, image resolutions, etc. Correspondingly, existing PersonX [Sun
and Zheng, 2019] and VehicleX [Yao et al., 2020] are reused as synthetic source do-
mains. Based on Alice benchmarks, we evaluate existing commonly-used DA meth-
ods and provide a detailed analysis. Speci�cally, Fig. 1.1 shows the Syn2Real DA
strategies evaluated in Alice, including style-level alignment [Deng et al., 2018a],
feature-level alignment [Long et al., 2015], pseudo-label based methods [Zhong et al.,
2020; Zheng et al., 2021; He et al., 2022] and content-level DA [Yao et al., 2020],etc.

According to the DA strategies evaluated in Alice, we also discuss different types
of domain gaps they aim to bridge. Speci�cally, the gaps between synthetic and real-
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Figure 1.1: Syn2Real DA strategies evaluated in Alice Benchmarks, including style-
level alignment (top), feature-level alignment, pseudo-label based methods and
content-level alignment (bottom).

Figure 1.2: Dissecting the domain gap between a simulated source and real target
domain. It consists of an appearance and content gap. The sub�gures on the right are
task label histograms, the empirical distribution of “car" box sizes and the empirical
distribution of “car" box locations. The �gure is from Prabhu et al. [2023].

world data can be split into two main types: appearance and content gap, as shown
in Fig. 1.2, following Prabhu et al. [2023]. The appearance gap can be pixel-level
distinctions, such as texture and lighting differences, and instance-level variations,
such as different appearances of synthesized vs. real objects. The content2 gap
consists of different label distributions and class frequencies, as well as scene-level
changes in the layout of objects. While these gaps might be referred to by various
names across different studies, they are included in the types mentioned above. In
Chapter 2, we will assess the robustness of DA strategies in addressing these gaps

In conclusion, the Alice benchmarks represent an important step in enhancing the
robustness evaluation for domain adaptation (DA) methods, especially those involv-
ing learning from synthetic data. This work also lays the groundwork for developing
Syn2Real DA strategies that are resilient and effective in real-world applications.

2Notably, this differs from the concept of “content" in [Yao et al., 2020], where all adjustable at-
tributes, such as illumination and object rotation, are considered as content.
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1.1.2 CIFAR- 10-Warehouse for Model Generalization Evaluation

Analyzing model performance in various unseen environments is a critical research
problem in machine learning community. To study this problem, it is important
to construct a testbed with out-of-distribution test sets that have broad coverage
of environmental discrepancies. However, existing testbeds typically either have a
narrow range of domains, such as the DomainNet dataset or are synthesized by
image corruptions, such as IMAGENET-C and IMAGENET-P, hindering algorithm
design that demonstrates real-world effectiveness. Therefore, broad and more realis-
tic testbeds are required to better evaluate the generalization capacity of algorithms
across diverse environments. To facilitate further research, we introduce CIFAR-10-
Warehouse, consisting of 180 datasets collected by prompting image search engines
and diffusion models in various ways. Generally sized between 300 and 8,000 im-
ages, the datasets contain natural images, cartoons, certain colors, or objects that
do not naturally appear. With CIFAR-10-W, we aim to enhance the evaluation and
deepen the understanding of two generalization tasks: domain generalization and
model accuracy prediction in various out-of-distribution environments. We conduct
extensive benchmarking and comparison experiments and show that CIFAR-10-W
offers new and interesting insights inherent to these tasks. Further, we also discuss
other �elds that would bene�t from CIFAR-10-W, emphasizing its potential to inform
a wide array of future studies in Chapter 3.

1.2 Analyzing Model Stability Across Visual Factor Variations
and New Environments

Beyond developing benchmarks for evaluating model robustness, this thesis inves-
tigates two new challenges: quantitatively assessing model resilience to changes in
visual factors and their performance in unlabeled new environments, aiming to offer
insights into understanding model robustness and reliability in varying conditions.

1.2.1 Investigating Model Robustness to Visual Factor Variations

In the computer vision community, it is widely acknowledged that variations in vi-
sual factors such as viewpoint, illumination, and background, signi�cantly challenge
the robustness of vision systems [Barbu et al., 2019; Dong et al., 2022; Yang et al.,
2020; Loh and Chan, 2019; Wang et al., 2021]. To solve these challenges and enhance
model robustness, researchers have explored methods like diversifying training data,
employing data augmentation [Hendrycks et al., 2019; Yao et al., 2022], and develop-
ing special architectures [Wang et al., 2021; Zhang et al., 2022a; Zhong et al., 2018b].
These efforts are important for advancing the �eld and ensuring that computer vision
techniques can perform reliably across a broad range of real-world conditions.

Despite recognizing the in�uence of the visual factor changes and strategies to
enhance model robustness against them, quantitative studies on how they affect com-
puter vision systems are still lacking. For example, as illustrated in Fig. 1.3, the ac-
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Figure 1.3: Comparing Recognition Accuracy Across Viewpoints : The top row
shows objects recognized correctly from standard viewpoints, while the bottom
shows misclassi�cation from adversarial viewpoints, highlighting challenges for a
ResNet-50 model. The �gure is from Dong et al. [2022].

curacy of an image recognition model is affected by changes in viewpoint. It would
be both interesting and useful to explore more speci�c details, like identifying the
maximum angle variation that a model can accurately process. To investigate the
possibility of a shift from technology development to scienti�c discovery, we start a
study on the in�uence of viewpoint changes in Chapter 4.

Speci�cally, we narrow the viewpoint problem down to the pedestrian rotation
angle for obtaining focused conclusions. In this regard, the work of this chapter
makes two contributions to the community. First, we introduce a large-scale synthetic
data engine, PersonX. Composed of hand-crafted 3D person models, the salient char-
acteristic of this engine is “controllable”. That is, we are able to synthesize pedestri-
ans by setting the visual variables to arbitrary values. Second, on the 3D data engine,
we quantitatively analyze the in�uence of pedestrian rotation angle on re-ID accu-
racy. Comprehensively, the person rotation angles are precisely customized from
0� to 360� , allowing us to investigate its effect on the training, query, and gallery
sets. Extensive experiment helps us have a deeper understanding of the fundamen-
tal problems in person re-ID. Our research also provides useful insights for dataset
building and future practical usage.

In summary, this work revolves around strategically engineering data to system-
atically examine the resilience of vision systems to complex environmental conditions
changes. Through this exploration, we contribute valuable insights into the devel-
opment of more re�ned, resilient vision systems capable of tackling the challenges
presented by environmental variability.

1.2.2 Ranking Models in Unlabeled New Environments

Consider a scenario where we are supplied with a number of ready-to-use models
trained on a certain source domain and hope to directly apply the most appropri-
ate ones to different target domains based on the relative performance of models.
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Ideally, we should annotate a validation set for model performance assessment on
each new target environment, but such annotations are often very expensive. Under
this circumstance, we introduce the problem of ranking models in unlabeled new
environments. A straightforward approach is leveraging model rankings within the
source domain as predictors for their performance ranking in the target domain,
aiding in model selection. This method draws on recent research investigating the
relationship between in-distribution (ID) and out-of-distribution (OOD) model per-
formances [Recht et al., 2019; Miller et al., 2021; Baek et al., 2022]. For example, Recht
et al. [2019] demonstrate that models trained on ImageNet and tested on ImageNet
v2, exhibit a linear relationship between their ID validation performance and OOD
test performance. Similarly, Miller et al. [2021] observes an almost systematic linear
correlation between ID and OOD accuracy. Based on these correlation patterns, the
ID performance can be used for model selection in new environments on OOD data.
However, some recent studies [Teney et al., 2024; Liang et al., 2023; Wenzel et al.,
2022] suggest that this correlation does not consistently hold across different types of
domain shifts. As shown in Fig 1.4, model performance varies widely across differ-
ent types of data shifts, indicating a diverse range of correlations rather than a single,
consistent pattern. Hence, relying solely on ID performance as a predictor for OOD
generalization in model selection may overlook the best performing models.

Figure 1.4: Different ID vs. OOD patterns occurring at different levels of distribution
shift. The �gure is from Teney et al. [2024].

For this problem, we propose to adopt a proxy dataset that 1) is fully labeled and
2) well re�ects the true model rankings in a given target environment, and use the
performance rankings on the proxy sets as surrogates. We �rst select labeled datasets
as the proxy. Speci�cally, datasets that are more similar to the unlabeled target do-
main preserve the relative performance rankings better. Motivated by this, we further
propose to search the proxy set by sampling images from various datasets that have
similar distributions as the target. We analyze the problem and its solutions on the
person re-identi�cation task, for which suf�cient datasets are publicly available, and
show that a carefully constructed proxy set effectively captures relative performance
ranking in new environments. Meanwhile, we offer many discussions which may
provide insights into model robustness analyses in different environments.
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1.3 Model Resilience Evaluation under Data Leakage Attacks

Assessing the susceptibility of deep learning models to information leakage is impor-
tant in computer vision for creating secure and dependable systems. Traditionally,
hand-crafted image quality metrics, such as PSNR (Peak Signal-to-Noise Ratio) and
SSIM (Structural Similarity), are commonly used to evaluate the model risk of in-
formation leakage under reconstruction attacks. Under these metrics, reconstructed
images that are determined to resemble the original one generally indicate more pri-
vacy leakage. Images determined as overall dissimilar, on the other hand, indicate
higher robustness against attack. However, there is no guarantee that these metrics
well re�ect human opinions, which offers trustworthy judgement for information
leakage of model. For instance, Fig. 1.5 shows reconstructions of attacking different
models have different PSNR scores but similar information leakage. This suggests
that PSNR, while useful for assessing image quality, might not be a reliable metric
for evaluating the amount of information leakage in reconstructed images.

Figure 1.5: Reconstructions of one original image for different ResNet architectures.
A higher PSNR value signals better image reconstruction quality, typically being
though with greater information leakage. The �gure is from Geiping et al. [2020].

To investigate whether the above initial �ndings are isolated cases or indicative
of a broader trend, we undertake an extensive review of how well traditional metrics
like PSNR and SSIM align with human perceptions of information leakage in recon-
structed images. On �ve datasets ranging from natural images, faces, to �ne-grained
classes, we use four existing attack methods to reconstruct images from many differ-
ent classi�cation models and, for each reconstructed image, we ask multiple human
annotators to assess whether this image is recognizable. Our studies reveal that the
hand-crafted metrics only have a weak correlation with the human evaluation of
privacy leakage and that even these metrics themselves often contradict each other.
These observations suggest risks of current metrics in the community. To address
this potential risk, we propose a learning-based measure called SemSim to evaluate
the Semantic Similarity between the original and reconstructed images. SemSim is
trained with a standard triplet loss, using an original image as an anchor, one of
its recognizable reconstructed images as a positive sample, and an unrecognizable
one as a negative. By training on human annotations, SemSim exhibits a greater
re�ection of privacy leakage on the semantic level. We show that SemSim has a sig-
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ni�cantly higher correlation with human judgment compared with existing metrics.
Moreover, this strong correlation generalizes to unseen datasets, models and attack
methods. We envision this work as a milestone for model information leakage eval-
uation closer to the human level. Meanwhile, We hope this study promotes further
exploration into security and reliability, fostering the development of more robust
and privacy-conscious evaluation methods.

1.4 Thesis Outline

This thesis explores the robustness of models in various settings, introducing innova-
tive evaluation strategies that extend beyond traditional ways. Beyond the Introduc-
tion (Part I), Summary and Future Work (Part V), the work is structured into three
main parts: The construction of benchmarks for robustness analysis with diverse
datasets and baseline methods (Part II), an examination of model robustness against
visual factor changes and in different environments (Part III), and an exploration of
measuring model robustness in the context of information leakage attacks (Part IV).
The structure of each part is outlined as follows:

Part II: Developing Diverse Benchmarks for Model Robustness Evaluation.

Chapter 2: Alice Benchmarks: Connecting Real World Object Re-Identi�cation with the
Synthetic. In this chapter, the Alice benchmarks are presented, establishing a foun-
dation for research on the 'synthetic to real' domain adaptation within object re-
identi�cation. This platform includes various datasets, an evaluation server, and
focuses on two key tasks: person and vehicle re-identi�cation, employing editable
synthetic data and real-world data as source and target. The chapter offers evalua-
tions of common domain adaptation methods and discussion on potential research
directions that this platform might unlock for future innovations.

Chapter 3: CIFAR-10-Warehouse: Broad and More Realistic Testbeds in Model General-
ization Analysis. This chapter presents CIFAR-10-Warehouse, which includes 180
datasets that expand upon the original CIFAR-10 categories. These datasets are
gathered from a variety of image search engines and augmented by stable diffu-
sion techniques, re�ecting diversity in colors, styles, and class distributions. The
chapter showcases benchmarks for popular methods in accuracy prediction and
domain generalization, revealing that CIFAR-10-W poses signi�cant challenges for
these tasks and provides new insights. The chapter also suggests further applica-
tions for this dataset and its potential contributions to real-world model general-
ization studies across numerous test domains.

Part III: Analyzing Model Stability Across Visual Factor Variations and Unlabeled
New Environments.

Chapter 4: Dissecting Person Re-ID from the Viewpoint of Viewpoint. This chapter ex-
plores the shift from technology development to scienti�c discovery, demonstrat-
ing the practicality of customized evaluations for vision systems. Two signi�cant
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contributions are made: the development of PersonX, a synthetic data engine ca-
pable of generating controllable images, which offers real-world relevance, and a
thorough examination of how pedestrian viewpoints affect person re-identi�cation
accuracy, using PersonX. This investigation yields valuable �ndings, such as the
advantage of side-view images for queries, setting the stage for future research on
additional visual factors with this innovative tool.

Chapter 5: Ranking Models in Unlabeled New Environments. This Chapter discusses
a crucial and practical question: Is it possible to rank the performance of source
models applied to an unseen target domain without access to ground-truth labels
for the target? A novel “target proxy" method is introduced for model evaluation
without reference, exploring baseline approaches such as using source data or
cross-domain datasets as proxies. Through analysis, domain and diversity gaps
are identi�ed as key factors in�uencing proxy quality, leading to a search strategy
that optimally balances these metrics. Experiments across multiple public person
re-identi�cation datasets con�rm the effectiveness of the strategy and offer deep
insights into dataset similarity and model generalization.

Part IV: Assessing Model Resilience Against Information Leakage Attacks.

Chapter 6: Assessing Information Leakage in Reconstructed Images: Aligning Metrics
with Human Perception. This chapter explores the alignment of existing evaluation
metrics with human perception in assessing model vulnerability to reconstruction
attacks. Initial �ndings suggest a weak correlation between metrics like PSNR and
actual human judgment on information leakage, indicating a potential oversight
in current practices. Introducing SemSim, a metric devised from human annota-
tions, shows a much closer �delity to human perception across various models,
datasets, and attack strategies, proving its superiority. It enhances the precision of
evaluating model resilience against reconstruction attacks.

These chapters collectively explore the evaluation of model robustness in differ-
ent scenarios. They introduce innovative benchmarks, approaches, and insights that
greatly enhance the evaluation and understanding of model robustness in computer
vision and machine learning.
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Chapter 2

Alice Benchmarks: Connecting
Real World Object Re-Identi�cation
with the Synthetic

2.1 Chapter Overview

Synthetic visual data provide an inexpensive and ef�cient way to obtain a large
quantity of annotated data for facilitating computer vision and machine learning
tasks. This solution is particularly valuable for complex, sensitive or high-risk tasks
such as person/vehicle re-identi�cation and autonomous driving, where obtaining
real-world data can be challenging [Mahmood et al., 2022]. Moreover, it allows for
both foreground objects and background context to be edited conveniently in order
to generate diverse image styles and contents, Thanks to these bene�ts, synthetic
data have been increasingly widely used in computer vision research and applica-
tions to improve the data acquisition process [Bak et al., 2018; Fabbri et al., 2018;
Gaidon et al., 2016]. Successful use cases of synthetic data include scene semantic
segmentation [Hu et al., 2019; Ros et al., 2016; Lin et al., 2020; Xue et al., 2021], object
detection [Gaidon et al., 2016], tracking [Fabbri et al., 2018], re-ID [Sun and Zheng,
2019; Yao et al., 2020; Wang et al., 2020b, 2022; Li et al., 2021; Zhang et al., 2021; Wang
et al., 2022], pose estimation [Chen et al., 2016], self-driving vehicles [Dosovitskiy
et al., 2017] and other computer vision tasks [Raistrick et al., 2023].

In this chapter, we introduce a series of datasets, “Alice benchmarks" (hereafter
“Alice”) 1, consisting of a family of synthetic and real-world databases which facili-
tate research in synthetic data with applications to real-world object re-ID, including
person and vehicle re-ID tasks. There are two advantages of using Alice benchmarks.
First, humans and vehicles are the study objects of the two tasks and will cause pri-
vacy concerns without proper de-identi�cation (like blurring face or license plate).
Learning from synthetic data offers an effective solution to this problem by decreas-
ing the need for real-world data. Second, it is expensive to rely on human labor to
accurately annotate a person/vehicle of interest across cameras. In comparison, us-

1The name ”Alice” is inspired by the notion that the model learns from a synthetic environment,
similar to how Alice explores the virtual world in “Alice in Wonderland”.
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ing synthetic data allows us to cheaply obtain large amounts of accurate annotations.
Speci�cally, Alice focuses on domain adaptation (DA) under the setting of “syn-

thetic to real” (Syn2Real). We aim for re-ID models trained on the synthetic data to
generalize well to real data. For the source domain , we reuse our synthetic datasets,
PersonX [Sun and Zheng, 2019] and VehicleX [Yao et al., 2020] propsoed in Chap-
ter 4. Speci�cally, the two synthetic datasets are fully editable. We combine the
two engines and provide an editing interface, whereas researchers can generate their
own source dataset with an arbitrary number of images under manually controllable
environments. For the target domain , we introduce two new real-world datasets,
AlicePerson and AliceVehicle. They are collected under diverse environmental con-
ditions including resolution, illumination, scene type, viewpoint, etc. Fig. 2.1 shows
sample images. All images of those two datasets and annotations of the training sets
will be released to the community 2. Labels of the testing datasets are not publicly
available, and only limited online tests will be allowed in a certain time period. We
hope these hidden testing sets will offer a uni�ed, fair, and challenging benchmark
for Syn2Real DA research in object re-ID.

Figure 2.1: Alice benchmarks
currently support two re-
search tasks: person and ve-
hicle re-ID. For the two tasks,
the source domains are syn-
thetic images from the Per-
sonX and VehicleX datasets
(see Chapter 4). The data of
the target domains are real-
world images we collected
from varying conditions.

Using Alice, existing DA methods can be tested, including those using style-
level alignment [Deng et al., 2018a], feature-level alignment [Long et al., 2015] and
pseudo-label based methods [Zhong et al., 2020; Zheng et al., 2021; He et al., 2022].
In this regard, our benchmarks offer a new platform for re-ID research. Moreover, an
important advantage of Alice is that the obtained synthetic data are fully editable. We
provide easy-to-use editing tools and user interfaces for exploring different aspects
of the data, such as lighting conditions and viewpoints Some recent methods [Yao
et al., 2020, 2022; Kar et al., 2019] automatically adjust the content of synthetic data,
aiming to reduce the gap between the synthetic and real data. In this work, we refer
to this type of method as content-level domain adaption.

Another key feature of Alice benchmarks is the unassured clusterability of the
target training sets. Existing domain adaptation benchmarks for re-ID typically pos-

2Privacy information: we manually blur the human faces and license plates when applicable. Alice
is distributed under license CC BY-NC 4.0, which restricts its use for non-commercial purposes.
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sess a target training set with strong clusterability, i.e., an individual ID often appears
in multiple cameras from various viewpoints within the training set. For instance,
when adapting the domain for person re-ID, the common practice is to employ the
training sets of Market-1501 [Zheng et al., 2015] or MSMT17 [Wei et al., 2018]. As
these training sets were originally designed for effective supervised training, they
typically guarantee a single ID across multiple cameras ( i.e., views), thus enabling
robust clusterability. This characteristic facilitates pseudo-label based DA methods in
achieving high scores with relative ease. However, such strong clusterability should
be considered a dataset bias, as it does not often occur in real-world settings. In this
study, we propose the use of AlicePerson and AliceVehicle datasets, which lack such
intense clusterability. As will be demonstrated in our experiment, the weak cluster-
ability leads to a relatively smaller accuracy improvement when pseudo-label based
domain adaption methods are employed.

To provide a baseline analysis, we evaluate some common domain adaptation
methods at the content level [Yao et al., 2020, 2022], pixel level [Deng et al., 2018a],
feature level [Vu et al., 2019; Tsai et al., 2018], and based on pseudo labels [Fan
et al., 2018; Zhong et al., 2019a, 2020]. We report their accuracy not only on the
Alice target datasets, but also on some existing real-world datasets, such as Market-
1501 [Zheng et al., 2015] and VeRi-776 [Liu et al., 2016]. Through comprehensive
experimentation, we have identi�ed several interesting observations. For example,
we found that current leading pseudo-label-based approaches underperform on our
benchmarks when the clusterability of the target domain is not guaranteed.

In addition to datasets and benchmarking, Alice provides an online evaluation
platform 3 for the community. An executable version of the system will be set up
to accept submissions. Currently, two aforementioned re-ID tasks are available. In
the near future, we will continue building up new training/testing settings for the
two existing tasks and add new learning tasks. As far as we know, our server is the
�rst online evaluation server in the re-ID community. In summary, Alice will bene�t
the community in the following ways: 1) exploring the feasibility of reducing system
reliance on real-world data, alleviating privacy concerns; 2) facilitating the study
and comparison of DA algorithms by providing challenging datasets and a unifying
evaluation platform; 3) sustaining long-term service for more tasks. In addition, we
will discuss some potential research problems and directions made available by Alice.
For example, how does Syn2Real compare with Real2Real regarding the domain gap
problem? How can we design effective pseudo-label methods under more realistic
settings? In conclusion, this chapter presents the following contributions:

• We provide the Alice benchmarks, an online service for evaluating domain
adaptation algorithms of object re-ID that perform learning from synthetic data
and testing on complex real-world data. Two challenging real-world datasets
have been newly collected as target sets for person and vehicle re-identi�cation.

• We provide preliminary evaluations of some existing common domain adapta-
tion methods on our two tasks. Results and analysis provide insights into the

3https://sites.google.com/view/alice-benchmarks/
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characteristics of synthetic and real-world data.

• We discuss some new research problems that are made possible by Alice. We
also raise questions on how to better understand the Syn2Real DA problem.

2.2 Related Work

Synthetic Data . We have seen many successful cases using synthetic data in real-
world problems, such as image classi�cation [Peng et al., 2017; Yao et al., 2022],
scene semantic segmentation [Sankaranarayanan et al., 2018; Xue et al., 2021], object
tracking [Gaidon et al., 2016], traf�c vision research [Geiger et al., 2012; Li et al.,
2018], object re-ID [Sun and Zheng, 2019; Yao et al., 2020; Zhang et al., 2021; Wang
et al., 2022] and other computer vision tasks [Raistrick et al., 2023]. Table 2.1 presents
some synthetic datasets published in recent years, designed for various purposes.
For example, the GTA5 [Richter et al., 2016] dataset, extracted from the game with
the same name, is well-known for domain adaptive semantic segmentation. Together
with datasets like Virtual KITTI [Gaidon et al., 2016] and synthetic2real [Peng et al.,
2018], they facilitate the research in style and feature-level domain adaptation. The
SyRI dataset contains 100 characters under various lighting conditions. It improves
the adaptation of synthetic data to real-world illumination. We build the PersonX
dataset to assess the in�uence of viewpoints on the re-ID accuracy and get consistent
conclusions on both synthetic and real-world datasets. Wang et al. [2022] build the
ClonedPerson dataset by cloning the whole out�ts from real-world person images
to virtual 3D characters. While SyRI and PersonX are purely synthetic, [Sakaridis
et al., 2018] add fog to the real-world CityScapes dataset [Cordts et al., 2016] using
the Unity particle system to create Foggy Cityscapes. On the other hand, VehicleX
and PersonX have been used in academic challenges; for example, PersonX has been
used as source data in VisDA-20204. It is evident that synthetic data allows �exible
data design, provides an effective solution to data shortages and minimizes privacy
concerns. We continue this area of research by introducing Alice, aiming to further
explore the potential of synthetic data in the area of object re-ID.

Domain Adaptation . Domain adaptation is a long-standing problem, and many
attempts have been made to understand the domain gap [Torralba and Efros, 2011;
Perronnin et al., 2010]. Recently, efforts have been made to reduce the impact of
domain gap [Saenko et al., 2010; Deng et al., 2018a; Lou et al., 2019]. Common
strategies contain feature-level [Long et al., 2015], pixel-level [Zhu et al., 2017; Deng
et al., 2018b] and pseudo-label based [Fan et al., 2018; Zhong et al., 2019a; Song
et al., 2020b; Zheng et al., 2021; He et al., 2022] domain adaptation. Learning from
synthetic data often appears together with developing domain adaptation methods.
Many studies [Saito et al., 2018; Chen et al., 2019; Wang et al., 2019a; Bak et al., 2018;
Yao et al., 2020; Song et al., 2020b] have been conducted investigating the “synthetic
to real” domain gap. For example, to re-identify people across different illumination

4http://ai.bu.edu/visda-2020/
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Table 2.1: Example synthetic datasets released in recent years. Here, synthetic data
refers speci�cally to data generated using a rendering engine.

name task data format engine

SOMAset [Barbosa et al., 2018] person re-identi�cation image Unreal

SyRI [Bak et al., 2018] person re-identi�cation image Blender

PersonX [Sun and Zheng, 2019] person re-identi�cation image/model Unity

RandPerson [Wang et al., 2020b] person re-identi�cation image/video Unity

UnrealPerson [Zhang et al., 2021] person re-identi�cation image Unreal

ClonedPerson [Wang et al., 2022] person re-identi�cation image/model Unity

WePerson [Li et al., 2021] person re-identi�cation image/model Script Hook V

GPR [Xiang et al., 2020] person re-identi�cation image GTA V

VehicleX [Yao et al., 2020] vehicle re-identi�cation image/model Unity

PAMTRI [Tang et al., 2019] vehicle re-identi�cation image Unreal

SYNTHIA [Ros et al., 2016] segmentation image Unity

GTA5 [Richter et al., 2016] segmentation image GTA V

SceneX [Xue et al., 2021] segmentation image/model Unity

SAIL-VOS [Hu et al., 2019] segmentation image/video GTA V

GCC [Wang et al., 2019b] crow counting image GTA V

G2D [Doan et al., 2018] SfM image/engine GTA V

SDR [Prakash et al., 2019] car detection image/model Unreal

CARLA [Dosovitskiy et al., 2017] depth estimation & segmentation image/model Unreal

Sim4CV [Mueller et al., 2017] navigation & tracking image/model Unreal

Virtual KITTI [Gaidon et al., 2016] tracking & detection & segmentation image/video Unity

synthetic2real [Peng et al., 2018] classi�cation & detection image CAD

VisDA [Peng et al., 2017] classi�cation & segmentation image CAD & GTA V

AI2-THOR [Kolve et al., 2017] navigation image & model Unity

RoboTHOR [Deitke et al., 2020] navigation & tracking image Unity

Meta-Sim [Kar et al., 2019] car detection image Unreal

SVIRO [Cruz et al., 2020] interior vehicle & sensing image Blender

MultiviewX [Hou et al., 2020] multi-view & detection image Unity

conditions, [Bak et al., 2018] propose a GAN-based method of translating synthetic
images with speci�c illumination conditions to the target domain. Similarly, most
existing work uses domain adaptation methods [Wang et al., 2019b; Peng et al., 2019a;
Wang et al., 2022] to change the image style of the synthetic data to resemble that
of the real-world data. On the other hand, Song et al. [2020b] use a pseudo-label
based method to learn from synthetic data for semantic segmentation and object
detection. Luo et al. [2019] propose a method of aligning features for learning from
GTA-V and testing on the Cityscapes dataset. Moreover, some work [Kar et al.,
2019; Yao et al., 2020; Ruiz et al., 2018] proposes a new DA strategy for adapting
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Table 2.2: Statistics of synthetic source data used in Alice benchmarks. The “ar-
bitrary” means the number of images, cameras and scenes can be set based on the
demand of users. The camera network is customizable.

datasets #IDs/classes #image #scene #camera #camera network
PersonX 1,266 arbitrary arbitrary arbitrary customizable
VehicleX 1,362 arbitrary arbitrary arbitrary customizable

the content of images. They use the controllability of synthetic data to modify the
content of synthetic images to get smaller content differences between synthetic and
real-world data. For example, the attribute descent approach [Yao et al., 2020, 2022]
can optimize the content of synthetic data and obtain improved results on vehicle
re-ID. In this work, several domain adaptation strategies will be evaluated on Alice
to provide a baseline analysis for object re-ID tasks.

2.3 Synthetic Data in Alice

The synthetic data used in Alice are generated by the existing publicly available
PersonX [Sun and Zheng, 2019] and VehicleX [Yao et al., 2020] engines, used for
person and vehicle re-ID, respectively.

PersonX5 has 1,266 person models that are diverse in gender (547 females and 719
males), age, and skin color. Meanwhile, the PersonX engine provides very �exible
options to users, including the number of cameras, the camera parameters, scene
conditions and other visual factors, such as illumination, which can be modi�ed
based on the demands of different researchers.

VehicleX 6 is designed for vehicle-related research. There are 1,362 vehicles of var-
ious 3D models. The environment setting is similar to PersonX. Attributes including
vehicle orientation, camera parameters, and lighting settings, etc., are controllable.

PersonX and VehicleX are fully editable, and some statistics of them are shown in
Table 2.2. Here, “arbitrary” means a user can create an arbitrary number of images
under user-speci�ed environments. In other words, the settings, such as scene style,
number of cameras and data format (image or video) of the dataset are customizable
in those two engines. Note that while we use them to generate source data for
domain adaptation in this work, the synthetic data can also be used for other research
purposes (more discussions are provided in the Section 2.7).

2.4 Real-world Data in Alice

Alice benchmarks currently have two re-ID tasks and thus two real-world datasets,
named AlicePerson and AliceVehicle, respectively, as target sets. They are collected,
annotated and checked manually, and are summarized in Table 2.3.

5https://github.com/sxzrt/Instructions-of-the-PersonX-dataset
6https://github.com/yorkeyao/VehicleX
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source: synthetic
items PersonX VehicleX

#class 410 1,362

image
#camera - -
#image 14,760 45,538

target: real-world
items AlicePerson AliceVehicle

#camera 5 16

training
#image 13,198 (31%) 17,286 (63%)
anno.? N N
#class N.A N.A

validation
#image 3,978 (9%) 1,752 (6%)
anno.? Y Y
#class 100 50

testing
#image 25,584 (60%) 8,552 (31%)
anno.? Y (hidden) Y (hidden)
#class hidden hidden

Table 2.3: Statistics summary
of source and target images in
Alice benchmarks. The source
datasets are PersonX and Vehi-
cleX, which are synthetic, while
the target datasets are AlicePer-
son and AliceVehicle, which
consist of real-world images.
For the real-world datasets, Al-
icePerson has 31%, 9%, and
60% of its images designated for
training, validation, and testing,
respectively. AliceVehicle has
a distribution of 63%, 6%, and
31% across the same categories.

2.4.1 AlicePerson Dataset

AlicePerson can be considered the successor to the Market-1501 dataset [Zheng et al.,
2015]. However, the settings of the AlicePerson dataset are more challenging for
recognition compared to those of the Market-1501 dataset in a number of aspects:
1) there are more challenging samples (low-resolution, occlusion and illumination
changes) in the new dataset, 2) the ratio of distractors is increased, such as the in-
creases in ratios of “distractor” and “junk” in gallery, 3) the training data of AlicePer-
son does not have identity annotation. Note that this means each ID is not assured
to appear in multiple cameras, enabling unassured clusterability.

Speci�cally, �ve cameras (three 1920 � 1080 HD cameras, one 1440� 1080 HD cam-
era and one 720� 576 SD camera) were used during dataset collection. There are
42,760 bounding boxes (bboxes) in AlicePerson, in which 13,198 bboxes are unlabeled
training data (camera IDs are available) and 29,562 bboxes are annotated validation
and testing data. The validation and testing data contains a large number of “distrac-
tors”. Referring to the annotation method of the Market-1501 dataset, we use Faster
R-CNN [Ren et al., 2015] to detect the identities and select “good” images based on
their IoU (Intersection over Union is larger than 50%) with the “perfect” hand-drawn
bboxes. Moreover, “bad” detected bboxes (ratio of IoU < 20%) are labeled as “dis-
tractor”. We also add some images out of the annotated identities in the gallery set
as “distractor” to simulate a more realistic test situation.

2.4.2 AliceVehicle Dataset

The AliceVehicle dataset is built for vehicle re-ID and it includes data from sixteen
cameras on an urban road. The main road is a straight road with some left and right
branches in the middle, and the layout of the sixteen cameras is shown in Fig. 2.2. As
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Figure 2.2: Camera topology
in AliceVehicle. There are 16
cameras. (A) : Geological posi-
tions of cameras. The arrow di-
rection shows the view direc-
tion of each camera. (B): Cam-
era �eld of view. The �eld of
view of some cameras overlap,
such as cam 8, 9 and 10 (cam
11 and cam 12), but they are
pointed in different directions.

can be seen, the cameras are positioned in various directions, with the �elds of view
of some cameras overlapping, such as cam8, cam9 and cam10. We purposely kept the
original distribution of the surveillance cameras on this road, such as their locations
and rotations, to reduce undesired biases. All camera resolutions are 1920� 1080.
The training data are also randomly selected from the target domain and do not
have identity labels. During annotating validation and test data, we labeled vehicles
driving from cam1 to cam16 or in the opposite direction. Along the travel path of
the vehicle, we gradually annotate it until it disappears from our sixteen cameras. To
keep the diversity of the directions. we also labeled some vehicles from the central
cameras (e.g., cam8) and annotated their movement towards both sides of the road.

2.4.3 Data Annotation

Figure 2.3 displays the GUI, where Top and Bottom are examples for annotating
different datasets. Annotators collaborate based on the video recording timestamps.
Each annotator oversees 1-2 cameras, collectively identifying individuals with the
same ID. After annotation, we conducted multiple rounds of checks on the data
to ensure the accuracy of annotation. Our data is annotated by a data annotation
company, which has a legitimate business license.

Test set statistics are shown in Fig. 2.4. For AlicePerson, we can observe that the
4th camera captures a larger number of unique IDs compared to the other cameras
from A of Fig. 2.4. Additionally, it is noticeable that most IDs appear in 4 or 3
cameras. For AliceVehicle, each camera includes about 300-800 images, and most IDs
appear in 4 - 6 cameras. In the test set, every ID appears in more than one camera,
except for persons in distractor images, who may appear in only one camera.

2.5 Evaluation Protocols

Source Domain. We provide two types of synthetic data in the source domain, i.e.,
3D models (Table 2.2) in Unity and images (Table 2.3) captured in the virtual envi-
ronment. The �rst type of source data is the 3D model. The provided models are
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Figure 2.3: Graphical user interface (GUI) used in our annotation process. Ali-
cePerson (Top) and AliceVehicle (Bottom). Annotators work together according to
the time of video recording. Each annotator is in charge of 1-2 cameras. All annota-
tors work together to look for the same ID.

fully editable and can generate an arbitrary number of images by an arbitrary num-
ber of cameras, for the two tasks. The second type of source data (the images) is
given in the same way as existing synthetic datasets. These images are generated by
setting environment attributes to certain values, which are randomly sampled from
uniform distributions. Finally, We generated 14,760 and 45,538 images from PersonX
and VehicleX engines, respectively.

Target Domain. For each task, we divide the real-world target data into three splits,
i.e., training, validation and testing (details are shown in Table 2.3).

The training sets contain 13,198 and 17,286 for the two tasks, respectively. Since
we focus on unsupervised domain adaptation (UDA), the target training set should
not have labels. To this end, we randomly select images from the target domain
without annotating them. By random, we mean the number of identities for object re-
ID is unknown (may contain outlier identities). Meanwhile, the number of samples
per identity for object re-ID also varies - some have very few samples, and others
would have a much larger number of samples. For the re-ID tasks, having an un-
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Figure 2.4: Statistics of the AlicePerson/AliceVehicle test sets. A and C: For each
camera of AlicePerson and AliceVehicle, we display the number of images and object
IDs that have appeared in that camera. C and D: For each ID of AlicePerson and Al-
iceVehicle, we show the number of images and how many cameras the ID appeared.
Note that the number of IDs in the test set is hidden for online evaluation.

known number of target identities is more realistic and poses new challenges for ex-
isting algorithms. As to be demonstrated in Section 2.6.3, many state-of-the-art UDA
methods have lower performance on AlicePerson and AliceVehicle test sets than on
existing datasets, such as Market-1501 and VeRi-776 [Zheng et al., 2015, 2017c].

Each task includes a fully annotated validation set for hyper-parameter selection,
containing 7,978 (100 identities) and 1,753 (50 identities) images, respectively.

The testing sets in AlicePerson and AliceVehicle have 25,584 and 8,552 images,
respectively. Their annotations are hidden and only accessible to the organizers.
Meanwhile, we keep the number of IDs unknown for object re-ID tasks to make the
settings to be more consistent with the real-world scenario Model performance on
the test set will be calculated through our server.
Evaluation Metric. For object re-ID, cumulative matching characteristics (CMC) and
mean average precision (mAP) are used for evaluation, which are standard practices
in the community [Zheng et al., 2015; Liu et al., 2016]. In CMC, rank- k accuracy rep-
resents the probability that a queried identity appears in the top- k ranked candidates
list, and ranks 1, 5 and 10 are commonly used. We run experiments on a server that
has 4 RTX-2080TI GPUs and a 16-core AMD Threadripper CPU @ 3.5Ghz.

2.6 Baseline Evaluation

2.6.1 Method Description

Content-level domain adaptation. A distinct characteristic of synthetic data is that
we can edit its content using the interface tools. This strategy has the potential to
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reduce the content gap between real and synthetic data. In this chapter, we evaluate
attribute descent [Yao et al., 2020], a robust and stable method in this area. Speci�-
cally, for person and vehicle re-ID, there are �ve attributes to be optimized, including
orientation (0 o � 359o), light direction (from west 0 o to east 180o), light intensity, cam-
era height and camera distance. During learning, the attributes are modeled by single
Gaussian distributions or a Gaussian Mixture Model (GMM), and the difference in
data distribution is measured by the Fréchet Inception Distance (FID). The objective
of this optimization problem is to minimize FID between real and synthetic data.

Pixel-level domain adaptation. Two methods in this direction are evaluated, i.e.,
CycleGAN [Zhu et al., 2017] and its improvement in the re-ID task, SPGAN [Deng
et al., 2018a]. Speci�cally, CycleGAN learns two mappings, one from source to target
and the other from target to source, and a cycle consistency loss to keep the similarity
of original and cycle-transferred images. SPGAN is designed for object re-ID, which
is realised based on CycleGAN, while a similarity-preserving loss is developed to
preserve the cross-domain similarities. In experiments, the settings from Deng et al.
[2018a] and Yao et al. [2020] are used for person and vehicle DA, respectively.

Both content-level and pixel-level DA methods provide us with images that have
a lower domain gap with the target domain. We then employ important baseline ap-
proaches for each task to evaluate the DA method, including ID-discriminative em-
bedding (IDE) [Zheng et al., 2016a], the part-based convolution baseline (PCB) [Sun
et al., 2018] and Multi-Scale Interaction Network (MSINet) [Gu et al., 2023]. When
applying PCB in vehicle re-ID, images are divided into vertical stripes.

Pseudo-label based methods assign labels to the unlabeled target data based
on an encoder. Then, through an iterative process, the labels will be re�ned, and
the encoder updated. Here, the encoder is usually pre-trained on the source do-
main. Speci�cally, for object re-ID, PUL [Fan et al., 2018], ECN [Zhong et al., 2019a],
UDA [Song et al., 2020a] and the recent-state-of-the-art MMT [Ge et al., 2020] are
chosen to be evaluated. We use OpenUnReID7 to implement UDA and MMT. For
ECN, we train StarGAN [Choi et al., 2018] to generate the CamStyle for AlicePerson
and run the experiments through the code released by ECN authors. PUL uses the
re-implemented code. For vehicle re-ID, the image size is set to 256 � 256.

2.6.2 Effectiveness of Content-level DA Method

Attribute descent is found to generally improve accuracy. As an example, the mAP
improvement in person re-ID is shown in Fig. 2.5 A. When attribute descent is used
together with other methods, such as IDE, CycleGAN, SPGAN, PUL, ECN, UDA and
MMT, it creates an improvement in mAP of +0.19%, +2.04%, +1.34%, 0.52%, +1.92%
+1.52% and +0.60%, respectively, under the setting “PersonX! AlicePerson”. When
Market-1501 is used as target sets, attribute descent also brings obvious improve-
ments. On the AliceVehicle and VeRi-776 datasets, the use of attribute descent helps
to create a better source dataset to improve vehicle re-ID results (Fig. 2.5 B). The mAP

7https://github.com/open-mmlab/OpenUnReID
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Figure 2.5: Performance of domain adaptation methods from synthetic to real-
world datasets. A : person re-ID using PersonX as the source.B: vehicle re-ID using
VehicleX as the source. Under each target dataset, we use light green to indicate the
accuracy of various methods and dark green to show the improvement brought by
attribute descent combined with these methods.

improvement on IDE, CycleGAN, SPGAN, PUL, UDA and MMT is +0.89%, +2.34%,
+1.39%, +2.61%, +2.57% and +0.11%, respectively for “VehicleX! AliceVehicle”.

Combining attribute descent with pixel DA are more effective than using attribute
descent alone. As shown in Fig. 2.5 A, for “PersonX ! AlicePerson”, when combined
with CycleGAN, attribute descent leads to a +2.04% mAP improvement over using
CycleGAN alone. In comparison, attribute descent offers an improvement of +0.19%
mAP on the IDE baseline. The same trend can be observed when using Market-
1501 as the target set. Similarly, for vehicle re-ID, the effect of attribute descent also
becomes more prominent when used together with pixel DA. For example, attribute
descent combined with SPGAN yields a +2.39% mAP improvement over SPGAN
itself (Fig. 2.5 B), and using attribute descent alone offers an improvement of +0.89%
on the IDE baseline mAP score. A probable reason is that synthetic data is too simple
to train a robust model for complex real-world tasks. Style transfer increases the
complexity of synthetic data by adapting image appearances and introducing noise,
which is bene�cial for training a more robust model. In this case, the advantages of
content DA are more obviously apparent on the target task.

Attribute descent is less effective when used alone or with pseudo-label meth-
ods. As shown in Fig. 2.5 A and B, attribute descent offers +0.19% and +0.89% mAP
improvements over the IDE baseline on AlicePerson and AliceVehicle, respectively.
Compared to the same IDE baseline, the use of attribute descent improves mAP
by +1.91%, and +1.02% on Market-1501, and VeRi-776, respectively. The bene�ts of
attribute descent are stable but not signi�cant, especially when compared to the im-
provements resulting from the combination of attribute descent and pixel DA. The
reason could be, object re-ID works using small bounding boxes for learning, which
do not contain much of the environmental context. Therefore, the use of content
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Table 2.4: Comparison of Methods on AlicePerson and Market-1501 datasets. We
show results of (1) direct transfer, (2) content DA, (3) pixel DA and (4) pseudo labels.
Except for content DA, all the other methods use PersonX with random attributes as
the source domain. " mAP means the improvement of each method compared with
the baseline IDE. rank-1 (R1) accuracy (%), rank-5 (R5) accuracy (%), rank-10 (R10)
accuracy (%), and mAP (%) are reported.

Method
PersonX! AlicePerson PersonX! Market-1501

R1 R5 R10 mAP " mAP R1 R5 R10 mAP " mAP

(1)
IDE 15.16 26.50 33.29 6.22 0 36.22 51.99 59.56 14.88 0
PCB 15.03 27.62 34.61 6.29 0.07 37.29 54.66 62.20 15.29 0.41
MSINet 16.41 32.17 40.94 7.27 1.05 33.40 51.66 59.65 14.34 -0.54

(2) Attr. desc. IDE 16.08 27.42 32.82 6.41 0.19 38.98 54.81 62.17 16.79 1.91

(3)
CycleGAN 22.54 38.10 45.29 8.75 2.53 38.30 56.74 64.10 16.12 1.24
SPGAN 25.84 42.25 51.55 10.24 4.02 44.80 64.04 71.29 19.30 4.44

(4)

PUL 20.50 33.75 42.19 7.80 1.58 68.76 85.72 90.53 46.97 32.09
ECN 37.24 56.16 63.61 14.36 8.14 71.23 85.96 94.21 43.26 28.38
UDA 20.76 33.03 38.96 7.44 1.22 68.50 82.93 88.45 43.18 28.30
MMT 21.16 35.60 43.05 8.89 2.67 91.83 97.30 98.37 79.46 64.58

adaptation only results in relatively small improvements. However, as previously
mentioned, combining content DA with pixel DA yields higher accuracy, indicat-
ing that the joint application of these techniques leads to more substantial improve-
ments. For pseudo-label methods, a reason may exist in addition to the previous
one. Pseudo-label methods like PUL or MMT usually use an encoder pre-trained
on the source to compute pseudo labels. Essentially, these methods are not directly
trained with source data. While content DA improves the quality of the source data,
the improvement is not signi�cant enough to affect the source pre-trained model. In
other words, pseudo-label methods are less sensitive to the quality of source data:
without content adaptation, the pre-trained encoder would still be good enough to
mine high-quality pseudo labels. Ge et al. [2020] have discussed similar observations.

2.6.3 Effectiveness of Traditional DA Method

Pseudo-label methods are less effective on AlicePerson and AliceVehicle than on
existing target datasets like Market-1501 and VeRi-776. In Table 2.4, pseudo-label
based methods yield a signi�cant improvement in accuracy for “PersonX ! Market-
1501”. For example, the mAP score of MMT is 79.46% under this setting, which is
consistent with what has been reported in the literature. In comparison, content DA
(an mAP score of 16.79%) and pixel DA (an mAP score of 19.30% mAP) are far less
effective than pseudo-label methods. However, for “PersonX ! AlicePerson”, MMT
only obtains an mAP of 8.89%, which is lower than the pixel-level SPGAN (an mAP
score of 10.24%). The contrasting results are attributed to the data structure of the
target datasets. In fact, the training sets in Market-1501 and VeRi-776 are originally
intended for supervised learning, where each identity possesses a similar number
of samples distributed evenly across cameras. Such an underlying data structure is
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Table 2.5:Method evaluation on AliceVehicle and VeRi-776. We use VehicleX as the
source domain. Similar to the previous table, we show results of (1) direct transfer,
(2) content DA, (3) pixel DA and (4) pseudo labels. Notations and evaluation metrics
are the same as those in the previous table.

Method
VehicleX! AliceVehicle VehicleX! VeRi-776

R1 R5 mAP " mAP R1 R5 mAP " mAP

(1)
IDE 19.63 34.51 9.08 0 29.92 46.36 11.13 0
PCB 18.85 32.18 8.89 -0.10 28.61 42.37 11.36 0.23
MSINet 25.37 38.84 10.33 1.25 40.41 54.05 15.81 4.68

(2) Attr. desc. IDE 22.11 37.49 9.97 0.89 30.44 44.40 12.15 1.02

(3)
CycleGAN 25.58 44.37 11.85 2.77 42.49 60.13 17.53 6.40
SPGAN 29.41 49.04 13.83 4.75 46.96 63.11 19.10 7.97

(4)
PUL 37.77 50.74 15.73 6.65 59.77 68.47 23.00 11.87
UDA 36.22 47.41 15.33 6.25 61.20 71.33 23.33 12.20
MMT 60.81 71.01 27.45 18.37 80.36 86.29 36.82 25.69

friendly to clustering-like algorithms such as pseudo-label mining. In comparison,
the training set of AlicePerson is much more randomly distributed. For example,
many identities have very few examples, and there is no guarantee that images of
each identity span multiple cameras. As a result, this poses new challenges for data
clustering in pseudo-label methods.

For vehicle re-ID, the differences in results from mining pseudo labels on the
VeRi-776 and AliceVehicle datasets (Table 2.5) also are obvious, though not as pro-
nounced as those seen in Person re-ID. For example, MMT improves on the IDE base-
line by +25.69% and +18.37% in mAP on VeRi-776 and AliceVehicle, respectively. The
gap in mAP scores is 7.32%. Additionally, when comparing improvements over the
baseline IDE, most methods on AliceVehicle show approximately half the improve-
ment on the VeRi-776 dataset. As an example, PUL achieves a 6.65% improvement
in mAP score on AliceVehicle, approximately half of the 11.87% increase seen on
VeRi-776. This indicates that the AliceVehicle settings present greater challenges for
pseudo-label methods compared to VeRi-776.

Potential reasons for the lack of robustness in pseudo-label methods, particularly
their inconsistent performance in person and vehicle re-identi�cation tasks. The
main reasons for this inconsistency are that pseudo-label methods rely heavily on
1) the performance of the initial model trained on source data, and 2) the cluster-
able characteristics of the target training data. In person and vehicle re-identi�cation
tasks, differences in the latter factor lead to varying performance. For vehicles, there
is limited variation in appearance compared to people. As shown in Fig 2.6, which
displays randomly selected images from AlicePerson and AliceVehicle, cars exhibit
limited diversity in terms of color, model, and other features, whereas people show
much more appearance variability due to differing out�ts and accessories. This dif-
ference results in more uniform clustering of car images in both the AliceVehicle
and Veri-766 datasets, while the clustering of person images in datasets like Ali-
cePerson (random distribution) and Market-1501 (clusterable distribution) is more
complex and different. Consequently, pseudo-label methods show smaller perfor-



§2.7 Discussion and Future Work 29

Figure 2.6: Examples of AlicePerson and AliceVehile. Top: images randomly sam-
pled from the AlicePerson training set. Bottom: vehicle examples of AliceVehicle. We
can see that vehicle appearance diversity is limited.

mance gaps in vehicle re-identi�cation datasets compared to person re-identi�cation
datasets (e.g., 18.37% compared to 25.69% vs. 2.67% compared to 64.58%). This
highlights the lack of robustness in pseudo-label methods.

2.6.4 Visualization of DA Methods

To show the effect of content and pixel DA, as has been a focus of discussion above,
here we provide visualization examples of these two methods. For object re-ID,
Fig. 2.7 shows image examples before and after the content/pixel adaptation has
taken effect. Speci�cally. we have the following observations. Firstly, attribute de-
scent allows for key attributes of the synthetic data to tend toward the target do-
main. For example, the cameras of the target domain are mostly of the same height
as people, and attribute descent can effectively adjust source cameras to this angle.
In vehicles, the target images are mostly in side view, and accordingly, the edited
source images exhibit a similar trend. Secondly, SPGAN causes obvious changes
bringing synthetic images closer to the target style. For example, the skin color of
synthetic persons and the illumination/tone of vehicles becomes more realistic and
closer to the target. Thirdly, when content and style alignment both exist, the source
data exhibit the highest similarities to the target domain, which explains the superior
performance of attribute descent in conjunction with pixel DA in Fig. 2.5 A and B.

2.7 Discussion and Future Work

This section will further discuss some open questions, challenges and interesting
research problems for future investigations.

Bene�ts of learning from synthetic data. Major advantages of synthetic data
include the following. The �rst is low cost. When annotating AlicePerson, it takes
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Figure 2.7: Sample images on person (left ) and vehicle re-ID ( right ) before and af-
ter content/pixel domain adaptation. There are source images generated by (A1-2)
random attributes, (B1-2) attribute descent, (C1-2) SPGAN and (D1-2) SPGAN & at-
tribute descent. E1-2: show samples from the target domain. We �nd that attribute
descent changes the viewpoint and illumination etc, visual factors, of the objects,
while SPGAN increases image blurring and adapts the image color to target style.

three people 8-9 hours each to annotate 80 IDs across 5 cameras. In comparison,
after crafting and modifying 3D person models, generating synthetic training data
only takes minutes. Second, labels of synthetic data are perfectly accurate.

In a less exploited domain, synthetic data is controllableand customizable. For
example, many tasks (e.g., semantic segmentation and object detection) require an
agent to be robust in various scenes under low lighting or extreme weather. Such data
is usually dif�cult to acquire in the real world, but can be easily generated through
graphic engines. Moreover, synthetic data allows us to evaluate the robustness of
algorithms by setting up various test sets with changing visual factors. In addition,
synthetic data can alleviate concerns about data privacy and ethics.

Challenges of organizing synthetic datasets and improvement directions. Ob-
taining a variety of 3D object/scene models is the key to the successful use of syn-
thetic data. The ideal goal is the development of a virtual 3D world from which we
can generate various synthetic data for a variety of computer vision tasks. How-
ever, the challenge is the lack of synthetic assets, such as 3D objects and texture
materials. Besides manually crafting 3D models, it would be bene�cial to resort to
3D vision-related research, e.g.,automatically generating 3D models based on real-
world images [Wu et al., 2020], and automatically changing the appearance of 3D
models to acquire diverse data. Once the 3D models of a synthetic engine are ready,
it will be fast and inexpensive to generate as much data as needed. In the future, we
will gradually expand the Alice benchmarks to include more tasks and provide more
complex and higher-quality synthetic data.

Generalization of conclusions drawn based on the Alice benchmarks. In most
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cases, we believe that conclusions drawn based on the Alice benchmarks are gener-
alizable to other target datasets as well. In Table 2.4, and 2.5, in addition to the Alice
targets, we also use existing datasets as the target domain and report the results of
different methods. It is evident that there are similar trends of results between Al-
ice and other existing datasets. For example, SPGAN outperforms CycleGAN, and
MMT obtains higher results than UDA, both of which are consistent with reports
in the literature. An exception is a comparison between pseudo-label methods and
pixel DA methods: the former is inferior for AlicePerson, which contradicts prior
expectations. We have discussed this point in Section 2.6.3.

Understanding the domain gap between the synthetic and the real. The domain
gap is usually studied with real-world datasets. For example, Torralba et al.[Torralba
and Efros, 2011] analyze and summarize different types of domain bias, such as the
selection bias (different collection sites, websites, etc) and the caption bias (different
viewpoints, resolutions etc). In the context of Syn2Real, the domain gap may be
different from that in “real to real" DA. For example, the difference between 3D object
models and real-world objects may create a domain gap that does not occur under
the “real to real” setting. It is still largely unknown whether existing “real to real” DA
methods can handle such new problems. Also, simulated data has lower diversity
than real-world data in complex environments. However, given that synthetic data
can be simulated in large amounts, would it compensate for its lower data diversity?
In this regard, an interesting question would be whether synthetic data makes an
inferior source domain to real data. In other words, given the same target domain,
which should we choose as a source: real data or editable synthetic data?

Designing “synthetic to synthetic” DA evaluation protocols for comprehensive
evaluation of DA methods, dissecting the domain gap and providing references
for “real to real" DA. The evaluation and understanding of DA methods are limited
by the scale and variation of both the source and the target data. This problem
can be overcome by controllable and customizable synthetic data. For example, we
can generate source and target data with similar styles but very different content
distributions for semantic segmentation. Conversely, we can synthesize data with
similar content distributions but very different styles. With various data settings,
we can conduct well-directed and comprehensive evaluations of DA methods, which
will also be helpful for understanding the domain gap.

On the other hand, although quantitatively de�ning the domain gap caused by
changes in various visual factors is rather infeasible, it is possible to analyze the do-
main gap in a higher capacity by using synthetic data. For example, the illumination
of source data can be gradually changed for a �xed target set to analyze the in�uence
of illumination differences on domain adaptation. Similarly, we can study the rela-
tive changes of various visual factors between the source and target domain, which
may bring us a better and deeper understanding of the domain gap.

Need for new pseudo label methods for object re-ID under more realistic set-
tings. The object re-ID results in Tables 2.4 and 2.5 show that state-of-the-art pseudo-
label methods, such as MMT, demonstrate high performance when using the Market-
1501, DukeMTMC-reID and VeRi-776 as target sets, but do not work well on the Al-
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ice benchmarks (refer Section 6.3). Given the decreased performance of pseudo-label
methods, we should rethink the clustering strategies used for more realistic target
sets. It would be interesting to study how to better leverage the camera style of
the target set to assist with data clustering. Adopting this strategy, ECN yields the
highest results for AlicePerson (Table 2.4).

New strategies to effectively use synthetic data to bridge the gap with the real
world. This chapter discusses several existing strategies such as pixel DA and the
relatively new content DA. For the latter, there are still many open questions, e.g.,the
design of new similarity measurements for distributions apart from the FID score
used in [Yao et al., 2020]. Moreover, the characteristics of a good training set are
still largely unknown. In this regard, having a smaller domain gap between training
and testing sets might not be the only objective. Other indicators such as appearance
diversity or even noise are worth investigating. Furthermore, a variety of annotations
can be obtained from synthetic data, such as pixel-level semantics, bounding boxes
and depth. These annotations may facilitate research in multi-task learning, which
would also potentially improve real-world performance. In addition, it is interesting
to explore how to combine simulation 3D models and real images in learning.

Can we �nally get rid of real-world data when proposing new models? While
state-of-the-art techniques in computer vision have been developed on real-world
datasets, it would be interesting to study whether we can resort to pure synthetic data
(training + testing) in model development, underpinned by the increasing ethics con-
cerns in arti�cial intelligence (AI). Several challenges are yet to be resolved. Firstly,
diverse, complex, and realistic synthetic data needs to be created. Secondly, it is
necessary to con�rm that training and testing on synthetic data are analogous to
real-world performance. Thirdly, we need to explore the optimum composition of
test data so as to comprehensively evaluate model performance. Apart from these
challenges, there are many task-speci�c problems to be considered. At this point,
it has not been determined how real-world test data can be replaced with synthetic
data, but we will consider this to be an option with future higher-�delity data gen-
erators and stronger theoretical support.

What is the relationship between the control of synthetic scene creator and its
in�uence on the content gap with real-world data? Initially, human intervention in
adjusting the content of simulated scenes can effectively minimize the content gap
by exerting control over various factors, such as lighting conditions, object place-
ment, and background variations. However, there are signi�cant limitations, includ-
ing the high cost associated with generating large-scale datasets. This constraint has
signi�cantly motivated the research community to explore machine learning meth-
ods aimed at automating the reduction of content gaps. Furthermore, content-level
domain adaptation (DA) operates in a manner akin to manual control of visual at-
tributes within scenes, although it remains far from perfect. This approach employs
the Fréchet Inception Distance (FID) to evaluate the quality of synthetic data and
subsequently adjusts the parameters governing visual attributes in the simulation
environment. This iterative process aims to progressively diminish the content gap
and enhance alignment between synthetic and real data distributions.
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2.8 Conclusion

This chapter introduces the Alice benchmarks, including a series of datasets and an
online evaluation server to facilitate research on “synthetic to real” domain adapta-
tion. Our current version includes two tasks: person re-ID and vehicle re-ID. For
each task, fully editable synthetic data and newly collected complex real-world data
are used as the source and target respectively. We provide insightful evaluation and
discussion of some commonly used DA methods on the content and pixel level,
as well as some pseudo-label methods. We have discussed some interesting future
research problems that are enabled by this platform, which may bring new and excit-
ing ideas to the community. The Alice project is our long-term project. In our future
work, we will try to include more tasks beyond the existing re-ID task by welcoming
open-source collaboration, with the aim of covering more objects in the visual world.
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Chapter 3

CIFAR-10-W: Broad and More
Realistic Testbeds in Model
Generalization Analysis

3.1 Chapter Overview

Analyzing and improving the generalization ability of deep learning models under
out-of-distribution (OOD) environments has been of keen interest to the machine
learning community. On various OOD test sets, accuracy prediction (AccP) [Deng
and Zheng, 2021a] investigates unsupervised risk proxies correlated with model ac-
curacy, while domain generalization (DG) [Muandet et al., 2013] aims to improve the
average model accuracy when taking knowledge acquired from an arbitrary num-
ber of related domains and apply it to previously unseen domains. Their algorithm
design both relies on datasets that have multiple OOD domains.

In the community, such multi-domain datasets exist, but they have their respec-
tive limitations. For example, PACS and DomainNet [Peng et al., 2019b], commonly
used in domain generalization, contain 4 and 6 domains, respectively. While their
images are from the real world, the small number of domains may limit the effective-
ness and generalizability of the algorithms. In comparison, CIFAR-10-C [Hendrycks
and Dietterich, 2019] and ImageNet-C [Hendrycks and Dietterich, 2019] have more
domains, i.e., 50 and 75, respectively, but both are synthetic and have limited re�ec-
tion on real-world scenarios. In the iWILDs-Cam dataset [Beery et al., 2021], there are
323 real-world domains captured by different cameras, but it was originally intended
for animal counting: there are typically multiple objects in an image, and object cat-
egories in each domain are incomplete. As such, existing works [Miller et al., 2021]
usually merge the 323 domains into a few ( e.g., 2) for label space completeness.

To address the lack of appropriate multi-domain datasets, we introduce CIFAR-
10-Warehouse, hereafter called CIFAR-10-W, a collection of 180 datasets, where each
dataset has the same categories as CIFAR-10 and is viewed as a different domain.
Speci�cally, 143 of them are real-world ones, collected by searching various image-
sharing platforms with various text prompts, such as `a cartoon deer' or a `yellow
dog'. The rest 37 are collected using stable diffusion [Rombach et al., 2022], using

35
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Table 3.1: Dataset comparison . We list key statistics of CIFAR-10-W and existing al-
ternatives commonly used for accuracy prediction (AccP) and domain generalization
(DG). CIFAR-10-W is advantageous in its larger number of real-world domains. The
synthetic CIFAR-10 testbeds (e.g., CIFAR-10-C̄) may have in�nitely many domains by
varying corruption types and intensity.
Datasets #domains #test imgs #classes corrupted? img size description

CIFAR-10.1 [Recht et al., 2018] 1 2,000 10 No 32 � 32
AccP

CIFAR-10.2 [Lu et al., 2020] 1 2,000 10 No 32 � 32

CIFAR-10-C̄ [Mintun et al., 2021] 50 500,000 10 Yes 32 � 32 AccP
CIFAR-10.1-C̄ [Mintun et al., 2021] 50 100,000 10 Yes 32 � 32 AccP
CIFAR-10.2-C̄ [Mintun et al., 2021] 50 100,000 10 Yes 32 � 32 AccP
CIFAR-10-C [Hendrycks and Dietterich, 2019] 19 950,000 10 Yes 32 � 32 AccP & DG
CIFAR-10.1-C [Hendrycks and Dietterich, 2019] 19 190,000 10 Yes 32 � 32 AccP & DG

ImageNet-C [Hendrycks and Dietterich, 2019] 75 3,750,000 1000 Yes 224� 224 -

Colored MNIST [Arjovsky et al., 2019] 3 70,000 2 No 28 � 28
Rotated MNIST [Ghifary et al., 2015] 6 70,000 10 No 28 � 28
VLCS [Fang et al., 2013] 4 10,729 5 No 224� 224
Of�ce-Home [Venkateswara et al., 2017] 4 15,588 65 No 224� 224

DGPACS [Li et al., 2017a] 4 9,991 7 No 224� 224
Terra Incognita [Beery et al., 2018] 4 24,788 10 No 224� 224
DomainNet [Peng et al., 2019b] 6 586,575 345 No 224� 224

CIFAR-10-W 180 608,691 10 No 224� 224 AccP & DG

natural or unnatural prompts. CIFAR-10-W has a total of 608,691 images, and each
domain typically has 300 to 8, 000 images. In Table 3.1, we summarize CIFAR-10-
W and several notable datasets that can be utilized to evaluate AccP and DG. It is
important to highlight that datasets commonly used for accuracy prediction (AccP)
tasks typically consist of a single set, like CIFAR-10.1 [Recht et al., 2018] and CIFAR-
10.2 [Lu et al., 2020], or contain corrupted images. In comparison, CIFAR-10-W has
more domains with a broad distribution coverage, in which most are real-world, thus
offering an ideal test bed for generalization studies.

Domains in CIFAR-10-W have a broad distribution coverage of the 10 classes
in the original CIFAR-10, such as colors, image styles and unnatural compositions.
Moreover, most datasets in CIFAR-10-W are composed of real-world images; the rest
are generated by stable diffusion. This allows us to study model generalization on a
broad spectrum of distributions. Further, each domain in CIFAR-10-W covers images
from all ten classes while keeping a moderate extent of the imbalance ratio of class
distribution. The latter is useful when such data-centric research has not reached full
maturity, and we can always create class absence from these data.

We conducted benchmarking of popular AccP and DG methods on CIFAR-10-W,
resulting in interesting observations. Speci�cally, we found that domain general-
ization methods consistently improve performance over the baseline on near-OOD
datasets, but their effectiveness decreases on far-OOD datasets. Furthermore, we dis-
cover obtaining accurate accuracy predictions becomes more challenging for sets that
exhibit a signi�cant domain gap with the classi�er training set. Lastly, we discussed
the potential bene�ts of CIFAR-10-W for other research �elds.
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3.2 Data Collection

Diffusion model generated data. CIFAR-10-W includes 37 datasets generated by
Stable-diffusion-2-1 Rombach et al. [2022]. Among them, 12 sets (Cifar-10-W DF)
are generated by using promopt `high quality photo of {color}{class name}', where color
is chosen from the 12 options shown in Fig. 3.1 (A) . Besides, we add `cartoon' in
the prompts, i.e., `high quality cartoon photo of {color}{class name}', to generate another
12 sets (Cifar-10-W DF.c). In addition, we use some special prompts in which the
background, style and target objects do not naturally co-exist, to generate 13 sets
(Cifar-10-W DF.h). Details of these unnatural prompts are provided in the Appendix.

Figure 3.1: Colors, sources, statistics, and examples of CIFAR-10-W . (A) Datasets of
CIFAR-10-W are collected from 8 sources: 7 search engines (e.g.,Google and Bing)
and the diffusion model, where numbers after each source denote the number of
datasets. We also depict color and style options used in prompting search and gener-
ation. (B) Distribution of the number of images for each category in datasets searched
by keywords (KW), keywords plus cartoon (KWC) and diffusion under speci�c color
conditions. (C) Sample images from different domains are shown.

Real-world searched data. CIFAR-10-W consists of 143 datasets that are collected
through targeted keyword searches with speci�c conditions, such as color or style
(cartoon). These searches were conducted across seven different search engines, in-
cluding Google, Bing, Baidu, 360, Sogou, and stock photography and stock footage
providing website, Pexels, as well as a photo/video sharing social website, Flickr.
Fig. 3.1 (A) illustrates the color options utilized for image searching.

Among the search engines, Baidu, 360, and Sogou offer the same set of 12 color
options, which differ by one or two colors compared to those provided by Google
and Bing. Flickr provides 15 color options, while Pexels offers 20 color options.
Additionally, for each color in Google, Bing, Baidu, and 360, an additional search
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is conducted using the category name followed by the term “cartoon" to retrieve a
separate dataset (indicated by � 2 in Fig. 3.1). Finally, there are 95 sets searched by
keywords with color options (hereafter called CIFAR-10-W KW) and 48 sets searched
by keywords with cartoon and color options (hereafter called CIFAR-10-W KWC).

Dataset statistics. We carefully create the CIFAR-10-W dataset by manually re-
moving noisy data from all sets, and the resulting numbers of images per dataset/-
category are shown in Fig. 3.1 (B). For each set, the minimum number of images
is 300, and the maximum 8,000, while most are between 1,000 and 6,000. There is
also a moderate extent of class imbalance with the real-world datasets, with varying
numbers of instances across different categories. In Fig. 3.1(C), we provide sample
images from CIFAR-10-W. We can see that images of the same category but searched
by different colors exhibit distinct content. Moreover, images of the same category
searched using one of the color options also showcase notable variations (e.g., Flic.-
red). In addition, using the same search keyword and color option results in different
images on different platforms ( e.g., Flic.-red vs. Goog.-red).

Privacy and license. Some privacy information may be presented in CIFAR-10-
W, such as license plate on the vehicle. To address potential privacy concerns, we
manually blur the human faces and license plates. CIFAR-10-W inherits the licenses
from its respective sources, provided that those licenses are explicitly stated. In cases
where a license is not explicitly mentioned, CIFAR-10-W is distributed under license
CC BY-NC 4.0 1, which restricts its use for non-commercial purposes.

3.3 Task I: Domain Generalization

3.3.1 Benchmarking Setup

Datasets. We use two settings: single-source DG and multi-source DG. For multi-
source DG, we collected four datasets in addition to CIFAR-10-W. Two are searched
from the Yandex search engine, using keywords(KW) and keywords plus cartoon
(KWC), respectively. The rest two are generated using the diffusion model with
the same prompts as the image search. For single-source DG, we use the diffusion
model generated set (results of the other three sets are in Appendix A). We train
models using different DG methods on 1-4 sets/domains, respectively. A quarter of
each source set is allocated for validation during training.
Methods to be evaluated. We conduct evaluations on both single-source DG and
multi-source DG using 8 methods: Empirical Risk Minimization (ERM) [Gulrajani
and Lopez-Paz, 2020], Style-Agnostic Networks (SagNet) [Nam et al., 2021], Self-
supervised Contrastive Regularization (SelfReg) [Kim et al., 2021], Spectral Decou-
pling (SD) [Pezeshki et al., 2021], Fishr [Rame et al., 2022], Empirical Quantile Risk
Minimization (EQRM) [Eastwood et al., 2022], Relative Chi-Square (RCS) [Chen et al.,
2023], CORAL [Sun and Saenko, 2016], GroupDRO [Sagawa et al., 2019], VREx [Krueger
et al., 2021] and VNE [Kim et al., 2023]. All these methods use the same model

1https://creativecommons.org/licenses/by-nc-sa/4.0/
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Table 3.2: Benchmarking different domain generalization methods on CIFAR-10-
W. We report Top-1 classi�cation accuracy (%) . The mean and standard deviation
computed over three runs are reported in the last column.
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SelfReg 87.47 96.63 98.89 90.46 95.21 83.99 88.38 92.95 93.57 96.5485.04 77.48 69.39 76.1888.48� 0.76

SD 88.27 96.56 98.85 90.81 95.59 84.66 89.19 93.99 94.34 96.9685.80 78.19 69.83 76.4789.01� 0.49

Fishr 87.73 96.20 98.94 89.79 94.88 83.53 88.27 93.09 93.53 96.4683.99 76.01 67.27 73.9787.91� 0.57

EQRM 87.56 96.02 98.90 89.47 94.54 82.97 87.51 92.29 93.13 96.2684.10 76.52 67.27 74.2287.70� 0.76

RSC 86.31 95.04 98.4887.04 93.17 80.73 84.37 90.34 91.43 94.8680.84 74.20 65.10 71.3285.77� 1.29

CORAL 87.98 96.32 98.8190.49 95.36 84.28 89.06 93.78 94.17 96.9585.14 77.14 69.20 75.4288.64� 0.54

VREx 87.60 95.97 98.7689.15 94.42 82.67 87.47 92.65 93.20 96.5884.06 76.39 67.79 74.6287.75� 0.41

GroupDRO 87.06 95.79 98.6488.43 93.88 82.01 86.89 91.91 92.48 95.6183.87 75.88 67.24 73.7587.17� 0.61

VNE 87.06 95.95 98.8189.20 94.78 83.04 88.21 92.95 93.08 96.2083.51 75.75 66.97 73.9487.61� 0.31

ResNet18 [He et al., 2016], to ensure fair comparisons and consistency. The imple-
mentation of these algorithms can be found in the DomainBed GitHub repository 2.

For each method, we conduct experiments using three randomly chosen hyper-
parameter combinations and select the one that performs best on the in-distribution
validation set. The learning rate for all experiments is �xed at 5e-05, and we use
the ADAM optimizer. Following Gulrajani and Lopez-Paz [2020], we do not apply
early stopping based on the validation set. Instead, all models are trained for a �xed
number of steps, and only the �nal checkpoint is considered for evaluation. This

2https://github.com/facebookresearch/DomainBed
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