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Abstract

Many modern machine learning algorithms, though successful, are still based on
heuristics. In a typical application, such heuristics may manifest in the choice of a
specific Neural Network structure, its number of parameters, or the learning rate
during training. Relying on these heuristics is not ideal from a computational per-
spective (often involving multiple runs of the algorithm), and can also lead to over-
fitting in some cases. This motivates the following question: for which machine
learning tasks/settings do there exist efficient algorithms that automatically adapt to
the best parameters? Characterizing the settings where this is the case and design-
ing corresponding (parameter-free) algorithms within the online learning framework
constitutes one of this thesis’ primary goals. Towards this end, we develop algorithms
for constrained and unconstrained online convex optimization that can automatically
adapt to various parameters of interest such as the Lipschitz constant, the curvature
of the sequence of losses, and the norm of the comparator. We also derive new per-
formance lower-bounds characterizing the limits of adaptivity for algorithms in these
settings. Part of systematizing the choice of machine learning methods also involves
having “certificates” for the performance of algorithms. In the statistical learning
setting, this translates to having (tight) generalization bounds. Adaptivity can mani-
fest here through data-dependent bounds that become small whenever the problem
is “easy”. In this thesis, we provide such data-dependent bounds for the expected
loss (the standard risk measure) and other risk measures. We also explore how such
bounds can be used in the context of risk-monotonicity.
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Chapter 1

Introduction

The goal of supervised machine learning is to build prediction models that generalize
well on unseen data. However, many current machine learning models require the
tuning of many parameters (e.g. step size) during the training phase, hindering their
generalization performance in some cases. For example, training a Neural Network
(NN) model using a gradient-based method typically involves tuning a “learning
rate” parameter, which is often done using heuristics. Such heuristic-based meth-
ods often lack theoretical guarantees and can sometimes lead to over-fitting on the
training data! (and thus poor generalization performance) [Feurer and Hutter, 2019].
Therefore, it is desirable to have machine learning algorithms that do not require
such parameters in the first place and still perform competitively against models
whose parameters are tuned to their theoretical optimal values given the problem at
hand.

We have mentioned the learning rate as an example of a hyper-parameter needing
tuning when training an NN model. There are other vital choices a practitioner needs
to make in this case, such as the size and architecture of the NN. Choosing the best
“model” has to be done carefully to not over-fit the available data. Generalization
bounds, which control the deviation between the population and empirical error, can
be used to select a model after observing the data. However, generic generalization
bounds fail to account for key properties of candidate algorithms/models beyond
their empirical performance on the observed data [Dziugaite et al., [2020]. A crucial
property of algorithms known to be beneficial for generalization is stability [Bousquet
and Elisseeff, 2002]. So it is desirable to have data-dependent generalization bounds
that can automatically become small whenever an algorithm is stable. In this case, an
algorithm may be considered stable if the empirical losses of the hypothesis it picks
(after training) do not change much if a small number of data points are removed
during training?.

Perhaps the simplest framework under which one can study and characterize
algorithms that do not require any hyper-parameter tuning is the online learning
setting, which we discuss next.

1One can reduce the amount of overfitting using techniques such as cross-validation. However, such
approaches still lacks solid theoretical guarantees.

2Here, we do not want to restrict ourselves to the standard notion of algorithmic stability studied by
Bousquet and Elisseeff] [2002].



2 Introduction

1.1 Adaptivity in Online Learning

Due to its simple formulation, the online learning setting, where actions are taken se-
quentially, is an excellent starting point for studying adaptivity in machine learning.
Algorithms developed for this setting have many applications and are behind vari-
ous popular methods. A prominent application in machine learning is the stochastic
optimization of non-convex objectives (relevant for training deep NN models); the
well-known stochastic gradient descent is an example of an online learning algo-
rithm used for this purpose. In general, many online learning algorithms can be
used for stochastic optimization purposes via online-to-batch conversion techniques
[Cesa-Bianchi et al., 2004; Shalev-Shwartz, 2012; Cutkosky, 2019a]. Recently, new re-
ductions have been introduced that successfully leverage online learning algorithms
for other ML applications such as differential privacy [Van der Hoeven, 2019a; [Jun
and Orabona, 2019b], online control [Agarwal et al., 2019b; Simchowitz, 2020; [Fos-
ter and Simchowitz, 2020], and reinforcement learning [Cassel and Koren) 2020; Neu
et al., |2017]]. One attractive aspect of such reductions is that they transfer the perfor-
mance and level of adaptivity of the online algorithms used. Thus, designing adap-
tive online learning algorithms has the potential to eliminate the need for heuristic
hyper-parameter tuning in many machine learning applications.

Online learning can be performed with either full information or partial informa-
tion (i.e. the bandit setting). In full information, the losses of all actions are revealed
to the learner (the algorithm) at every prediction round, whereas in partial infor-
mation, only the loss of the action played may be revealed. Many techniques have
recently been introduced that reduce partial feedback settings to full information
(see [Lykouris et al., 2018] for an overview). This thesis will be mainly concerned
with the latter setting. A popular assumption in full information is that the observed
losses are convex. This setting is known as Online Convex Optimization (OCO)
[Hazan, 2016a], which subsumes the well-known experts’ setting. Many machine
learning applications can be reduced to OCO [Neu et al., 2017; [Van der Hoeven,
2019a; |Agarwal et al., 2019¢; Simchowitz, [2020]. The non-convex online learning
setting is naturally more challenging. Yet, techniques from the simpler OCO (or
the experts’ setting) have successfully been used to derive algorithms with provable
guarantees for the non-convex setting [Agarwal et al., 2019a; |Suggala and Netrapalli,
2020; Héliou et al., 2020]. For example, |Agarwal et al.|[2019a] showed that it is possi-
ble to achieve a sub-linear regret (sub-linear in the number of rounds) in non-convex
online learning using Follow-the-Perturbed-Leader (an algorithm developed for the
experts’ setting [Kalai and Vempala, 2003]) and an offline optimization oracle. This
online non-convex setting is outside the scope of this thesis.

The first part of this thesis will focus on the OCO setting, where we study the
limits of adaptivity in both the bounded and unbounded cases.

Bounded online convex optimization. Bounded OCO is one of the most studied
settings in online learning [Cesa-Bianchi and Lugosi, 2006; Hazan, 2016b|]. This is
a setting where at each round ¢, a learned (the algorithm) outputs a vector @w; in
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some bounded convex set VW, then the environment reveals a convex loss function
ft : W — R. The output @; can be any function on the past observed losses (f;)s<t. A
prominent example is the online experts’ setting, where the constrained set is the sim-
plex. Many algorithms have been developed for bounded OCO, which achieve differ-
ent degrees of adaptivity [Gaillard and and, 2014; Luo and Schapire, 2015; |Van Erven
and Koolen, 2016; Hazan et al., 2007]. The Online Gradient Descent (OGD) algo-
rithm [Zinkevich, 2003] is an example of a popular OCO algorithm. For Lipschitz
convex losses, OGD can achieve a sub-linear (in the number of rounds) regret; more
precisely, the outputs (@;) of the algorithm guarantee

T
Regret,(w) ==Y (fi(@:) — fr(w)) < O(DVT), YweW, (1.1)

t=1

where D := sup,, sy [|[w — w'[| is the “diameter” of the set W. It is known that
with proper tuning of the learning rate schedule of OGD, it is possible to achieve a
small (logarithmic in the number of rounds) regret when the loss functions (f;) are
strongly convex [Hazan et al., 2007]. Online Newton Step (ONS) is another algorithm
that can achieve a small (logarithmic in T) regret when the losses are exp-concave (a
weaker condition than strong convexity) [Hazan et al. 2007]. Both OGD and ONS
follow the framework of Online Mirror Descent (MD)>—a prominent algorithm in
online learning—with different regularizers (see e.g. [Hazan, 2016b]]). Interestingly,
all these algorithms, including most MD instantiations, can be viewed as instances of
the Exponential Weights Algorithm (EWA) with different priors and learning rates
[Van der Hoeven et al., 2018].

Studying adaptivity for the above algorithms has often involved looking at dif-
ferent learning rate schedules or choices of regularizers (in the case of MD). Here
adaptivity means achieving the smallest possible regret guarantee for the type of
losses observed; for curved (strongly convex or exp-concave) losses, one would like
to achieve a logarithmic regret (i.e. the best achievable regret for such losses). How-
ever, for algorithms such as OGD or ONS, the learning rate schedule must be set as a
function of the parameters of curvature of the losses to achieve a logarithmic regret—
these parameters may not be known in practice. Another parameter that one would
like to adapt to is the “Lipschitz constant”; the maximum norm of the losses” gradi-
ents at the algorithm’s iterates. Many algorithms require this parameter as input and
may fail (not realize the desired regret) if the parameter is not a valid upper bound
on the norm of the gradients [Van Erven et al, 2021]. Having a single algorithm that
adapts to all these parameters (i.e. the Lipschitz constant and curvature parameters)
simultaneously while achieving the optimal regret guarantee for the given type of
losses is one of the contributions of this thesis (see Chapter [3).

In the experts’ setting (a special case of OCO), it is possible to achieve a constant
regret when the losses are mixable. This is achieved using the Aggregating Algo-

3Technically, the version of ONS presented in [Hazan et al, [2007] is framed as Follow-the-
Regularized-Leader (FTRL). However, FTRL and MD may be seen as equivalent—see e.g. [McMahan)
2011].
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rithm, which essentially outputs “exponential weights” using the observed losses
[Vovk, 1998]. It turns out that a larger family of algorithms—referred to as general-
ized aggregating algorithms—can also achieve a constant regret [Reid et al., 2015].
This family consists of mirror descent algorithms with specific regularizers whose
characterization is the subject of Chapter 2|

Unbounded online convex optimization. While the bounded OCO setting has by
now been studied in some depth, the unbounded OCO setting—where the output
set ¥V may be unbounded—has only been explored relatively recently [McMahan
and Streeter, |2010; Mcmahan and Streeter, [2012; Orabona, 2013; [McMahan and Aber-
nethy, 2013; Orabona) [2014a; McMahan and Orabonal 2014; Orabona and Pal| 2016al].
Optimal algorithms for this setting are known as parameter-free since they can com-
pete against unbounded comparators w without any learning rate tuning. The typ-
ical regret bound achieved by parameter-free algorithms such as those in [Orabona,
2014b; McMahan and Orabona), 2014} [Foster et al., 2017] is as follows:

T
Regret, (w) = Y (fi(wi) — fi(w)) <O <Hw||\/Tln (1+ |wHT)> , YweW. 12)

t=1

Note that the parameter-free regret in swaps the diameter D in the bounded case
(see (1.1)) for the norm of the comparator ||w||. This comes at the price of logarithmic
terms in w and T in the regret, which are unavoidable in the general unbounded case
[McMahan and Orabonal, 2014].

There are many natural settings with unbounded domains V. One example is
the problem of online learning of linear models [Kotlowski, 2017; Kempka et al.,
2019a]. In this setting, it is impossible for OGD or other known classical algorithms
designed for the bounded setting to achieve the optimal regret bound in (1.2) as the
learning rate needs to be tuned as a function of the norm of the comparator w, which
is typically unknown in advance. On the other hand, parameter-free algorithms,
which are designed for the unbounded setting, can be used to achieve the optimal
regret in the case of online learning of linear models [Mhammedi and Koolen, [2020].
Parameter-free algorithms can confer benefits beyond the unbounded OCO case. For
instance, they are useful in applications involving local differential privacy [Jun and
Orabona, 2019a]. In this setting, a data provider presents a “sanitized” version of a
data set to a learning algorithm along with some desired privacy level. As pointed
out by [Van der Hoeven [2019b], the desired privacy level may itself be considered
as a privacy-sensitive feature. Van der Hoeven| [2019b] showed that parameter-free
algorithms can be used to achieve local differential privacy—in a way that standard
algorithms such as OGD cannot—without requiring the privacy level as input.

What is also surprising about parameter-free algorithms is that even though they
are designed for the unbounded setting, they can also be used in the bounded setting
and even yield improved regret guarantees. There exist techniques that reduce the
bounded OCO setting to the unbounded one, where the regret bound for the former
becomes that of the unbounded algorithm used (up to constant factors) [Cutkosky
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and Orabona, 2018; |Cutkosky, 2020b]. What this means is that one can replace the
diameter D typically present in the regret bounds for the bounded case (see (1.1)) by
the norm of the comparator as in (I.2). This can be advantageous when the optimal
comparator w (the one that minimizes Y/, fi(w)) has a small norm*. This fact has
already been leveraged to produce improved regret bounds in the experts’ setting—a
special case of bounded OCO. One prominent example is the setting where experts
have different loss ranges, and the goal is to achieve a regret bound against any given
expert i that scales with the loss range of that expert. The algorithm of Bubeck et al.
[2017] is the first to achieve this when the losses are positive. When the losses can
take negative values, the sought guarantee is achieved by the algorithm of [Foster
et al.| [2017]. However, this algorithm is inefficient as the per-round computational
complexity is super-linear in the number of experts. The reduction due to |Cutkosky
and Orabona [2018] together with parameter-free algorithms lead to the first algo-
rithm that achieves the desired multi-scale regret (up to log factors) with a linear
run-time in the number of experts.

Parameter-free algorithms have other exciting applications. In stochastic opti-
mization, it was shown that parameter-free algorithms could guarantee asymptotic
convergence for Variationally Coherent Functions (VCFs) while automatically ensur-
ing a near-optimal convergence rate for convex functions [Orabona and Pal, 2021].
VCFs are functions that include convex and non-convex functions such as quasi-
convex, star-convex, and pseudo-convex functions.

It is worth noting one more useful property of parameter-free algorithms. As
mentioned earlier, the regret bounds of these algorithms scale with the norm of the
comparator as in (instead of the diameter of the set in bounded OCO), which
implies that the regret against the origin is bounded by a constant. This property
in turn implies that one can aggregate the predictions of parameter-free algorithms
effectively and at a very low cost. Suppose A and B are two parameter-free online
algorithms that output vectors (") and (@?), respectively. Then, a third algorithm
C that aggregates the predictions of A and B by addition; i.e. Wy := @} + WP, has a
regret that is at most the minimum regret of algorithms A and B up to lower-order
terms [Cutkosky, 2019b]. This aggregation property (which can be extended to more
than two base algorithms) is very useful and has been leveraged to achieve optimal
dynamic regret in OCO, where the comparator changes over time instead of being
fixed [Cutkosky, 2020b].

One of the contributions of this thesis (see Chapter 4) are two parameter-free
algorithms—FreeGrad and Matrix-FreeGrad—in OCO whose regret guarantees are

Regret ¢4 () < O <||w||\/tr(VT) “In(1 + ||wl| -tr(VT))> , (1.3)

Regret)atrxFreeGrad 4,y < 0 <\/wTVTw ‘In(1+w'Vrw - det(Vﬂ)) , (1.4)

4We note, however, that the regret of parameter-free algorithms has a multiplicative logarithmic term
in the horizon under the square-root—see (1.2). Thus, any conferred benefit in the bounded setting may
eventually disappear as the horizon grows.
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forallw € Wand V== I+ Y[, V(@) Vfi(@;) ", for the algorithms’ iterates ().
We note that the regret bound of FreeGrad in (1.3) is called adaptive as it replaces O(T)
in the generic parameter-free regret by tr(Vr) = L, |V fi(@:)]|? < L2T, where
L := maxycq) |V fi(@:)|| is the Lipschitz constant. In many situations, tr(Vr) can
be much smaller than L2T [Srebro et al., 2010], in which case the adaptive regret of
FreeGrad is superior to the generic one in (1.2).

Having the term tr(Vr) in the regret bound instead of L?T (i.e. adaptive regret)
allows for different types of adaptivity in various settings. For example, (Orabona
and Pal [2021] used parameter-free algorithms with an adaptive regret to guaran-
tee almost-sure convergence for Variationally Coherent Functions. An adaptive re-
gret can also be leveraged to achieve a logarithmic regret for strongly convex losses
through existing reductions [Cutkosky and Orabonal 2018]. Improved online-to-
batch conversion results for stochastic optimization are also enabled through adap-
tive regrets [Cutkosky, 2019a]. What is more, as we will see in Chapter [8} the guar-
antee of FreeGrad can be used beyond the online learning setting to prove a new
concentration inequality for martingale difference sequences. The new inequality
can be viewed as an empirical version of Freedman’s inequality [Freedman, 1975].

FreeGrad also has the advantage of being scale-free in the sense that multiplying the
losses by a constant ¢ > 0 does not change the outputs of the algorithm—a desirable
property in general [Orabona and Pal, 2016b]. We note that the price of being scale-
free and parameter-free> comes in the form of an additional term in the regret that
is independent of T and scales with ||w||®. This term is, unfortunately, unavoidable
in general if one insists on a O(v/T) regret as we show via a new lower bound in
Chapter 4, This result complements the lower bound due to Cutkosky and Boahen
[2017] who showed that if one insists on a linear, up to log-factors, dependence in
the comparator norm ||w||, then the regret must essentially grow exponentially with
T. The parameter-free algorithm of Cutkosky and Orabona| [2018] also achieves the
adaptive regret in (1.2). However, the constants involved are worse than those of
FreeGrad, and the algorithm is not scale-free.

Finally, we note that the regret bound of Matrix-FreeGrad can be interpreted as
enabling adaptivity to the “directional variance”. This type of regret has also recently
been achieved by Cutkosky| [2020a] using a completely different approach than ours.
However, their algorithm is not scale-free, and the constants involved in the regret
bound are worse than those of Matrix-FreeGrad. The main term w ' Vrw in the bound
of Matrix-FreeGrad can be much smaller than the main term |w||?tr(Vr) in the regret
of FreeGrad [Cutkosky and Sarlés, 2019]. However, the regret bound of the former
has the term Indet(Vr), which can be as large as dIn T, where d is the dimension of
W. For this reason, the bounds in and are not necessarily comparable in
general. It is worth mentioning here that because both FreeGrad and Matrix-FreeGrad
are parameter-free, it is possible (and very easy) to build a new algorithm based on
them that achieves the minimum of the two regrets in and This can be done
simply by adding the output vectors of the two algorithms and setting the resulting

5The existence of an algorithm that is simultaneously parameter-free and scale-free was posed as an
open problem in [Orabona and Pal, 2016b].
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vector as the output of the new algorithm; this follows from the aggregation property
of parameter-free algorithms we mentioned earlier (see [Cutkosky, 2019b]).

In summary, for bounded OCO, we have developed an algorithm based on MetaGrad
that can automatically adapt to the Lipschitz constant, the parameters of curvature
of the loss functions, and the horizon while achieving the best possible regret guar-
antee (up to constant factors). In unbounded OCO, we have developed scale-free
and parameter-free algorithms with state-of-the-art regret guarantees useful in many
applications. We have also characterized the cost of being simultaneously scale-free
and parameter-free. We now move to the statistical learning setting.

1.2 Adaptivity in Statistical Learning

Another prominent setting in machine learning where adaptivity is crucial is statis-
tical learning. In contrast with the online setting, it is typical that the whole data
be available at once in statistical learning. The goal is to choose a hypothesis in
some set that optimizes the expectation of a loss function. Since the data-generating
distribution (over which the expectation of the loss is taken) is typically unknown,
one resorts to choosing a hypothesis that optimizes some performance measure on
empirical samples (e.g. minimizing the cumulative empirical loss). However, to as-
sess the generalization performance of the selected hypothesis beyond the observed
instances, one needs bounds on the expected loss over the unknown data-generating
distribution—also known as the population risk. Used for this purpose are bounds
on the difference between empirical and population risks, which are available for
various learning settings and come in different flavours [Reid, 2017].

Some of the most popular such bounds are those involving uniform convergence,
which, as the name suggests, bound the difference between empirical and population
risks for all hypotheses simultaneously [Bousquet et al., 2004]. Such bounds typically
involve the Rademacher complexity of the hypothesis set. They are looser than some
alternatives we discuss below since they do not account for the nature of the learning
algorithm that chooses the hypotheses. Examples of bounds that do take into account
the learning algorithm are those that rely on uniform stability [Bousquet and Elisse-
etf, 2002]; in this case, the bounds become smaller the more “stable” the algorithm is.
Uniform stability is known to hold in some simple settings where the hypothesis set
is typically embedded in an Euclidean space, and the loss is a convex function of the
hypotheses (see [Bousquet and Elisseetf, 2002]). However, relying on stability limits
the type of models and algorithms that one can use in practice. When considering
larger models such as Neural Networks trained with gradient-based methods, the
stability condition does not hold in general®.

Data-dependent generalization bounds. To circumvent the limitations of classical
uniform stability while still accounting for the nature of the algorithm that picks the

®There does exist techniques involving a careful choice of learning rate for gradient descent that
ensure some degree of stability, see e.g. [Hardt et al., 2016].
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hypothesis, one can aim for generalization bounds with data-dependent terms that
automatically make the bound small when the algorithm is stable. It is sometimes
also desirable to take advantage of any “easiness” of the statistical problem at hand.
For example, when the data generating distribution has some favorable structure, it
is desirable to have generalization bounds that adapt to this structure and become
small. One of this thesis” contributions are such data-dependent bounds (see Chapter
B). These bounds are of PAC-Bayesian type and are known to be tighter than those
based on uniform convergence (see [Guedj, 2019] for an overview of PAC-Bayesian
bounds). The bounds we present in Chapter |5automatically become small when the
algorithm is stable or when the learning problem is “easy” as characterized by the
Bernstein condition [Bartlett and Mendelson, 2006al.

Generalization bounds for alternative measures of risk. So far, we have only con-
sidered the expected risk as a performance measure in statistical learning. However,
in many modern machine learning applications, the expected performance is not al-
ways the most suitable measure [Williamson and Menon, 2019; Chow et al, 2015;
Ahmadi et al., 2021]. This is the case for applications where there are low-probability
events that have severe consequences and are to be avoided. Take the medical field,
for example, where the task is to select a vaccine among a set of candidates. In this
case, the average efficacy and safety of the candidate vaccines is not an appropriate
measure; one of the priorities, in this case, is likely to be avoiding any occurrence of
severe side effects. However, if these side effects happen with a low enough proba-
bility, the average performance may not capture them effectively. Other applications
involving such a trade-off between event severity and probability of occurrence in-
clude autonomous driving, risk of exposure to toxic compounds, etc. Given this limi-
tation of the expected risk, alternative risk measures, such as Coherent Risk Measures
(CRMs), are garnering more and more interest in the machine learning community.
CRMs possess properties that make them desirable in many risk-sensitive applica-
tions (see e.g. [Lerasle et al., 2019; Agrawal et al.,2020a]]). One prominent CRM is the
Conditional Value at Risk (CVaR). The CVaR with parameter « € [0,1] of a random
variable X is the expectation of X conditioned on it being greater than its (1 — «)-
quantile [Rockafellar, |1997]. CVaR is in a way special as essentially all coherent risk
measures can be written in terms of it through the Kusuoka representation [Kusuoka,
2001].

In order to use CVaR in the context of learning and decision making, the abil-
ity to estimate the population CVaR from empirical samples is crucial. A starting
point for this is through concentration inequalities—just as in the standard setting
with the expectation. Concentration inequalities for CVaR have been developed and
improved over the past decade in the works of |Brown [2007]]; Wang and Gao [2010];
Prashanth and Ghavamzadeh![2013];[Thomas and Learned-Miller|[2019a]; Kolla et al.
[2019a]. These inequalities can be used together with uniform convergence argu-
ments to produce generalization bounds for CVaR relevant in the statistical learning
setting. However, there are two shortcomings of proceeding in this fashion. As men-
tioned a few paragraphs earlier, uniform convergence bounds are typically not as
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tight as their PAC-Bayesian counterparts. What is more, simply applying the classi-
cal PAC-Bayesian analysis due to McAllester|[2003]] to existing concentration inequal-
ities for CVaR will also yield loose bounds; such bounds will be off by a “Jensen gap”
[Mhammedi et al., 2020b]. The second shortcoming is that existing concentration in-
equalities for CVaR have a sub-optimal dependence in the quantile level « in many
cases, making them loose in the first place. In this thesis, we will address the above
issues by simultaneously improving the dependence in the quantile level « in the
concentration bounds for CVaR—making the dependence optimal for many types of
distributions—and developing tight PAC-Bayesian bounds for CVaR (see Chapters [f]
and [7). We achieve these results by reducing the task of estimating CVaR to that of
estimating a standard expectation from empirical means.

Risk monotonicity in statistical learning Risk monotonicity in statistical learning
is another machine learning topic that gained popularity in recent years [Viering
et al., 2019a)b; |Viering and Loog, |2021]. Risk monotonicity is concerned with the
curve of the expected risk of a given hypothesis (expected loss over test samples) as
a function of the number of samples used to learn the hypothesis. It is tempting to
think that increasing the sample size by, say one, will result in an updated hypothesis
that decreases the risk in expectation. However, this does not seem to be true even
for the most natural hypothesis, such as the Empirical Risk Minimizer (ERM). In fact,
even though the risk of ERM typically converges to the minimum risk as the sam-
ple size grows, the intermediate behaviour can be somewhat arbitrary [Loog et al.,
2019]. Within the empirical community, the non-monotonic behaviour of the risk has
been witnessed through a phenomenon called double descent [Belkin et al., 2019; Mei
and Montanari, 2019; Nakkiran, |2019; [Nakkiran et al., 2020a; Derezinski et al., 2020;
Chen et al., 2020; Nakkiran et al., 2020b], where the risk curve initially drops with
the number of samples, then goes up and peaks before decreasing again. The sam-
ple size at which this peak occurs typically indicates the cross-over point where the
model used switches from being over-parameterized to under-parameterized. How-
ever, over-parameterization versus under-parameterization is not the whole story. In
fact, other scenarios lead to non-monotonic behaviour, such as when selecting the
hypothesis based on a surrogate loss that is different from the one used for risk eval-
uation; doing this can lead to the dipping phenomenon [Loog and Duin, 2012; |Loog,
2015], where the risk curve goes down to a minimum and increases after that, never
reaching the minimum again.

It turns out that the peaking (double descent) and dipping phenomena do not
fully characterize non-monotonic risk behaviour. Perhaps striking are the examples
suggested by Loog et al.|[2019] who looked at simple linear regression settings in one
dimension with two instances and either square or absolute loss. They showed that
for the absolute loss the risk curve can oscillate in a perpetual fashion, highlight-
ing our current lack of understanding of generalization and confirming that non-
monotonic risk behaviour is not limited to only dipping or peaking. |Viering et al.
[2019a]] posed the open question of whether there exists a consistent algorithm that
always has a monotonic risk curve. In this thesis, we answer this question in the posi-
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tive by deriving the first risk monotonic algorithm in a general statistical learning set-
ting with bounded losses (see Chapter [§). Our analysis shows that risk-monotonicity
need not come at the price of a worse convergence rate to the optimal risk. In fact,
we show that under general conditions, the risk of the new algorithm converges to
the minimum risk at the standard Rademacher rate. One may also ask whether fast
rates are achievable when the learning problem is “easy” as characterized by the
Bernstein condition. By taking advantage of existing data-dependent bounds and
analyses developed in Chapter [5, we show that optimal fast rates are achievable un-
der the Bernstein condition while maintaining risk monotonicity. Finally, we study a
stronger notion of monotonicity for martingale difference sequences. To develop an
algorithm for this case, we derive a new data-dependent concentration inequality for
martingales difference sequence. This new inequality can be viewed as an empiri-
cal version of Freedman’s inequality [Freedman, 1975], or a version of the empirical
Bernstein bound [Maurer and Pontil, 2009] that holds for martingale difference se-
quences. We derive this concentration inequality by building a new supermartingale
based on the potential function of FreeGrad from Chapter [4]

1.3 Thesis Structure

This thesis is structured as a compilation of five published articles and an additional
two manuscripts under review. Chapters and [ are on adaptivity in online
learning, and are based on the following publications:

e Chapter 2} Constant Regret, Generalized Mixability, and Mirror Descent.
Mhammedi, Z., Williamson, R. C. (2018). NeurIPS"18.

o Chapter 3t Lipschitz Adaptivity with Multiple Learning Rates in Online Learning.
Mhammedi, Z., Koolen, W. M., Van Erven, T. (2019). COLT'19.

e Chapter {4t Lipschitz and Comparator Norm Adaptivity in Online Learning.
Mhammedi, Z., Koolen, W. M. (2020). In COLT"20.

Chapters 5} [} [/, and [§| are on adaptivity in statistical learning, and are based on the
following articles:

e Chapter 5y PAC-Bayes Un-Expected Bernstein Inequality.
Mhammedi, Z., Grunwald, P. D., Guedj, B. (2019). NeurIPS19.

e Chapter [} PAC-Bayesian Bound for the Conditional Value at Risk.
Mhammedi, Z., Guedj, B., and Williamson, R. C. (2020). NeurIPS’20

e Chapter [/t Concentration Inequalities for CVaR with Near-optimal Quantile Level
Dependence.
Mhammedi, Z., Koolen, W. M. (2021). Under review.

e Chapter 8 Risk-Monotonicity in Statistical Learning.
Mhammedi, Z., Husain, H. (2021). Under review.

In Chapter [} we conclude and point to some exciting future research directions.



Chapter 2

Constant Regret, Generalized
Mixability, and Mirror Descent

This chapter considers the experts” setting (a special case of OCO), where we study
achievable regret bounds for mixable losses. For such losses, it is a classical result
that the aggregating algorithm achieves a constant regret against any given expert
[Vovk| 1998]. Reid et al.|[2015] introduced a generalized notion of mixability along
with a generalized version of the classical aggregating algorithm. This generalized
algorithm turns out to be mirror descent on the vector of experts’ losses for a given
choice of regularizer ®. It was shown that when a loss is ®-mixable (the general-
ized notion of mixability), a constant regret is achievable. However, characterizing
when losses are mixable in this generalized sense was left as an open problem by
Reid et al.| [2015]. In this chapter, we give a complete characterization of the no-
tion of generalized mixability. Surprisingly, we show that the Shannon entropy S is
fundamental in the sense that if a loss is ®-mixable for any entropy &, it must nec-
essarily be S-mixable. What is more, the algorithm induced by the Shannon entropy
(the aggregating algorithm) leads to the smallest worst-case regret among any other
generalized aggregating algorithm.
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Abstract

We consider the setting of prediction with expert advice; a learner makes predictions
by aggregating those of a group of experts. Under this setting, and for the right
choice of loss function and “mixing” algorithm, it is possible for the learner to
achieve a constant regret regardless of the number of prediction rounds. For
example, a constant regret can be achieved for mixable losses using the aggregating
algorithm. The Generalized Aggregating Algorithm (GAA) is a name for a family
of algorithms parameterized by convex functions on simplices (entropies), which
reduce to the aggregating algorithm when using the Shannon entropy S. For a given
entropy ®, losses for which a constant regret is possible using the GAA are called
®-mixable. Which losses are $-mixable was previously left as an open question.
We fully characterize ®-mixability and answer other open questions posed by [13].
We show that the Shannon entropy S is fundamental in nature when it comes to
mixability; any ®-mixable loss is necessarily S-mixable, and the lowest worst-case
regret of the GAA is achieved using the Shannon entropy. Finally, by leveraging
the connection between the mirror descent algorithm and the update step of the
GAA, we suggest a new adaptive generalized aggregating algorithm and analyze
its performance in terms of the regret bound.

1 Introduction

Two fundamental problems in learning are how to aggregate information and under what circum-
stances can one learn fast. In this paper, we consider the problems jointly, extending the understanding
and characterization of exponential mixing due to [20], who showed that not only does the “aggregat-
ing algorithm” learn quickly when the loss is suitably chosen, but that it is in fact a generalization of
classical Bayesian updating, to which it reduces when the loss is log-loss [22]. We consider a general
class of aggregating schemes, going beyond Vovk’s exponential mixing, and provide a complete
characterization of the mixing behavior for general losses and general mixing schemes parameterized
by an arbitrary entropy function.

In the game of prediction with expert advice a learner predicts the outcome of a random variable
(outcome of the environment) by aggregating the predictions of a pool of experts. At the end of
each prediction round, the outcome of the environment is announced and the learner and experts
suffer losses based on their predictions. We are interested in algorithms that the learner can use to
“aggregate” the experts’ predictions and minimize the regret at the end of the game. In this case,
the regret is defined as the difference between the cumulative loss of the learner and that of the best
expert in hindsight after 7" rounds.

The Aggregating Algorithm (AA) [20] achieves a constant regret — a precise notion of fast learning
— for mixable losses; that is, the regret is bounded from above by a constant 12, which depends only
on the loss function ¢ and not on the number of rounds 7. It is worth mentioning that mixability
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is a weaker condition than exp-concavity, and contrary to the latter, mixability is an intrinsic,
parametrization-independent notion [10].

Reid et al. [13] introduced the Generalized Aggregating Algorithm (GAA), going beyond the AA. The
GAA is parameterized by the choice of a convex function ® on the simplex (entropy) and reduces to
the AA when @ is the Shannon entropy. The GAA can achieve a constant regret for losses satisfying
a certain condition called ®-mixability (characterizing when losses are ®-mixable was left as an open
problem). This regret depends jointly on the generalized mixability constant nzb — essentially the
largest 17 such that ¢ is (%]fb)-mixable — and the divergence Dg(eg, q), where g € Ay is a prior

distribution over k experts and ey is the 6th standard basis element of R* [13]. At each prediction
round, the GA A can be divided into two steps; a substitution step where the learner picks a prediction
from a set specified by the ®-mixability condition; and an update step where a new distribution g
over experts is computed depending on their performance. Interestingly, this update step is exactly
the mirror descent algorithm [17, 12] which minimizes the weighted loss of experts.

Contributions. We introduce the notion of a support loss; given a loss ¢ defined on any action
space, there exists a proper loss £ which shares the same Bayes risk as £. When a loss is mixable,
one can essentially work with a proper (support) loss instead — this will be the first stepping stone
towards a characterization of (generalized) mixability.

The notion of ®-mixable and the GAA were previously restricted to finite losses. We extend these to
allow for the use of losses which can take infinite values (such as the log-loss), and we show in this
case that under the ®-mixability condition a constant regret is achievable using the GAA.

For an entropy ® and a loss ¢, we derive a necessary and sufficient condition (Theorems 13 and
14) for ¢ to be ®-mixable. In particular, if ¢ and ® satisfy some regularity conditions, then ¢ is
®-mixable if and only if 7,® — S is convex on the simplex, where S is the Shannon entropy and 7,
is essentially the largest 1 such that ¢ is n-mixable [20, 19]. This implies that a loss £ is ®-mixable
only if it is p-mixable for some 1 > 0. This, combined with the fact that -mixability is equivalently
(% S)-mixability (Theorem 12), reflects one fundamental aspect of the Shannon entropy.

Then, we derive an explicit expression for the generalized mixability constant 1§ (Corollary 17), and
thus for the regret bound of the GAA. This allows us to compare the regret bound R of any entropy
® with that of the Shannon entropy S. In this case, we show (Theorem 18) that RE < Rf; that is, the
GAA achieves the lowest worst-case regret when using the Shannon entropy — another result which
reflects the fundamental nature of the Shannon entropy.

Finally, by leveraging the connection between the GAA and the mirror descent algorithm, we present
a new algorithm — the Adaptive Generalized Aggregating Algorithm (AGAA). This algorithm
consists of changing the entropy function at each prediction round similar to the adaptive mirror
descent algorithm [17]. We analyze the performance of this algorithm in terms of its regret bound.

Layout. 1In §2, we give some background on loss functions and present new results (Theorem 4 and
5) based on the new notion of a proper support loss; we show that, as far as mixability is concerned,
one can always work with a proper (support) loss instead of the original loss (which can be defined on
an arbitrary action space). In §3, we introduce the notions of classical and generalized mixability and
derive a characterization of ®-mixability (Theorems 13 and 14). We then introduce our new algorithm
— the AGAA — and analyze its performance. We conclude the paper by a general discussion and
direction for future work. All proofs, except for that of Theorem 16, are deferred to Appendix C.

Notation. Let m € N. We denote [m] := {1,...,m} and m := m — 1. We write (-, -) for the
standard inner product in Euclidean space. Let A,, = {p € [0,+00[™: (p,1,,) = 1} be the
probability simplex in R™, and let A,,, == {p € [0,+o00[™: (p,1,5) < 1}. We will extensively
make use of the affine map II,,,: R™ — R"™ defined by

I (w) = [u1, ..., um, 1 — (u, L;L)]T. (1)
We denote int C, ri C, and rbd C the interior, relative interior, and relative boundary of a set C € R™,

respectively [8]. The sub-differential of a function f: R™ — R U {400} at u € R™ such that
f(u) < 400 is defined by ([8])

Of(u) ={s* e R™: f(v) > f(u) + (s*,v — u) ,Vv € R"}. (2)



Table 1 on page 9 provides a list of the main symbols used in this paper.

2 Loss Functions

In general, a loss function is amap £: X x A — [0, 4-00] where X is an outcome set and A is an
action set. In this paper, we only consider the case X = [n], i.e. finite outcome space. Overloading
notation slightly, we define the mapping ¢: A — [0, +00]™ by [¢(a)]. = ¢(z,a),Vz € [n] and
denote £, (+) == [£(-)],. We further extend the new definition of ¢ to the set |~ A" such that for
z € [n] and A = [ag]]cpey € AF, Lo(A) = [ly(ag)]]cg<) € [0, +00]k. We define the effective
domain of £ by dom{ = {a € A: {(a) € [0,400["}, and the loss surface by Sy = {¢(a): a €
dom ¢}. We say that ¢ is closed if Sy is closed in R™. The superprediction set of £ is defined by
S ={lla)+d: (a,d) € Ax[0,+oo["}. Let S := 7 N[0, +oo[" be its finite part.

Let ag,a; € A. The prediction a is said to be better than a; if the component-wise inequality
£(agp) < ¢(aq) holds and there exists some © € [n] such that £, (ag) < £;(a1) [24]. A loss {is
admissible if for any a € A there are no better predictions.

For the rest of this paper (except for Theorem 4), we make the following assumption on losses;
Assumption 1. ¢ is a closed, admissible loss such that dom ¢ # @.

It is clear that there is no loss of generality in considering only admissible losses. The condition that ¢
is closed is a weaker version of the more common assumption that A is compact and that a — ¢(x, a)
is continuous with respect to the extended topology of [0, +-o0] for all = € [n] [9, 6]. In fact, we do
not make any explicit topological assumptions on the set A (A is allowed to be open in our case).
Our condition simply says that if a sequence of points on the loss surface converges in [0, +oo["”,
then there exists an action in .4 whose image through the loss is equal to the limit. For example the
0-1loss £o.1 is closed, yet the map p — £o.1(x, p) is not continuous on Ay, for z € {0, 1}.

In this paragraph let A be the n-simplex, i.e. A = A,,. We define the conditional risk Ly: A, x A, —
R by Li(p,q) = Ezp[lz(q)] = (p,¢(q)) and the Bayes risk by L,(p) = infqecn, Le(p, q). In
this case, the loss ¢ is proper if L,(p) = (p,{(p)) < (p,¢(q)) for all p # q in A,, (and strictly
proper if the inequality is strict). For example, the log-loss {10 : Ay — [0, +00]™ is defined by
liog(p) = — log p, where the ‘log’ of a vector applies component-wise. One can easily check that
fog is strictly proper. We denote L, its Bayes risk.

The above definition of the Bayes risk is restricted to losses defined on the simplex. For a general
loss £: A — [0, +00]™, we use the following definition;

Definition 2 (Bayes Risk). Let ¢: A — [0,400]™ be a loss such that dom ¢ # &. The Bayes risk
L,: R" - RU{—o00} is defined by

VueR", Lyu)= inf (uz). 3)

= inf
zESy

The support function of a set C C R™ is defined by o¢(u) = sup,cc(u, z), u € R, and thus it is
easy to see that one can express the Bayes risk as L,(u) = —o0.,(—u). Our definition of the Bayes
risk is slightly different from previous ones ([9, 19, 6]) in two ways; 1) the Bayes risk is defined on
all R™ instead of [0, +oo[™; and 2) the infimum is taken over the finite part of the superprediction set
7°. The first point is a mere mathematical convenience and makes no practical difference since
L,(p) = —oo for all p ¢ [0, +oo[". For the second point, swapping .#; for .7 in (3) does not
change the value of L, for mixable losses (see Appendix D). However, we chose to work with . —
a subset of R™ — as it allows us to directly apply techniques from convex analysis.

Definition 3 (Support Loss). We call amap £ : A,, — [0, +00]™ a support loss of ¢ if
Vp eriA,, {p) € dov,(—p);

m—0o0 m—0o0

Vp € tbd Ay, I(pm) C1il,, P — p and £(pm) —  L(p) component-wise,

where 0.z, (see (2)) is the sub-differential of the support function — 0., — of the set .7/}.

Theorem 4. Any loss {: A — [0, +00|™ such that dom £ # &, has a proper support loss £ with the
same Bayes risk, L,, as {.



Theorem 4 shows that regardless of the action space on which the loss is defined, there always exists
a proper loss whose Bayes risk coincides with that of the original loss. This fact is useful in situations
where the Bayes risk contains all the information one needs — such is the case for mixability. The
next Theorem shows a stronger relationship between a loss and its corresponding support loss.

Theorem 5. Let {: A — [0, +00]|™ be a loss and £ be a proper support loss of L. If the Bayes risk L,
is differentiable on |0, +oo[™, then £ is uniquely defined on ri A,, and

Vp € dom¢, Fa, € dom/, a.) = L(p),
Va € dom?, 3(py) Crid,, Upm) "= l(a) component-wise.

Theorem 5 shows that when the Bayes risk is differentiable (a necessary condition for mixability —
Theorem 12), the support loss is almost a reparametrization of the original loss, and in practice, it is
enough to work with support losses instead. This will be crucial for characterizing ®-mixability.

3 Mixability in the Game of Prediction with Expert Advice

We consider the setting of prediction with expert advice [20]; there a is pool of k£ experts, parame-
terized by 6 € [k], which make predictions atg € A at each round ¢. In the same round, the learner
predicts aly = M (at ., (2%, a5, )1<s<t) € A, where a}., = [ay]i<o<k, (z°) C [n] are outcomes
of the environment, and M : A*¥ x ([n] x A¥)* — Ais a merging strategy [19]. At the end of
round ¢, z* is announced and each expert 6 [resp. learner] suffers a loss £, (ag) [resp. £y (afm)],
where (: A — [0, +00]™. After T' > 0 rounds, the cumulative loss of each expert ¢ [resp. learner] is

given by Lossg(T) = Zthl Cye(ah) [resp. Lossgy (T) = Zthl ¢ (aby)]. We say that 9T achieves
a constant regret if IR > 0,YT > 0,0 € [k], Lossgy (T) < Lossg(T) + R. In what follows, this
game setting will be referred to by &7 (A, k) and we only consider the case where k& > 2.

3.1 The Aggregating Algorithm and n-mixability

Definition 6 (7-mixability). Forn > 0, aloss {: A — [0, 400]™ is said to be n-mixable, if Vq € Ay,
Vai, € A¥ 3a, € A Vz e n], fl.(a,) < —n"tlog (g, exp(—nle(air))), “4)
where the exp applies component-wise. Letting $; = {n > 0: £ is n-mixable}, we define the

mixability constant of ¢ by 1y = sup Hy if H¢ # I, and 0 otherwise. { is said to be mixable if
ne > 0.

If a loss £ is n-mixable for n > 0, the AA (Algorithm 1) achieves a constant regret in the &} (A, k)
game[20]. In Algorithm 1, the map &,: .#° — A is a substitution function of the loss £ [20, 10];
that is, &, satisfies the component-wise inequality £(&,(s)) < s, forall s € .77°.

It was shown by Chernov et al. [6] that the n-mixability condition (4) is equivalent to the convexity
of the n-exponentiated superprediction set of £ defined by exp(—n.7;°) = {exp(—ns): s € S}
Using this fact, van Erven et al. [19] showed that the mixability constant 7, of a strictly proper loss
£: A, — [0, +00[™, whose Bayes risk is twice continuously differentiable on ]0, +-00[", is equal to
ne = inf_ ()‘max([HLIOg (ﬁ)}_lHLé (ﬁ)))_la &)
pEint A,
where H is the Hessian operator and L = L. oll,, (II,, was defined in (1)). The next theorem extends
this result by showing that the mixability constant 7, of any loss ¢ is lower bounded by 7, in (5), as
long as ¢ satisfies Assumption 1 and its Bayes risk is twice differentiable. o

Theorem 7. Let ) > 0 and £: A — [0,400]" be a loss. Suppose that dom ¢ = A and that L, is
twice differentiable on |0, +oo[". If ng > 0 then { is ng-mixable. In particular, 1y > 1.

We later show that, under the same conditions as Theorem 7, we actually have 1, = 71¢ (Theorem 16)
which indicates that the Bayes risk contains all the information necessary to characterize mixability.

Remark 8. In practice, the requirement ‘dom ¢ = A’ is not necessarily a strict restriction to finite
losses; it is often the case that a loss { : A — [0, +oc|™ only takes infinite values on the relative
boundary of A (such is the case for the log-loss defined on the simplex), and thus the restriction
0= {| 4, where A =11 A, satisfies dom ¢ = A. It follows trivially from the definition of mixability
(4) that if { is n-mixable and { is continuous with respect to the extended topology of [0, +o0]™ — a
condition often satisfied — then { is also n-mixable.




3.2 The Generalized Aggregating Algorithm and (7, ®)—mixability

A function ®: R¥ — R U {+o0} is an entropy if it is convex, its epigraph epi ® := {(u, h): ®(u) <
h} is closed in R¥ x R, and Aj, € dom ® := {u € R¥: ®(u) < +oc}. For example, the Shannon
entropy is defined by S(q) = +o0 if g ¢ [0, +-o0[F, and

vq S [O: +Oo[k7 S(q) = Z qi log qi, (6)
i€[k]: qi#0

The divergence generated by an entropy ® is the map Dg : R™ x dom ® — [0, +oc] defined by

O(v) — P(u) — ¥ (u;v—u), ifvedomd;
+00, otherwise.

Dafo.u) = { ™

where @ (u; v — u) = limy | o[P(u + A(v —u)) — P(w)]/A (the limit exists since P is convex [15]).

Definition 9 (®-mixability). Let ®: R¥ — R U {+oc} be an entropy. A loss £: A — [0, +o00]" is
(1, ®)-mixable for n > 0 ifVq € Ay, Yay., € AF, Ja. € A, such that

vz € [n], fo(a.) < Mixg ((o(a14), @) = inf (g La(a1)) + 1" Da(d,q). ®

When 1 = 1, we simply say that { is ®-mixable and we denote Mixg = Mix}b. Letting sﬁzb ={n>
0: Lis (n, ®)-mixable}, we define the generalized mixability constant of (¢, ®) by ng’ = sup ,Gj‘l}’, if
55? % &; and 0 otherwise.

Reid et al. [13] introduced the GAA (see Algorithm 2) which uses an entropy function ®: R¥ —
R U {400} and a substitution function &, (see previous section) to specify the learner’s merging
strategy 901. It was shown that the GA A reduces to the AA when @ is the Shannon entropy S. It was
also shown that under some regularity conditions on ¢, the GAA achieves a constant regret in the
&7 (A, k) game for any finite, (1, ®)-mixable loss.

Our definition of ®-mixability differs slightly from that of Reid et al. [13] — we use directional
derivatives to define the divergence Dg. This distinction makes it possible to extend the GA A to losses
which can take infinite values (such as the log-loss defined on the simplex). We show, in this case,
that a constant regret is still achievable under the (7, ®)-mixability condition. Before presenting this
result, we define the notion of A-differentiability; for | C [k], let A; == {q € Ag: qp = 0,V0 ¢ [}.
We say that an entropy ® is A-differentiable if VI C [k], Vu, ug € ri Ay, the map z — &' (u; z) is
linear on £Y := {A\(v —ug): (\,v) € R x A}.

Theorem 10. Let ®: R¥ — R U {+o0} be a A-differentiable entropy. Let £: A — [0, +00]" be a
loss (not necessarily finite) such that L, is twice differentiable on |0, +oo[™. If £ is (n, ®)-mixable
then the GAA achieves a constant regret in the &7 (A, k) game; for any sequence (x',al ;)L

Loss&aa (T) — min Lossh(T) < R® = inf Dy (e, e 9
0ssgan (1) soin ossy(T) < Ry Jnf max o(€s, q)/ny ©)

for initial distribution over experts q° = argminge A, Maxge ] Dg (e, q), where ey is the Oth basis
element of R, and any substitution function &,.

Looking at Algorithm 2, it is clear that the GA A is divided into two steps; 1) a substitution step which
consists of finding a prediction a.. € A satisfying the mixability condition (8) using a substitution
function Gy; and 2) an update step where a new distribution over experts is computed. Except for the
case of the AA with the log-loss (which reduces to Bayesian updating [22]), there is not a unique
choice of substitution function in general. An example of substitution function Sy is the inverse loss
[23]. Kamalaruban et al. [10] discuss other alternatives depending on the curvature of the Bayes risk.
Although the choice of Gy can affect the performance of the algorithm to some extent [10], the regret
bound in (9) remains unchanged regardless of G,. On the other hand, the update step is well defined
and corresponds to a mirror descent step [13] (we later use this fact to suggest a new algorithm).



Algorithm 1: Aggregating Algorithm Algorithm 2: Generalized Aggregating Algo-

input :¢q° € Ay; 7 > 0; A 7-mixable loss rithm
¢: A — [0, +00]"; A substitution input :¢° € Ay; A A-differentiable entropy
function &,. P: R” — RU{+oo}in>0;A
output : Learner’s predictions (al) (n, ®)-mixable loss

£: A — [0,+00]™; A substitution

fort =1to T do function &,.

OPSGTVG Al =af, e A% output : Learner’s predictions (a’)
a 1 ota). fort =1to T do
Sy (—; log > gepn @9 €1 )’ Observe A" = al,, € A*;
Observe outcome xt € [n]; al «
-1
o qél exp(—nl e (af)t)) V0 € [k Sy ([Mixg(ém(Af)’qt—1)ﬂgm§n);
(@'t exp(—nly (AY))) Observe outcome ¢ € [n];
end q"
argmin{p, £, (A?)) + %D@(u, q);
HEA
end

We conclude this subsection with two new and important results which will lead to a characterization
of ®-mixability. The first result shows that (7, S)-mixability is equivalent to 7-mixability, and the
second rules out losses and entropies for which ®-mixability is not possible.

Theorem 11. Letn > 0. A loss £: A — [0, +00]™ is n-mixable if and only if € is (1, S)-mixable.

Proposition 12. Let ®: R¥ — R U {+oc} be an entropy and {: A — [0, +00]™. If £ is ®-mixable,
then the Bayes risk satisfies L, € C1(]0,+oo[™). If, additionally, L, is twice differentiable on
10, +00[™, then ® must be strictly convex on Ay.

It should be noted that since the Bayes risk of a loss ¢ must be differentiable for it to be ®-mixable

for some entropy ¢, Theorem 5 says that we can essentially work with a proper support loss £ of /.
This will be crucial in the proof of the sufficient condition of ®-mixability (Theorem 14).

3.3 A Characterization of ®-Mixability

In this subsection, we first show that given an entropy ®: R* — R U {+o00} and a loss £: A —
[0, +00]™ satisfying certain regularity conditions, ¢ is ®-mixable if and only if

‘ﬂ@ — Sis convex on Ay. ‘ (10)

Theorem 13. Letn > 0, £: A — [0, +00]™ a n-mixable loss, and ®: R¥ — R U {+00} an entropy.
If n® — S is convex on Ay, then { is ®-mixable.

The converse of Theorem 13 also holds under additional smoothness conditions on ® and /;

Theorem 14. Let £: A — [0, +00]™ be a loss such that L, is twice differentiable on |0, +o00[", and
®: R*¥ — RU {400} an entropy such that ® := ® o 11}, is twice differentiable on int Ay,. Then { is
®-mixable only if ng® — S is convex on Ay,

As consequence of Theorem 14, if a loss £ is not classically mixable, i.e. 1, = 0, it cannot be
®-mixable for any entropy ®. This is because 7,® — S = 7,® — S = — S is not convex (where
equality “*’ is due to Theorem 7). o

We need one more result before arriving at (10); Recall that the mixability constant 7, is defined as
the supremum of the set ), := {n > 0: £ is p-mixable}. The next lemma essentially gives a sufficient
condition for this supremum to be attained when ), is non-empty — in this case, ¢ is 7,-mixable.

Lemma 15. Ler ¢: A — [0, +00]™ be a loss. If dom { = A, then either $y = & or n; € $Hy.

Theorem 16. Let £ and ® be as in Theorem 14 with dom { = A. Then 1y = 1. Furthermore, { is
®-mixable if and only if ng® — S is convex on Ay,



Proof. Suppose now that ¢ is mixable. By Lemma 15, it follows that ¢ is 7,-mixable, and from
Theorem 11, ¢is (1, ' S)-mixable. Substituting ® for 77, ' S in Theorem 14 implies that (1 /n; — 1) S
is convex on ri Ag. Thus, 1, < 7)¢, and since from Theorem 7 1y < 7, we conclude that 7, = 7.

From Theorem 14, if £ is ®-mixable then 7,® — S is convex on A. Now suppose that 7,® — S is
convex on Ay. This implies that 7 > 0, and thus from Theorem 7, ¢ is 7,-mixable. Now since ¢ is
n¢-mixable and 7, ® — S is convex on Ay, Theorem 13 implies that £ is ®-mixable. ]

Note that the condition ‘dom ¢ = A’ is in practice not a restriction to finite losses — see Remark
8. Theorem 16 implies that under the regularity conditions of Theorem 14, the Bayes risk L, [resp.
(L, ®)] contains all necessary information to characterize classical [resp. generalized] mixability.

Corollary 17 (The Generalized Mixability Constant). Let ¢ and ® be as in Theorem 16. Then the
generalized mixability constant (see Definition 9) is given by

ng =n¢  inf_ Amin(H®()(HS(9) ™), (11)
geint Ay

where ® .= ® o Hk,S = Solly, and 11}, is defined in (1).

Observe that when & = S, (11) reduces to 77? = 1) as expected from Theorem 11 and Theorem 16.

3.4 The (In)dependence Between ¢ and ¢ and the Fundamental Nature of S

So far, we showed that the ®-mixability of losses satisfying Assumption 1 is characterized by the
convexity of n® — S, where n €]0, 7¢] (see Theorems 13 and 14). As a result, and contrary to what was
conjectured previously [13], the generalized mixability condition does not induce a correspondence
between losses and entropies; for a given loss £, there is no particular entropy ®¢ — specific to the
choice of { — which minimizes the regret of the GAA. Rather, the Shannon entropy S minimizes the
regret regardless of the choice of ¢ (see Theorem 18 below). This reflects one fundamental aspect of
the Shannon entropy.

Nevertheless, given a loss ¢ and entropy @, the curvature of the loss surface S; determines the
maximum ‘learning rate’ 7" of the GAA; the curvature of Sy is linked to 7)¢ through the Hessian of

the Bayes risk (see Theorem 49 in Appendix H.2), which is in turn linked to 1721) through (11).

Given a loss ¢, we now use the expression of 7§ in (11) to explicitly compare the regret bounds Ry
and R? achieved with the GAA (see (9)) using entropy ¢ and the Shannon entropy S, respectively.

Theorem 18. Let S, ®: R — R U {400}, where S is the Shannon entropy and ® is an entropy
such that ® == ® o Iy, is twice differentiable on int Ay,. A loss £: A — [0, +oo[™ with L, twice
differentiable on |0, +00[", is ®-mixable only if R} < Rf.

Theorem 18 is consistent with Vovk’s result [20, §5] which essentially states that the regret bound
RE =n, "log k is in general tight for 77-mixable losses.

4 Adaptive Generalized Aggregating Algorithm

In this section, we take advantage of the similarity between the GAA’s update step and the mirror
descent algorithm (see Appendix E) to devise a modification to the GAA leading to improved
regret bounds in certain cases. The GAA can be modified in (at least) two immediate ways; 1)
changing the learning rate at each time step to speed-up convergence; and 2) changing the entropy,
i.e. the regularizer ®, at each time step — similar to the adaptive mirror descent algorithm [17, 12].
In the former case, one can use Corollary 17 to calculate the maximum ‘learning rate’ under the
®-mixability constraint. Here, we focus on the second method; changing the entropy at each round.
Algorithm 3 displays the modified GAA — which we call the Adaptive Generalized Aggregating
Algorithm (AGAA) — in its most general form. In Algorithm 3, ®*(z) := sup,cn, (g, 2) — ®(q) is
the entropic dual of ®.

Given a (), ®)-mixable loss ¢, we verify that Algorithm 3 is well defined; for simplicity, assume that
dom ¢ = Aand L, is twice differentiable on ]0, +oco[™. From the definition of an entropy, |®| < +oco
on Ay, and thus the entropic dual ®} is defined and finite on all R (in particular at 8%). On the



Algorithm 3: Adaptive Generalized Aggregating Algorithm (AGAA)

input :0! = 0 € R*; A A-differentiable entropy ®: R¥ — RU {+oo};n > 0; A
(n, ®)-mixable loss £: A — [0, +00[™; A substitution function Sy; A protocol of
choosing B3 at round t.

output : Learner’s predictions (al)

fort =1to 7T do

Let ®;(w) :== ®(w) — (w, Bt — 6%); // New entropy
Observe A" :=al, € A*; // Experts’ predictions
al + &, ([Mixgt (0, (AY), VCI);”(Ot))HQKn) ; // Learner’s prediction

Observe 2! € [n] and pick some v' € R¥;
L 0 — pllye (AL);
end

other hand, from Proposition 12, ® is strictly convex on Ay which implies that ®* (and thus ®}) is
differentiable on R” (see e.g. [8, Thm. E.4.1.1]). It remains to check that ¢ is (n, ®;)-mixable. Since
for n > 0, (1, ®;)-mixability is equivalent to (%(I’t)-mixability (by definition), Theorem 16 implies
that ¢ is (1, ®;)-mixable if and only if n,n~'®; — S is convex on A. This is in fact the case since
®, is an affine transformation of ®, and we have assumed that / is (1), ®)-mixable.

In what follows, we focus on a particular instantiation of Algorithm 3 where we choose Bt =
—n 22;11 (£4+ (A®) +v*), for some (arbitrary for now) (v*) C R¥. The (v') vectors act as correction
terms in the update step of the AGAA. Using standard duality properties (see Appendix A), it is easy
to show that the AGAA reduces to the GAA except for the update step where the new distribution
over experts at round ¢ € [T is now given by

q' =V (VO(q" ") — nlye(A") — no').
Theorem 19. Let ®: R* — R U {+o00} be a A-differentiable entropy. Let {: A — [0, +00]"
be a loss such that L, is twice differentiable on ]0,+o0o[". Let 3t = —n Zi;i (L= (A%) + v%),
where v¢ € RF and A® = a3, € A*. If { is (n, ®)-mixable then for initial distribution q° =
argming , maxge(x) Do (€q, q) and any sequence (x*, al )i, the AGAA achieves the regret

Vo € [k], Lossf;GAA(T) — Lossy(T) < R® + ARy(T), (12)
where ARy (T) = tT:_ll(vg — (vt g")).

Theorem 19 implies that if the sequence (v?) is chosen such that ARy~ (T') is negative for the best
expert 0* (in hindsight), then the regret bound ‘R + ARy- (T)" of the AGAA is lower than that of
the GAA (see (9)), and ultimately that of the AA (when ® = S). Unfortunately, due to Vovk’s result
[20, §5] there is no “universal” choice of (v') which guarantees that ARy~ (T') is always negative.
However, there are cases where this term is expected to be negative.

Consider a dataset where it is typical for the best experts (i.e., the §*’s) to perform poorly at some
point during the game, as measured by their average loss, for example. Under such an assumption,
choosing the correction vectors v* to be negatively proportional to the average losses of experts, i.e.
vhi= -2 2:1 L= (A?®) (for small enough « > 0), would be consistent with the idea of making
ARy~ (T) negative. To see this, suppose expert 6* is performing poorly during the game (say at
t < T), as measured by its instantaneous and average loss. At that point the distribution g* would put
more weight on experts performing better than 6*, i.e. having a lower average loss. And since v}, is
negatively proportional to the average loss of expert 6, the quantity vj. — (v’, g*) would be negative
— consistent with making ARy~ (T) < 0. On the other hand, if expert 6* performs well during the
game (say close to the best) then v} — (v?, g*) ~ 0, since g would put comparable weights between

0* and other experts (if any) with similar performance.

Example 1. (A Negative Regret). One can construct an example that illustrates the idea above. Con-
sider the Brier game QS%BH” (A2, 2); a probability game with 2 experts {1,602}, 2 outcomes {0, 1},
and where the 10ss /p,e; 1S the Brier loss [21] (which is 1-mixable). Assume that; expert 61 consis-
tently predicts Pr(x = 0) = 1/2; expert 0 predicts Pr(z = 0) = 1/4 during the first 50 rounds, then



switches to predicting Pr(z = 0) = 3/4 thereafter; the outcome is always = = 0. A straightforward
simulation using the AGAA with the Shannon entropy, Vovk’s substitution function for the Brier loss

[21], B! as in Theorem 19 with v? = —é 2:1 LBrier (2%, A%), yields R?Bricr + AR« (T) ~ —5,
VT > 150, where in this case 6* = 0, is the best expert for 7" > 150. The learner then does better than

the best expert. If we use the AA instead, the learner does worse than 65 by ~ R?B“er =log2. O

In real data, the situation described above — where the best expert does not necessarily perform
optimally during the game — is typical, especially when the number of rounds 7' is large. We have
tested the aggregating algorithms on real data as studied by Vovk [21]. We compared the performance
of the AA with the AGAA, and found that the AGAA outperforms the AA, and in fact achieved a
negative regret on two data sets. Details of the experiments are in Appendix J.

As pointed out earlier, there are situations where ARy-(T') > 0 even for the choice of (v') in
Example 1, and this could potentially lead to a large positive regret for the AGAA. There is an easy
way to remove this risk at a small price; the outputs of the AGAA and the AA can themselves be
considered as expert predictions. These predictions can in turn be passed to a new instance of the
AA to yield a meta prediction. The resulting worst case regret is guaranteed not to exceed that of the
original AA instance by more than 1! log 2 for an n-mixable loss. We test this idea in Appendix J.

5 Discussion and Future Work

In this work, we derived a characterization of ®-mixability, which enables a better understanding of
when a constant regret is achievable in the game of prediction with expert advice. Then, borrowing
techniques from mirror descent, we proposed a new “adaptive” version of the generalized aggregating
algorithm. We derived a regret bound for a specific instantiation of this algorithm and discussed
certain situations where the algorithm is expected to perform well. We empirically demonstrated the
performance of this algorithm on football game predictions (see Appendix J).

Vovk [20, §5] essentially showed that given an n-mixable loss there is no algorithm that can achieve
a lower regret bound than 1! log k on all sequences of outcomes. There is no contradiction in trying
to design algorithms which perform well in expectation (maybe better than the AA) on “typical” data
while keeping the worst case regret close to ™! log k. This was the motivation behind the AGAA.
In future work, we will explore other choices for the correction vector v* with the goal of lowering
the (expected) bound in (12). In the present work, we did not study the possibility of varying the
learning rate 7. One might obtain better regret bounds using an adaptive learning rate as is the case
with the mirror descent algorithm. Our Corollary 17 is useful in that it gives an upper bound on the
maximal learning rate under the ®-mixability constraint. Finally, although our Theorem 18 states that
worst-case regret of the GAA is minimized when using the Shannon entropy, it would be interesting
to study the dynamics of the AGA A with other entropies.

Table 1: A short list of the main symbols used in the paper

Symbol Description

4 A loss function defined on a set A and taking values in [0, +00]™ (see Sec. 2)

S The finite part of the superprediction set of a loss ¢ (see Sec. 2)

l The support loss of a loss £ (see Def. 3)

L, The Bayes risk corresponding to a loss ¢ (see Definition 2)

L, The composition of the Bayes risk with an affine function; L, :== L, o I1,, (see (1))

S The Shannon Entropy (see (6))

Ne The mixability constant of ¢ (see Def. 6) ; essentially the largest 7 s.t. £ is n-mixable.

e Essentially the largest 1 such that nL, — Llog is convex (see (5) and [19])

7721) The generalized mixability constant (see Def. 9); the largest ) s.t. £ is (r, ®)-mixable.

Sy A substitution function of a loss ¢ (see Sec. 3.1)

R} The regret achieved by the GA A using entropy ® (see (9) and Algorithm 2)
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A Notation and Preliminaries

For n € N, we define 7 = n — 1. We denote [n] := {1,...,n} the set of integers between 1 and n.
Let (-, -) denote the standard inner product in R™ and ||-|| the corresponding norm. Let I,, and 1,,
denote the n x n identity matrix and the vector of all ones in R™. Let ey, . . ., e,, denote the standard
basis for R™. Foraset [ C Nand r1,...,7, € R*, we denote [r;]ic( = [ri,,..., 7] € RV,
where [ = {41,...,ix} and i; < --- < ix. We denote its transpose by [ri]iTe[ € R*¥*"_ For two
vectors p,q € R", we write p < q [resp. p < ql, if Vi € [n],p; < q; [resp. p; < ¢;]. We also
denote p ® q = [pigili<,<, € R" the Hadamard product of p and q. If (cj) is a sequence of

m—r0o0

vectors in C C R™, we simply write (¢;) C C. For a sequence (v,,) C R", we write v,,, — v
or limy, 00 Uy, = v, if Vi € [n],limy,— 00 [Vm]i = v;. For a square matrix A € R™ ", Apin(A)
[resp. Amax(A)] denotes its minimum [resp. maximum] eigenvalue. For k > 1, u € [0, +oo[k and
w € R*, we define log u := [log u;]{ -, € R¥ and expw = [expw;]{ ., € R".

Let A, == {p € [0,1]" : (p,1,)) = 1} be the probability simplex in R". We also define A,, :=
{p € [0,+00[™ (p,1;) < 1}. We will use the notations A* := (A,,)* and Ak = (A,)*. For
[C [n],theset Ay = {q € A, : ¢, =0,Vi € [n]\ [} is a |l|-face of A,,. We denote IT} : R” — Rl
the linear projection operator satisfying IIf'u = [u,LTGI If there is no ambiguity from the context,
we may simply write II; instead of IIf". It is easy to verify that H[H[T = I}y and that g — Tl;q is
a bijection from A; C A, to Ajy. In the special case where [ = [72], we write IT,, :== HE}L] and we
define the affine operator II,, : R — R” by I1,,(u) == [ug,...,us, 1 — (u,1;)]7 = J,u + e,

where J,, := {j{’f} € Rnx7,

For u € R™ and ¢ € R, we denote H,, . == {y € R” : (y,u) < ¢} and B(u,c) = {v € R" :
lu —v|| < c}. Hay,cis a closed half space and B(u, c) is the c-ball in R™ centered at u. Let C C R™
be a non-empty set. We denote int C, riC, bd C, and rbd C the interior, relative interior, boundary,
and relative boundary of a set C € R", respectively [8]. We denote the indicator function of C by ¢c,
where for u € C, ic(u) = 0, otherwise tc(u) = +00. The support function of C is defined by

oc(u) ==sup(u,s), u € R".
seC

Let f: R® — R U {+00}. We denote dom f = {u € R" : f(u) < +oo} the effective domain
of f. The function f is proper if dom f # @. The function f is convex if V(u,v) € R™ and
A €]0,1], fOu+ (1 — Nv) < Af(u) + (1 — A)f(v). When the latter inequality is strict for
all u # v, f is strictly convex. When f is convex, it is closed if it is lower semi-continuous;
that is, for all w € R, liminf,_, f(v) > f(u). The function f is said to be 1-homogeneous
if V(u, ) € R"x]0,+o00[, f(au) = af(u), and it is said to be 1-coercive if % — 00 as
|lu|| — oo. Let f be proper. The sub-differential of f is defined by

Of(u) ={s" eR": f(v) > f(u) + (s*,v —u) ,Vv € R"}.

Any element s € 0 f(u) is called a sub-gradient of f atu. We say that f is directionally differentiable
if for all (u, v) € dom f x R™ the limit lim; o w exists in [—00, +00]. In this case, we
denote the limit by f’(u;v). When f is convex, it is directionally differentiable [15]. Let f be proper

and directionally differentiable. The divergence generated by f is the map Dy: R" x dom f —
[0, 4+00] defined by

Dy(v,u) ;_{ f) = f(u) = f'(w;v —w), ifvedomf;

+00, otherwise.

For [ C [n]and f; := foll[, itis easy to verify that f{(II;p; II;g—1II;p) = f'(p;q—p),Y(p,q) € A
In this case, it holds that Df(q, p) = Dy, (Iliq, Ip). If f is differentiable [resp. twice differentiable]
atu € int dom f, we denote V f(u) € R™ [resp. Hf (u) € R"*"] its gradient vector [resp. Hessian
matrix] at u. A vector-valued function g: R™ — R™ is differentiable at w if for all i € [m], g; is
differentiable at w. In this case, the differential of g at w is the linear operator Dg(u) : R™ — R™
defined by Dg(u) = [Vgi(u)]{-,<,,. If f has k continuous derivatives on a set {2 C R¥, we write

f e Q).

14



We define f : R" — RU {-+o0} by f := foIl, + 15 . Thatis,

2o | fla+e,), forueA,; )
fa) = { +00, fora € R"1\ A,. (13)

If f is directionally differentiable, then /(p,q — P) = f’(ﬁ,cj —p), for p,qg € A,. If fis
differentiable at p = I1,,(p), then f’ (1?, q—p) =(Vf(p),q—p). If, additionally, f is differentiable
at p € ri Ay, the chain rule yields V f(p) = JIV f(p). Since J,,(p — q) = 1,,(p — §G) = p — q, it
also follows that (p — q, Vf(p)) = (p — q, V f(p)).

The Fenchel dual of a (proper) function f is defined by f*(v) = supyeqom £ (%, v) — f(u), and it

is a closed, convex function on R"™ [8]. The following proposition gives some useful properties of the
Fenchel dual which will be used in several proofs.

Proposition 20 ([8]). Ler f,h : R™ — R U {+oo}. If f and h are proper and there are affine
functions minorizing them on R", then for all vy € R"

() g(u) = flu)+r, vu — @) = [ (v) 7, T
(“) g(u’) :f(u)+<v07u>, Yu — g*(’U) :f*('v—’UQ), Vv
(ii5) f<h = [*=h

(iv) se€df(v),veR” = [*(v) =(v,s) - f(s),
(v)  g(u) = f(tu), t > 0,Vu = g"(v) = f*(v/1),

A function ®: R* - RU {400} is an entropy if it is closed, convex, and Ay C dom . Its entropic
dual ®* : RF — R U {+00} is defined by ®*(z) := supgen, (¢, 2) — ®(q), z € R*. For the
remainder of this paper, we consider entropies defined on R*, where k& > 2.

Let : R¥ — R U {+0c0} be an entropy and ®x := ® + 1, . In this case, ®* = ®%. It is clear that
®a is 1-coercive, and therefore, dom ®* = dom ¢} = R* [8, Prop. E.1.3.8]. The entropic dual of

® can also be expressed using the Fenchel dual of ® : R¥~1 — RU {+o0} defined by (13) after
substituting f by ® and n by k. In fact,

®*(z) = sup (Jiq + ey, z) — P(Jkq + ex),
gqeAy
<ek7z> + sup <q~a JIIZ> - (i'(q)7
GeA,
= (er,z) + @*(J,Iz), (14)

where (14) follows from the fact that dom ) ZNA k- N~0te that when @ is an entropy, ® is a closed
convex function on R*~1. Hence, it holds that ®** = & [15].

The Shannon entropy by S(q) = Zie[k]:q#o ¢ilog ;' if ¢ € [0, +00[¥; and 400 otherwise.

We will also make use of the following lemma.

Lemma 21 ([4]). Ym > 1,VA,B € R™", Apax(AB) = Amax(BA) and Apin(AB) =
Amin(BA).

B Technical Lemmas

This appendix presents technical lemmas which will be needed in various proofs of results from the
main body of the paper.

For an open convex set {2 in R™ and a > 0, a function ¢: 2 — R is said to be a-strongly convex if
w — ¢(u) — o ||ul|? is convex on  [11]. The next lemma is a characterization of a generalization
of a-strong convexity, where v — ||uH2 is replaced by any strictly convex function.

Lemma 22. Let 2 C R"™ be an open convex set. Let ¢, : Q0 — R be twice differentiable.

"The Shannon entropy is usually defined with a minus sign. However, it will be more convenient for us to
work without it.
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If 1 is stricily convex, then Yu € , Hiy(u) is invertible, and for any o > 0

YV € Q, Amin(Ho(w)(H(w)™Y) > a <= ¢ — ap is convex, (15)
Furthermore, if o > 1, then the left hand side of (15) implies that ¢ — 1) is strictly convex.
Proof. Suppose that infy,co Amin(Hp(w)(Hyp(uw))~1) > a. Since g is strictly convex and twice

differentiable on €, Hiy)(u) is symmetric positive definite, and thus invertible. Therefore, there exists
a symmetric positive definite matrix G € R™"*" such that GG = Hy(u). Lemma 21 implies

infueo Amin(Ho(w) (Hy(u)) ™) > a,
= infyueo Amin(G71Ho(w)G™1) > a,
= VueQvoeRr\ {0}, L NG 5
= Vu € Q,Vw € R*\ {0}, w" (Hp(u))w > aw' GGw = w' (aHy(u))w,
= Yu € Q, Hp(u) = aHy(u),
= Vu € Q,H(¢ — ap)(u) =0,

where in the third and fifth lines we used the definition of minimum eigenvalue and performed the
change of variable w = G~!w, respectively. To conclude the proof of (15), note that the positive
semi-definiteness of H(¢ — ax)) is equivalent to the convexity of ¢ — at) [8, Thm B.4.3.1].

Finally, note that the equivalences established above still hold if we replace «, “>", and “> ” by 1,
“>” and “>"", respectively. The strict convexity of ¢ — 1) then follows from the positive definiteness
of H(¢ — ¢) (ibid.). ]

The following result due to [6] will be crucial to prove the convexity of the superprediction set
(Theorem 48).

Lemma 23 ([6]). Letr A(Q) be the set of distributions over some set 8 C R. Let a function
Q : A(Q) x Q — R be such that Q(-,w) is continuous for all w € Q. If for all m € A(SY) it holds
that B, Q(m,w) < r, where r € R is some constant, then

Ir e A(Q),Vw € Q, Q(m,w) <.

Note that when €2 in the lemma above is [n], A([n]) = A,,.
The next crucial lemma is a slight modification of a result due to [6].

Lemma 24. Let f: 1A, X [n] — R be a continuous function in the first argument and such that
Y(gq,z) € riA, x [n], —o0o < f(q,x). Suppose thatVp € ri Ay, Epp[f(p, )] <0, then

Ve > 0,3p. € riA,,Vz € [n], f(pe,z) <e.

Proof. Pick any 0 > 0 such that §(n — 1) < 1, and ¢y < 0 such that V(q,z) € riA, X [n],co <
f(q, ). We define A% == {p € A,, : Vx € [n],p, > &} and g(q, p) = Epq[f(p, x)]. For a fixed
g, p — g(g, p) is continuous, since f is continuous in the first argument. For a fixed p, ¢ — ¢(q, p)
is linear, and thus concave. Since A? is convex and compact, g satisfies Ky Fan’s minimax Theorem

[1, Thm. 11.4], and therefore, there exists p6 S Ag such that

Vg € A, Euglf(P°,2)] = g(q,p°) < sup g(p,p) = sup Epop[f(p,2)] <0 (16)
HEAS HEAS

For ¢ € [n], let § € A? be such that §,, = 1 — §(n — 1) and ¢, = & for z # z (this is a legitimate
distribution since §(n — 1) < 1 by construction). Substituting g for g in (16) gives
(1 —(S(TL— 1))f(176ax0)+52m¢$0 f(p67l') S 07
(1=d(n—1)f(P° x0) < —cod(n—1),
fP°,w0) < [—cod(n—1)]/[1 —é(n—1)].

Choosing 6* := €/[(—co + €)(n — 1)], and p, := p°" gives the desired result.

=
=
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Lemma 25. Let f,g: I — R™, where I C R is an open interval containing 0. Suppose g [resp. f]
is continuous [resp. differentiable] at 0. Then t — (f(t), g(t)) is differentiable at 0 if and only if
t — (f(0), g(t)) is differentiable at 0, and we have

GO0 = (F0] a0))+ 550,500

t=0

Proof. We have

(ft),9(t)) — (£(0),9(0)) _ (f(t),9(t)) = (f(0),9(t)) n (f(0),9(t)) — (£(0),9(0))
t t t ’

_ <f(t);f(0)7g(t)> L 0),9(#) — (£(0), 9(0))

t

But since g [resp. f]is continuous [resp. differentiable] at 0, the first term on the right hand side of the
above equation converges to ( 4 f(t) |t:0 ,9(0)) as t — 0. Therefore, ((f(0), g(t)) — (£(0), g(0)))
admits a limit when ¢ — 0 if and only if 1 ({f(¢), g(t)) — (f(0), g(0))) admits a limit when ¢ — 0.

This shows that t — (f(0), g(t)) is differentiable at 0 if an only if ¢ — (f(¢), g(t)) is differentiable
at 0, and in this case the above equation yields

L 00| =y SO0 = U0100)
i (L0500 ), U0L00) = Y0000 ),
(G0 a0)+ 50w

O

Note that the differentiability of ¢ — (f(0), g(¢)) at 0 does not necessarily imply the differentiability
of g at 0. Take for example n = 3, f(t) =1/3 fort €] — 1,1], and

_f —ter+tE, ifte]—1,0[;
g(t)_{ —t1 ttey, ifte0,1].

Thus, the function ¢ — (f(0), g(¢)) = 0 is differentiable at 0 but g is not. The preceding Lemma
will be particularly useful in settings where it is desired to compute the derivative % (£(0),9(t))]t=0
without any explicit assumptions on the differentiability of g(¢) at 0. For example, this will come
up when computing % (p, Dg(dt)’v> |li—0, where v € R"~1 and ¢ — & is smooth curve on int A,
with the only assumption that L, is twice differentiable at &° € int A,,.

Lemma 26. Let (: A,, — [0, +00]™ be a proper loss. For any p € ri A, it holds that

£ is continuous at p 2, L, is differentiable at p & O[—L,|(p) ={VL,(p)} = {¢(p)}-

& . This equivalence has been shown before by [24].

[ L Since L,(p) = —0.5,(—p). for all p € 1iA,, it follows that L, is differentiable at p if
and only if 9[- L,|(p) = 00.9,(—p) = {—Vow,(—p)} = {VL,(p)} [8, Cor. D.2.1.4]. It remains
to show that VL,(r) = £(r) when L, is differentiable at » € riA,. Let ol = r + te, and

al, =11, (al,), where (e;)yc[y) is the standard basis of R™. For z € [n], the functions f,(t) == af,

and g,(t) = /(at) satisfy the conditions of Lemma 25. Therefore, h,(t) = (f.(0),9.(t)) =
(r,0(&L)) is differentiable at 0 and

xr

Vi(r)e, = Ghel)| = g (0.0
= (ex U(7)) + %hx(t) R
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where the last equality holds because h attains a minimum at 0 due to the properness of £. The result
being true for all z € [n] implies that VL(7) = ¢(7) = £(r). O

The next Lemma is a restatement of earlier results due to [19]. Our proof is more concise due to our
definition of the Bayes risk in terms of the support function of the superprediction set.

Lemma 27 ([19]). Let (: A,, — [0, 400]™ be a proper loss whose Bayes risk is twice differentiable
on )0, +oo[" and let X,, = I, — 1;p'. The following holds

(i) Vp € 1iA,, (p,DI(p)) = OF.
(ii) Vp € int A,,, DI(p) = [f;T}HLe(ﬁ)-

(iii) ¥p € int Ay, HL), () = —(Xp) " (diag ().

We show (i) and (ii). Let p € ri A, and f(§) = (p,(q)) = (p, VL,(q)), where the equality is
due to Lemma 26. Since L, is twice differentiable |0, +oo[", f is differentiable on int A, and
we have Df(q) = (p,D{(p)). Since / is proper, f reaches a minimum at p € int A, and thus
(p,DE(p)) = OF (this shows (i)). On the other hand, we have VL,(p) = JTVL,(p) = JT{(p). By
differentiating and using the chain the rule, we get HL,(p) = [D4(p)] J,,. This means that Vi € [7],
[HL(B)-i = Vi (p)— Vi (). and thus 7, pi[HLy(B))-i = S, pi VA (B) — (1—pa) Vi (B):
On the other hand, it follows from point (i) of the lemma that > | p;V¢;(p) = 0;. Therefore,
[HL,(P)]p = —Vi,(p) and, as a result, Vi € [7], [HL,(P)].; — [HL,(D)]p = VLi(p). The last two

equations can be combined as D{(p) = [i;} HL,(p).

[We show (iii)] It follows from (i4), since Vi € [71], V[f1og]i (D) = pie,i, for p € int A,,.
O

In the next lemma we state a new result for proper losses which will be crucial to prove a necessary
condition for ®-mixability (Theorem 14) — one of the main results of the paper.

Lemma 28. Let ¢: A, — [0, 400" be a proper loss whose Bayes risk is twice differentiable on
10, +oo[™. Forv € R" Y and p € int A,

(p. (DU(B)v) ® (DUB)v) ) = ~vHL,(B)HLis (B)] " HL,(B)v, (17)

where p = 11,,(p) and Ly,, is the Bayes risk of the log loss.

d

Furthermore, if t — & is a smooth curve in int A, and satisfies 6° = p and 5

t > (p, DE(&")v) is differentiable at 0 and we have

~t _
« ‘t:O = v, then

4 <p, Di(df)v>

7 = —v HL,(p)v. (18)

t=0

Proof. We know from Lemma 27 that for p € int A,,, we have D{(p) = [fé}} HL,(p), where

Xp=1In_1— 1,,_1p". Thus, we can write
(p.Di(B)v © DI(B)v) = v" (D(p))" diag (p) DI(P)v,

= oT(HL,(p))[Xy. —pldiag (p) [ "7 |HL,(Bv.  (19)
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Observe that [X;,r, —p|diag (p) = [I,_1 — p1]_,, —p| diag (p) = [diag (p) — PP, —Ppn]. Thus,

In_1—1,_1p"

Xy —pldiag (p) | 2| = [diag () — pp", —ppal [ 7|,
= diag (p) — pp" — pp' + PP (1~ pn) +pubP’,
= diag (p) — pp’',
= diag (p) Xp,
= —(HLios(B) ", (20)
where the last equality is due to Lemma 27. The desired result follows by combining (19) and (20).
[We show (18)] Let p € int A, we define &' = p + tv, ot = II,(&') = p + tJ,v, and

r(t) = o'/ ||a’||, where t € {s: p+ sv € int A,}. Since t — r(t) is differentiable at 0 and
t — D{(a')v is continuous at 0, it follows from Lemma 22 that

% (r(0), D& o) = % (r(t),Di(a"w)

— — (#(0), Di(p)v),

where the second equality holds since, according to Lemma 27, we have (a, D{(&!)v) = 0. Since

7(0) = p/ ol 70) = lpll ™" (I = r(O)[r(O)] )y, and T,y = [ 557 ], we get

— (#(0), Di(p)),

t=0

151 5 {r(0).Di(@)| = ({1 ~ (O (O]T) Juv. Dil)o)

t=0
_ <Jnv7 Dz@)u>, @1

- (g [ L),
= —UTHLe(ﬁ)'Ua
where the passage to (21) is due to 7(0) = p/ ||p|| L DZ(p). In the last equality we used the fact that
T[] = e 1[5 P = L 0
Proposition 29. Let ®: R — RU{+00} be an entropy and £: A — [0, +00]™ a closed admissible
loss. If € is ®-mixable, then VI C [k] with |(| > 1, £ is ®(-mixable and
Vq € thd A, Vg €riAf, ®'(q;G—q) = —cc. (22)

Given an entropy ®: R¥ — R U {+o00} and aloss £: A — [0, +0oc], we define
me (7, 4, a,q, 1) = (1, lo(A)) + Do (1, §) — t:(a),

where z € [n], A € A¥, a € A, and q,q € Ay. Reid et al. [13] showed that £ is ® mixable if and
only if
Mo = inf su inf  mg(z, A ,a,q, 1) >0.
® Ac Ak GEA,, a*erlx HEAL 2€[n] o 4n)

Proof of Proposition 29. [We show that ¢ is ®(-mixable] Let [ C [k], with [[| > 1, A € A*, and
q € Ay. Since / is $-mixable, the following holds

Ha* S An,Vx S [n]y gm(a’*) < AienAf <(§,£I(A)> + D‘P(q’q)’ (23)
qeAg

< inf (4,0,(A))+ Da(d,q), (24)
gen

= Ainf <H[67H[£I(A)> + Dq)[(H[(jvl—I[q)v
qen

= inf ({0, (AII] Do (fu,11 25
ﬂénAm <I,L, ( [)> + @((“’ [q)7 ( )
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where in (23) we used the fact that ®((Il,q) = ®(q),V¥qg € A Given that A — AII [resp.
g — II,q] is onto from AF to Al [resp. from A to Ayl (25) implies that £ is ®(-mixable.

[We show (22)] Suppose that there exists ¢ € tbd Ay and g € ri Ay, such that [®'(g; g — q)| < +oo.
Let f: [0,¢] — R be defined by f(\) .= ®(q+ A(q — §)), where ¢ > Ois such that ¢ + ¢(g — §) €
ri Ay. The function f is closed and convex on dom f = [0, €] and limj o M = f'(0;1) =
®’(g; g — ) which is finite by assumption. Using this and the fact that Af/(0;1) = f/(0; \), we
have limy 0 A™(f(X) — £(0) — f/(0; A)) = 0. Substituting f by its expression in terms of ® in the
latter equality gives

lim A~ Da(q +A(g — ), 4) = 0. (26)

Letn > 0 and 6* € [k] be such that gy~ = 0. Suppose that ¢ is an admissible, ®-mixable loss. The
fact that ¢ is admissible implies that there exists (zo, z1, @g,a1) € [n] x [n] x A x A such that [13]

a; € argmin{l, (a) : £y, (a) = jniéll (a)} and ingﬁzo(a) =Ly (ag) < Uy (ar). (27)
ac ac

In particular, it holds that £, (ag) < £,,(a1). Fix A € A*, such that A. p- = ag and A. 9 = a; for
0 € [k]\ {0*}. Let
a, =argmax inf me(x, 4, a,q,p),
ach, MEALzE[n]
with ¢ € rbd Ay as in (26). Note that a. exists since £ is closed.

If @, is such that ¢, (a.) > ¢, (a1), then taking . = g puts all weights on experts predicting a;,
while Dg (2, ) = 0. Therefore,

rﬁ; < inf m@(vav a’*aé?“’) < mq’(thva’aq?q) <0.
HEAL,xE€[n]
This contradicts the ®-mixability of ¢. Therefore, ¢, (a.) = ¢, (a1), which by (27) implies
Uy (@) > Ly, (ay). For ¢* = G+ \(q — G), with ¢ € 1i Ay as in (23) and ) € [0, €],
rﬁ; < inf m<I>($7A7a*,an)>
,U:eAk,JIE[n]

< mg(z0,4,a,4,q"),

= (q* €y (A)) + Da(q*, §) — Lay(as),

= (1 = Agp=)lxy (@1) + Ao+ Luy (a0) + Da(q*, §) — Lz, (@),
< (1= Ago+ My (@) + Ao+ Ly (a0) + Da (g, §) — Luy (@),
= Ao~ (Cay(@0) — Ly (ax)) + Da(q + Mg — 4), 4).

Since gg+ > 0(q € ri Ag) and £, (ao) < lyy(a1) < €y, (ax), (23) implies that there exists A, > 0
small enough such that A, gg« ({5, (ao) — £z, (ax)) + Do (g + A\(q@ — §),4) < 0. But this implies
that mg < 0 which contradicts the ®-mixability of £. Therefore, ®'(§; g — q) is either equal to +o0
or —oo. The former case is not possible. In fact, since ® is convex, it must have non-decreasing
slopes; in particular, it holds that ®'(g; ¢ — §) < ®(q — q) — ®(q). Since P is finite on Ay, (by
definition of an entropy), we have ®'(§; ¢ — ¢) < +oo. Therefore, we have just shown that

VG € tbd Ay, Vq € 1i Ay, ®'(G;q — §) = —cc. (28)

Now suppose that (¢,q) € rbd A; x riA( for [ C [k], with [[| > 1. Note that in this case, we
have (®()'(I,§; I1,(g — ¢)) = ®'(¢; ¢ — ¢). We showed in the first step of this proof that under
the assumptions of the proposition, ¢/ must be ®-mixable. Therefore, repeating the steps above
that lead to (28) for @, g, and g substituted by @, [I;g € rbd Ay, and IT;q € 1i A, we obtain
®'(q;q — q) = ¢((I1,g;II,(g — ¢)) = —oc. This shows (22). O

Lemma 30. Forn > 0, S, := n~ 'S satisfies (22) for all | C [k] such that |I| > 1, where S is the
Shannon entropy.
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Proof. Let | C [k] such that || > 1. Let (4,q) € rbdA; x riA; and ¢* = ¢ + \(q — §), for
A€]0,1]. LetJ:={j € [:§; #0}and R := [\ J. We have

o) — Tim AL Ao A o o e
S(¢;q — 4) = lim A [delqe loga)) =, do logqa},

-1 A A - - A A
= lim [Zaej(% log i — dologde) + Y a5 logq@/} . Q9

Observe that the limit of either summation term inside the bracket in (29) is equal to zero. Thus,
using I’Hopital’s rule we get

Ny o . A . A
S(¢;q - q) = lim [ZGGJ[(qo —do)log gy + (a0 — G0l + ), _ a0 logap + qeﬂ :

- —é 5 It \
=D e, (t0 —do)logdo + > a [lﬁglog%]v (30)

where in (30) we used the fact that Y, 5(q6 — Go) + D gcqaqer = 0. Since for all 0" € &,
limy o qé\, = 0, the right hand side of (25) is equal to —oo. Therefore S satisfies (22). Since
S, = n~ 18, itis clear that S, also satisfies (22).

O

Lemma 31. Let ® : R¥ — R U {400} be an entropy satisfying (22) for all | C [k] such that |I| > 1.
Then for all such |, it holds that

Vg € A,V € A\ Ay, Dg(p,q) = +o0

Proof. Let p € Ap \ Arand J := {6 € [k] : pg # 0} U L. In this case, we have ¢ € rbd A5 and
q+271(u—q) € ri Ay. Thus, since ® satisfies (22) and ®'(q; -) is 1-homogeneous [8, Prop. D.1.1.2],
it follows that 2~'®'(g;  — ) = ®'(g; 2™ ' (1 — q)) = —oc. Hence Dg (, @) = +o0. O

Lemma 32. Let ®: R* — R U {+o00} be an entropy satisfying (22) for all | C [k] such that [(| > 1.
If @ satisfies (22), then 0P(q) = @,Vq € bd Ay,. Furthermore, VI C [k] such that |I| > 1,

Vd € R* Vq € 1i A(, Mixe(d, q) = Mixe, (IT,d, I1,q).

Proof. Let p € rbd Ay,. Since ® satisfies (22), it follows that Vq € ri Ay, ®(f1; G — f1) = O’ (u; q —
p) = —oo. Therefore, 09’ (1) = & [15, Thm. 23.4].

Letd € R™, [ C [k], with |[| > 1, and q € ri A. Then
Mixe, (II,d, I1,q) = énAf <777H[d> + D<I>[(777H[q)v
wEA |
= inf d D
nf (. d) + Do (p,q),
BEAL
= Mixs(d, q).

IN

To complete the proof, we need to show that (31) holds with equality. For this, it suffices to prove
that Vi € Ay \ Ar, Do (p, q) = +00. This follows from Corollary 31. O

Lemma 33. Let ®: R* — R U {400} be an entropy satisfying (22) for all | C [k] such that |I| > 1.
Let x € [n],d € R¥, and q € Ay. The infimum in

Mixq(d, q) (1, d) + Do (1, q) (32)

= inf
HEA
is attained at some q, € A. Furt@ermore, if q € ri Ay, and q. is the infimum of (32) then for any
sy € argmax{(s, g, — q) : s € 90®(q)}, we have
G. € 00* (s}, — Ji d), (33)
Mixg(d, q) = di + ®*(s}) — ©* (s, — J{ d). (34)
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Proof. Let q € riAy. Since ¢ € int dom ® = int Ay, the function i — fé’(d; & — q) is lower
semicontinuous [15, Cor. 24.5.1]. Given that fi — (I (@), d) + ®(f2) — ®(q) is a closed convex
function, it is also lower semi-continuous. Therefore, the function

= (i), d) + (i) — (q) — (g o — §)

is lower semicontinuous, and thus attains its minimum on the compact set Ay, at some point ..
Using the fact that Do (pt, q) = Dg (2, G), we get that

g« = 11},(q«) = argmin(u, d) + Da(p, q). (35)
HEAL

If g € rbd Ay, then either q is a vertex of Ay or there exists | C [k] such that ¢ € ri Ay. In the
former case, it follows from (22) that D¢ (pt, q) = +oc for all p € Ay \ {q}, and thus the infimum
of (32) is trivially attained at g = q. Now consider the alternative — g € A with |I| > 1. Using
Corollary 31, we have Dy (, q) = +oo for all p € Ay \ Ay. Therefore,

Mixg(d, q) = “igggm d) + D (11, q),

= inf (4,11d) + D, (1, 11iq), (36)
REA

where @ := ® o II;. Since II;q € ri A, we can use the same argument as the previous paragraph
with @ and g replaced by ® and II;q, respectively, to show that the infimum in (36) is attained at
some G, € Apy. Thus, g, :==II] ¢ € Ay, attains the infimum in (32).

Now we show the second part of the lemma. Let g € ri Ay and g, be the infimum of (32). Since )
is convex and ¢ = II;(q) € int Ay, = int dom @, we have 0®(q) # @ [15, Thm. 23.4]. This means

that there exists s;; € d®(q) such that (85> @x — q) = ©'(q; @« — q) [8, p.166]. We will now show
that s}, — Jld € O®(q.), which will imply that g, € 9®* (s}, — J!d) (ibid., Cor. D.1.4.4). Let
g« = argmin,ca, (4, d) + Do (p, q). Thus, forall p € Ay,
(. d) + D) - 2(q) - ¥(q: 2 — @) = (g, d) + D(q) — (@) — (55,4 — @),

1) > &(q.) — (B~ G, JTd) + (55,4 — G.) + (@ o — ),

P() > ©(qs) — {ft — G, J{d) + (85,4 — G) + (85, o — @),

B(f1) = B(q.) + (o — o, 55 — J{d),
where in the second line we used the fact that Vg € Ay, (g, d) = (g, Jd) + di, and in third

line we used the fact that Vs € 9®(g), (s,ft — G) < ®'(G;fr — G) (ibid.). This shows that
sy — Jid € 09(q.).

+ O(
o

I

Substituting ®'(q; G — ) by (84> a« — q) in the expression for Mix¢ (d, q), we get
Mixg (d, q) = di, + (G., J{ d) + (@) — (@) — (s5, G — 4),
= di + (55, q) — ®(q) — [(s5 — I d, ) — ®(q.)],
=d + é*(s,’;) — @*(s; — Jde)7
wherejn the last 1ine we used the fact that ® is a closed convex function, and thus Vq € Ak,
s €09(q) = P*(s) = (s,4) — ®(q) (ibid., Cor. E.1.4.4).
O

Lemma 34. Let ¢ € Ay. For any sequence (d,,) in [0, +oc[F converging to d € [0, +oc]*
coordinate-wise and any entropy ®: R*¥ — R U {+oc} satisfying (22) for | C [k] such that |I| > 1,

lim Mixg(dy, q) = Mixe(d, q). (37)

m—r

Proof of Lemma 34. Letq € Ay and ®: R¥ — R U {400} be an entropy as in the statement of the

m—o0

Lemma. Let (d,,) C R” such thatd,,, "= d € R¥. in [0, +oo[*. Let [ := {0 € [k] : dp < +o0}.
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If [ = & then the result holds trivially since, on the one hand, Mix¢(d, g) = +oco and on the other
hand Mixg (d.y,, q) > minge(i) dm,o M3 4 .

Assume now that [ # &. Then

Mixg(dm,q) = inf (u,dn) + De(p, q), (38)
HEA

S Ainf <ll,d> +D<I>(ﬂ7q)7 (39)
PEA

< +o0, (40)

where the last inequality stems from the fact that II;d,,, is a finite vector in RIY. Therefore, (40)
implies that the sequence v, == Mixg (dim, @) is bounded. We will show that (v, ) converges in R
and that its limit is exactly Mixq (d, q). Let (&) be any convergent subsequence of (c,, ), and let

(d,,,) be the corresponding subsequence of (d,,, ). Consider the infimum in (112) with d,,, is replaced

by cim. From Lemma 33, this infimum is attained at some q,,, € A. Since Ay, is compact, we may
assume without loss of generality that g, converges to some § € A. Observe that g must be Ay;
suppose that 36, € ['such that gy, > 0. Then

&m > <Qm7 dm>a

m—00
> dm,0. dm,ﬁ* —  +oo.
This would contradict the fact that «,, is bounded, and thus ¢ € A. Using this, we get

Mixe(dpm, q) = (@m,dn) + Da(qm,q),
Z (quma H[sz> + D<I> (qnn Q)7
m2>°° <H[‘j7 HId> + D‘P (‘ja q)a
REA,
where in (41) we use the fact that ¢ € A;. Combining (42) with (39) shows that &,,, converges to

Mixe(d, q) = infuen, {(ft,d) + Do (ft, q). Since (&) was any convergent subsequence of (c;,)
(which is bounded), the result follows. O

Y

C Proofs of Results in the Main Body

C.1 Proof of Theorem 4

Theorem 4 Any loss £: A — [0, +00|™ such that dom ¢ # &, has a proper support loss { with the
same Bayes risk, Ly, as {.

Proof. We will construct a proper support loss £ of /.

Letp € 1iA, (—p € intdomo.y,). Since the support function of a non-empty set is closed and
convex, we have 0y = 0.5, [8, Prop. C.2.1.2]. Pick any v € Jo.9,(—p) = 0o’y (—p) # @. Since
0%y, = Lz, [15], we can apply Proposition 20-(iv) with f replaced by o7, to obtain (—p,v) =
0.9,(—p) + Lz, (v). The fact that (—p, v) and 0.5, (—p) are both finite implies that ¢, (v) = 0.
Therefore, v € .%; and (p,v) = —0.%,(—p) = L,(p). Define £(p) == v € 7.

Now letp € rbd A,, and q := 1,,/n. Since the L, is a closed concave function and g € int dom L, it

m—o0

follows that L,(p+m~1(g—p)) "= L,(p) [8, Prop. B.1.2.5]. Note that q,, :== p+m~1(g—p) €
ri Ay, Vm € N. Now let v, ,,, = £_(q,,), where £(q,,) is as constructed in the previous paragraph.
If (v1,mm) is bounded [resp. unbounded], we can extract a subsequence (v1,,, (m)) Which converges
[resp. diverges to +o00], where @1 : N — N is an increasing function. By repeating this process
for (v, (m)) and so on, we can construct an increasing function ¢ = ¢, 0---0¢p; : N = N,

such that v, = [wa(m)}le[n]
£(p) = lim,;,_, o V. By continuity of the inner product, we have
(P, &(p)) = T (@p(m) Vm) = 1M (Gpm)s Ldp(m)));

has a well defined (coordinate-wise) limit in [0, +-00]™. Define
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m—0o0

By construction, Vm € N, p,,, = qum) € 11, and £(p,,) = v, —  £(p). Therefore, £ is
support loss of /.

It remains to show that it is proper; that is Vp € A,,Vqg € A,, (p,4(p)) < (p,£(q)). Let
q € riA,,. We just showed that Vp € A,,, (p,£(p)) = L,(p) and that £(q) € .. Using the fact
that L,(p) = inf.e.«, (p, 2), we obtain (p, £(p)) < (p, £(q)).

Now let ¢ € rbd Ag. Since £ is a support loss, we know that there exists a sequence (g,,) C ri A,

such that £(q,,) "= £(q). But as we established in the previous paragraph, (p, £(p)) < (p, £(qm))-
By passing to the limit m — oo, we obtain (p, £(p)) < (p,£(q)). Therefore £ is a proper loss with
Bayes risk L,. O

C.2  Proofs of Theorem 5 and Proposition 12

For a set C, we denote co C and ¢oC its convex hull and closed convex hull, respectively.

Definition 35 ([8]). Let C be non-empty convex set in R™. We say that u € C is an extreme point of
C if there are no two different points uy and uz in C and A €]0, 1] such that w = Auq + (1 — N)us.
We denote the set of extreme points of a set C by ext C.

Lemma 36. Let ¢: A — [0, +00|™ be a closed loss. Then extco.; C Sp.

Proof. Since co.%; C R™ is connected, co.%; = {v + >, _; arl(ar): (arep), o, v) € A" X
A, x [0,400[™} [8, Prop. A.1.3.7].
We claim that ¢0.%; = co.%;. Let (z) = (U + > p—; @mkl(am 1)) be a convergent sequence

n [0, +oo[", where (), ([@m klkecin)) and (v,,) are sequences in A,,, A", and [0, -00[", re-
spectively. Since A, is compact, we may assume, by extracting a subsequence if necessary, that

a, "= ar e A, Let K == {k € [n] : a} # 0}. Since z,, converges, ([[((@m k)|rei,Vm]) is a
bounded sequence in [0, +oo["“€|+" Since ¢ is closed, we may assume, by extraction a subsequence
Wl*}OO m—ro0

if necessary, that Vk € K, {(an, i) {(a}) and v, "> v*, where [a}]rex € AXl and

v* € [0, +oo["™. Consequently,

n
v*+§ ajl(al) = lim 'Um,k+§ am pl(@mi) |,
m—00
k=1 kex

< lim z,,,
m— o0

where the last inequality is coordinate-wise. Therefore, there exists v’ € [0, +oo[™ such that
limy, o0 2m = v +v* + Y1, al(a}) € co.#. This shows that 0.7, C co.#;, and thus
€0.%; = co.%; which proves our first claim.

By definition of an extreme point, extc6.%;, C ©0.%;. Let e € extco.”; and (ake[n), @, v) €
A" x Ay, x [0, +00[" such thate = >")'_ | axl(ay) +v. If there exists i, j € [n] such that a;ar; # 0
or a;v; # 0 then e would violate the definition of an extreme point. Therefore, the only possible
extreme points are of the form {{(a) : @ € dom{)} = S,.

Theorem 5 Let (: A — [0, 400]" be a loss and £ be a proper support loss of €. If the Bayes risk L,
is differentiable on 10, +oo[™, then £ is uniquely defined on ri A,, and

Vp € dom¥, Ja. € doml, {(a.)=L(p),

Va € dom{, I(pp) Crid,, £(DPm) M0 ¢(a) coordinate-wise.

Proof. Letp € riA,, and suppose that L, is differentiable at p. In this case, 0., is differentiable at
—p, which implies [8, Cor. D.2.1.4]

F(p) = 007,(-p) = {Vor(-p)}. (43)
On the other hand, the fact that 0., = 0w, [8, Prop. C.2.2.1], implies F(p) = do.s,(—p) =

0oz, (—p). The latter being an exposed face of ©6.%; implies that every extreme point of F(p)
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is also an extreme point of 6.7 [8, Prop. A.2.3.7, Prop. A.2.4.3]. Therefore, from (43), {(p) =
Vo.#,(—p) is the only extreme point of F(p) C ¢0.%;. From Lemma 36, there exists a,. € A such
that £(a.) = £(p). In this paragraph, we showed the following

Vp €riA,,Ja, € dom¥, {(a.) = L(p). (44)

For the rest of this proof we will assume that L, is differentiable on |0, +o00[™. Let p € rbd A, N
dom £. Since £ is a support loss, there exists (p,,) in ri A,, such that (4(p,))m converges to £(p).
From (44) it holds that Vp,,, € ri Ay, Janm, € A, l(an) = £(pm). Since ({(an,))m converges and £
is closed, there exists a. € A such that £(a,) = limy, 00 £(am) = £(p).

Now let @ € dom /¢ and f(p,x) == £,(p) — ¢.(a). Since £(a) € .#; and £ is proper, we have for all
periA,, Epp[f(p,2)] <0and —oco < f(p,z),Vz € [n]. Therefore, Lemma 24 implies that for
all m € N\ {0} there exists p,,, € ri A, such that Vo € [n], £, (pm) < ¢;(a) + 1/m. On one hand,
since (£(p.)) is bounded (from the previous inequality), we may assume by extracting a subsequence
if necessary, that (£(py,))m converges. On the other hand, since p,,, € riA,, (44) implies that
there exists a,, € dom/ such that £(p,,) = ¢(a,,). Since ¢ is closed and (¢(a,))m converges,
there exists a. € A, such that £(a.) = lim;,_e0 £(Qm) = limy, 00 £(Pm) < £(a). But since /£ is
admissible, the latter component-wise inequality implies that £(a.) = £(a) = lim, o £(p). O

Lemma 37. Let {: A — [0, +00]™ be a loss satisfying Assumption 1. If L, is not differentiable at p
then there exist ag, a; € dom ¥, such that {(ay) # {(a1) and L,(p) = (p, £(ao)) = (p, {(a1)).

Proof. Suppose L, is not differentiable at p € ri A,,. Then from the definition of the Bayes risk,
0.7, is not differentiable at —p. This implies that 7 (p) := 9o, (—p) has more than one element
[8, Cor. D.2.1.4]. Since 0%, = 0g.#, (ibid.. Prop. C.2.2.1), F(p) = Jow.#,(—p) is a subset
of 6.7, and every extreme point of F(p) is also an extreme point of 6.7 (ibid., Prop. A.2.3.7).
Thus, from Lemma 36, we have ext F(p) C S;. On the other hand, since —p € intdomo.y,,
F(p) is a compact, convex set [15, Thm. 23.4], and thus F(p) = co(ext F(p)) [8, Thm. A.2.3.4].
Hence, the fact that 7 (p) has more than one element implies there exists ag, a1 € A such that
L(ap),l(ar) € ext F(p) C F(p) and £(ag) # £(a1). Since F(p) = 0o.%,(—p), Proposition
20-(iv) and the fact that 0%, = ¢, imply that L,(p) = (p, {(ao)) = (p,{(a1)). O

Proposition 12 Let ®: R*¥ — R U {+oc} be an entropy and £: A — [0, +oo|™. If € is ®-mixable,
then the Bayes risk satisfies L, € C(]0,+oo[™). If, additionally, L, is twice differentiable on
10, +o0[", then ® must be strictly convex on Ay,.

Proof. Let I = {1,2}. Since ¢ is ®-mixable, it must be ®;-mixable, where & := ®; o II] : R? —
R U {400} (Proposition 29). Let ¥ := &y.

For w €]0,+oo[ and z € intdom¥* = R (see appendix E), we define (¥U*). (w) =
limg 4 oo [U* (2 + tw) — U*(2)]/t. The value of (¥*)’_(w) does not depend on the choice of
z, and it holds that (*)/_(w) = a4, §(w) and (%) (—w) = o ., §(—w) [8, Prop. C.1.2.2].
In our case, we have dom ¥ = [0, 1] (by definition of ¥), which implies that o, (1) = 1 and

T gom 3 (—1) = 0. Therefore, (¥*)._(1) + (¥*)" (1) = 1. As aresult I* cannot be affine. For all
0>0,letgs: R x {—1,0,41} — R be defined by

gs(s,u) = [T (s +6(u+1)/2) — U*(s + 6(u — 1)/2)] /0.

Since U* is convex it must have non-decreasing slopes (ibid., p.13). Combining this with the fact
that U* is not affine implies that

Js5 € R, gs(s5,—1) < gs(s5, +1). (45)
The fact that * has non-decreasing slopes also implies that
0s(55,41) = [ (3 +8) — " (3)]/6 < lim [ (s + 1) — & (s5)]/t = (T (1) = L.
Similarly, we have 0 = —(U*)’_(—1) < gs(s§, —1). Let i € 9U*(s%). Since U is a closed convex

function the following equivalence holds fi € 8@*(3}) = sj € AV (fi) (ibid., Cor. D.1.4.4).
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Thus, if /i € {0,1} = bd Ay, then (1) # @, which is not possible since £ is ¥-mixable (Lemma
32).

[Weshow L, € C'*(]0, +00[™)] We will now show that L, is continuously differentiable on ]0, +oo[".
Since L, is 1-homogeneous, it suffices to check the differentiability on ri A,,. Suppose L, is not
differentiable at p € ri A,,. From Lemma 37, there exists ag,a; € A such that £(ag),(a1) €
90.5,(—p) and L(ag) # l(a1). Let A == [ag,a1] € R"*2, § := min{|l,(ap) — lz(a1)] : x €
[n], [tz (ao) — £z(ar)| > 0}, and si € R asin (45). We denote g~ = g5(s3,—1) and g =
gs(s3,+1) ]O 1]. Let i € 0¥*(s;) € int Ap and p = H(fi) € 1i Ay. From the fact that £ is
U-mixable, J5 £, (A) = £,(ag) — £.(a1), and (8), there must exist a.. € A such that for all z € [n],

lz(ay) < Mixy (£ (A), p),
= Co(ar) + U7 (s5) = 0" (s5 — La(ao) + bu(ar)),
and by letting sgn be the sign function
S ET (al) + 96(5:;, - Sgn[gz(ao) - ET (al)})wz(ao) - ET (al)}a (46)

where in (46) we used the fact that U* has non-decreasing slopes and the definition of §. When
lr(ag) < Ly(ay), (46) becomes £, (a.) < (1 — g™ )li(ar) + g7 (ap). Otherwise, we have
le(as) < (1 — g )u(ar) + g le(ap) < (1 — gt)li(ar) + gTe.(ap). Since ¢ is admissible,
there must exist at least one x € [n] such that £, (ag) > ¢,(a1). Combining this with the fact that
pz > 0,Vx € [n] (p € tiA,,), implies that (p, £(a.)) < (p, (1 — g")l(a1) + gT€(ao)) = L,(p)-
This contradicts the fact that £(a.) € .%;. Therefore, L, must be differentiable at p. As argued
earlier, this implies that L, must be differentiable on |0, +-00[. Combining this with the fact that
L, is concave on |0, +-o0["”, implies that L, is continuously differentiable on ]0, +-o0o[™ (ibid., Rmk.
D.6.2.6).

[We show ®* ¢ C'(RF~1)] Suppose that ®* is not differentiable at some s* € R¥~!. Then
there exists d € RF~1\ {0;} such that —(®*)'(s*; —d) < (®*)'(s*;d). Since s* € int dom &,
(é*)’(s*, -) is finite and convex [8, Prop. D.1.1.2], and thus it is continuous on dom o* = RE-1
(ibid., Rmk. B.3.1.3). Consequently, there exists 6* > 0 such that

Vd € RF 1 ||d — d|| < 6 = —(®%)/(s*;—d) < (®*)'(s*;d) (47)
Letg: {—1,1} — R be such that
gu) = sup wu- (D) (s*;ud).
|d—djj<6*

Note that since ®* has increasing slopes (®* is convex), g(1) < Slfpnd—dnga*(&’*)/oo(d) =
SUD||j_q|<s5* Tdom & (@) < 1, where the last inequality holds because A C B(0j, 1), and thus

adom&)(d) = 03, (d) < 03(0’;71)@) = 1. Let Ag = g(1) — g(—1). From (47), it is clear that
Ag > 0.

Suppose that L, is twice differentiable on |0, +o00[™ and let £ be a support loss of £. By definition
of a support loss, Vp € ri Ay, £ (p) = {(p) = VL,(p) (where £ := £ o 1I,). Thus, since L, is
twice differentiable on ]0, 4+00[", é is differentiable on int A,,. Furthermore, £ is continuous on
ri Ay given that L, € C*(]0,+oo[") as shown in the first part of this proof. We may assume
without loss of generality that ¢ is not a constant function. Thus, from Theorem 5, £ is not a
constant function either. Consequently, the mean value theorem applied to ¢ (see e.g. [16, Thm.
5.10]) between any two points in ri A,, with distinct images under ¢, implies that there exists
(P, vy) € int A, x R?1 such that D/(p,. )v, # 0;. For the rest of the proof let (p, v) := (Ps, v,)

and define J := {x € [n] : D{,(p)v # 0}. From Lemma 27, we have (p, D{(p)) = 07, which
implies that there exists x € J DZ »(P)v > 0. Thus, the set
A= {x €3: DL, (p)v > 0} 48)
is non-empty. From this and the fact that p € ri A,,, it follows that
> DL, (B)v > 0. (49)

z'€ER
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Let p* := p + tv. From Taylor’s Theorem (see e.g. [3, §151]) applied to the function ¢ Z(ﬁt),
there exists ¢* > 0 and functions &, : [—€*, e*] — R™, x € [n], such that lim;_,o ¢~ 16, (t) = 0 and

VIt <€, L.(p") = L,(p) + DL, (p)v + du(t). (50)

For z € [n], let d, € R¥ and suppose that ||d,, — d|| < 6* (we will define d,, explicitly later). By
shrinking €* if necessary, we may assume that

5*|DZ,, (B)v]

Vo € 3,V0 € [k],V|t| < €, dot 5, (t) < — (51)
Vg3, BH(s?)— & (S ~[a (6*@)}%%]) 225" pDL(Bv,  (52)
' ER
Tk [ * T * * *DZQ,(~)U * *, *Dﬁw( p)v
Vo €n], @ (s*)—d <s e Rl dz) < (@) (S e DL dl.)
+ € 3l D ParDL( (53)
' ER

where (53) is satisfied for small enough €* because of (49) and the fact that

. Zar % DgT( p)v -~ %, DZ;E(~)
%(@ (s7) — &*(s" — 2LlP dz) o (@) (s - ”dzﬁvdm),

and (52) is also satisfied for small enough €* because &)*(s*) — P (s* — [(536 (eﬁTeuﬂ , [/5]) =
€

0 <max{9€[,;]} Oy (EH({TQH) D = o(e), where the first equality is due to the fact that (X, z) —
P*(s*) — d*(s* — )\z) is uniformly bounded on compact subsets of R x RF (by continuity of

the directional derivative (®*)'(s*;-)).

If DZQE (p)v < 0, then by the positive homogeneity of the directional derivative, the definition of the
function g, and (53), we get

Fok (o F T * * « DI (p)v + DL, v * Y ~
b7(s7) = & (57— 2P, ) < e PLlB (1) 4 e 28 S DL (B)o. (54
' €ER

On the other hand, if Dzm (p)v > 0, then from the monotonicity of the slopes of *, the positive
homogeneity of the directional derivative, and the definition of the function g, it follows that

1 (é*(s*) _d (s — e DZw(ﬁ)vdI) < (&Y (S*; —Dzﬁ.;ﬁ)”dm) 7

= PLDY Gy (5% d,),

DL, (B)v
far—9(=1),

- Dzﬁgﬁ)” (—Ag +g(1)). (55)

Let \p := e*HfiTSH, for 6 € [k]. From Theorem 5, there exists [aglocp) € AF, such that

Uax) =Lp) and V0 € [k, Lag) = L(p™) = Lp) + ¢ [ DLUB + 0 (il ), (56)
where [§(+)]; = 0, (-) for z € [n].
From the fact that ¢ is ®-mixable, it follows that there exists a. € A such that for all z € [n],
0(a.) < Mixa (€ (are), p) = falag) +@7(s%) = & (s — S lolars)) . (57)

For z € [n], we now define d,, € R* explicitly as

7. & * do .
Vo€ [k], dep = {d" NGRS (6 udu) , ifzeld

dy, otherwise.
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From (51), we have ||d, — d|| < §*,Vz € [n]. Furthermore, from (56) and the fact that for all
€ [n], J1ls(ar.k) = [lz(ag) — lz(ak)]ge ) We have

r, o Xpfid, itz

e a - 58

o le(any) [5$ (E*ﬁTGH veiiy’ otherwise. 9
€

Using this, together with (54) and (55), we get Vx € J,

(I)*(S*) 7 (i)* (S* . Jggz(altk)) _ (i)*(s*) o (i)* (8* — Dfﬁéﬁ)vdm) ’

* DZ,E(ﬁ)v (1) _ E*Ag D@ (p)’v

se far— L(oZ, (p)v>0)

= [E]]
* A 7 ~
+ € 14T L0z, pu<oy D ParDLy(B)v. (59)

' ER
Combining (57), (58), and (59) yields
(p, £(a.)) < (p,lar)) + 157 (P, DUB)v)g(1) — 2758 D~ pwrDLi(
z'€R
* * d
+pr< )_(I’ < {5m (6 Idal)L)e[l}]))’
zgJ
using (52) and the fact that ( D{(p)) = OF (see Lemma 27), we get
< (p,lar)) — gt Y pwDL, (), (60)
z'€ER
< (p,L(p)), (61)
where in (61) we used (49) and the fact that £(p) = {(ay) (see (57)). Equation 61 shows that
(a*) & %, which is a contradiction. O

C.3 Proof of Theorem 7

Theorem 7 Letn > 0, and let £: A — [0, 400]™ a loss. Suppose that dom ¢ = A and that L, is
twice differentiable on |0, +oo[". If ng > 0 then { is ng-mixable. In particular, 1y > 1.

Proof. Letn = n,. We will show that exp(—n.7%) is convex, which will imply that ¢ is n-mixable
[6]. o

Since 1y = 1nf~€lntA ()\max([HLlog( p)] " 'HL,(p)))~! > 0, nL, — L, is convex on ri A, [19,
Thm. 10]. Let p € ri A,, and define

A(r) = Lyyy(7) + (7, nl(p) — liog(P)), T ETIA,,.

Since A is equal to L, plus an affine function, it follows that L, — A is also convex onri A,,. On the
one hand, since £ and /). are proper losses, we have (p, £(p)) = L,(p) and (p, liog(P)) = Ljog(P)
which implies that

nL,(p) — A(p) = 0. (62)

On the other hand, since L, and L, are differentiable we have £(p) = VL,(p) and VL,.,(p) =
liog (p), which yields nVL,(p) — VA(p) = 0,,. This implies that nL, — A attains a minimum at p
[8, Thm. D.2.2.1]. Combining this fact with (62) gives nL,(r) > A(r),Vr € ri A, or equivalently
—nL, < —A. By Proposition 20-(iii), this implies

[=nL,]" > [-A]". (63)
Using Proposition 20-(ii), we get [~A]*(s) = [~Ly,,]* (s — fiog(P) + 1L(p)) for s € R™. Since
—nLy(u) = —L,(nu) = 05,(—nu) and 0, = Lz,, Proposition 20-(v) implies [-nL,]*(s) =

L, (—s/n). Similarly, we have [—Ly,,]*(s) = 19,,(—s). Therefore, (63) implies
Vs €R",  19,(=8/1) = 1, (=5 + bog(P) — nL(P))-
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This inequality implies that if s € —1.%, then s € —HAog + liog(P) — 7¢(p). In particular, if
u € e~ then

u € e~ losTlios(P)—nL(p) CHripys = (vER": (v,p® enﬁ(P)> <1h (64)

To see the set inclusion in (64), consider s € —Aog + liog(P) — n¢(p), then by definition of the
superprediction set .%o there exists 7 € A,, and v € [0, +oo[", such that s = logr — logp —
nl(p) — v. Thus,

(e, p®e™P) = (r ) <1, (65)

where the inequality is true because » € A,, and v € [0, +oo[™. The above argument shows that
et C Hr(p),1» Where 7(p) = p © e™(P) | Furthermore, e~ C M+ (p),1N]0, +-00[", since
all elements of e~"~* have non-negative, finite components. The latter set inclusion still holds

for p € rbd A,. In fact, from the definition of a support loss, there exists a sequence (p.,) in
ri A, converging to p such that £(p,,) "= £(p). Equation 65 implies that for u € e ",
(u, P, © e"Pm)) < 1. Since the inner product is continuous, by passage to the limit, we obtain

(u,p @ e"“P)) < 1. Therefore,

et C () Hrgp)1N]0, +oo[". (66)
PEA,

Now suppose u € mpGAn H 1 (p),1N]0, +-00["; that is, for all p € A,

1> <u,p ®© e"g(P)> = <p’ u® eﬂﬁ(P)> — <p’ enﬁ(P)+logu> :

> e(Pme(p))+(p;log u>7 (67)

where the first equality is obtained merely by expanding the expression of the inner product, and
the second inequality is simply Jensen’s Inequality. Since u +— e* is strictly convex, the Jensen’s
inequality in (67) is strict unless 3(¢, p) € R x A,,, such that

nl(p) +logu = cl,. (63)

By substituting (68) into (67), we get 1 > exp(c), and thus ¢ < 0. Furthermore, (68) together
with the fact that u €]0, +o00[" imply that p € dom ¢, and thus there exists @ € dom ¢ such that
{(a) = £(p) (Theorem 5). Using this and rearranging (68), we get u = exp(—nf(a) + ¢1). Since
¢ < 0, this means that u € exp(—n.7%). Suppose now that (68) does not hold. In this case, (67) must
be a strict inequality for all p € A,,. By applying the log on both side of (67),

Vp € A, nLy(p) + (p,logu) = (p,nl(p)) + (p,logu) < 0. (69)

Since p — L,(p) = —o.»,(—p) is a closed concave function, the map g: p — nL,(p) + (p,logu)
is also closed and concave, and thus upper semi-continuous. Since A,, is compact, the function g
must attain its maximum in A,,. Due to (69) this maximum is negative; there exists ¢; > 0 such that

Vp € A, (p,nl(p)) — (p, —logu) < —c;. (70)

Let f(p,x) = nl,(p) + logu, + ¢, for x € [n]. It follows from (70) that for all p € A,,
Eypf(p,z) < 0and Vz € [n],—co < f(p,x). Thus, Lemma 25 applied to f with e = ¢;/2,
implies that there exists p. € riA,, such that nf(p.) < —logu — ¢1/2 < —logu. From
this inequality, p. € dom{, and therefore, there exists a. € dom/ such that {(a.) = £(p.)
(Theorem 5). This shows that nf(a.) < —logu, which implies that u € exp —n.%;. There-
fore, N,ea, Hr(p)1N]0, +00["C e~"7t.  Combining this with (66) shows that e=77* =
ﬂpeAn Hr(p),1N]0, +-00[™. Since e~"7* is the intersection of convex set, it is a itself convex

set. Since dom ¢ = A by assumption, it follows that .7, = .#;>°, and thus e~ 17¢" is convex. This
last fact implies that £ is n-mixable [6]. O

C.4 Proof of Theorem 10

We start by the following characterization of A-differentiability (this was defined on page 5 of the
main body of the paper).
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Lemma 38. Let ®: R* — R U {+o0} be an entropy. Then ® is A-differentiable if and only if
VI C [k] such that |I| > 1, & == ® o I, o [IT¥]T is differentiable on int AM'

Proof. This is a direct consequence of Proposition B.4.2.1 in [8], since 1) <f>[ is convex; and 2)
(a0 — @) = ([ Ta; (1T ’F] (v —u)),

= @' (I [ITf] ;1 117 T (v — w)),
forallu,v € intAm and @ := & o I1}. O

Theorem 10 Let & : R — R U {400} be a A-differentiable entropy. Let £ : A — [0, +00]™ be a
loss (not necessarily finite) such that L, is twice differentiable on |0, 4+oco[™. If £ is (77, ®)-mixable
then the GAA achieves a constant regret in the &7 (A, k) game; for any sequence (z*,at )L,

Lossgaa(T) — gfelﬁl] Loss(T) < R} = qlenAf ?é?ﬁ Day(eq,q)/n;

where eq is the 0th basis element of R¥.

Proof. For all [ C [k] such that |I| > 1, let ® :== ® o IT;, and & :== P o [H’E]T. From Lemma 33 the
infimum involved in the definition of the expert distribution g* in Algorithm 2 is indeed attained. It
remains to verify that this minimum is unique. This will become clear in what follows.

Let [0 = [k] and 3% := {0 € [k] : £,¢(a})) < +oc},t € [T]. Fort € [T, we define the non-increasing
sequence of subsets (I*) of [k] defined by I := J* N [~!. We show by induction that g* € A and

- 5 t
Vo, (1kgt) = 11k <v¢(q~0) =Y it (As)> , (71)
s=1

where A® = [a]] € AF, s € N. Suppose that (71) holds true up to some ¢ > 1. We will now
show that it holds for ¢ + 1. To simplify expressions, we denote & := IIfZ € R' for € R¥, and
z' = {,:(A"),t € [T]. From the definition of g’ in Algorithm 2, we have
'€ M= Argmin(p, ") + Da (11, ¢").
HEAL
Using the definition of J*+!,

M = Argmin{u, ') + Dg(u, q"),
HEA (141

= Argmin(p, 2™) + @ (i) — Pre(qh) — (Gl e — @)
HEA 111

Now using the facts that g* € A, u € Apsr C Ay, @ is A-differentiable, and Lemma 38, we have
M = Argmin(p, 27) + Ppesr () — Qo (Gh) — (e — Gle, VO (G1)).
HEA 141
Using the facts that (p,z't1) = 2zt 4 (ﬁ,t+1,Hﬁ+1 T2ty for i € Apy, and
(e, Vi (gl ) )M = <I~1'[f+1ang+1 V@ (g )) (since p € Apsa)

M= Argmin(ﬁ[tH, *H{ZJA V(i)[t (q~€t) + H][%JA JT t+1> + (i)[t+1 ([L[t+1)
HEA 141

+(at, VOu(gr)) — Pe(dh),
and since the last two terms are independent of L,

M = Argmin{fije+1, —H[r+1 V(D[f (q[f) + H[f+1 il t+1> + ‘I>[t+1( [t4+1).
HEA 141

Now using Fenchel duality property in Proposition 20-(iv),
M={p € Apyr : TIE 4y o Ty (p) = fapss € 3<i>ft+1(H{:+1V<i>[t (G.) — [t+1JT t+1)),
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Finally, due to Lemma 29 and Proposition 12, @ftﬂ is differentiable on R‘[tH'_l, and thus
= (g o [I5 1] 7 0 Vs (T VO () — TTE 0 JT 2041} (72)
From (72), we obtain

Vdpu (5, ¢ = T4, Vo (ghh) — [MJT L (73)

Thus using the induction assumption and the fact that H[t+1 H’[i = [H] (since [*T1 C ), the result
follows, i.e. (71) is true for all ¢ € [T]. Furthermore, g'*1 € A1, since H[qut“ € dom P41 C
Al[t+1 |- Using the same arguments as above, one arrives at

Min;.(qt,ZH_l) = Z,i+l + elilf <p,[t+1 _H[t+1 V(I)[t (q[z) [z+1 JT t+1> + q)[t+1( [t+1)
12 (t+1

+(Gle, VP (ghr)) — Pue (Gh)-
Using the Fenchel duality property Proposition 20-(vi) and (72),

L B (Vi (@) — B (T Ve (@) — T ST, ()
On the other hand, ®-mixability implies that there exists al € A, such that for all z* € [n],
Yt € [T], 4.+ (al) < Mixe(q' 1, 2%),
Summing this inequality for ¢ = 1,...,T yields,

T T
D ler(al) <) Mixa(q' ™, 2"),
t=1 t=1

and thus using (74) and (73) yields

T
3 to(al Z & (VO(q°)) — i (I Vo (qh=t) — T 27).
t=1

Finally, using (71) together with the fact that H{?l H{“T,l = H’ET

> lae(al) < Ze D)+ 05 (VO(g°)) — & (H’ET (vé(qo) — ZJ,I&MA%)) .

Using the definition of the Fenchel dual and Proposition 20-(vi) again, the above inequality becomes

D lor(al) <Y loi(ah) +(3°, VE(G")) — 2(d°)

[ e o) o}
= la(a}) + (G, V(")) — B(q°)

<u, D I (A = VO( ~°)> + é(ﬂ)] : (75)

Using the fact that V0 € [k] \ 17, thl ly+(al) = +oo (by definition of (I*)), the right hand side of
(75) becomes

— sup
wEA 1T

inf
HEA[T

T T
Z&t ai) +(¢°,Vo(g°))) — ®(¢°) + inf <;17 > It (AN - vé(d°>> + ()
HEAL =1
Thus, we get
T T T
Vi€ Ay, > Lloe(al) Z o (al) + <,1, > Tl (Af)>
t=1 t=1 t=1

+O(f) — 2(q°) — (i — ¢°, VO(q°)).
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Using the facts that 31, £, (al) + <[L, DO AT (At)> = <M7 Sl (At)> and the defini-
tion of the divergence,

T T
vp’ € Akv ZET'(ai) < <H7ZZ:C'(At)> +Dq>([,l,,q0),
t=1

t=1
which for p = ey implies
T T
V0 € [K], Y le(al) < le(ah) + Daes, a°). (76)
t=1 t=1
When instead of ®-mixability, we have (7, ®)-mixability, the last term in (76) becomes %*”qo)
and the desired result follows.
O

C.5 Proof of Theorem 11

We require the following result:

Proposition 39. For the Shannon entropy S, it holds that S (v) = log({exp(v), 1) +1),Vv € RF71,
and S*(z) = log(exp(z), 11),Vz € R,

Proof. Given v € RF™!, we first derive the expression of the Fenchel dual S (v) =
SUP4cA, (@, v) — S(q). Setting the gradient of g — (q,v) — S(q) to 0y, gives v = VS(q). For
q €0, +oo[*, we have V S(q) = log g+1}, and from appendix A we know that VS(q) = J] V S(q).
Therefore,

v=VS5(G) = v=JVS(q) = v:logqi,
k

where the right most equality is equivalent to G/qi, = exp(v). Since (q,1;) = 1 — gz, we get
ar = ({exp(v),1;) + 1)~*. Therefore, the supremum in the definition of S"(v) is attained at

G. = exp(v)((exp(v), 1;) +1)71. Hence §' (v) = (g, v) — (4., log ¢.) = log({exp(v), 1) +1).
Finally, using (14) we get S*(z) = log(exp(z), 1), for z € R*. O

Theorem 11 Let np > 0. A loss £: A — [0, +00]™ is n-mixable if and only if £ is (n, S)-mixable.

Proof.
Claim 1. Forall q € Ay, A= ay., € R, and x € [n]

—n~ " log (exp(—nlz(A)), q) = Mixd((s(A), q). (77)

Let q € ri Ay. From Proposition 39, the Shannon entropy is such that S* is differentiable on R, and
thus it follows from Lemma 33 ((33)-(34)) that for any d € [0, +oo[k
Mixs(d, q) = 8"(VS(q)) — S"(VS(q) — d). (78)

By definition of S, V S(q) = log g+ 1, and due to Proposition 39, S*(z) = log(exp z, 1), z € RF,
Therefore,

VS(q) — nd = log(exp(—nd) © q) + 1. (79)
On the other hand, from [13] we also have
Mix¢(d, q) = n~" Mixs(nd, q), 1 > 0. (80)

Combining (78)-(80), yields
—n~ ' log (exp(—nd, ¢) = Mix¢(d, q). (81)
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Suppose now that q € ri Ay for | C [k] such that |[| > 1. By repeating the argument above for
Si = Soll], we get
vd € [0, +oo[”, Mixg[(H[dJI[q) = —n~'loglexp(—nIl,d),T1,q),
= —n~'log(exp(—nd), q). (82)

Fix 2 € [n] and let d == £, (A) € [0, +oo] Let (d,,) C [0, +oo[* be any sequence converging to d.
Lemma 34, Mlxs(dm, q) "> MIXS(d q). Using this with (82) gives

—n~ " log (exp(—nlz(A)),q) = lim —n~"log(exp(—ndn),q),

m—0o0
- W}E)noo MIXS (dm7 q)’
= Mix3(d, q) = Mix{(£,(A), q). (83)

It remains to check the case where q is a vertex; Without loss of generality assume that ¢ = e; and
let u € Ak \ {e1}. Then there exists [, C [k], such that (e1, ) € (thdAy,) x (riA,) and by
Lemma 30, S'(e1; u — e1) = —oo. Therefore, Vg € A, \ {e1}, Ds, (g, e1) = 400, which implies

V.%' S [TL], Mlxg(‘gx(A)7 61) = qiEnAf <qa£$(A)> + DSn (qa el)a
k

= (e1,4:(A)) + Ds, (e1, e1),
= (e1,lz(A)),
=l.(a1) = —n~log (exp(—nl,(A)), e1) . (84)
Combining (84) and (83) proves the claim in (77). The desired equivalence follows trivially from the
definitions of n-mixability and (7, S)-mixability.
O

C.6 Proof of Theorem 13

We need the following lemma to show Theorem 13.
Lemma 40. Let ® be as in Theorem 13. Then ny® — S is convex on Ay, only if ® satisfies (22).

Proof. Let ¢ € rbd Ag. Suppose that there exists g € ri Ay, such that ®'(g; g — ¢) > —oo. Since ¢
is convex, it must have non-decreasing slopes; in particular, it holds that ®'(§; g — §) < ®(q) — ®(4).
Therefore, since P is finite on A, (by definition of an entropy), we have ®'(§; g — ¢) < +oo. Since
by assumption 7,® — S is convex and finite on the simplex, we can use the same argument to show
that [n,® — S’ (¢;q — §) = 7:®'(¢;q — §) — S'(4; 9 — §) < +oo. This is a contradiction since
S'(4;q — §) = —oo (Lemma 30). Therefore, it must hold that ®'(§; q — §) = —oo.

Suppose now that (4,q) € (rtbd A;) x (ri Ay) for [ C [k], with [I| > 1. Let ®; := ® o II| and
Sy =S OH-['-. Since 1,® — S is convex on Ay and II, is a linear function, n,®; — S is convex
on Ajy. Repeating the steps above for ® and S substituted by ®; and Sy, respectively, we get
that (®()’(I1,§; II,q — I1,§) = —oo. Since (®()'(I1,¢;I,q — I1,¢4) = ¥'(§;q — §) the proof is
completed. O

Theorem 13 Let > 0, £: A — [0, +oo|™ a n-mixable loss, and ®: R¥ — R U {+oo} an entropy.
If n® — S is convex on Ay, then { is ®-mixable.

Proof. Assume 1,® — S is convex on Ag. For this to hold, it is necessary that ne > 0 since — S is
strictly concave. Let ) := n, and S,, == = S. Then S77 =n~'Sand ® — Sp=(®—S,) ol is
convex on Ak, since ® — S, is convex on Ay, and 11, is affine.

Let z € [n],A = [ag]oclx]> and ¢ € Aj. Suppose that ¢ € 1i A and let s; € 8@(&) be
as in Proposition 33. Note that if £,(ag) = +o0,V0 € [k], then the ®-mixability condition
(8) is trivially satisfied. Suppose, without loss of generality, that £, (ax) < +oo. Let (d,,) C
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[0, +00[* be any sequence such that d,,, "= d = £,(A) € [0, +00]*. From Lemmas 30 and 34,

m—r0o0

Mixy(dm,q) — Mixg(d, q) for ¥ € {®,S,}.
Let Tq : R¥~!1 — R U {400} be defined by

Tq(f2) = Sy(R) + (2, 55— VS,(d)) — 7 (s3) +5,(VSy(q)),
and it’s Fenchel dual follows from Proposition 20 (i+ii):

Ty(v) =S, (v — 55+ VS,(q)) + ©*(s;) — 5, (VS,(d)):
After substituting v by s — Jd in the expression of T;; and rearranging, we get

S,(VS4(@)) = S,(V8,(d) — Il d) = " (s3) — Ty(sy — Sl dum). (85)

Since s € d®(q) and @ is a closed convex function, combining Proposition 20-(iv) and the fact that

®** = @ [8, Cor. E.1.3.6] yields (g, s;) — ®*(s%) = ©(q). Thus, after substituting /1 by § in the
expression of 'fq, we get

®(q) = Tq(q). (86)

On the other hand, o — Tq is convex on Ak, since Tq is equal to Sn plus an affine function. Thus,
I[® — Tg](q) + T 4(q) = dB(q), since ® and T4 are both convex (ibid., Thm. D.4.1.1). Since
T, is differentiable at g, we have 9T, (§) = {VY4(§)} = {84} Furthermore, since s}, € dD(q),
then 0; € 9®(q) — 0T 4(G) = 9[® — T4](G). Hence, ® — Y4 attains a minimum at ¢ (ibid., Thm.
D.2.2.1). Due to this and (86), P > Tq, which implies that P+ < T*q‘ (Proposition 20-(iii)). Using
this in (85) gives for allm € N

S,(V5,(@) — 5, (VS,(@) — JTdm) < B*(st) — (sl — Sl dwm),
= Mlxg(dma q) < MiX‘b(dma q)a

where the implication is obtained by adding [d,,]; on both sides of the first inequality and using
Proposition 33.

Suppose now that ¢ € ri A, with |I| > 1, and let ®; := ® o II] and S; := Soll[. Note that since
n¢® — S is convex on Ay and I is a linear function, 7,®( — Sy is convex on A|;. Repeating the

steps above for @, S, g, and A substituted by @, Sy, II,q, and AH[T, respectively, yields
Mng[(H[dm;HIQ) < MiX@[(HIdmaH[q)>
MiX@ (dm7 q)7

= Mix{(dmn,q) <
= Mix{({s(4),q) <

where the first implication follows from Lemma 32, since S,, and ® both satisfy (22) (see Lemmas
30 and 40), and (87) is obtained by passage to the limit m — oo. Since n = 7, > 0, £ is n-mixable,
which implies that £ is S, -mixable (Theorem 11). Therefore, there exists a, € A, such that

lx(ay) < Mix{(£2(A), q) < Mixe (£2(A), q). (88)
To complete the proof (that is, to show that ¢ is ®-mixable), it remains to consider the case where gq
is a vertex of A. Without loss of generality assume that ¢ = e; and let u € Ay \ {e;}. Thus, there

exists [, C [k], with |[,| > 1, such that (e1, p) € (rbd Ay,) x (ri Ay, ), and Lemma 40 implies that
®'(er; u — e1) = —oo. Therefore, Vg € Ay, \ {e1}, Da(q, e1) = +0o0, which implies

YV € [n], Mixe (€;(A),e1) = qienAfk(q,EI(A» + Ds(q, e1),
= (e1,4:(A)) + Do (e1, e1) = (e1,l-(A)),

=Ly(a1). (89)
The ®-mixability condition (8) is trivially satisfied in this case. Combining (88) and (89) shows that
£ is ®-mixable. O
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C.7 Proof of Theorem 14

The following Lemma gives necessary regularity conditions on the entropy ® under the assumptions
of Theorem 14.

Lemma 41. Let ® and ¢ be as in Theorem 14. Then the following holds

(i) d is strictly concave on int Ak.
(i) * is be continuously differentiable on RF 1,
(iii) ®* is twice differentiable on R*~" and ¥q € int A, HO* (V®(g)) = (H®(g)) !

(iv) For the Shannon entropy, we have (HS(G))~! = HS" (VS(q)) = diag§ — ¢g".

Proof. Since / is ®-mixable and L, is twice differentiable on |0, +-00[", ®* is continously differen-
tiable on R"~! (Proposition 12). Therefore, ® is strictly convex on ri A, [8, Thm. E.4.1.2].

The differentiability of ® and ®* implies V®*(V®(§)) = ¢ (ibid.). Since & is twice differentiable
on int A, (by assumption), the latter equation implies that ®* is twice differentiable on V‘i)(int A k)
Using the chain rule, we get H®* (VP (u))HP(u) = I;. Multiplying both sides of the equation by
(He(u))~ ! from the right gives the expression in (iii). Note that H®(- ) is in fact invertible on int Ay
since @ is strictly convex on int Ay. It remains to show that V@(mt Ak) R*~1, This set equality
follows from 1) [§ € ®*(s) <= s € d®(q)] (ibid., Cor. E.1.4.4); 2) dom ®* = R*~1; and 3)
Vg € bd Ay, 09(G) = @ (Lemma 32).

For the Shannon entropy, we have S (v) = log({exp(v ) %) -+ 1) (Proposition 39) and VS(q) =
log Z, for (v,§) € R¥"! x Ay Thus (HS(¢)) = = HS™(VS(g)) = diag g — G4 O

To show Theorem 14, we analyze a particular parameterized curve defined in the next lemma.
Lemma 42. Let {: A,, — [0,+00]™ be a proper loss whose Bayes risk L, is twice dzjferentzable on
10, +-00[™, and let ® be an entropy such that P and * are twice differentiable on int Ay, and RF—1,
respectively. For (p,q,V) € int A, x int Ay x RAXE ot B : R — R™ be the curve defined by

Vo€ [n], Bu(t) = L(B) + ®*(VE(G)) — D" (VO(G) — Ji Lo (P1)), (90)
where Pt = [plT +tV, pl e R"™* andt € {s € R:Vj € [k], p+sV.; € intA,}. Then
5(0) = {(p),
5(0) = Di(p)Vq,
@ (pAw) == Zq]v HL,(p)V.; — tr(diag (p) DI(P)V (HE(q)) ™ (DI(B)V)T).
1)

Proof. Since P = [p1] +tV, p] € R™¥, PO = p1[ and £,(P°) = £;(p)1. As a result,
07) = La(

JI0,(P°) = 0, and thus 3,(0) = £, (p) + (I>*( Vo(G)) — o*(VP(q) — p). This shows
")

that B(0) = £(p). Let v,.(t) := V®(q) — JT L, (P"). For j € [k — 1],
L)y = 5 (V@) - 1T éx@‘f)]j) ,
:*di (z (PL)) - I,(P", ))
= (6 (p+1tV.;) — (p)) <since %Ei(lyk) = %EL(ﬁ) = O>
= _Dez(Pfjj)v.,j.
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From the definition of P*, ]5_?j = p, ¥j € [k], and therefore, 4,(0) = —(DZ,(p)V)T. By differ-
entiating /3, in (90) and using the chain rule, Ba(t) = —(Ha (t))TVCI)*(% (t)). By setting¢t = 0,
B2(0) = —(42(0))TV®*(V®(§)) = DI, (p)V§. Thus, 3(0) = DI(p)V . Furthermore,

G (piw)| = dtzpr ZD IV (el ||
- (zpxox;(ﬁ.fj)v.,j[vé*m(tmj) ,
-5 (L (0l V)| + DLV L 0] )
P dt p, i 4 o m:1pr z\P) V. dt YV ]t=0 )
k— n k—1
Z V.LHL,(p)V. ZZ%D&C (P)V.;[H®* (V®(§))];,:Dl () V..i,
k—1
=—ZqJV HL,(p)V.; — tr(diag (p) DI(p)VHI* (VP(§))(DE(B)V)T),
k—1
== 4 VIHL(B)V.; — tr(diag (p) DI(B)V (HE(q) " (DIB)V)T),

where in the third equality we used Lemma 25, in the fourth equality we used Lemma 28, and in the
sixth equality we used Lemma 41-(iii).

O

In next lemma, we state a necessary condition for ®-mixability in terms of the parameterized curve 3
defined in Lemma 42.

Lemma 43. Let ¢, ®, and B be as in Lemma 42. If 3(p, q, V') € int A, x int Ay, x RV such that

the curve y(t) := 0(p + tVq) satisfies %(p,/j’(t) — (¢ ))‘ < 0, then ! is not ®—mixable. In
=0

particular, 3P € 1i Ak, such that [Mixe (. (P), q )]me[n] lies outside ..

Proof. First note that for any triplet (p,q,V) € intA, x int A, x R*E_ the map t +—
<p,ﬂ'(t) - ﬁ(t)> is differentiable at 0. This follows from Lemmas 25 and 42. Let #(t) ==
I, (p + tVq) and 6(t) == (r(t), B(t) — v(t)). Then

8() = (r(6), B(t) = 4(1)) + (V@ B(t) — 1(1)).

Since t > (p, B(t) — #(t)) is differentiable at 0, it follows from Lemma 25 that ¢ — (t) is also
differentiable at 0, and thus

d

5(0) = o <r(t), B(t) — «y(t)> + <Jan, B(0) — ﬁ(0)> :

t=0
= (#0),50) = 30)) + 5 (p.50 50| ©2)
= (3.Va,80) =3©) + 2 {p. 5() (1)) i
= L {p.B() 1) <o ©3)
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where (92) and (93) hold because 3 (0) = Dg(ﬁ)V(j = 4(0) (see Lemma 42). According to Taylor’s
theorem (see e.g. [3, §151]), there exists € > 0 and h : [—¢, €] — R such that

V|t < e, 8(t) = 8(0) + t6(0) + gés'(()) + h(t)t?, (94)

and lim;_,o h(t) = 0. From Lemma 42, B(0) = v(0) = 0 and 3(0) = #(0). Therefore, §(0) =
5(0) = 0 and (94) becomes §(t) = & ( ) + h(t)t2. Due to (93) and the fact that lim;_,q h(t) = 0,

we can choose €, > 0 small enough such that §(e,) = ;5(0) + h(ex)e2 < 0. This means that
(I (P + eVa),B(e.)) < (Wn(p+ €.V Q) (P + €.VQq)) = (ILn(p + €.V @), (I, (P + €.V q)).
Therefore, 3(e,) must lie outside the superprediction set. Thus, the mixability condition (8) does not
hold for P+ =11, [ﬁlg + €.V, p| € ri AF. This completes the proof. O

Theorem 14 Let ¢: A — [0, +00]™ be a loss such that L, is twice differentiable on )0, +oo["™, and

®: R* — RU {400} an entropy such that ® := & o Iy, is twice differentiable on int Ay,. Then ( is
®-mixable only if ny® — S is convex on Ay,

Proof. We will prove the contrapositive; suppose that 7,® — S is not convex on Ay and we show

that ¢ cannot be ®-mixable. Note first that from Lemma 41-(iii), ®* is twice differentiable on RF~1.
Thus Lemmas 42 and 43 apply. Let £ be a proper support loss of £ and suppose that 7,® — S is not

convex on Ay, This implies that 77g<I> S is not convex on int Ay, and by Lemma 22 there exists
g, € int A}, such that 1 > &)\mm(HCD(q*)(HS(q*)) ). From this and the definition of 7¢, there
exists p, € int An such that

Amin(HO(.) (HS(G:)) 1) _ Amin(HE(G.)(ding (4.) — 4.4.)) ©5)

)‘maX([Hng ~*)]_1HE (P+)) )‘maX([Hélog(ﬁ*)]_lHLAﬁ*))
where the equality is due to Lemma 41-(iv). For the rest of this proof let (p, q) = (p*,q%).

By assumptlon, L, twice differentiable and concave on int A,,, and thus HL@( p) is symmetric
positive semi-definite. Therefore, their exists a symmetric positive semi-definite matrix A, such

that ApAp = —HL,(p). From Lemma 41-(i), ® is strictly convex on int Ay, and so there exists a
symmetric positive definite matrix K4 such that Ko Kq = = H®(§). Let w € R™! be the unit norm
eigenvector of [HLlog( p)]'HL,(p) associated with )\e = )\mdx([HLlog(p)] 'HL,(p)). Suppose
that ¢, = w HL,(p)w = 0. Since wTAy,Apw = —¢; = 0, it follows from the positive semi-
definiteness of A, that A,w = 0j, and thus Hf,e(ﬁ)’w = —ApApw = 0;. This implies that
¢ = 0, which is not possible due to (95). Therefore, HL[( p)w # 05. Furthermore, the negative
semi-definiteness of HL,(p) implies that

co =w HL,(p)w < 0. (96)

Let v € R*~1 be the unit norm eigenvector of K4(diag(q) — GG") K, associated with A\? =
Amin(Kq(diag (§) — ¢G")Kq) = Amin(H®(g)(diag (§) — ¢q ")), where the equality is due to
Lemma 21. Let ¥ := Kqv.

We will show that for V' = w®7, the parametrized curve 3 defined in Lemma 42 satisfies
%(p,ﬁ(t) —4(t)) o < 0, where v(t) = £(p + tV§). According to Lemma 43 this would
imply that there exists P € ri A%, such that [Mixe (£, (P), )] ) lies outside .. From The-
orem 5, we know that there exists A. € A¥, such that £, (A, ) = E +(P),VYz € [n]. Therefore,
[Mixa (£:(AL), @)1, . = [Mixe (£, (P), q)]JEe ¢ ., and thus ¢ is not ®-mixable.

z€[n] —

From Lemma 42 (Equation 91) and the fact that V. ; = 0;w, for j € [k] we can write

% <p, B(t)>

k—1
== Z q;03w HL,(p)w — tr(diag (p) DL(H)V (HP()) " (DL(B)V)T),

= — (3,0 © ) w'HL,(p)w — (97 (H(q))~'0) (p. [DI(p)w] © [(DL(B)w)),
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where the second equality is obtained by noting that 1) (T (H®(q)) ') is a scalar quantity and can
be factorized out; and 2) tr(diag(p)Dl(p)w(D{(p)w)T) = (p, (DI(p)w) ® (D(p)w)).

On the other hand, from Lemma 28, <% (p,%(t)) ’t:O = —(q,9)?w HL,(§)w. Using (17) and the
definition of ¢,, we get

& (p.60) 400

= [ (4,9 © D) + (4, ) et

(6T (H®(q)) ") (w  (HLy () (HLiog () "HLy(p)w),
[(@,® ©®) — (q,8)" = \.(87 (H®(q))~"9)],
[67 (diag (q) — GG")® — A.(8T (H(q)) ")),
cz['vT(dlag (@) — 4G )0 — M (v Ky (K K,) ' Kqv)],
—ci[v" Kq(diag (@) — §§") Kqv — X, 97)
[As
[

—¢y

—Ce

—Cy )\ ]
—Ce )‘mln(Hq)( )(diag (q) — QNQT)) - AmaX(Hié( )(HLlog( p)) "~ 1)]

where in (97) we used the fact that vTv = 1. The last equality combined with (95) and (96) shows
that 2 (p, B(t) —4(t)) < 0, which completes the proof. O
t=0

C.8 Proof of Lemma 15

Lemma 15 Let £: A — [0, 400]™ be a loss. If dom £ = A, then either ¢ = & or ng € $y.

Proof. Suppose $; # @. Let q € Ay, A == ay.; € AF. By definition of 7, there exists (7,,) C
, +0oo| such that £ 1s 7,,-mixable an 7777{ — 0. erefore, vm € N, Ja,, € A such that
0 h that £ i ixable and 7,, "= 1,. Therefore, Vm € N, 3 A such th,

Vz € [n], Lz(am) < 77];} log{q, exp(—nm (¢ (A))) < +oo, (98)

where the right-most inequality follows from the fact dom ¢ = A. Therefore, the sequence (¢(a,,)) C
[0, +00[™ is bounded, and thus admits a convergent subsequence. If we let s be the limit of this
subsequence, then from (98) it follows that

Va € [n], s < —n; ' log(g, exp(—ne(lz(A))), (99)

On the other hand, since ¢ is closed (by Assumption 1), it follows that there exists a, € A such that
{(a,) = s. Combining this with (99) implies that ¢ is n,-mixable, and thus 7, € $,. O

C.9 Proof of Theorem 17
Theorem 17 Let ¢ and ® be as in Theorem 16. Then

n¢ =m0 inf_ Auin(H®(G)(HS(g)) ™),

geint Ay

Proof. From Theorem 16, £ is ®,-mixable if and only if n;®,, —S = n~'n® — S is convex on Ay.
When this is the case, Lemma 22 implies that

L<nlpe(inf - Awin[H®(G)[HS(@)] 7)), (100)
geint Ay,

where we used the facts that H(n’lﬂé) = n’lﬂHé, Amin (+) is linear, and 7~ ', is independent

of G € int Ay. Inequality 100 shows that the largest 7 such that ¢ is ®,-mixable is given by 7721) in
(11). O
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C.10 Proof of Theorem 18

Theorem 18 Let S, ®: R — R U {400}, where S is the Shannon entropy and ® is an entropy

such that ® = & o 11}, is twice differentiable on int Ay. A loss (: A — [0, +00[", with L, twice
differentiable on |0, +oo[", is ®-mixable only if R} < RY.

Proof. Suppose ¢ is ®-mixable. Then from Theorem 16, ne® — S is convex on Ay, and thus

n¢ =n; > 0 (Corollary 17). Furthermore, @@ -S= [¢® — S] o 11}, is convex on int Ay, since 11},
is an affine function. It follows from Lemma 22 and Corollary 17 that

nf =ne  inf_ Amin(H®(G)(HS()) ™) > 1> 0.
geint Ay,

Let o € riAy and 6, := argmaxy Ds(eg, p). By definition of an entropy and the fact that
the directional derivatives ®’(u;-) and S'(u;-) are finite on Ay [8, Prop. D.1.1.2], it holds that
Dg(eg,, ), Ds(eq, , u) €]0,+00]. Therefore, there exists a > 0 such that a1 Dg(ey,, 1) =
Ds(eg,, ). If welet U := a~1®, we get

Dy (eq,, ) = Ds(eq, , p). (101)

Let dy(q) == U(q) — ¥ (j1) — (G — fr, VI(f1)). Observe that
dy(q) = V(q) — ¥(p) — (g — p, V¥(n)) = Dy(q, p).

We define dg similarly. Suppose that n} > WS = 1. Then, from Corollary 17, Vg € int Ay,
Amin(HP(§)(HS(g))~!) > 1. This implies that Vg € int Ay, Amin(Hdw (§)(Hds(¢))~!) > 1, and
from Lemma 22, dy — ds must be strictly convex on int Aj,. We also have Vdy () — Vds(fr) =0
and dg (1) — ds(ft) = 0. Therefore, dy — dg attains a strict minimum at g (ibid., Thm. D.2.2.1);
that is, dy (q) > ds(§), Vg € Ag \ {f1}. In particular, for § = Tl (ey, ), we get Dy(eq,, p) =
dy(q) > ds(g) = Ds(eq, , ), which contradicts (101). Therefore, n < 77, and thus

R}(p) = maxg Dg(eg, p)/n; = Ds(eq., p) /73,

< Dy(eg,,p)/n} " (102)
S maXg D\I’(697 N)/W}K
= R/ (), (103)

where (102) is due to Dy (eg, , ) = Ds (e, , ) and < n3. Equation 103, implies that R (p) <
RY (w), since R} (p) = Ry®(u) = RY () [13]. Therefore,

Vi € 1ily, R () < RY(p). (104)

It remains to consider the case where p is in the relative boundary of Ay. Let g € rbd Ag. There
exists [p C [k] such that p € Ay,. Let * € [k] \ [p and [ := [y U {#*}. It holds that p € rbd A
and p + 27 (eg- — p) € 1iA(. Since £ is ®-mixable, it follows from Proposition 29 and the
1-homogeneity of ®’(g; ) [8, Prop. D.1.1.2] that
O (p; €9 — p) = 20" (p; [ + 27 (g — p)] — p) = —oc.
Hence,
R} (p) = maxgep Do (€q, p),

> Dy(ep-, p) = Peg-) — P(p) — ¥’ (u; €0 — p) = +oo.  (105)
Inequality 105 also applies to S, since ¢ is (ﬂ_l S)-mixable. From (105) and (104), we conclude that
Y € Ay, Rj(p) < RP (). O
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C.11 Proof of Theorem 19

Theorem 19 Let ® : R¥ — R U {400} be a A-differentiable entropy. Let {: A — [0,+00]
be a loss such that L, is twice differentiable on ]0,+oo[". Let 3* = —n ZZ: (s (A%) + v%),
where v® € R¥ and A* = a3, € AF. If { is (n, ®)-mixable then for initial distribution q° =
argminge », maxge) Do (€q, q) and any sequence (', al,;){_,, the AGAA achieves the regret
T-1
VO € [k], Lossheaa(T) —Lossg(T) < RY + > (v — (v',q")).

Proof. Recall that ®;(w) = ®(w) — (w, B — 0"), where 8* = — S°'_] £,.+(A*). From Theorem
16 and since @, is equal to ¢ plus an affine function, it is clear that if £ i 1s (n, ®)-mixable then £ is
(n, ®;)-mixable. Thus, for all (A*, g*~!) € AF x Ay, there exists a’, € A such that for any outcome
z' € [n]

lor(al) <M @F(VP(q' ™) — @ (Vg ™) — 1lur (A"))]-
Summing over ¢ from 1 to T, we get

T
Y lor(al) <0 M @1(VRi(”) — 2H(VEr(g" ) — ntyr (AT))] (106)

- Z 11 (Veii1(g") — 1 (VPe(q'™") — nbur (A")] .

ODue to the properties of the entroplc dual [13] and the definition of ®,, the following holds for all
t € [T] and z in R¥,

VO,(q'™h) = -0 les(AY), (107)
t—1

Oi(z) = D (2+ V(g +n)_ le(A)), (108)
s=1

Ve(g') = V&(g'™) —nly(A") —no'. (109)

Using (107)-(108), we get forall 0 < ¢t < T, @}, (V®11(q")) = ®*(VP(q")), and in particular
O3 (VP1(q°)) = @*(VP(q°)). Similarly, using (107)-(109), gives ®; (V®,(g' 1) — nl,: (A?)) =
&*(Vd(q') + no') forall 1 < ¢ < T. Substituting back into (106) yields

S talal) < g [@F(VE(g) — @ (V") + )]

nt Y [@(Ve(gh)) — & (V(gh) + )], (110)
To conclude the proof, we note that since ® is convex it holds that
*(Ve(q")) — 2*(Ve(q") +nv') < —n(v', VO* (Ve(q"))) = —n(v',q"), (111)
which allows us to bound the sum on the right hand side of 110. To bound the rest of the terms, we
use the fact that V®(g7) = V& (q°) — n Y1, {4+ (A") + v'), and thus by letting &, = 7~ ®,
N[O (VE(q°)) — & (VO(q") +nu”)] = 05(VD,(q°))

T-1
— o (v%(qo) =D e (AY) - vf> ,
T T-1
. Ds(g,4°)
— (A t Yo\q,q97)
qufk<q»§fw <A>+Zv>+ 7

<Z£mt(a9)+zv9+ 2(€0,9 )vee[}

Substituting this last inequality and (111) back 1nt0 (1 10) y1elds the desired bound. O
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D Defining the Bayes Risk Using the Superprediction Set

In this section, we argue that when a loss £: .4 — [0, +00]™ is mixable, in the classical or generalized
sense, it does not matter whether we define the Bayes risk L, using the full superprediction set .
or its finite part .%. Recall the definition of the Bayes risk;

Definition 2 Ler {: A — [0, +00]" be a loss such that dom { # @&. The Bayes risk L, : R" —
R U {—o0} is defined by
i R", L = inf . 112
u R L,(u) zlen% (u, z) (112)
Note that the right hand side of (112) does not change if we substitute %, for its closure — .7 —
with respect to [0, +-00]™. Thus, it suffices to show that .7 C .7, when the loss ¢ is mixable. We

show this in Theorem 435, but first we give a characterization of the (finite part) of the superprediction
set for a proper loss.

Proposition 44. Let (: A, — [0, +00]™ be a proper loss. If L, is differentiable on ]0, +0o[™, then

F12C = {ue0,+00]": Vp € An, L,(p) < (p,u)}. (113)

Proof. Letv € Cp N [0,+00[". Let f: riA,, X [n] — R be defined by f(p,z) = l;(p) — v,.
By the choice of v, we have E, ., f(p, z) = (p,4(p)) — (p,v) < Oforall p € A, Since L, is
differentiable on ]0, +o0o[™, by assumption, ¢ is continuous on ri A,,, and thus f is continuous in the
first argument. Since v has finite components, the map f satisfies all the conditions of Lemma 24.
Therefore, there exists (p,,) C ri A, such that

1
Ym € N,Vz € [n], Egc(pm)gvx—i—a. (114)

Without loss of generality, we can assume by extracting a subsequence if necessary that L(pm)
converges to s € [0, +o0]™. By definition, we have s € .%, and from (114) it follows that s < v
coordinate-wise. Thus, v is in .%}.

The above argument shows that Cy N [0, +00["C .7, and since .7} is closed in [0, +oc]™ we have
C C ., where C is the closure of C; N [0, +o0o[™ in [0, +00]™. Now it suffice to show that C, C C to
complete the proof.

Letu € Cpand [ == {z € [n]: u, < 4+o00}. Define (uy,) C [0, 400[" by U = u, if € [; and
m otherwise. Let p € A,,. It follows that

<p7 um> = pr’um,x/ + prum,my

z' el EZ-31
= pr’um,m/ + meumﬁma . (115)
z' el EZ-31

Claim 2. Ve > 0,3m. > 1,Vp € Ay, L,(p) < (p,um,) — €

Suppose that Claim 2 is false. This means that there exists § > 0 such that
sz 1aE|an S An7<pmaum> _5<Le(pm)- (116)

We may assume, by extracting a subsequence if necessary (A,, is compact), that (p,,) converges to
P« € A,,. Taking the limit m — oo in (116) would lead to the contradiction ‘(p.,u) < L,(p«)’,
since from (115) we have lim,;, o0 (P, Um) = (P, u). Therefore, Claim 2 is true. For ¢ = % let
my := m. be as in Claim (2). The claim then implies that lim infy,_, o (P, ©s,, ) > L,(p) uniformly
for p € Ay. By the claim we also have that w,,,, € C, N [0, +oo[" for all £ € N, and by construction
of v,,,, we have limy_, o U, = u. This shows that C, C C, which completes the proof.

O

Theorem 45. Let { : A — [0, +00]™ be a loss. If S L 7, then € is not mixable.
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Proof. Suppose that ¢ is mixable and let £ be a proper support loss of . From Proposition 12, L,
is differentiable on ]0, +oo[", and thus Theorem 5 implies that .7, = .#;. Therefore, Lemma 44
implies that .7 2 {u € [0,+c]": ¥p € A,,, L,(p) < (p,u)}. Thus, if #° € .7, there exists
€>0,pc € Ay, and s € .7\ .7 such that

(Pe, 8) < Ly(pe) — 2e. 17

Note that p. cannot be in ri An; otherwise, (117) would imply that s has all finite components, and
thus would be included in .%}, which is a contradiction. Assume from now on that p. € rbd A,,.

From the definition of the support loss, there exists a sequence (p,,) C ri A, such that p,, Mmoo Pe
m— 00

and {(p.,)  —  £(pe). Therefore, Theorem 5 implies that there exists a. € A such that
(Pe, (ac)) < (pe,L(pe)) + €. (118)

To see this, note that since (p,,) C ri A, C dom £, Theorem 5 guarantees the existence of a sequence
(am) C Asuch that £(a,,) = £(pnm). On the other hand, for any € [n] such that £, (pc) = +o00,

we have p. , = 0 — otherwise, L,(p.) would be infinite. It follows, by continuity of the inner
m—00

product that (p., 4(a.,)) — (pe, £(Pm)), and thus it suffices to pick a. equal to a,, for m large
enough.
Now since ¢ is n-mixable, there exists 7 > 0 and a, € A such that

1 1
—n~"'log <26_"s + 26_”£(af)> ,

IN

(ax)

and due to the convexity of — log,

1 1
< — - .
<58 + 2€(a6)
Using (117) and (118) yields
(pe, €(av)) < Ly(pc) — €/2. (119)
On the other hand, by definition of a proper support loss, (pc, £(p.)) < (pe, £(a.)). This combined
with (119), lead to the contradiction (p., £(p.)) < L,(pc). O

E The Update Step of the GAA and the Mirror Descent Algorithm

In this section, we demonstrate that the update steps of the GAA and the Mirror Descent Algorithm
are essentially the same (at least for finite losses) according to the definition of the MDA given by
Beck and Teboulle [2];

Let /: A — [0, +0o[" be aloss and ®: R* — R U {+00} an entropy such that ® is differentiable

on int Ay. Let g* be the update distribution of the GAA at round ¢ and ¢ = TI;(q"). It follows from
the definition of g* (see Algorithm 2) that

G = argmin (114(@), €2+ (A")) + 7~ Dy (@),
geAy
= argmin (g, J €ar (4')) 17" Da(,4 ),
geA
= argmin (¢, V(¢ 1)) + 1~ ' Dg(d, 4" ), (120)
GeAy,

where I;(f2) = (L) (f), £z+ (A")) = (p, €21 (A")). Update (120) is, by definition [2], the MDA with

the sequence of losses I; on int A, ‘distance’ function D(i(” -), and learning rate 7. Therefore, the
MDA is exactly the update step of the GAA.

F The Generalized Aggregating Algorithm Using the Shannon Entropy S

The purpose of this appendix is to show that the GAA reduces to the AA when the former uses the
Shannon entropy. In this case, generalized and classical mixability are equivalent. In what follows,
we make use of the following proposition which is proved in C.5.
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Proposition 39 For the Shannon entropy S, it holds that S (v) = log((exp(v), 1;)+1),Vo € RF L
and S*(z) = log(exp(z), 11.),Vz € R,

Let £: A — [0,400[" be a loss and ® be as in Proposition 33 and suppose that ® and d* are
differentiable on ri Aj, and R*—1, respectively. It was shown in [13] that

Ver(Ve(q) — (:(4) = argerginw, :(A)) + Do (1, q), (121)
Mixe (£:(4), q) = *(VO(q)) — *(VO(q) — £s(A)). (122)

Let ¢ € riAg. By definition of S, V S(q) = logq + 1y, and due to Proposition 39, S*(z) =
log(exp z,1;),2 € R*. Therefore, VS(q) — nl.(A) = log(exp(—nt.(A)) ® q) + 1, and
VS (z) = #‘;jw, V(x, A) € [n] x (dom ¢£)¥. Thus,

_exp(—nla(4)) O ¢q

VS*(V S(q) - 7761 (A>) <exp(77]£x (A))a Q>

(123)

Let S, :=n"'S. Then VS = V'S, and Vz € R*, V S;(2) = V S*(nz) [13].? Then the left hand
side of (123) can be written as V S} (V S, (q) — £.(A)). Using this fact, (121) and (123) show that
the update distribution g* of the GAA (Algorithm 2) coincides with that of the AA after substituting
q,z,and Aby ¢'~*, 2", and A" := [ag]gecpy, respectively.

Now using the fact that Mixd (¢, (4), ) = = Mixs(nf,(A), q) [13] and (122), we get

Mixg(4:(A), q) = 0~ S*(V S(q)) — S*(VS(q) — nls(A))],
= —n"tloglexp(—nl.(A)), q). (124)
Equation 124 shows that the 7-mixability condition is equivalent to the (7, S)-mixability condition

for a finite loss. This remains true for losses taking infinite values — see the proof of Theorem 11 in
Appendix C.5.

G Legendre ®, but no ®-mixable /

In this appendix, we construct a Legendre type entropy [15] for which there are no ®-mixable losses
satisfying a weak condition (see below).

Let £ : A — [0,4+00]™ be a loss satisfying condition 1. According to Alexandrov’s Theorem, a
concave function is twice differentiable almost everywhere (see e.g. [5, Thm. 6.7]). Now we give a
version of Theorem 14 which does not assume the twice differentiability of the Bayes risk. The proof
is almost identical to that of Theorem 14 with only minor modifications.

Theorem 46. Let ®: R¥ — R U {+00} be an entropy such that P is twice differentiable on int Ap,
andl: A — |0, ~+oo]" a loss satisfying Condition I and such that 3(p,v) € DxR™ HL,(p)v # 0,
where D C int A, is a set of Lebesgue measure 1 where L, is twice differentiable, and define

ne" = inf (Amax([HLio (B)] " HL(P)) ™" (125)
Then { is ®-mixable only if ng*® — S is convex on Ay,

The new condition on the Bayes risk is much weaker than requiring L, to be twice differentiable on
10, +o0[™. In the next example, we will show that there exists a Legendre type entropy for which
there are no ®-mixable losses satisfying the condition of Theorem 46.

Example 2. Let @ : R? — R U {+00} be an entropy such that

Vl] 6]07 1[7 (I)(Q7 1- Q) = ‘i)(q) = Aj2 log (logl(olg;t)> dt.

*Reid et al. [13] showed the equality V®} (u) = V&*(yu), Vu € dom &, for any entropy differentiable
on Ay - not just for the Shannon Entropy.
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P is differentiable and strictly convex on the open set (0,1). Furthermore, it satisfies (22) which
makes it a function of Legendre type [15, Lem. 26.2]. In fact, (22) is satisfied due to

ool ()

d? - -1 -1
—® q) = +
dg? @) qlogqg (1 —q)log(1l—q)

q—r

30 +o00, where b € {0,1},

>0, Vg €]0,1].

The Shannon entropy on Ay is defined by S(q,1 — q) = S(q) = qlogq + (1 — q)log(1 — q), for
et

q €]0,1[. Thus, quQs(q) — ﬁ

Suppose now that there exists a ®-mixable loss {: A — [0, +00]" satisfying condition 1 and such

that 3(p,v) € D x R™",HL,(p)v # 0. Let n;* be as in (125). By definition, we have 1;* < +0c0,
and thus o o

a2 - 2. 17t g—1 —q b
x {dqg (Q)} [dqQS(Q)] L <logq +log(1—q)> o (120

where b € {0,1}. From Lemma 22, (126) implies that ne*® — S is not convex on Ay, which is a
contradiction according to Theorem 46.

H Loss Surface and Superprediction Set

In this appendix, we derive an expression for the curvature of the image of a proper loss function. We
will need the following lemma.

Lemma 47. Let o : [0, +00["— R be a I-homogeneous, twice differentiable function on |0, +oo[™.
Then o is concave on |0, +oo[™ if and only if & = o o 11, is concave on int A,,.

Proof. The forward implication is immediate; if o is concave on |0, +00[™, then o o 11}, is concave
on int Ay, since IIj, is an affine function.

Now assume that & is concave on int Ay. Let A € [0,1] and (p, q) € [0, +00["x [0, +-00[". We need
to show that

Ao(p) + (1 —=XNo(q) <o(Ap+ (1 —-N)q). (127)

Note that if p = 0 or ¢ = 0, (127) is trivially with equality due to the 1-homogeneity of o. Now
assume that p and g are non-zero and let ¢ := X ||p||; + (1 — ) ||q||;. For convenience, we also
denote p; = p/ ||p|l; and g1 = g/ ||q||; which are both in A,,. It follows that

(o) + (1= Nota) = edt (A2 () + (1= ) o).

C
—c (At + (-0 o).
oo (Mg, o ylelig)
C Cc
= co <)\||I)Clpl + (1 _ )\) ||qc|1q1) ;

=o(Ap+(1-XN)g),

where the first and last equalities are due the 1-homogeneity of o and the inequality is due to & being
concave on the int A,,. O
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H.1 Convexity of the Superprediction Set

In the literature, many theoretical results involving loss functions relied on the fact that the superpre-
diction set of a proper loss is convex [24, 7]. An earlier proof of this result by [24] was incomplete?.
In the next theorem we restate this result.

Theorem 48. If(: A, — [0, +o0[" is a continuous proper loss, then 1 = (,cn, H-p—L,(p)- I
particular, ./ is convex.

St S Npea, H-p,—L,@p)- : Letv € S, u € [0,+00[", and g € A, such that v = ((q) + u.
Since /¢ is proper then Vp € A,,, L,(p) = (p, {(p)) < (p,4(q)) < (p,¢(q)+u) = (p,v). Therefore,
v € Npea, Hop—L,(p)-

(Npen, Hop—L,) S Fel: Letv € (pen, Hop 1, Let @ = [n], A(Q) = A, and

Q(p,x) = Ly (p) — v, forall (p,x) € A, x [n]. Since v € ﬂpeA H _p—L,p) E,pQ(p,z) =
(p,L(p)) — (p,v) < Oforall p € A,,. Lemma 23, implies that there exists p, € A, such that
Q(ps«,x) = Ly (ps) — vy <0, for all z € [n]. This shows that v € 7. O

H.2 Curvature of the Loss Surface

The normal curvature of a n-manifold S [18] at a point € S in the direction of w € T,.S, where
T, S is the tangent space of S at r € S, is defined by

<w DN® (r)w >

Kk(r,w) = w0, w)

) (128)

where NS (r) is the normal vector to the surface at r. The minimum principal curvature of S at r is
expressed as £(r) = inf{xk(r,w) : w € TSN B(r,1)}.

In the next theorem, we establish a direct link between the curvature of a loss surface and the Hessian
of the loss’” Bayes risk.

Theorem 49. Ler ¢: riA,, — [0,4o00[" be a loss wh()se Bayes risk is twice differentiable and
strictly concave on |0, +oo[™. Let p € i Ay, Xp =I5 — 1], and w € T( )Sg Then

1. 3w € R"! such that DI(p)v = w
2. Sy is a n-manifold.

3. The normal curvature of Sy at {(p) = Z(f)) in the direction w is given by
w = [ %] -HLiontal

where w = (~HL,(p))}v/||(~HL,(p)) ]|

-1

; (129)

It becomes clear from (129) that smaller eigenvalues of —HL L,(p) will tend to make the loss surface
more curved at £(p), and vice versa.

Before proving Theorem 49, we first define parameterizations on manifolds.

Definition 50 (Local and Global Parameterization). Let S C R" be a fi-manifold and U an open
set in R". The map ¢ : U — S is called a local parameterization of S if Do(u) : R™ — TS is
injective for all w € U, where T ,(,,)S is the tangent space of S at p(u) € S.  is called a global
parameterization of S if it is, additionally, onto.

Let ¢ be a global parameterization of S and N¥ := N o . By a direct application of the chain rule,
(128) can be written as

(w, DN?(u)v)

w,w) (130

r(p(u), w) =

31t was claimed that if ., is non-convex, there exists a point so on the loss surface S¢ such that no hyperplane
supports .#; at so. The non-convexity of a set by itself is not sufficient to make such a claim; the continuity of
the loss ¢ is required.
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where v is such that Do(u)v = w. The existence of such a v is guaranteed by the fact that Dy is
injective and dim R" = dim T,(,,)S = 7.

Theorem 49. First we show that Sy is a n-manifold. Consider the map /:int A,L — Sy and note that
int A, is trivially a n-manifold. Due to the strict concavity of the Bayes risk, lis injective [19] and
from Lemmas 27 and 47, Df(p) R" — T(( )Sg is also injective. Therefore, (s an immersion [14].
7 is also proper in the sense that the preimage of every compact subset of Sy is compact. Therefore, 1
is a proper injective immersion, and thus it is an embedding from the 7.-manifold int A,, to Sy (ibid.).
Hence, Sy is a manifold.

Now we prove (129). The map lisa global parameterization of Sy. In fact, from Lemma 27, D¢ (P)
has rank 7, for all p € int A,,, which implies that D/(p) is onto from R” to Tj(5)Se- Therefore,

given w € Tg(ﬁ)Sg, there exists v € R™ such that w = Dﬁ(ﬁ)v. Furthermore, Lemma 27 implies
that N¥(p) = p, since (p, D{(p)) = 07 Substituting N’ into (130) yields

re(l(p), w) = —— ;

oHLG) (X5, 7] |
(Di(p)v, DiB)v)
v HL,(p)v

UTHL/,@) [X; *15] |:)%T:| HL@(ﬁ)U

(131)

Setting u = (—HL,(p))2v/|(=HL,(p)) 2| in (131) gives the desired result. O

I Classical Mixability Revisited

In this appendix, we provide a more concise proof of the necessary and sufficient conditions for the
convexity of the superprediction set [19].

Theorem 51. Let £: A,, — [0, +00[™ be a strictly proper loss whose Bayes risk is twice differentiable
on 10, +oo[™. The following points are equivalent;

(i) Vp € int Ay, pHL,(P) = HLjoq (D).
(ii) e "t = mpGAn Hrp),1 N [0, +o0[™, where T(p) =p ® ent(®),
(iii) e~ " is convex.

Proof. We already showed (i) = (ii) == (iii) in the proof of Theorem 7.

We now show (iii) == (i). Since e~"7”* is convex, any point s € bde~""* is supported by
a hyperplane [8, Lem. A.4.2.1]. Since u — e~ "" is a homeomorphism, it maps boundaries to
boundaries. From this and Lemma 36, bde~""* = e~"5¢. Thus, for p € ri A,, there exists a
unit-norm vector © € R™ such that for all s € .} it either holds that (u, e~ 1Py < (u, e "%);
or {u, e~ @) > (u,e™"%). It is easy to see that it is the latter case that holds, since we can
choose s = U(r) + c1 € 7, forr € A, and make (u, e~"*) arbitrarily small by making ¢ € R
large. Therefore, Vr € 11 A,,, (u, e~ (P)) = (u, e P > (y, e 1M)) = (4, e (")) and pis a
critical point of the function f(7) = (u,e~"“")) on int A,,. This implies that V f(p) = 05; that
is, —n(u, diag(e "Z(p))DZ( p)) = —n(diag(e~"P))u, DI(p)) = OF. From Lemma 27, there exists
A € R such that diag(e _”Z(p))u = Ap. Therefore, u = Ap ® e"z(p) where A = [|[p © e”Z(P)H L
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since ||ul| = 1. Forv € R""!, let & := p+ tv, where t € {s : p+ sv € int A, }. Since f is twice
differentiable and attains a maximum at p,

1 d? 1d T
> - 2 ~t - - = . /7712(01 )D ~t
v o T <u, diage (& )v> .
= 4 <p ® e”z(i'), diag 67"2(‘5‘6)Dl7(15)v> + 4 <p, Dg(dt)v> ,
dt —o dt =0
= 110 " HLy(p) (HLyog (P) ™' HLy (p)v — v HL,(P)v, (132)

where in the second equality we substituted u by Ap® ¢"(®) and in (132) we used (17) and (18) from
Lemma 28. Note that by the assumptions on / it follows that the Bayes risk L, is strictly concave [19,
Lemma 6] and —HL,(p) is symmetric negative-definite. In particular, HL,(p) is invertible. Setting
¥ := HL,(p)v in (132) yields

02 15(HLiog (7)™ — 9(HL, (7)) 5.
Since v € R"~! was chosen arbitrarily, (HL,(p)) ™" = n(HLy,,(p))~",Vp € int A,. This is
equivalent to the condition Vp € int A,,, nHL,(p) > HLlog(ﬁ). O

J An Experiment on Football Prediction Dataset

Predictions using the AA Predictions using the AGAA
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Figure 1: The figure corresponds to the 2005/2006, 2006/2007, 2007/2008, and 2008/2009 seasons.
The solid lines represent, at each round ¢, the difference between the cumulative losses of the experts

and that of the learner who uses either the AA (left) or the AGAA (right); that is, Lossg‘,Brier (t) —
Lossg;%”er (t), for M € {AA, AGAA}. The red dashed lines represent the negative of the regret
bound in (12) with respect to the best expert 6*; that is, —REBrier — ARy~ (t) at each round ¢.

J.1 Testing the AGAA

To test the AGAA empirically, we used prediction data* from the British football leagues, including
the Premier Leagues, Championships, Leagues 1-2, and Conferences. The first dataset contains
predictions for the 2005/2006, 2006/2007, 2007/2008, and 2008/2009 seasons, matching the dataset
used in [21]. The second dataset contains predictions for the 2009/2010, 2010/2011, 2011/2012, and
2012/2013 seasons. For this set, we considered predictions from 9 bookmakers; Bet365, Bet&Win,
Blue Square, Gamebookers, Interwetten, Ladbrokes, Stan James, VC Bet, and William Hill.

On each dataset, we compared the performance of the AGAA with that of the AA using the Brier

score (the Brier loss is 1-mixable). For the AGAA, we chose 3! according to Theorem 19 with
vli= —i Z=1 lys(A*®) and we set ® = S, i.e. the Shannon entropy. The results in Figure 1 [resp.

Figure 2] correspond to the seasons from 2005 to 2009 [resp. 2009 to 2013]. For fair comparison

“The data was collected from http://www.football-data.co.uk/.
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Figure 2: The figure corresponds to the 2009/2010, 2010/2011, 2011/2012, and 2012/2013 seasons
The solid lines represent, at each round ¢, the difference between the cumulative losses of the experts
and that of the learner who uses either the AA (left) or the AGAA (right); that is, Lossg',Brier (t) —
Lossgj‘%“er (t), for M € {AA, AGAA}. The red dashed lines represent the negative of the regret
bound in (12) with respect to the best expert 6*; that is, —REBﬁer — ARy~ (t) at each round ¢.
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Figure 3: The figure on the left [resp. right] hand side corresponds to the football seasons from 2005
to 2009 [resp. 2009 to 2013]. The solid lines represent, at each round ¢, the difference between the
cumulative losses of the experts and that of the learner using the AA-AGAA meta algorithm (refer

to text); that is, Lossf;B“e" (t) — Lossffo’;G a4 (t). The red dashed lines represent the negative of the
regret bound in (12) with respect to the best expert 0*; that is, fRE’er — ARy~ (t) at each round ¢.

with the results of Vovk [21], we 1) used the same substitution function as [21]; 2) used the same
method for converting odds to probabilities; and 3) sorted the data first by date then by league and
then by name of the host team (For more detail see [21]).

In all figures the solid lines represent, at each round ¢, the difference /between the cumulative losses

of the experts and that of the learners; that is, Lossf)B“”(t) - Lossf;j%“" (t), for M = AA, AGAA.
The red dashed lines represent the negative of the regret bound in (12) with respect to the best expert

0% thatis, —Rj ~ —ARy-(t) = —R}  — Zi;ll(vg — (v®, g@°)) at each round ¢, where (g*) are
the distributions over experts.

From Figures 1 and 2 it can be seen that the learners using the AGAA perform better than the best
expert (and better than the AA) at the end of the games.

J.2  Testing a AA-AGAA Meta-Learner

Consider the algorithm (referred to as AA-AGAA) that takes the outputs of the AGAA and the AA as
in the previous section and aggregates them using the AA to yield a meta prediction. The worst case
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regret of this algorithm is guaranteed not to exceed that of the original AA and AGAA by more than
n~! log 2 for an n-mixable loss. Figure 3 shows the results for this algorithm for the same datasets as
the previous section. The AA-AGAA still achieves a negative regret at the end of the game.
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Chapter 3

Lipschitz Adaptivity with Multiple
Learning Rates in Online Learning

This chapter considers the bounded OCO optimization setting, which generalizes
the experts’ setting from the previous chapter. In the bounded OCO setting, the sem-
inal MetaGrad algorithm of |Van Erven and Koolen| [2016] can automatically adapt to
different types of curvature of the observed loss functions. It is the first algorithm
that adapts to the strong convexity and exp-concavity of the observed sequence of
losses—achieving logarithmic regrets in these cases—without requiring knowledge
of the curvature parameters. Algorithms such as online gradient descent, online
newton step, and the exponential weights algorithm can also achieve a logarithmic
regret in these cases. Still, they require knowledge of the parameters of curvature in
advance [Hazan et al 2007]. MetaGrad’s guarantee shows that automatic curvature
adaptivity is possible. However, MetaGrad (and many other algorithms) assumes
that the losses have bounded gradients and require the corresponding bound as
input—without it, the algorithm may completely fail [Van Erven et al.,, 2021]. On
the other hand, there exist algorithms that can adapt to an unknown bound on the
gradients, which we refer to as Lipschitz adaptivity. Thus, what remains unknown
is whether curvature and Lipschitz adaptivity are possible simultaneously. In this
chapter, we answer this question positively by studying novel gradient-clipping and
restart schemes that are of independent interest in OCO. The restart scheme consists
of reinitializing the algorithm whenever the ratio of the maximum norm of observed
subgradient to the norm of the initial non-zero subgradient is too large (typically
larger than the current number of rounds). Adopting this restart scheme solves issues
related to Lipschitz adaptivity for many existing algorithms (e.g. those by |Ross et al.
[2013a]; Wintenberger [2017]]; [Kotlowski [2017]; Mhammedi et al.| [2019b]; Kempka
et al.|[2019b]), making them scale-free. Here, scale-free means multiplying the losses
by some positive constant does not change the algorithm’s outputs—a naturally de-
sirable property put forward by Cesa-Bianchi et al.|[2007]; Orabona and P4l| [2016b].
Carefully applying the restart and clipping schemes to MetaGrad leads to the first
scale-free and curvature-adaptive algorithm for bounded OCO.
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Abstract

We aim to design adaptive online learning algorithms that take advantage of any special structure
that might be present in the learning task at hand, with as little manual tuning by the user as possible.
A fundamental obstacle that comes up in the design of such adaptive algorithms is to calibrate
a so-called step-size or learning rate hyperparameter depending on variance, gradient norms, etc.
A recent technique promises to overcome this difficulty by maintaining multiple learning rates in
parallel. This technique has been applied in the MetaGrad algorithm for online convex optimization
and the Squint algorithm for prediction with expert advice. However, in both cases the user still has
to provide in advance a Lipschitz hyperparameter that bounds the norm of the gradients. Although
this hyperparameter is typically not available in advance, tuning it correctly is crucial: if it is set
too small, the methods may fail completely; but if it is taken too large, performance deteriorates
significantly. In the present work we remove this Lipschitz hyperparameter by designing new
versions of MetaGrad and Squint that adapt to its optimal value automatically. We achieve this
by dynamically updating the set of active learning rates. For MetaGrad, we further improve the
computational efficiency of handling constraints on the domain of prediction, and we remove the
need to specify the number of rounds in advance.

1. Introduction

We consider online convex optimization (OCO) of a sequence of convex functions /1, ..., {7 over
a given bounded convex domain, which become available one by one over the course of 7' rounds
(Shalev-Shwartz, 2011; Hazan, 2016). Typically ¢;(u) = LOSS(u, &, y;) represents the loss of
predicting with parameters u on the ¢-th data point (2, y;) in a machine learning task. At the start
of each round ¢, a learner has to predict the best parameters @, for the function ¢; before finding
out what /; is, and the goal is to minimize the regret, which is the difference in the sum of function
values between the learner’s predictions 41, ..., and the best fixed oracle parameters u that
could have been chosen if all the functions had been given in advance. A special case of OCO is
prediction with expert advice (Cesa-Bianchi and Lugosi, 2006), where the functions ¢;(u) = (u, l;)
are convex combinations of the losses I; = (1, ..., k) of K expert predictors and the domain is
the probability simplex.

© 2019 Z. Mhammedi, W. M. Koolen & T. van Erven.



LIPSCHITZ ADAPTIVITY

Central results in these settings show that it is possible to control the regret with virtually no prior
knowledge about the functions. For instance, knowing only a ||-||,-upper-bound G on the gradients
g: = V() the online gradient descent (OGD) algorithm guarantees O(G+/T') regret by tuning
its learning rate hyperparameter 7; proportional to 1/(G+/t) (Zinkevich, 2003), and in the case of
prediction with expert advice the Hedge algorithm achieves regret O(L+/T In K') knowing only an
upper-bound L on the range maxy, [; , — miny, [; j, of the expert losses (Freund and Schapire, 1997).
Here G is the ||-||,-Lipschitz constant of the learning task', and L/2 is the |-||,-Lipschitz constant
over the probability simplex.

The above guarantees are tight if we make no further assumptions about the functions (¢;)
(Hazan, 2016; Cesa-Bianchi et al., 1997), but they can be significantly improved if the functions
have additional special structure that makes the learning task easier. The literature on online learning
explores multiple orthogonal dimensions in which tasks may be significantly easier in practice (see
‘related work’ below). Here, we focus on the following refined data-dependent regret guarantees,
which are known to exploit multiple types of easiness at the same time:

T
0CO: O (\/VF#dlogT) for all u, with Vi = (i —u.g)®, (1)
t=1
T
Experts: O (\/Ep(k) V] KL(pHﬂ)) forallp,  with V=3 (@ — el
t=1

where d is the number of parameters and KL(p||7) = fozl p(k)Inp(k)/m(k) is the Kullback-
Leibler divergence from a fixed prior distribution 7 over experts to any (data-dependent) comparator
distribution p; for instance, p is allowed here to be a point-mass on the best expert £* in hindsight, in
which case we would have KL(p||7) = — In7(k*).

The OCO guarantee is achieved by the METAGRAD algorithm (Van Erven and Koolen, 2016),
and implies regret that grows at most logarithmically in 7" both in case the losses are curved (exp-
concave, strongly convex) and in the stochastic case whenever the losses are independent, identically
distributed samples with variance controlled by a Bernstein condition (Koolen et al., 2016). The
guarantee for the expert case is achieved by the SQUINT algorithm (Koolen and Van Erven, 2015;
Koolen, 2015). It simultaneously exploits two types of structures: in many cases the lef term is
much smaller than L7 (Gaillard et al., 2014; Koolen et al., 2016) and the so-called quantile bound
KL(p||7) is much smaller than the worst case In KX when multiple experts make good predictions
(Chaudhuri et al., 2009; Chernov and Vovk, 2010). SQUINT and METAGRAD are both based on the
same technique of tracking the empirical performance of multiple learning rates in parallel over
quadratic approximations of the original losses. A computational difference though is that SQUINT
is able to do this by a continuous integral that can be evaluated in closed form, whereas METAGRAD
uses a discrete grid of learning rates.

Unfortunately, to achieve (1) and (2), both METAGRAD and SQUINT need knowledge of the
Lipschitz constant (G or L, respectively). Overestimating G or L by a factor of ¢ > 1 has the effect
of reducing the effective amount of available data by the same factor ¢, but underestimating the
Lipschitz constant is even worse since it can make the methods fail completely. In fact, the ability
to adapt to G has been credited (Ward et al., 2018) as one of the main reasons for the practical

1. We slightly abuse terminology here, because the standard definition of a Lipschitz constant requires an upper-bound
on the gradient norms for any parameters u, not just for w = 4., and may therefore be larger.
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success of the AdaGrad algorithm (Duchi et al., 2011; McMahan and Streeter, 2010). Thus getting
the Lipschitz constant right makes the difference between having practical algorithms and having
promising theoretical results.

For OCO, an important first step towards combining Lipschitz adaptivity to G with regret bounds
of the form (1) was taken by Cutkosky and Boahen (2017b), who aimed for (1) but had to settle for
a weaker result with G' S| ||g¢[l2/|@: — w|)3 instead of V;%. Although not sufficient to adapt to
a Bernstein condition, they do provide a series of stochastic examples where their bound already
leads to a fast O(In* T') rates. For the expert setting, Wintenberger (2017) has made significant
progress towards a version of (2) without the quantile bound improvement, but he is left with having
to specify an initial guess Lgyess for L that enters as O(InIn(L/Lgyess)) in his bound, which may yet
be arbitrarily large when the initial guess is on the wrong scale.

Main Contributions. Our main contributions are that we complete the process began by Cutkosky
and Boahen (2017b) and Wintenberger (2017) by showing that it is indeed possible to achieve (1)
and (2) without prior knowledge of GG or L. In fact, for the expert setting we are able to adapt to
the tighter quantity B > maxy |(u; — eg, l;)|. We achieve these results by dynamically updating
the set of active learning rates in METAGRAD and SQUINT depending on the observed Lipschitz
constants. In both cases, we encounter a similar tuning issue as Wintenberger (2017), but we avoid
the need to specify any initial guess using a new restarting scheme, which restarts the algorithm
when the observed Lipschitz constant increases too much. Interestingly, the scheme and its analysis
are different from the well-known doubling trick (Cesa-Bianchi and Lugosi, 2006), and the regret
bound is dominated by the regret incurred over the last fwo epochs instead of just the last epoch.
Adding up the regret bounds over the last two epochs leads to at most an extra /2 factor multiplying
the final bound, and so this is the overhead we incur for Lipschitz adaptivity. In addition to these
main results, we remove the need to specify the number of rounds 7" in advance for METAGRAD
by adding learning rates as 1" gets larger, and we improve the computational efficiency of how it
handles constraints on the domain of prediction: by a minor extension of the black-box reduction for
projections of Cutkosky and Orabona (2018), we incur only the computational cost of projecting on
the domain of interest in Euclidean distance. This should be contrasted with the usual projections in
time-varying Mahalanobis distance for second-order methods like METAGRAD.

Related Work. We build on several lines of work that achieve subsets of Lipschitz, variance
and quantile adaptivity. Lipschitz adaptivity in OCO is achieved by OGD with learning rate 7;

1/1/32 _, llgs||3, which leads to O(y/ S| [|g¢[|2) = O(GV/T) regret. This is the approach taken
by AdaGrad (for each dimension separately) (Duchi et al., 2011; McMahan and Streeter, 2010).
Lipschitz adaptive methods for prediction with expert advice (sometimes called scale-free) were
obtained by Cesa-Bianchi et al. (2007) and De Rooij et al. (2014). These include a data-dependent
variance term (though different from Vj@ in (2)), but no quantiles.

Dropping Lipschitz adaptivity, we find that bounds with lef from (2) have previously been
obtained by Gaillard et al. (2014) and Wintenberger (2014) without quantile bounds. Quantile
adaptivity was achieved by Chaudhuri et al. (2009) and Chernov and Vovk (2010) without variance
adaptivity, and with a slightly weaker notion of variance by Luo and Schapire (2015). In OCO, the
analogue of quantile adaptivity is to adapt to the norm of w, which has been achieved in various
different ways, see for instance (McMahan and Abernethy, 2013; Cutkosky and Orabona, 2018).

Several other important (and related) criteria of easiness are actively considered in the literature.
These include curvature of the loss functions, where earlier results achieve fast rates assuming that



LIPSCHITZ ADAPTIVITY

the degree of curvature is known (Hazan et al., 2007), measured online (Bartlett et al., 2007; Do et al.,
2009) or entirely unknown (Van Erven and Koolen, 2016; Cutkosky and Orabona, 2018). Fast rates
are also possible for slowly-varying linear functions and, more generally, optimistically predictable
gradient sequences (Hazan and Kale, 2010; Chiang et al., 2012; Rakhlin and Sridharan, 2013).

We view our results as a step towards developing algorithms that automatically adapt to multiple
relevant measures of difficulty at the same time. It is not a given that such combinations are always
possible. For example, Cutkosky and Boahen (2017a) show that Lipschitz adaptivity and adapting
to the comparator complexity in OCO, although both achievable independently, cannot both be
realized at the same time (at least not without further assumptions). A general framework to study
which notions of task difficulty do combine into achievable bounds is provided by Foster et al.
(2015). Foster et al. (2017) characterize the achievability of general data-dependent regret bounds for
domains that are balls in general Banach spaces.

QOutline. We add Lipschitz adaptivity to SQUINT for the expert setting in Section 2. Then, in
Section 3, we do the same for METAGRAD in the OCO setting. The developments are analogous at
a high level but differ in the details for computational reasons. We highlight the differences along
the way. Section 3 further describes how to avoid specifying 7" in advance for METAGRAD. Then,
in Section 4, we add efficient projections for METAGRAD, and finally Section 5 concludes with a
discussion of directions for future work.

Problem Setting and Notation. In OCO, a learner repeatedly chooses actions u; from a closed
convex set Y C R? during rounds ¢t = 1,...,T, and suffers losses ¢;(u;), where ¢; : U/ — Ris a
convex function. The learner’s goal is to achieve small regret R% = S™1 | £4(Ti;) — Y1, £¢(w) with
respect to any comparator action u € U, which measures the difference between the cumulative loss
of the learner and the cumulative loss they could have achieved by playing the oracle action w from
the start. A special case of OCO is prediction with expert advice, where £;(u) = (u,l;) for I; € R¥
and the domain ¢/ is the probability simplex A g = {(u1,...,ux) : u; > 0, u; = 1}. In this
context we will further write p instead of u for the parameters to emphasize that they represent a
probability distribution. We further define [K] = {1,..., K}.

2. An Adaptive Second-order Quantile Method for Experts

In this section, we present an extension of the SQUINT algorithm that adapts automatically to the
loss range in the setting of prediction with expert advice.
Throughout this section, we denote the instantaneous regret of expert k € [K] in round ¢ by

rF = (p; — ey, l;), where p; € A is the weight vector played by the algorithm and I; € R¥ is
the observed loss vector. The cumulative regret with respect to expert k is given by Rf = 2221 rﬁ.

The cumulative ‘variance’ with respect to expert k is measured by V;* := St ¥ for vf == (rF)2.

s=1"Ys
In the next subsection, we review the SQUINT algorithm.

2.1. The SQUINT Algorithm

We first describe the original SQUINT algorithm as introduced by Koolen and Van Erven (2015).
Let 7 and +y be prior distributions with supports on k € [K] and € |0, 1/2], respectively. After ¢
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rounds, SQUINT outputs predictions

s & E o= by Fs(km) ’ 3)
Pt > ) [77 k}

where f;(k,n) are quadratic surrogate losses defined by
fi(kym) == —n(Pr — ex, be) + 0 (Br — ex, 1r)*.

Koolen and Van Erven (2015) propose to use the improper prior v(n) = 1/n which does not integrate
to a finite value over its domain, but because of the weighting by 7 in (3) the predictions p;, 1 are
still well-defined. The benefit of the improper prior is that it allows calculating p;.1 in closed
form (Koolen and Van Erven, 2015). It is also the natural candidate for Lipschitz adaptivity, as it
is scale-invariant: the density of an interval only depends on the ratio of its endpoints, not on their
location. For any distribution p € A, SQUINT achieves the following bound:

RL=0 (\/vjff (KL(p||m) + lnlnT)> ,

where R}, = E,m) [Rﬂ and Vf = E,k) [lef] This version of SQUINT assumes the loss range
maxy Iy, — ming [y j is at most 1, and can fail otherwise. In the next subsection, we present an
extension of SQUINT which does not need to know the Lipschitz constant.

2.2. Lipschitz Adaptive SQUINT

We first design a version of SQUINT, called SQUINT+C, that still requires an initial estimate B
of the Lipschitz constant. We then present SQUINT+L which tunes this parameter online. For
now, we consider a fixed B > 0. In addition to this, the algorithm takes a prior distribution
m € Ak. We denote the observed Lipschitz constant in round ¢ at the algorithm’s prediction p; by
by = maxy|rf| = maxy |(p; — e, l;)|, and denote its running maximum by B; := B V maxy<; bs,
with the convention that By = B. We will also require a clipped version of the loss vector
l; = l; - B;_1/By, and denote by 7¥ = (p; — ey, l;) the clipped instantaneous regret; we will use
that |7¥| < B;_;. Following Cutkosky (2019), it suffices to control the regret for the clipped loss,
because the cumulative difference is of the order of one round (i.e. a negligible lower-order constant):

T T k
Rk — RE = Z(rf—fﬁ) = Z(Bt*Bt—l)% < Br — By. 4)

=1 =1 t

This means we can focus on the regret for I, for which the range bound |7F| < B;_; is available
ahead of each round ¢. To motivate SQUINT+C, we define the potential function after 7" rounds by

s eMREPVE _ T _ T
Or = Zﬂ'k/ — dn where RE = fo and VF = Z(ff)Q S))
L 0 t=1 t=1

We also define &3 = 0 (due to the integrand being zero), even though it involves the meaningless
B_; in the upper limit. The algorithm is now derived from the desire of keeping this potential under
control. As we will see in the analysis, this requirement uniquely forces the choice of weights

1
2B pk _,21/k
B o m [ M ©)
0

5



LIPSCHITZ ADAPTIVITY

Algorithm 1 Restarts to make SQUINT+C or METAGRAD+C scale-free.
Require: ALG is either SQUINT+C or METAGRAD+C, taking as input parameter an initial scale B;

1: Play 0 for OCO or 7 for experts until the first time ¢ = 7y that b; # 0;
t
B b
t > 73;
B, B,

s=1

2: Run ALG with input B = B, until the first time ¢ = 75 that

3: Set 11 = 19 and goto line 2;

The predictions Py, take the same functional form as the original SQUINT, and can hence be
evaluated in closed form (i.e. in terms of the Gaussian CDF). The regret analysis consists of two

parts. First, we show that the algorithm keeps the potential small:
Lemma 1 Given parameter B > 0, SQUINT+C ensures &7 < In %.

The next step of the argument is to show that a small potential &7 is useful. The argument here
follows from (Koolen and Van Erven, 2015), specifically the version by Koolen (2015). We have:

Lemma 2 For any comparator distribution p € A\ the regret of SQUINT+C is at most

R% < 21_/7’3 <1 + \/20§> + 5B7r_1 (C’fw +In 2) ,  Where

T-1
1 b,
[
CT T KL(pH’]T) +1H <¢T+ 5 —|—1H (2"‘ tzgl Bt>> .

Keeping only the dominant terms, this reads RS, = O <\/ VAL (KL (p||7) + In (@7 + In T))) Com-

bining with (4), and Lemmas 1 and 2, we obtain a bound of the form

TBr_ TBr_
RS = 0O <\/v{: (KL (p|l7) + Inln BT 1) +5Br (KL(p||7r)-|—lnln BT 1)) )

However, there does not seem to be any safe a-priori way to tune B = By. If we set it too small, the
factor In In(Brp_1/B) explodes. If we set it too large, with B much larger than the effective range of
the data, then By = B and the term outside the square-root on the RHS of (7) blows up. It does not
appear possible to bypass this tuning dilemma directly within the current construction. Instead, we
solve this problem using a new type of restarts that are different from the well-known doubling trick.
For this, we present Algorithm 1, which applies to both SQUINT+C and METAGRAD+C (presented
in the next section). It monitors a condition on the sequences (b;) and (B;) to trigger restarts.

Theorem 3 Let SQUINT+L be the result of applying Algorithm 1 with SQUINT+C as ALG.
SQUINT+L guarantees, for any comparator p € N,

Ry < 24/VE (1 + 1/2rpT> +10By (I'}. 4+ In2) + 4By,
P . T-1 T-1
where T, := KL (p|7) + In (ln (thl bt/Bt) +1n (2 +3I bt/Bt)) +1/2.

6
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Note that I'. in Theorem 3 is equal to KL (p||7) + O (InlnT'). Importantly, this theorem and
Algorithm 1 do not depend on any initial guess B anymore. Instead, Algorithm 1 plays the starting
parameters until the first time a non-zero loss is observed, and then monitors a data-dependent
criterion that measures whether the loss range has increased by more than a factor that is roughly ¢,
to decide when to trigger a restart. For most types of data, such large increases in the loss range
should be rare after a few start-up rounds, so restarts should quickly stop occurring.

3. An Adaptive Method for Online Convex Optimization

We now present an extension of the METAGRAD algorithm which adapts automatically to the gradient
norm in online convex optimization — we call this Lipschitz adaptive version METAGRAD+L. Recall
that in the OCO setting, at each round ¢, the learner predicts a vector u; in a closed convex set
U C RY, then suffers loss £; (), where ¢; : U — R is a convex function. The goal of the learner
is to minimize the regret R¥ := Zthl l(uy) — Zthl /() with respect to the single best action
u € U in hindsight. In this case, convexity of the losses implies that £;(u;) — £¢(u) < (U — u, g1),

where g; = V{;(u;), and so it suffices to control the pseudo-regret RY. = Zthl (uy — u, gt). We
will assume that the set I/ is bounded, and denote its diameter by

D = sup |lu—v,. (8)
u,veU

Without loss of generality, we will also assume that the set {/ is centered at 0. The proofs for this
section are deferred to Appendix B. We now review the METAGRAD algorithm.

3.1. The METAGRAD Algorithm

The METAGRAD algorithm runs several sub-algorithms at each round: namely, a set of slave
algorithms, which learn the best action in I/ given a learning rate 7 in some pre-defined grid G, and
a master algorithm, which learns the best learning rate. Through this, the METAGRAD algorithm
controls the sum of surrogate losses ZtT:1 fi(u,n) over all n € G and uw € U simultaneously, where

frlu,m) = =ty — u, gi) +n* (U — u, gt), (©)]

and u; is the master’s prediction at round ¢ € [T']. Each slave algorithm takes as input a learning rate
from a finite grid G (with [1/21og, T'] points) in the form of a geometric progression and within the
interval [1/(5DG~/T),1/(5DG)], where G is an upper-bound on the norms of the gradients. In this
case, G must be known in advance to construct the grid; in the proof of METAGRAD’s regret bound,
it is crucial for the learning rates to be in the right interval in order to invoke a certain Gaussian
exp-concavity result due to Van Erven and Koolen (2016) for the surrogate losses in (9). In what
follows, we let S; == 22:1 gsgst, fort > 0.

Slaves’ Predictions. Each slave € G starts with 17717 =0¢€U,and attheend of round ¢t > 1, it
receives the master’s prediction #; and updates its own prediction in two steps:

. - -1
uly =ay — 2] g0 (1420 (@] — )" g¢), where 57, = (3 +20°Sy) ",  (10)

and u/ , = argérbllin (uly —u)’ (E?H)*l (ul —u).
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Master’s Predictions.  After receiving the slaves’ predictions, (uy') pege at round ¢ > 1, the master
algorithm aggregates them and outputs u; € U according to:

N0
G, = 2neg MU W = o S fe@ln)
: o ) .
Zneg T]wt
Van Erven and Koolen (2016) showed that METAGRAD has regret bounded by (1). In the next
subsection, we present an extension of METAGRAD which does not require knowledge of either the
horizon T or the Lipschitz constant (i.e. a bound on the norms of the gradients).

3.2. Lipschitz Adaptive METAGRAD

Similar to the SQUINT case, we first design a version of METAGRAD, called METAGRAD+C, which
still requires an input B > 0 (in this case, B/D is the initial estimate of the Lipschitz bound).
We then present METAGRAD+L which sets this parameter online. For now, we consider a fixed
B > 0. We define b, == D||V{(u)||y = D gtlly, for t > 1, and by := B. We denote the running
maximum of (b;) by B, := maxo<s<t bs. We will also require a clipped version of the gradient
vector g; = g - B;—1/ By, and denote by 7{* = (u; — u, g;) the clipped instantaneous pseudo-regret
with respect to «w € U. In addition, it will be useful to define

t
fi(w,n) = —nft + (nF2)*>  and S; = nggg. (11)
s=1

Recall that in the original METAGRAD, the horizon 7" and the Lipschitz constant G’ were required to
construct the grid of learning rates. We circumvent this by defining an infinite grid G in which, at any
given round ¢ > 1, only a finite number of (active) slaves — up to log, ¢ many — output a non-zero
prediction. Each slave 7 in this grid receives a prior weight 7(n) € [0, 1], where 3, o 7(n) = 1.
Given input B > 0 to METAGRAD+C, the grid G and the prior 7 are defined by

1 . ._ ;
G = {m ::W:ZENU{O}}; m(ni) = m,ZGNU{O}- (12)

The subset of active slaves A; at a round ¢ > 1 is given by

t
1
A = {77 egn [0, ﬁ} D8y < t}, with s, := min {t >0: p < Dz:||g5||2 +Bt}. (13)
s=1

We note that restricting the slaves (or learning rates) to the set G; :== G N [0, 1/(5B;_1)] is similar in
principle to clipping the upper integral range in the SQUINT+C case.

Slaves’ Predictions. A slave n € G N [0,1/(5B;_1)] issues predictions u; = 0 in all rounds
t < s, + 1. From then on (i.e. at the end of round ¢ > s,, + 1), it receives the master’s prediction Uy
as input and updates its own prediction in two steps:

ul =a) —n%] g (1 +2n (u] — ﬁt)Tgt) , where X7 | = (% + 2n? (St — Ssn))fl ,

and wy, = argg;in (ufyy — )T (E?H)_l (ufyr —u).
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Master’s Predictions. At each round ¢ > 1, the master algorithm receives the slaves’ predictions
(u})tc.4, and outputs

N7
~ ZneAt nwy Uy
R ST

neAs nwy

n

t—1 7o
where wy == 7w(n)e" Somsp+r fe (@), (14)

Remark 4 (Number of Active Slaves) At any roundt > 1, the number of active slaves is at most
[logy t]. In fact, if ) € Ay, then by definition n > 1/(D 37" ||gs|ly + Bs,) = 1/(tBi—1) (since
sy <t —1), and thus Ay C [1/(tBy—1),1/(5Bi—1)]. Since Ay is a grid in the form of a geometric
progression with common ratio 2, there are at most [log, t| slaves in A,.

To motivate METAGRAD+C, we define the potential function after ¢ > 0 rounds by

B, = (G \A)+ 3 wlne St FED here g, = g [o, ﬁ] ENGE)
neAs

Let w € U. Recall that the pseudo-regret is defined by R% = Zthl (uy — u, g). We now defined
its clipped version by R% = S (t; — u,gs). For r* == (G; — u, g;), we have, similarily to (4),

T T u
~ — o . o Tt
RY — %—;m“—n“) = ;(Bt—Bt_l)E < Br — By, (16)

where the last inequality follows from the Cauchy-Schwarz inequality and the fact that ¢/ has diameter
D, which together imply that |r}*| < B;. Using the inequality "= — 1 < z, which holds for all
x > —1/2, one can shown that the potential is a decreasing function of the number of rounds:

Lemma 5 METAGRAD+C guarantees that &7 < --- < &g =1, forall T € N.

We now give an upper-bound on R% in terms of the clipped ‘variance’ V¥ := Zthl ()2

Theorem 6 Given input B > 0, the clipped pseudo-regret for METAGRAD+C is bounded by

R} < 34/VACr +15ByCr,  foranyu € U,

25dB2._,

T—1 T
where Cp := dlIn (1 + M) +2In <log§r Z%lbg + 3) + 2 and logy = 0V log,.

l}emarlf 7 Foru € U, we can relate the clipped pseudo-regret to the ordf'nary regret via Y <
R} < RY + Br (see (16)) and on the right-hand side we can also use that V@ < V.

An important aspect to note from Theorem 6 is that the ratio 4/ Zthl b2/ B, could in principle be
arbitrarily large if the input B is too small compared to the actual norms of the gradients (for SQUINT
it was the ratio By_; /B which was problematic). To resolve this issue, we use the same restart
approach as in the SQUINT case:
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Theorem 8 Let METAGRAD+L be the result of applying Algorithm I to METAGRAD+C. Then the
actual and linearised regrets for METAGRAD+L are both bounded by

R < RY < 3\/VATr + 15BrT'r + 4By forallu € U,

where I'r = 2dIn (1 + 5 S ]%) +4In <10g3‘ \/2321(22:1 %38)2 + 3) +4=0(dInT).

Theorem 8 replaces the ratio \/23:1 b?/B appearing in the (clipped) pseudo-regret bound of

METAGRAD+C by o = \/2321(22:1 bs/Bs)?. The latter is independent of the input B and is

always smaller than 73/2; this is perfectly affordable since o appears inside a InIn. Our reason
for including the linearised regret R% in Theorem 8 is that a bound on it in terms of V}* is the
precondition for fast rate results in individual-sequence settings based on curvature (Van Erven and
Koolen, 2016) and in statistical settings under certain (Bernstein type) conditions (Koolen et al.,
2016).

4. Efficient Implementation Through a Reduction to the Ball

Using METAGRAD (+C or +L), the computation of each slave prediction @; requires a projection
onto an arbitrary convex set U in Mahalanobis distance. Numerically, this typically requires O(dP)
floating point operations (flops), for some p € N which depends on the geometry of the set I/. Since
p can be large in many applications, evaluating u, for each slave 1 can become computationally
prohibitive, especially when the number of slaves grows with T'; for the METAGRAD versions
discussed in this paper, there can be up to [log, T'| slaves at round 7" > 1 (see Remark 4).

The goal of this section is to streamline these computations, which we will do in two steps. In
Section 4.1, we will describe an efficient implementation of METAGRAD on the ball. The main idea
here is that the Mahalanobis projections onto the ball, which are performed by the slaves, can reuse a
common matrix decomposition. In Section 4.2, we will then obtain an algorithm for any bounded
convex set U by applying the black-box reduction of Cutkosky and Orabona (2018) to METAGRAD
on the ball enclosing /. We show (Theorem 10) that the reduction also transports variance bounds.
The techniques discussed here also apply to the versions of METAGRAD presented in the previous
section. However, to simplify the presentation, we will only focus on the original METAGRAD. The
proofs for this section are deferred to Appendix C.

4.1. Efficient Implementation of METAGRAD on the Ball

Suppose that I/ is the ball of diameter D: U = Bp = {u € R%: ||lul|, < D/2}. To compute the
slave’s prediction u; 1, the following quadratic program needs to be solved for each 7:

ag—l—l = arg;r;in ('“’?+1 - “)T (EZH)_l (U?H - u) ) an
u

where u;; (the unprojected prediction) and %7/, ; = (I/D? + 2*S;)~! (the co-variance matrix)
are defined in (10). Since U is a ball and X} 1 18 symmetric positive-definite, (17) can be solved in
O(d?) by performing a singular value decomposition of X7 _1- Instead of doing this singular value
decomposition separately for each 7, we can be a little more efficient by doing a singular value
decomposition of S; once and then using the following lemma:

10
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Algorithm 2 Reducing an OCO problem on &/ C R? to one on a ball.

Require: A bounded convex set 2/ C R? with diameter D > 0, a Lipschitz bound G > 0.
We write METAGRAD(D) for METAGRAD applied to the ball B enclosing /.
fort =1toT do
Get u; from METAGRAD(D) ; //The initial input to MeTaGraD is B = DG.
Predict wt Hz,{(ut) and receive g; = V{;(wy);

Setg; € 5 L(g (uy));
Send g; to METAGRAD(D) ;
end for

Lemma9 Let A; = diag((/\é)ie[d}) and Q; be the matrices of eigenvalues and eigenvectors of Sy,
respectively, such that Q;S;Q] = A and Q;Q] = 1.? Then the solution of (17) is

7
o~ {ut+1v iful,, €

u =
. QI (z{T +2n*As) ' Quv), |, Otherwzse,

where v, | = (I/D? + 2n*S;) u], | and the scalar z;} is the unique solution of

d

= e (e Quoty)”_ D2 (18)
2o @rupN)? 4

Since pj in (18) is strictly convex and decreasing, p}(z) = D?/4 can be solved using Newton’s
method in linear time.

A further improvement leverages the rank-one update S; = S;_; + g,ggtT to update A;_; and
Q;_1. Itis possible to compute the new matrices A; and Q; in, respectively, O(d?) and O(d®) flops,
where the latter cost for computing Q; is only due to matrix multiplication (rather than a full singular
value decomposition) (Bunch et al., 1978), and thus admits an efficient parallel implementation.

4.2. A Reduction to the Ball

In this subsection, we extend the black-box technique of Cutkosky and Orabona (2018) to reduce an
OCO problem on an arbitrary bounded convex set ./ C R? to one on a ball, where the implementation
of METAGRAD from the previous subsection can be applied.

Let D be the diameter of a closed bounded convex set I/ C R? as in (8), so that the ball Bp of
radius D /2 encloses . As in the previous section, we again assume, without loss of generality, that
U is centered at 0. For u € U, we denote dy/(u) = ming,ey||u — w||, the distance function from
the set U/, and we define Iy (u) = {w € U : [|w — ul|, = dy(u)}. Algorithm 2 reduces the OCO
problem on the set I/ to one on the ball Bp, where the METAGRAD algorithm is used as a black-box
to solve it. We note that Algorithm 2 (including its METAGRAD subroutine) only performs a single
projection (applied to the output of METAGRAD) onto the set U/ in Euclidean distance — as opposed
the time-varying Mahalanobis distance (17); the METAGRAD subroutine only performs projections
onto the ball 5p, which can be done efficiently as described in the previous subsection.

2. The existence of such a Q. and A is guaranteed due to S; being symmetric positive-definite.

11
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In the next theorem, we assume that a Lipschitz bound G' > 0 is known in advance®, and we
let R% = ZtT:1<"ﬁt — u,gy) and VT“ = ZL(@t — u, §;)? be the pseudo-regret and ‘variance’
corresponding to Algorithm 2. We now show that the (pseudo) regret guarantee of METAGRAD
readily transfers to Algorithm 2 with almost no overhead:

Theorem 10 Let D > 0, and suppose that the METAGRAD( D) subroutine of Algorithm 2 achieves
a pseudo-regret bound of the form

RY < \/VATr + BT'r, forallu € Bp,

where R == S (@ — u, g1), Vi* = S, (@ — u,g;)? and Ty = O(dIn(T/d)). Then,
Algorithm 2 guarantees:
T
> (@) — ty(u)) < RY < \/VETr + 4BTp, forallu € U.

t=1

From the standard black-box reduction of Cutkosky and Orabona (2018), we would obtain an
unsatisfactory result in which VT“ would be measured in terms of the fake gradients g; that are
supplied internally to METAGRAD(D) instead of the actual gradients g;. As this would not be
sufficient to adapt to the easiness conditions described in the introduction, the proof of Theorem 10
involves an extra step to relate the variance term back to the actual gradients.

5. Conclusion

We present algorithms that adapt to the Lipschitz constant of the loss for OCO and experts, with
hardly any overhead in terms of regret or computation compared to their previous counterparts that
had to know the Lipschitz constant up-front. This fits into a larger picture of understanding which
types of adaptivity are possible at which price in terms of additional regret and additional run time.

One surprising conclusion from our work is the following observation: for OCO, Cutkosky and
Boahen (2017a) show that in general it is not possible to be adaptive to both the Lipschitz constant
and the norm of the comparator ||u|| at the same time. Since the analogue of ||u|| in the expert setting
is the complexity measure KL(pl||7), we might therefore conjecture that Lipschitz adaptivity would
also be incompatible with a quantile regret bound in terms of KL(p||7). However, our results show
this conjecture to be false: for experts there is no conflict. This holds even in cases where the prior
7 is not uniform, and our results can easily be extended to a countably infinite number of experts
where KL(p||7) cannot even be uniformly bounded.

A final and very interesting question is when is it possible to exploit scenarios with large Lipschitz
constants or loss ranges that occur only very infrequently. An example of this is found in statistical
learning with heavy-tailed loss distributions. For such scenarios, martingale methods (related to our
potential functions) suggest that it may be necessary to replace in f;(u,n) the ‘surrogate’ negative
quadratic term that our algorithms include in the exponent by another function appropriate for the
specific distribution (Howard et al., 2018, Table 3). It is not currently clear what individual sequence
analogues can be obtained.

3. If one uses METAGRAD+C or METAGRAD+L as the subroutine in Algorithm 2 instead of METAGRAD, then a
Lipschitz bound need not be known in adavance; a version of Theorem 10 with different constants would still hold in
this case.

12
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Appendix A. Proofs of Section 2

Proof of Lemma 1 We proceed by induction on 7. By definition &y = 0. For T" > 0, the definition
(5) gives

k_. 27k Fk_20mk 2 ~
T VT (6777"T+1 n (TT+1) _ 1) 7]2‘/'1]? 1

= R sy e
Sy = Zﬂ'k/ d’l]—i-Zﬂ'k/ —dn.
A 0 n A 0 n

=Q1 =Q2

To control the first term ()1, we apply the so-called ‘prod bound’ e < 14 xforz > —1 /2
(Cesa-Bianchi et al., 2007) to x = 7., |, which we may do as 741 > —55- Br. Linearity and
the definition of the weights (6), yield the following upper-bound on the term ()

1 RE—n2VE 1
QBT en T T’)’}’[“T+1 2BT Rk’f QVk -~ —
E Wk/ dn = E Tk T (pryy —ex) dn,lryr ) = 0.

To control the second term ()2, we extend the range of the integral to find

1 Rk _ 277k
2B, enBr—n"Vy _q Br Br
Q2 < ijﬂk/o —dn+lnB :@T+lnB )

n T—1 T—1
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Proof of Lemma 2 For any € € [0, 1/(2Br_1)], we may split the potential (5) as follows

L nZVT_1 5By eREVE
oy = Zwk/ dMZWk/ .

=Q1 =Q2

For convenience, let us introduce by := maxk\rt | = by - By_1/B; and abbreviate Sr = Zt 1 by.
To bound the left term Q1 from below, we use e — 1 > x. Then combined with R% > —S7 and
VT < 23;11 bt < Br_1St we find

€ 2
Q1 > Zﬂ'k/ Rl%—n‘_/jlfdn > — <E+;BT1> St.
& 0

For the right term ()2, we use KL duality to find

2vk

2B e”R
Qy = Zwk/ = ————dn+In(2B7_1€),

s—— nRL—n?V,
S o~ KL(plm) / o TV dn + In (2Br_1e) .
n

Way pick the admissible € = 1/(2(St + Br_1)) for which (e + Br_1 - €*/2) Sp < 1/2 (as it is
increasing in S7 > 0 and decreasing in By_1 > 0), and find

1 nRP —TI2VP —~
oy > e~ KL / e T L <1+ St )
P n 2 Br_4

which we may reorganise to

1 PP 277P —
2B 1 nRp—n*V, 1 S
Q3 =In 2BT11 £ Ta< KL(p||7T)+ln<<I)T—|—2—|—ln<l+BT ))
2(Sp+Br_1) " =1

The argument to bound the integral in Q)3 splits in 3 cases. Let us abbreviate R = R% and V = f/{f .
Letn = % be the maximiser of n — nR — 1?V.

1. First the important case, where [ — 1/v/2V,A] C [1/(2(St + Br+1)),1/(2B7-1)]. Then

7 nR—n?V 7 (ﬁ—%)R—(ﬁ—%)QV
> ln 67(1 > ].Il € 2V 2V d
Q3 B fi——A— n = A1 n n
v =50
1 1 2 ﬁ
= (n- R-|H——) V+Inln
(77 x/W) <77 2v) R
LS -+ Inl L > 1 R 1 ’
= — ——-+Inln e
4V 2 1— é\/ 2 oV
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where the last inequality uses InIn(z/(x — 1)) > 1 —x for > 1, which can be easily verified
by a one-dimensional plot. We conclude

R < V2V <1+\/2KL(pH7T)+2ln (@T+;+ln <1+BST )))
T-1

. Then in the case where /) — 1//2V < 1/S7, we have

2V
R < \/2V+§7 < \/2V—|—QBT_1,
T

and we are done again.
. We come to the final case where 77 > 1/(2Bp_1), meaning that R > V/Br_;. Here we use
that for any u € [1/(2(S7 + Br-1)),1/(2B71-1)]

uR—u2V

Q3 > ln/w;_1 C 4> uR(1 —uBr_1) +1Inln
= u n ’= . 2uBr—1’

and hence
Q3 —Inln —4——
3 2uBr_1

<
- u(l — uBT_l)
Picking the feasible u = (5 — v/5)/(10Br_1) and using — InIn(5/(5 — v/5)) < In 2 yields

1 S
R < 5By (KL(p|m) +1In (@7 + - +In(14+ -7 ) ) +m2].
2 Br_

Finally, using the fact that

concludes the proof.

Proof of Theorem 3 The idea of the proof is to analyse the rounds in three parts, as shown in
Figure 1.

0
(11,7m2]

For comparator p € Ak, B > 0 and 71, 72 € N such that 71 < 79, we define the regret R

and variance V(pT 7o) of SQUINT+C started at round 7 + 1 (with input B;,) and terminated after
round 79 by

T2

T2 T2
R?”flvT?] = Z Ep(k) [Tﬂ ’ V(?Fm'z] = Z Ep(k) [(Tf)ﬂ '
t=71+1 t="1+1

We also define

21 bt 1 To—1 bt
F?ﬁm] = KL (p[|r) + In lnz E+§+ln 2+ Z B )
t=1

t=m 41 0
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penultimate restart final restart

tiny vV bound vV bound

implies

Figure 1: Regret bounding strategy; most general case

Lemma 11 Let p € Ak and 11,72 € N be such that 71 < To. Suppose that B, 1/B, <
Z?:Il be/ By (this corresponds to the case where the restart condition in line 2 of Algorithm 1 is not
triggered at the end of round 19 — 1). Then, the regret Rfﬁ 7] of SQUINT+C satisfies:

P P P
R S 2V (14200 ) 5B (T, Ly +102) + Bry. (19)

Proof of Lemma 11 By the assumption that B, 1/B,, < InY.77"b;/B; and Lemma 1, the
potential function ®,, can be upper-bounded by

—1
Bry1 _ ., = b
®, <In 3 <In g B,

1 t=1

Using this, together with Lemma 2 and (4), we get (19). |

Assume without loss of generality that b; # 0. Then the regret of SQUINT+L in round ¢t = 1 is
bounded by By < Br, and SQUINT+C is started for the first time in round ¢ = 2 with input B = Bj.

Now suppose first that the restart condition in line 2 of Algorithm 1 is never triggered, which
means that B;/B; < Z';Zl bs/Bs for all rounds ¢ = 2, ..., T. Then for any comparator distribution
p € A, the result follows from Lemma 2 and the facts that V(’i 7 < V£ and Ffl < 4.

Alternatively, suppose there is at least one restart. Then let 1 < 71 < 7o < T be such that (71, 7]
and (72, T are the two intervals over which the last two runs of SQUINT+C occurred. We invoke
Lemma 2 separately for both these intervals and use Lemma 11 to bound

RP

(n,T] 2vYF

Lo )+58,, (T0, , +1n2) + B,

2V, (120, ) + 5Br (T, 7+ n2) + Br,
<2 V0 2y (14 /200, 7y) + 1087 (T4, 7 +1n2) + 2B, 20)
< 2\/1778 (1 + \/ﬁ) +10B7 (I%. + In2) + 2Br. 1)
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where in (20) we used the fact that /= + VY < 2z + 2y. If there is exactly one restart, then (21)
implies the desired result. If there are multiple restarts, then the proof is completed by bounding the
contribution to the regret of all rounds 2, ..., 71 by

T1
b b
ELLTI] S th S BT1 ‘Bt < BT1 ‘Bt < BT2 S BT;

where the second to last inequality holds because there was a restart at the end of round ¢ = 5.
Finally, by bounding the instantaneous regret from the first round by Br, we obtain the desired result.
|

Appendix B. Proofs of Section 3

Proof of Lemma 5 Let ¢ > 1. To simplify notation, we denote 7¢ := (s — U, gs), for u € U and
s € N. By appealing to the prod-bound (i.e. ev=*" _ 1 < g forz > —1 /2), we have

(7 )2
(I)t+1 = F(gt+1\At+1)+ Z w?+1 (@nrt+1 n( t+1) —1)—|— Z IUZ_H,

nEAL+1 nEAL 11
- n
< (Gt \ A1) + Y wlanlg + Y wly.
nEAt+1 n€At+1
Now by (14)
noo=m (= o~ _——
Z Wi 1M1 = Z Ny (W — Uyyq)Tge = 0.
nEAL+1 nEAt+1

Moreover, by definition of G; and A;,

TG\ A1)+ Y wly = 7({n€Guiisy >+ Y wly,

n€At+1 NEGi41:5p<t
< m({neGeisy>1t})+ Z wlyy = 7({neGrisy >t} + Z w1,
N€G:sy<t NEGr:sy<t
= m(Ge \ Ar) + Z wliy = P
neAs

Where we used that wZnH = m(n). Finally, as Ay = @ and Gy = G, we find &g = 7(G) = 1. [ |

Proof of Theorem 6 Throughout this proof we will deal with slaves € Gr \ A7 that are provisioned
but not active yet by time 7', and we will interpret their s, = 1" for uniform treatment, even though
technically all we know from (13) is that s,, > T'.

First due to Lemma 5, we have &7 < 1, where ®1 is the potential defined in (15). Taking
logarithms and rearranging, we find

T
Vnegr, — Y fi@l,n) <—Inn(n). (22)

t=sy+1
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Moreover, every slave 7 € Gr guarantees the following regret for the rounds ¢ = s, +1,...,T (see
Van Erven and Koolen 2016, Lemma 5):

T

— — — — uw 2
S° (R@lm) — fi(w,n)) <Indet (I+20*D*(St - S,,)) + b,
t=sy+1

2
<din (1+ 528 —trSr) + b, (23)

where in (23) we used concavity of In det, S, = 0, and the fact that n € Gp C [0,1/(5B7p—1)]. We
then invert the ‘wake up condition’ (13) at time s,, — 1 to infer

Sn Sn Z -1 ,F’U, + Fu
1 "t g
_th u,n) <”Z < s,,t—l Sn < (24)
=1 1gtlly + Bs,—1
Combining the bounds (22), (23), and (24), then dividing through by 7, gives:
vnegr, Ry <V +,.C0r(n), (25)

where Cr(n) = dIn (1 tr ST) —Inn(n) + 2.

25dB2 1

Let C7 be as in the theorem statement and 7, be the estimator defined by 7, = /Crp/ Vr}‘.
Suppose that 7, < 1/(5Bp_1). By construction of the grid Gr, there exists ¢ € N such that

7 :=2""/(5B0) € Gr and 7 € [1./2, 7] . (26)

Since Cr > 1, the estimator 7, can be lower-bounded by 1/ VT”, and thus due to (26) we have

271/(5Bp) > 1/4/4V¥. This implies that the prior weight on 1) satisfies

F;f’):(iﬂ)(im)g <1og2 VAV )(log2 2\ﬁ+2> <1og \ﬁ+3>2. @7)

Now from the fact that 1/,/V* < . < 1/(5Br_1) < 1/(5Bo), we have 1/V#/By > 2. This,

combined with (27), implies that C(7) < Cr, where Cr is as in the theorem statement. Plugging
n = 7 into (25) and using the fact that 7 € [n../2,n.], gives

R} <) 1CT( ) < n Vgt + 5 2Cp = 3,/ VECr. (28)
Now suppose that 7, > 1/(5B7_1), and let 7) := max QT > 1/(10B7_1), where the last inequality
follows by construction of Gy. Note that in this case ( =7y < (logy 23T L+ 1)(logy QBT L +2), and

the inequality C'r(7)) < Cr still holds. Plugging n = 7 into (25) and us1ng the assumptlon on 7, i.e.
n« > 1/(5B7_1), we obtain

R < iV + :Cr() <AV + :Or < 15BrCr. (29)

By combining (28) and (29), we get the desired result. |
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Proof of Theorem 8 Assume without loss of generality that by # 0. Then the regret of META-
GRAD+L in round one is bounded by By < Br, and METAGRAD+C is started for the first time in
round ¢ = 2 with parameter B = Bj.

Let ‘/(1f:T] and C(1.7) represent the quantities denoted by V3 and Cr in Theorem 6 but measured
on rounds 2,...,7T. Now suppose first that the restart condition in line 2 of Algorithm 1 is never
triggered, which means that

t
By bs

— < —, forallroundst =2,...,T. 30
&_;& (30)

S

Then the result follows from Theorem 6, V(’f:T] < Vf, forallu € U, and

2 Y I-ly2 V tT—2 b7
Caq=dln (1 + f=1t> +2In |logy Y——— +3| +2,

25d B2_, B

S|

2 Ity LRI
t=1 "1 + § E S

t=2 \s=1 "%

< FT)

where in (31), we used (30). Alternatively, suppose there is at least one restart. Then let 1 <
71 < T2 < T be such that (71, 73] and (72, T'] are the two intervals over which the last two runs of
METAGRAD+C occurred. We invoke Theorem 6 separately for both these intervals to bound

ZLTl,T] <3 V(?l,rg}c(ﬁ,m} + 15BTC(T1,TQ} + Br,

+ 3V Cm + 15BrCr, 1y + Br,

< 3\/vu Tr/2 + 3\/V(’T‘27T}FT/2 +15B7r + 2Br,

(71,72]
<3, /V(:’jl T]FT + 15B7I'r + 2By, (32)
where a subscript (71, 72| indicates a quantity measured only on rounds 71 + 1, ..., 7o and the last

inequality uses \/x + VY < +/2x + 2y. If there is exactly one restart, then (32) implies the desired
result. If there are multiple restarts, then the proof is completed by bounding the contribution to the
regret of all rounds 2, ..., 7 by

3 b p 3 b _p <p
B, = Tl_ Bt T > DT

T1
u
(1,m1] S th < Br,

where the second to last inequality holds because there was a restart at £ = 7». Finally, by bounding
the instantaneous regret from the first round by Br, we obtain the desired result. |
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Appendix C. Proofs of Section 4

Proof of Lemma 9 We use the Lagrangian multiplier to solve (17). For this, let
-1
Llu,p) = (ul;—u)" (B,) (uly, —u) + puTu — D?).

Setting % = 0 implies that 2 (E?H)*l (u — U?H) + 2pu = 0. After rearranging, this becomes

w= (o )1+ 20%8) " (2,) .

—1

= QJ («1+20°Ar) Quv},,
where we set x ==+ 1/ D?. The result follows after observing that uTu = D? /4 — p?(ac) =
D?/4. |

Proof of Theorem 10 Let R% = 37 (@; — u, ;) and V¥ == 3L (@ — , gt)? be the pseudo-
regret and ‘variance’ of Algorithm 2. From our assumption on the pseudo-regret R7: of METAGRAD
and the fact that 2\/x = inf,~o{nz + 1/n}, we have

VueU C Bp,¥n>0, nR%—LV#< Il 4yBry, (33)
Now, as in the proof of (Cutkosky and Orabona, 2018, Theorem 3), we have
(W1 — w, Gr) < 204(tz) — 201 (u), (34)

Ty (wy) is the prediction of Algorithm 2 at round ¢ and {, is the function defined by

where w; =
= 2 (g, u) + ||/l du(w)). By convexity of {; and the fact that g, € 9¢,(ti;), we have

ly(u) :
(W —w, ge) > b(Uy) — y(w) > L@, —u,gy), foruel, (35)

where the right-most inequality follows from (34). Since the function z +— z — x2/2 is strictly
increasing on the interval | —oo, 1], (35) implies that for all n € ]0,1/B] =]0,1/(DG)],

~ o 2, o ~ 2
g<wt - u7gt> - %<wt - uvgt>2 < 77<Ut - u7gt> - %<ut - uagt>27 foru e U.

Summing this over ¢t = 1,...,T and using (33), we get for all € ]0,1/B] and u € U,
IRY —IVE < RY - 1VH < g7 l'r + Blr, andso
RY < 1VP + 50 + 2807 (36)

The ‘unconstrained’ 7 € [0, +00] which minimizes the RHS of (36) is given by 7, := 24/T'p/ Vi,’f
We consider two cases: suppose first that n, < 1/B. For ) = 1, we have

WV + L0p = /VETr, (37)

Now suppose that ), > 1/B. For n = 1/B, we have

2V# + ATy < 2BTy. (38)
Combining (36)—(38) yields the desired bound. |
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Chapter 4

Lipschitz and Comparator-Norm
Adaptivity in Online Learning

In this chapter, we shift our attention to unbounded OCO. Despite recent efforts in de-
veloping adaptive methods for the unbounded OCO setting, the resulting algorithms
typically require additional information about the sequence of losses compared with
(adaptive) algorithms for the bounded case. Namely, a bound on the norm of the
gradients needs to be known in advance, which is not guaranteed to be available in
practice. This motivated the COLT 2016 open problem by Orabona and Pal [2016b]
who asked whether it is possible to compete against unbounded comparators in on-
line linear optimization while being scale-free (and thus, not requiring a bound on
the norm of the gradients). In this chapter, we derive the first algorithm—FreeGrad—
that achieves precisely that at the cost of an additive penalty in the regret bound that
depends on the cubed norm of the comparator. We complement this result with a
new matching lower bound, thus fully characterizing the limits of adaptivity in this
setting.

In addition to being scale-free and suited for the unbounded setting, FreeGrad also
enjoys an adaptive regret bound where the main regret term depends on the sum of
the squared norms of the observed gradients (similar to AdaGrad). This type of data-
dependent bound has been useful in various applications; many existing reductions
accept algorithms with such a regret bound to achieve different types of adaptivity
[Cutkosky, 2019a]]. The techniques introduced in this chapter also resolve some open
questions relating to Lipschitz adaptivity in online learning. In particular, many al-
gorithms in the literature that attempt to adapt to the scale of the losses have a term
in their regret bounds which can, in principle, be arbitrarily large depending on the
sequence of observed losses (leading to vacuous bounds) Ross et al. [2013b]; Winten-
berger [2017]; Kottowski| [2017]; Mhammedi et al. [2019b]]; Kempka et al.| [2019b]]. The
restart scheme introduced in the previous chapter solves this issue for the bounded
setting. In this chapter, we extend the restart trick and its analysis to the unbounded
setting.
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Abstract

We study Online Convex Optimization in the unbounded setting where neither predictions nor
gradient are constrained. The goal is to simultaneously adapt to both the sequence of gradients and
the comparator. We first develop parameter-free and scale-free algorithms for a simplified setting
with hints. We present two versions: the first adapts to the squared norms of both comparator and
gradients separately using O(d) time per round, the second adapts to their squared inner products
(which measure variance only in the comparator direction) in time O(d®) per round. We then
generalize two prior reductions to the unbounded setting; one to not need hints, and a second to
deal with the range ratio problem (which already arises in prior work). We discuss their optimality
in light of prior and new lower bounds. We apply our methods to obtain sharper regret bounds for
scale-invariant online prediction with linear models.

Keywords: Online Convex Optimization, Parameter-Free Online Learning, Scale-Invariant Online
Algorithms

1. Introduction

We consider the setting of online convex optimization where the goal is to make sequential predictions
to minimize a certain notion of regret. Specifically, at the beginning of each round ¢ > 1, a learner
predicts w; in some convex set YW < R in dimension d € N. The environment then reveals a
convex loss function f;: YW — R, and the learner suffers loss fi(w;). The goal of the learner is
to minimize the regret Zthl fr(wy) — Zthl fi(w) after T > 1 rounds against any “comparator”
prediction w € W. Typically, an online learning algorithm outputs a vector wy, t > 1, based only
on a sequence of observed sub-gradients (gs)s<¢, Where gs € dfs(ws), s < t. In this paper, we are
interested in online algorithms which can guarantee a good regret bound (by a measure which we
will make precise below) against any comparator vector w € WV, even when )V is unbounded, and
without prior knowledge of the maximum norm L := max;<7 | g:|| of the observed sub-gradients. In
what follows, we refer to L as the Lipschitz constant.

By assuming an upper-bound D > 0 on the norm of the desired comparator vector w in hindsight,
there exist Lipschitz-adaptive algorithms that can achieve a sub-linear regret of order LD+/T, without
knowing L in advance. A Lipschitz-adaptive algorithm is also called scale-free (or scale-invariant) if
its predictions do not change when the loss functions ( f;) are multiplied by a factor ¢ > 0; in this
case, its regret bound is expected to scale by the same factor c. When L is known in advance and
W = RY, there exists another type of algorithms, so-called parameter-free, which can achieve an
O(|w| L\/T) regret bound, where w is the desired comparator vector in hindsight (the notation O
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hides log-factors). Up to an additive lower-order term, this type of regret bound is also achievable for
bounded W via the unconstrained-to-constrained reduction (Cutkosky, 2019).

The question of whether an algorithm can simultaneously be scale-free and parameter-free was
posed as an open problem by Orabona and P4l (2016b). It was latter answered in the negative by
Cutkosky and Boahen (2017). Nevertheless, Cutkosky (2019) recently presented algorithms which
achieve an O(|lw|Lv/T + L|w|?) regret bound, without knowing either L or ||w||. This does not
Vjolate the earlier lower bound of Cutkosky and Boahen (2017), which insists on norm dependence
O([lw]).

Though Cutkosky (2019) designs algorithms that can to some extent adapt to both L and ||w||,
their algorithms are still not scale-free. Multiplying (f;), and as a result (g;), by a positive factor
¢ > 0 changes the outputs (w;) of their algorithms, and their regret bounds scale by a factor ¢/, not
necessarily equal to c. Their algorithms depend on a parameter € > 0 which has to be specified in
advance. This parameter appears in their regret bounds as an additive term and also in a logarithmic
term of the form log(L®/¢), for some o > 1. As a result of this type of dependence on € and the fact
that o > 1, there is no prior choice of € which can make their regret bounds scale-invariant. What
is more, without knowing L, there is also no “safe” choice of € which can prevent the log(L%/¢)
term from becoming arbitrarily large relative to L (it suffices for € to be small enough relative to the
“anknown” L).

Contributions. Our main contribution is a new scale-free, parameter-free learning algorithm for
OCO with regret at most O(|w||+/Vr log(|w|T")), for any comparator w € YV in a bounded set WV,
where Vi := 311_ [ /g¢|>. When the set W is unbounded, the algorithm achieves the same guarantee
up to an additive O(L/max;<7 B + L|w|?), where B; := 3 _, |gs|/L: and L; := max,<| gs||,
for all ¢ € [T']. In the latter case, we also show a matching lower bound; when )V is unbounded and
without knowing L, any online learning algorithm which insists on an 6(\/?) bound, has regret
at least Q(L+/Br + L|w|?). We also provide a second scale-invariant algorithm which replaces
the leading |w|+/V7 term in the regret bound of our first algorithm by v/wTVyw In det Vi, where
Vo= 23:1 gtg/. Our starting point for designing our algorithms is a known potential function
which we show to be controlled for a unique choice of output sequence (w;).

As our main application, we show how our algorithms can be applied to learn linear models.
The result is an online algorithm for learning linear models whose label predictions are invariant to
coordinate-wise scaling of the input feature vectors. The regret bound of the algorithm is naturally
also scale-invariant and improves on the bounds of existing state-of-the-art algorithms in this setting
(Kottowski, 2017; Kempka et al., 2019).

Related Work For an overview of Online Convex Optimization in the bounded setting, we refer
to the textbook (Hazan, 2016). The unconstrained case was first studied by McMahan and Streeter
(2010). A powerful methodology for the unbounded case is Coin Betting by Orabona and Pl
(2016a). Even though not always visible, our potential functions are inspired by this style of thinking.
We build our unbounded OCO learner by targeting a specific other constrained problem. We
further employ several general reductions from the literature, including gradient clipping Cutkosky
(2019), the constrained-to-unconstrained reduction Cutkosky and Orabona (2018), and the restart
wrapper to pacify the final-vs-initial scale ratio appearing inside logarithms by Mhammedi et al.
(2019). Our analysis is, at its core, proving a certain minimax result about sufficient-statistic-
based potentials reminiscent of the Burkholder approach pioneered by Foster et al. (2017, 2018).
Applications for scale-invariant learning in linear models were studied by Kempka et al. (2019).
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For our multidimensional learner we took inspiration from the Gaussian Exp-concavity step in the
analysis of the MetaGrad algorithm by Van Erven and Koolen (2016).

Outline In Section 2, we present the setting and notation, and formulate our goal. In Section 3, we
present our main algorithms. In Section 4, we present new lower-bounds for algorithms which adapt
to both the Lipschitz constant and the norm of the comparator. In Section 5, we apply our algorithms
to online prediction with linear models.

2. Preliminaries

Our goal is to design scale-free algorithms that adapt to the Lipschitz constant L and comparator
norm ||w||. We will first introduce the setting, then discuss existing reductions, and finally state what
needs to be done to achieve our goal.

2.1. Setting and Notation

Let W < R?, d € N, be a convex set, and assume without loss of generality that 0 € V. We allow the
set YV to be unbounded, and we define its (possibly infinite) diameter D := sup,,, ,yepy [w — w'[ €
[0, +00]. We consider the setting of Online Convex Optimization (OCO) where at the beginning of
each round ¢ > 1, the learner outputs a prediction w; € WV, before observing a convex loss function
ft : W — R, or an element of its sub-gradient g; € 0f;(w;) at w;. The goal of the learner is to
minimize the regret after 7' > 0 rounds, which is given by

T T
fe(wy) — Z fi(w)
t=1 t=1
for any comparator vector w € W. In this paper, we do not assume that 7" is known to the learner,
and so we are after algorithms with so called any-time guarantees. By convexity, we have

T T T
DU F@y) = > fi(w) < D gr, @y — w), forallw e W, (1)
t=1 t=1 t=1

and thus for the purpose of minimizing the regret, typical OCO algorithms minimize the RHS
of (1), which is known as the linearized regret, by generating outputs (w;) based on the sequence of
observed sub-gradients (g;). Likewise, we focus our attention exclusively on linear optimization.

Given a sequence of sub-gradients (g;), it will be useful to define the running maximum gradient
norm and the clipped sub-gradients

Ly :==max|gs| and g;:=gi- Li—1/Ly,
se(t]

for ¢t > 1, with the convention that Ly = 0. We also drop the subscript ¢ from L; whent = T, i.e.
we write L for L.

We denote by A(g1,...,9g:—1;ht) the output in round ¢ > 1 of an algorithm A, which uses
the observed sub-gradients so far and a hint hy > L; on the upcoming sub-gradient g;. As per
Section 1, we say that an algorithm is scale-free (or scale-invariant) if its predictions are invariant to
any common positive scaling of the loss functions ( f;) and, if applicable, the hints.
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Additional Notation. Given a closed convex set X < R?, we denote by ITy () the Euclidean
projection of a point & € R on the set X'’; that is, ILy () € argming.y |z — Z|.

2.2. Helpful Reductions

The difficulty behind designing scale-free algorithms lies partially in the fact that L; is unknown at
the start of round ¢; before outputting w,. The following result due to Cutkosky (2019) quantifies the
additional cost of proceeding with the plug-in estimate L;_; for L;:

Lemma 1 Let A be an online algorithm which at the start of each round t = 1, has access to a hint
hi = Ly, and outputs A(gu, ..., gi—1; hi) € W, before observing g,. Suppose that A guarantees an
upper-bound R%:(w) on its linearized regret for the sequence (gy) and for all w € W, T > 1. Then,

algorithm B which at the start of each round t > 1 outputs wy; = A(g1, ..., Gi—1; Li—1), guarantees
T
Dy — w, gy < Rp(w) + max @) Ly + |w| L, YweW,T>1. 2)
t=1 €

First, we note that Lemma 1 is only really useful when W is bounded; otherwise, depending on
algorithm A, the term maxe [ L[| on the RHS of (2) could in principle be arbitrarily large even
for fixed w, L, and T'. The moral of Lemma 1 is that as long as the set VV is bounded, one does not
really need to know L; before outputting w; to guarantee a “good” regret bound against any w € W .
For example, suppose that )V has a bounded diameter D and algorithm A in Lemma 1 is such that
R(w) = O(|w|LVT + DL), for all w € W. Then, from (2) and the fact that |@;| < D (since
w; € W), it is clear that algorithm B in Lemma 1 also guarantees the same regret bound R%(w) up
to an additive 2D L, despite not having had the hints (h;).

It is possible to extend the result of Lemma 1 so that the regret bound of algorithm B remains
useful even in the case where }V is unbounded. An approach suggested by Cutkosky (2019) is to
restrict the outputs (w;) of algorithm B to be in a non-decreasing sequence (W,) of bounded convex
subsets of W. In this case, the diameters (D;) < R of (W) need to be carefully chosen to achieve
a desired regret bound. This approach, which essentially combines the idea of Lemma 1 and the
unconstrained-to-constrained reduction due to Cutkosky and Orabona (2018), is formalized in the
next lemma (essentially due to Cutkosky (2019)):

Lemma 2 Let algorithm A be as in Lemma 1, and let (W;) be a sequence of non-decreasing closed
convex subsets of VW with diameters (D;) < R~q. Then, algorithm B which at the start of round
t = 1 outputs w; = Iy, (W), where

W= A1, G5 Lior) and §s = (s + |G - (@ — @)/ @ — @s])/2, s <t,
guarantees, forallw e WandT > 1,
T T

D (W —w, ge) < Rp(w) + ) gl - |w — T, (w)| + LDz + Lijw]. ©)
=1 t=1

We see that compared to Lemma 1, the additional penalty that algorithm B incurs for restricting its
predictions to the sets Wy, ..., Wr € W is the sum Zthl lgt| - ||lw — My, (w)|. The challenge is
now in choosing the diameters (D;) to control the trade-off between this sum and the term LDy on
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the RHS of (3). If T" is known in advance, one could set D| = --- = Dy = /T, in which case the
RHS of (3) is at most

Rp(w) + L(|wl® + |w]) + LVT. @)
We now instantiate the bound of Lemma 2 for another choice of (D;) when 7" is unknown:
Corollary 3 In the setting of Lemma 2, let Wy be the ball of diameter Dy := /maxs<; Bs, t > 1,
where By = "' _, |gs|/Lt, and let W = R%. Then the RHS of (3) is bounded from above by

R} w) + L|w|?® + L /m[aﬁBt + Ljw|, YweW =R T >1. 6))
te

We see that by the more careful choice of (D;) in Corollary 3, one can replace the Lv/T term in
(4) by the smaller quantity L./max;c[7| By; whether this can be improved further to v/Vr, where
Vr = Zthl lg:|?, was raised as an open question by Cutkosky (2019). We will answer this in the
negative in Theorem 14. We will also show in Theorem 15 below that, if one insists on a regret of
order O(+/T), it is essentially not possible to improve on the penalty L|w|? in (5).

2.3. Outlook

The conclusion that should be drawn from Lemmas 1 and 2 is the following; if one seeks an
algorithm B with a regret bound of the form O(||w|L+/T) up to some lower-order terms in T,
without knowledge of L and regardless of whether WV is bounded or not, it suffices to find an
algorithm A which guarantees the sought type of regret whenever it has access to a sequence of hints
(hy) satisfying (as in Lemmas 1 and 2), hy = Ly, for all ¢ > 1. Thus, our first goal in the next section
is to design a scale-free algorithm A which accesses such a sequence of hints and ensures that its
linearized regret is bounded from above by:

T
O (ol Ve n([w]Vr)) , where Vi i= b3+ Y g, ©)

t=1

forall w € R, T > 0, and (g;) = R%. We show an analogous “full-matrix” upgrade of order
VwVwln (wVwdet V), with V = ZtT:1 gtg{ . We note that if Algorithm A in Lemmas 1 and
2 is scale-free, then so is the corresponding Algorithm B.

If the desired set W has bounded diameter D > 0, then using the unconstrained-to-constrained
reduction due to Cutkosky and Orabona (2018), it is straightforward to design a new algorithm based
on A with regret also bounded by (6) up to an additive LD, for w € WV (this is useful for Lemma 1).

Finally, we also note that algorithms which can access hints (h;) such that h; > Ly, forall t > 1,
are of independent interest; in fact, it is the same algorithm A that we will use in Section 5 as a
scale-invariant algorithm for learning linear models.

3. Scale-Free, Parameter-Free Algorithms for OCO

In light of the conclusions of Section 2, we will design new unconstrained scale-free algorithms
which can access a sequence of hints (h;) (as in Lemma 1) and guarantee a regret bound of the form
given in (6). In this section, we will make the following assumption on the hints (/;):
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Assumption 1 We assume that (i) (ht) is a non-decreasing sequence; (ii) hy = Ly, for all t > 1;
and (iii) if the sub-gradients (gs) are multiplied by a factor ¢ > 0, then the hints (h;) are multiplied
by the same factor c.

The third item of the assumption ensures that our algorithms are scale-free. We note that Assumption
1 is satisfied by the sequence of hints that Algorithm B constructs when invoking Algorithm A
in Lemmas 1 and 2. To avoid an uninteresting case distinction, we will also make the following
assumption, which is without loss of generality, since the regret is zero while g; = 0.

Assumption 2 We assume that Ly = ||gi|| > 0.

3.1. FREEGRAD: An Adaptive Scale-Free Algorithm

In this subsection, we design a new algorithm based on a time-varying potential function, where
the outputs of the algorithm are uniquely determined by the gradients of the potential function at its
iterates—an approach used in the design of many existing algorithms (Cesa-Bianchi et al., 1997).

Lett > 1, let (gs)s<: = R? be a sequence of sub-gradients satisfying Assumption 2, and let (h;)
be a sequence of hints satisfying Assumption 1. Consider the following potential function:

<I>~=S+h—%-exp & t=0 7
74 2V, + 20 |G| ) T
t t t
where Sy = Y (ge, W), Gii= Y. gss Vi=hi+ ) [gsl* (8)
s=1 s=1 s=1

This potential function has appeared as a by-product in the analyses of previous algorithms such as
the ones in (Cutkosky and Orabona, 2018; Cutkosky, 2019). The expression of ®; in (7) is interesting
to us since it can be shown via the regret-reward duality (McMahan and Orabona, 2014) (as we do
in the proof of Theorem 6 below) that any algorithm which outputs vectors (w;) such that (®;) is
non-increasing for any sequence of sub-gradients (g;), also guarantees a regret bound of the form
(6). We will now design such an algorithm.

Definition 4 (FREEGRAD) In round t, based on the sequence of past sub-gradients (gs)s<¢ and the
available hint hy > L, the FREEGRAD algorithm outputs the unconstrained iterate

by e Gy - 2V T Pl Gial) By .ex( 1G] >
2(Vie1 + he| Ge—a )2 V/Via W1 + 2h|Ge| )’

&)

where (Gy) and (Vi) are as in (8).

The prediction (9) is forced by our design goal of decreasing potential &; < ®;_;. To see why,
observe that at zero g, = 0 we have ®; = ®;_;. The weights w, cancel the derivative Vg4, ®; at
g: = 0, ensuring there is no direction of linear increase (which would present a violation for tiny g;).
Our main technical contribution in this subsection is to show that, in fact, with the choice of (W;)¢>1
as in (9), the potential functions (®;) are non-increasing for any sequence of sub-gradients (g;):

Theorem 5 For (w;), and (9;) as in (9), and (7), under Assumptions 1 and 2, we have:

Sr < <Py =hy, foralT =1.



L1PSCHITZ-COMPARATOR-NORM-ADAPTIVITY

The proof of the theorem is postponed to Appendix A. Theorem 5 and the regret-reward duality
(McMahan and Orabona, 2014) yield a regret bound for FREEGRAD. In fact, if ®7 < @, then by
the definition of ®7 in (7), we have

T 2 2
" h G| d
, W) < g — Up(Gr), where Up(G) = ——e ———— |, GeR*%(10
Z<gt ) < o — ¥r(Gr) r(G) SV P <2VT G (10)
Now by Fenchel’s inequality, we have —U7(Gr) < (w, Gr) + ¥}.(—w), forallw € R<, where
U2 (w) = sup,ega{{w, z) — Ur(z)}, w € RY, is the Fenchel dual of W7 (Hiriart-Urruty and
Lemaréchal, 2004). Combining this with (10), we obtain:

Z(gt,wt> mf {Z<gt7w> + \IJT( ) + q)o} . (11)

Rearranging (11) for a given w € R% leads to a regret bound of V% (—w) + ®g. Further bounding
this quantity using existing results due to Cutkosky and Orabona (2018); Cutkosky (2019); McMahan
and Orabona (2014), leads to the following regret bound (the proof is in Appendix B.1):

Theorem 6 Under Assumptions 1 and 2, for (wy) as in (9), we have, withIn (-) := 0 v In(+),

T

~ 2||w|V; dhr|wl+/ V7
D ge, By — w) < [2|w\/vT1n+ ( “ hﬂ T) v [4hT||w In <T”T)] + h,
t=1 1

hi
forallwe W =R T > 1

Range-Ratio Problem. While the outputs (w;) in (9) of FREEGRAD are scale-free for the se-
quence of hints (h;) satisfying Assumption 1, there remains one serious issue; the fractions Vi /h?
and hp/hq inside the log-terms in the regret bound of Theorem 6 could in principle be arbitrarily
large if h; is small enough relative to hp. Such a problematic ratio has appeared in the regret bounds
of many previous algorithms which attempt to adapt to the Lipschitz constant L (Ross et al., 2013;
Wintenberger, 2017; Kottowski, 2017; Mhammedi et al., 2019; Kempka et al., 2019).

When the output set MV is bounded with diameter D > 0, this ratio can be dispensed of using a
recently proposed restart trick due to Mhammedi et al. (2019), which restarts the algorithm whenever
Li/Ly > 3. |lgs|/Ls. The price to pay for this is merely an additive O(LD) in the regret bound.
However, this trick does not directly apply to our setting since in our case ¥V may be unbounded.
Fortunately, we are able to extend the analysis of the restart trick to the unbounded setting where a
sequence of hints (h;) satisfying Assumption 1 is available; the cost we incur in the regret bound is
an additive lower-order O(|w]||L) term. Algorithm 1 displays our restart “wrapper”, FREERANGE,
which uses the outputs of FREEGRAD to guarantee the following regret bound (the proof is in
Appendix B):

Theorem 7 Let (w;) be the outputs of FREERANGE (Algorithm 1). Then,

T
296 @ — w) < 2|wly/2Vr Iy (Jw]br) + hr - (16]w] o (2|w]br) + 2|w] + 3),

forallw e R T =1, and (g1) < RY, where by := 231" (2 ! HQSH + 2) < (T +1)3

We next introduce our second algorithm, in which the variance is only measured in the comparator
direction; the algorithm can be viewed as a “full-matrix” version of FREEGRAD.
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Algorithm 1 FREERANGE: A Restart Wrapper for the Range-Ratio Problem (under Assumption 2).
Require: Hints (h;) satisfying Assumption 1.

I: Set7 =1;

2: fort=1,2,... do

3:  Observe hint hy;
4 ifhy/hy > 7 |gs|/hs + 2 then
5 SetT =1t;
6: end if
7
8

Output w; as in (9) with (h1, V;_1, G4_1) replaced by (h,, h2 + Zi;lT lgs
: end for

2, 30 g0

3.2. MATRIX-FREEGRAD: Adapting to Directional Variance

Reflecting on the previous subsection, we see that the potential function that we ideally would like
to use is Sy + hy exp (%GtTVt_th — %ln det Vt) t > 1, where V; = 22:1 gsg!. However, as we
saw, this is a little too greedy even in one dimension, and we need to introduce some slack to make
the potential controllable. In the previous subsection we did this by increasing the scalar denominator
from V to V + |G|, which acts as a barrier function restricting the norm of w;. In this section, we
will instead employ a hard norm constraint. We will further need to include a fudge factor v > 1
multiplying V' to turn the above shape into a bona fide potential. To describe its effect, we define

1 11
p(v) = 2*(\/(%%)2—462” 273/2+7—1), fory > 1. (12)
Y

The increasing function p satisfies lim,—,1 p(y) = 0, limy_» p(7) = 1, and p(2) = 0.358649.

The potential function of this section is parameterized by a prod factor v > 1 (which we will set to
some universal constant). We define

U(G,V,h) = 2 V) a3

det (I + % V)
1

h1 exp (inf,\go {%GT (YR3I + 4V + /\I)_l G 4 et)? })

where G € R%, V € R%*4 and h > 0. We introduce the following algorithm to control V.

Definition 8 (MATRIX-FREEGRAD) In round t, given past sub-gradients (gs)s<¢ and a hint hy >
L, the MATRIX-FREEGRAD prediction is obtained from the gradient of V in the first argument by

W = — VIOOW(G, 1, Vi, hy), (14)

where Gy_1 = Y\~ gs and Vi1 == Y)'_| g.gl.

We can compute @; in O(d®) time per round by first computing an eigendecomposition of V;_1,
followed by a one-dimensional binary search for the A, which achieves the inf in (13) with
(G,V,h) = (Gi—1, Vi_1, ht). Then the output is given by

Wy = —V(Gy1, Viet, he) - (Yh3I + Vet + M) Gy,

Our heavy-lifting step in the analysis is the following, which we prove in Appendix C:
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Lemma 9 For any vector g; € R? and hy > 0 satisfying ||g¢|| < hy, the vector Wy in (14) ensures
gg/&\)t < \II(thla Vl-ffla ht) - \I}(Gta Wa ht)
From here, we obtain our main result using telescoping and regret-reward duality:

Theorem 10 Let 2;1 i= yh2I + V. For (W) as in (14), we have

det (vh22r) !
h2
1

1 (2wl [ det (vh237) " h2|jw|?
QY = max wTE;lw,f THwQH In [ £ o 12 7) THw2” +wTE;1w .
2\ »(v) hi p(y)

Note in particular that the result is scale-free. Expanding the main case of the theorem (modest ||w|),
we find regret bounded by

T
2 (W —w,gi) < hi+,|Q¥Ing ( Q;ﬂ’) . forallw e R% where
t=1

T
Z (W —w,g;) < hi +hA/ywTQuwin, (YwTQwdet Q) where Q = I + Vp/h?.
=1

This bound looks almost like an ideal upgrade of that in Theorem 6, though technically, the bounds
are not really comparable since the Indet @ can be as large as d1nT, potentially canceling the
advantage of having wTQw instead of |w|? Zthl |g¢||? inside the square-root. The matrix @ and
hence any directional variance wTQw is scale-invariant. The only fudge factor in the answer is the
~ > 1. We currently cannot tolerate v = 1, for then p(y) = 0 so the lower-order term would explode.
We note that a bound of the form given in the previous display, with the In det @ replaced by the
larger term dIn tr @), was achieved by a previous (not scale-free) algorithm due to Cutkosky and
Orabona (2018).

Remark 11 As Theorem 7 did in the previous subsection, our restarts method allows us to get rid of
problematic scale ratios in the regret bound of Theorem 10; this can be achieved using FREERANGE
with (W) set to be as in (14) instead of (9). The key idea behind the proof of Theorem 7 is to show
that the regrets from all but the last two epochs add up to a lower-order term in the final regret bound.
This still holds when (wy) are the outputs of MATRIX-FREEGRAD instead of FREEGRAD, since
by Theorem 10, the regret bound of MATRIX-FREEGRAD is of order at most d times the regret of
FREEGRAD within any given epoch.

As a final note about the algorithm, we may also develop a “one-dimensional” variant by replacing
matrix inverse and determinant by their scalar analogues applied to Vi = Zthl llg¢||>. One effect
of this is that the minimization in A can be computed in closed form. The resulting potential and
corresponding algorithm and regret bound are very close to those of Section 3.1.

Conclusion The algorithms designed in this section can now be used in the role of algorithm A
in the reductions presented in Section 2.2. This will yield algorithms which achieve our goal; they
adapt to the norm of the comparator and the Lipschitz constant and are completely scale-free, for
both bounded and unbounded sets, without requiring hints. We now show that the penalties incurred
by these reductions are not improvable.



L1PSCHITZ-COMPARATOR-NORM-ADAPTIVITY

4. Lower Bounds

As we saw in Corollary 3, given a base algorithm A, which takes a sequence of hints (/) such that
ht > Ly for all t > 1, and which suffers regret R%(w) against comparator w € W, there exists an
algorithm B for the setting without hints which suffers the same regret against w up to an additive
penalty Ly |w|?® + Ly /max,e[q) By, where B, = 3 lgsl/Le. In this section, we show that the
penalty Ly |w]|[? is not improvable if one insists on a regret bound of order 5(\/7) We also show

that it is not possible to replace the penalty Ly, /max[r) Bt by the typically smaller quantity v/ V7,
where Vp = Zthl |g:|?. Our starting point is the following lemma:

Lemma 12 Forall t > 1, past sub-gradients (gs)s<¢ and past and current outputs (Ws)s<t € RY,
t
3g: € RY, Z<gs, Wsy = ||wy| - Lt/2, where Ly = max|gs|.
s=1 st

Proof We want to find g; such that {(g;, @;) > |w;|Li/2 — Si—1, where S;_1 == 3'"1{gs, @s).
By restricting g to be aligned with w, the problem reduces to finding = ||g;| such that

2|l @r] — || @] - (Lot v 2)/2 — Sy1] = 0. (15)

The LHS of (15) is a piece-wise linear function in x which goes to infinity as x — co. Therefore,
there exists a large enough x > 0 which satisfies (15). |

Observe that if |w|| = D; > 0, for t > 1, then by Lemma 12, there exists a sub-gradient g;
which makes the regret against w = 0 at round ¢ at least D, L/2. This essentially means that if the
sub-gradients (g;) are unbounded, then the outputs (w;) must be in a bounded set whose diameter
will depend on the desired regret bound; if one insists on a regret of order 5(\/?), then the outputs
Wy, t > 1, must be in a ball of radius at most O(v/T).

Cutkosky (2019) posed the question of whether there exists an algorithm which can guarantee
a regret bound of order |w|+/Vr In(|w|T) + +/VrInT + L|w|3, with Vi = Zle |g¢|?, while
adapting to both L and ||w| (which essentially means replacing L /maxe[7) B; in Corollary 3 by
v/ VrInT). Here, we ask the question whether ||w|+/Vy In(|w|7T) ++/Vr In T + L||w|” is possible
for any v > 1. If such an algorithm exists, then by Lemma 12, there exists a constant b > 0 such that
its outputs (w;) satisfy ||w|| < by/ViInt/Ly, for all t > 1. The next lemma, when instantiated with
o = 2, gives us a regret lower-bound on such algorithms (the proof is in Appendix D):

Lemma 13 Forall b,c,3 > > 1, and « €]1, 2], there exists (g;) € R%, T = 1, and w € RY,

0, v
such that for any sequence (W) satisfying |w:| < b-+/VorIn(t)/L$, for all t € [T'], where
Vot == 2", |gs]®, we have

T
M@y —w, gy = ¢ In(1+ |w|T)° - (Lyw]” + i (Jw] + 1)y/Var In 7).
t=1

By combining the results of Lemma 12 and 13, we have the following regret lower bound for
algorithms with can adapt to both L and |w/|:

10
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Theorem 14 For any o €]1,2], ¢ > 0 and v > 1, there exists no algorithm that guarantees, up to
multiplicative log-factors in |w|| and T, a regret bound of the form ¢ - (L |w|” + Llea/2( w| +

D)\/VarInT), forall T > 1, w € RY, and (g:) = R% where V1 = Z;T:l lgs .

Proof By Lemma 12, the only candidate algorithms are those whose outputs (w;) satisfy |w;| <
by/Va, In(t)/Lg, for all ¢ > 1, for some constant b > 0. By Lemma 13, no such algorithms can
achieve the desired regret bound. |

The regret lower bound in Theorem 14 does not apply to the case where o« = 1. In fact, thanks
to Corollary 3 and our main algorithm in Section 3 (which can play the role of Algorithm A in
Corollary 3), we know that there exists an algorithm B which guarantees a regret bound of order
O(Lr|w|? + |w|v/Vr n(|Jw[T) + Ly /maxe[r) B), where B; = 31 1gsl/Li. Next we show
that if one insists on a regret bound of order /Br, or even v/T (up to log-factors), the exponent in
|w]||? is unimprovable (the proof of Theorem 15 is in Appendix D.2).

Theorem 15 For any v € [1,3[ and ¢ > 0, there exists no algorithm that guarantees, up to
multiplicative log-factors in |w| and T, a regret bound of the form ¢ - (Lr|w|” + Ly (|w]| +
OVTInT), forall T > 1, w € R, and (g;) = R%

5. Application to Learning Linear Models with Online Algorithms

In this section, we consider the setting of online learning of linear models which is a special case of
OCO. At the start of each round ¢ > 1, a learner receives a feature vector x; € W = R, then issues
a prediction ¢; € R in the form of an inner product between x; and a vector @, € R?, i.e. §; = ] ;.
The environment then reveals a label y; € R and the learner suffers loss #(y;, 7;), where £: R? — R
is a fixed loss function which is convex and 1-Lipschitz in its second argument; this covers popular
losses such as the logistic, hinge, absolute and Huberized squared loss. (Technically, the machinery
developed so far and the reductions in Section 2.2 allow us to handle the non-Lipschitz case).
In the current setting, the regret is measured against the best fixed “linear model” w € R as

T T T
REGRET7(w) = 0y, i) — D, Uys, wTay) < D 0y, Gy — w), (16)
t=1 t=1 t=1

where the last inequality holds for any sub-gradients §; € 01 ¢(y;, ;), t > 1, due to the convexity
of £ in its second argument, which in turn makes the function f;(w) := ¢(y;, wTx;) convex for all
w e W = R? Here, 0(%1)¢ denotes the sub-differential of ¢ with respect to its second argument.
Thus, minimizing the regret in (16) fits into the OCO framework described in Section 2. In fact, we
will show how our algorithms from Section 3 can be applied in this setting to yield scale-free, and
even rotation-free, (all with respect to the feature vectors (x;)) algorithms for learning linear models.
These algorithms can, without any prior knowledge on w or (wTx;), achieve regret bounds against
any w € R? matching (up to log-factors) that of OGD with optimally tuned learning rate.

As in Section 3, we focus on algorithms which make predictions based on observed sub-gradients
(gy); in this case, g; = x;0; € =y - 6(0’1)5(%,@) = 0ft(uy), t = 1, where fi(w) = (yt, wTay).
Since the loss ¢ is 1-Lipschitz, we have |6;| < 1, for all §; € d®V¢(y;,7;) and t > 1, and so
lg:| < |x¢|. Since x; is revealed at the beginning of round ¢ > 1, the hint

hi = max @] > Ly = max|g.| a7n

11
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is available ahead of outputting @, and so our algorithms from Section 3 are well suited for this
setting.

Improvement over Current Algorithms. We improve on current state-of-the-art algorithms in
two ways; First, we provide a (coordinate-wise) scale-invariant algorithm which guarantees regret
bound, against any w € R?, of order

d
Z \wi|\/VT7i ln(|wi] VT,,‘T) + \wz| ln+(\wi| VT7iT), (18)
i=1
where Vi == |z14)? + 1, 67|z¢4|?,i € [d], which improves the regret bound of the current

state-of-the-art scale-invariant algorithm SCLNOL; (Kempka et al., 2019) by a 4/In(|w|T") factor.
Second, we provide an algorithm that is both scale and rotation invariant with respect to the input
feature vectors (x;) with a state-of-the-art regret bound; by scale and rotation invariance we mean
that, if the sequence of feature vectors (x;) is multiplied by cO, where ¢ > 0 and O is any special
orthogonal matrix in R, the outputs (7;) of the algorithm remain unchanged. Arguably the closest
algorithm to ours in the latter case is that of Kottowski (2017) whose regret bound is essentially of
order 5(\/'wT Stw) for any comparator w € R<, where Sp = Zthl :Bt:ntT . However, in our case,
instead of the matrix S7, we have Vg := |1 |*T + Zthl x] 07, where 6; € 0OV 0(yy, 5e), t = 1,
which can yield a much smaller bound for small (¢;) (this typically happens when the algorithm
starts to “converge”).

A Scale-Invariant Algorithm. To design our first scale-invariant algorithm, we will use the
outputs (w;) of FREEGRAD in (9) with (h¢) as in (17), and a slight modification of FREERANGE
(see Algorithm 2). This modification consists of first scaling the outputs (w;) of FREEGRAD by the
initial hint of the current epoch to make the predictions (%;) scale-invariant. By Theorem 20 below,
the regret bound corresponding to such scaled outputs will have a lower-order term which, unlike in
the regret bound of Theorem 6, does not depend on the initial hint. This breaks our current analysis
of FREERANGE in the proof of Theorem 7 which we used to overcome the range-ratio problem. To
solve this issue, we further scale the output w; at round ¢ > 1 by the sum >, _, || /hs, where T
denotes the first index of the current epoch (see Algorithm 2). Due to this change, the proof of the
next theorem differs slightly from that of Theorem 7.
First, we study the regret bound of Algorithm 2 in the case where W = R.

Theorem 16 Let d = 1 and (hy) be as in (17). If (u:) are the outputs of Algorithm 2, then for all
weR,T > 1; (z,y) € R% s.t. hy = |x1| > 0; and 6, € 0OV (y,, x,0), t € [T],

T
Do - (i — w) < 2w|/VrIng (2/w]*Vrer)
t=1
+ hy|w|(141Iny (2|w|A/2Vrer) + 1) + 2 + In By, (19)
2
where Vi = |u1[2 + X 67a, ep == 2B3 31, (22:1 ‘%‘) <T%and Br =Y <

The proof of Theorem 16 is in Appendix E. If (u;) are the outputs of Algorithm 2 in the one-
dimensional case, then by Theorem 16 and (16), the algorithm which, at each round ¢ > 1, predicts

12
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Algorithm 2 Modified FREERANGE for the setting of online learning of linear models.
Require: The hints (h;) as in (17).

I: Set7 =1;

2: fort=1,2,... do

3:  Observe hint hy;

4 ifhy/hy > 37 |@g]/hs + 1 then
5: SetT =1t;
6: endif .
7. Output u; = Wy - <hT > w) , where wy is as in (9) with (hy, V;—1, G¢—1) replaced
-1 -1
by (hT7 h? + ZZ:T Hgs||27 ZZ:T gS);
8: end for

Yt = xuy has regret bounded from above by the RHS of (19). Note also that the outputs (¥;) are
scale-invariant.

Now consider an algorithm A which at round ¢ > 1 predicts §; = Z‘ii:l Ty iUy ;, Where (U ;), 1 €
[d], are the outputs of Algorithm 2 when applied to coordinate 7; in this case, we will have a sequence
of hints (h; ;) for each coordinate ¢ satisfying h;; = maxs< |¢ |, for all ¢ > 1. Algorithm A is
coordinate-wise scale-invariant, and due to (16) and Theorem 16, it guarantees a regret bound of the
form (18). We note, however, that a factor d will appear multiplying the lower-order term (2 + In Br)
in (19) (since the regret bounds for the different coordinates are added together). To avoid this, at the
cost of a factor d appearing inside the logarithms in (18), it suffices to divide the outputs of algorithm
A by d. To see why this works, see Theorem 20 in the appendix.

A Rotation-Invariant Algorithm. To obtain a rotation and scale-invariant online algorithm for
learning linear models we will make use of the outputs of MATRIX-FREEGRAD instead of FREEGRAD.
Let (7;) be the sequence of predictions defined by

:I/J\t = wg{[]t/h’lv t= ]-7 (20)

with (h;) as in (17) and where w; are the predictions of a variant of MATRIX-FREEGRAD, where
the leading h; in the potential (13) is replaced by 1 (we analyze this variant in Appendix C.1).

Theorem 17 Let v > 0 and (hy) be as in (17). If (y;) are as in (20), then

Yw e RE VT > 1,Y(g;) © RY, REGRET7(w) < 1+ \/Q$ In, (det (vh%ET)*lQ%,)’ where

1 hellw|®, ( hellw|? -
QY = max {wTEle, 3 ( T||w2|| In ( T(Hu))2|| det (Vh%ET) 1) + wTEle) } ,
p(y

p(7)
and 7' = W31 + v 2, gig].

Proof It suffices to use (16) and instantiate the regret bound in Theorem 21 with (¢,072) = (1,vh?).
|

The range-ratio problem manifests itself again in Theorem 17 through the term det(yh337) L. This
can be solved using the outputs of Algorithm 2, where in Line 7, w; is taken to be as in (20) (see
Remark 11).

13
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Appendix A. Proof of Theorem 5
The proof of Theorem 5 relies on the following key lemma:

Lemma 18 For G,g € Rand, V > 0, define

1.

OG. V. g) = (G +g)? G? ) _9G(G[+2V)

V + g2 FOXP <2V+2g2+2|G+g| -2V +2[G] 2(|G| + V)2
It holds that ©(G,V,g) <0, forall Ge R, V > 0, and g € [—1, 1].

Proof For notational simplicity we assume G > 0. Let us look at

1 (g+G)? 1 G? gG(G +2V) 1 g°
(G, V,g) = - - (14T S (14 L)
@V.9) = sy eriarg 2a+v B STy ) 2ty

Since In is increasing, we have that © < 0, if and only if, I' < 0, and so we want to show I' < 0
forall V > 0,G > 0, and g € [—1, 1]. Our approach will be to show that I" is increasing in V. The
result then follows from limy ., I' = 0. It remains to study the derivative

a1 (9+G) . 2GV
v 2(lg+ G|+ 2+ V) (G+V)2(G+V)2+gG(G +2V))
1 G? 1 g2

+ = - :
2(G+V)? * 2¢%V + V2
Factoring this as a ratio of polynomials, we obtain:

or ao+ a1V + aV? + aszV3 + aVi+ asVo

OV V(@ +V)(G+V)2((g+2)G2+2(g +2)GV +2V2) (lg + G| + g2 + V)?’

where «;, i € [5], are polynomials in g and G whose explicit (yet gruesome) expressions are:
2
a0 = ¢*(g+2)G" (lg + G| + ¢°)

a1 = ¢*(g+2)G* (2(¢*(G +4) + Q) g+ G| + ¢*(G +4) + 2¢*(G + 2) + 8¢G + 4G?)
2 (¢°(2G +9) +46%(G + 3) + 29G(G + 2) + 4G(G + 2)) |g + G|

as = ¢?G* | + 39%(3g + 4) (92 + 1) —2(g+2)G?
+ (g(g(8g +2) +2) + 14)G? + 29(g(9(g9(g + 2) + 3) + 15) + 12)G
2 (69° + 29 (G + 4) + ¢°G(4G + 13) + 4¢>°G(2G + 3) + 9G* + 2G°) |g + G|
az = G| + (9(g +2)(2g + 13) +20)g°G + 2 (g (3¢> + g — 6) + 10) ¢*G*

+2(3g+4) (¢* +1) g* —2(g +2)G* —2(g(g + 4) + 2)9G®
(2 (g" + (59 + 4)g°G + (g + 2)G® + 2(g + 1)gG?) |g + G| + ¢° + ¢*
T 979+ 4) + PG + (9 2)g + 6)g2G — 2(g + 2)G' + (9(2g — 3) — 8)9G®

2 (2 g+ G + g* + 4¢°G — 69G> — 2G3)

as

Under our assumptions V' > 0, G > 0 and g € [—1, 1], the denominator of ¢I'/0V above is
positive. Furthermore, its numerator, regarded as a polynomial in V', has exclusively positive
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$Assumptions =V > 0 & Element[G, Reals]&&-1<g < 1;
Let us call “gap” the difference between what we have and the upper bound we want to establish.
G? 1
®6_, VvV ]=- + " Log[Vl;
2 (V +Abs[G]) 2

n-1- gap = -Log[1-g D[®[G, V], G]]1- (P[G+g, V +g2]—0[G, V]) // FullSimplify;

We want to show that the gap is < 0. Our approach will be to show that gap is increasing, so that we
can then bound it by the limit

Limit[gap, V - Infinity]
Outf+ J= ©
So why is gap increasing? Let us take the derivative
- - dgap = D[gap, VI;
and write it as a ratio of polynomials
inf- = {num, den} = With[{rpoly = Factor[dgap]}, {Numerator[rpoly], Denominator[rpoly]} // Simplify];
Now the denominator is always positive

inf- - den >0 /I FullSimplify

i )= True
We will show that the numerator is positive by showing that it is a polynomial with only positive
coefficients. Here are the coefficients on the monomials V for i=0,1,...

i - coefs = CoefficientList[num, V] // Simplify;

And all the coefficients are positive

inf- - Map[FullSimplify[H > 0] &, coefs]

- {True, True, True, True, True, True}

Figure 1: Mathematica notebook in support of Theorem 5.

coefficients o; = 0, as can be verified using computer algebra software (we used Mathematica’s
FullSimplify—see Figure 1). This implies that 0I'/0V > 0, for all G € R, V' > 0, and
ge[—1,1],andso I' < limy_,,, I" = 0. [ |

We are ourselves a bit disgruntled about the opacity of the above proof. On the one hand, it is
just a tedious verification of an analytic statement about a function of three scalar variables, and one
might expect that tighter statements require more sophisticated techniques (c.f. Kottowski, 2017,
Appendix F). It is quite plausible that positivity may be established in a somewhat more streamlined
fashion using Sum-of-Squares techniques. Yet on the other hand, we were hoping to gain, from the
proof, a deeper insight into the design of potential functions. Unfortunately this did not materialize.
In particular, we still do not know how to address the multi-dimensional case of our Section 3.2 with
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a similar potential. Controlling the intuitive upgrade of (7) where the exponential is replaced by

(uTG)? 1
— “IndetV
eXP <Sip 2w Vu+ L] [wiG) 2 ¢

is impossible, as witnessed by numerical counterexamples returned by random search, already in
dimension 2.
We need one more result before we prove Theorem 5:

Lemma 19 Let G,s € Rand V,h = 0. Then, the function

1 > + 25 + G2
g — ——————=exp )
VYV +¢? 2V + 2¢2 + 2hn/ g% + 25 + G2
is non-increasing on {g = 0 | g> + 2s + G* = 0}.

Proof It suffices to show that the function

(1]

(9)

2 2
g +2s+ G lln(V—&—gQ),

TV 4 2g2+ 2 /g2 + 25+ G2 2

is non-increasing on {g > 0 | @ +2s+G? > 0}. Evaluating the derivative of =, we find that

(g() gN - (2h*N + 2V N + 2¢g*N + 3¢g*h + 3hV)
=) = -
dg 2(g2 + V) (hN + g2 + V)?

; 1)

where N := 1/g% + G2 + 2s. The derivative in (21) is non-positive for all V, h > 0 and g > 0 such
that g% + 25 + G2 > 0. [ |

Proof of Theorem 5. We will proceed by induction. By the fact that |Gyl|| = 0 and the definition of
the potential in (7), we have @y = hy. Now let ¢t > 0, hy > 0, and (S, Vi, by, Gt) € R x R5g X
R-o x R?. We will show that ®,.; — ®; < 0. First, note that for any hy+1 = h;, we have

h? Gy|? h? Gy|?
Sy + —— -exp( 1G] ><<I>t=5’t+l~exp<“ i >

VVi 2Vi + 2hi 41| G| VVi 2V; + 2hi| G|
Thus, for any g¢ 41 € R? such that |g; 11| < h¢y1,and (S, V, h, G, g) = (S¢, Vi, hir1, G, Ger1)s
hi lg + GJ?
By — Py < ———— - exp <
TRV T g 2V +2|g[? + 2h]g + G|

2(h|G| + V)2 VV 2V + 2h||G|

Let g, be the vector g € BBj, which maximizes the RHS of (22), where B, is the ball in R? of radius h.
Suppose that G # 0, and let H := {g € R? | (g, G) = (g., G)}. Note that within the hyperplane A,
only the first term on the RHS of (22) varies. Since g, is the maximizer of the RHS of (22) within B},
instantiating Lemma 19 with s := {(g., G) and G := |G|, implies that g, € argmin{||g| | g € H}.

<1+<gx;»(wleu+2vy)'iﬁ‘mp<Cw2>' 22)
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Adding this to the fact that 7{ is a hyperplane orthogonal to G implies that g, and G must be aligned,

i.e. there exists a ¢, € R such that g, = ¢,G/|G|. Therefore, we have |g. + G| = |g. + G|, where
(e, iG>0
7 Ugall, otherwise.
Further, note that |g.| < h. Thus, the RHS of (22) is bounded from above by
h3 <+ G)?
A = 1 - exp ( (92 + ) >
V4 g2 2V + 2g7 + 2h|g. + G|
9:G - (2V + 2h|G)) h? G?
—(1+ Ll — = ). 23
( svraa): ) v P\ angl 23)

Note that A in (23) can be written in terms of the function © in Lemma 18 as:

h? G2 GV g
A=_—1. —— ). - ).
JV eXp<2V+2hG) ®<h’h2’h>

Since (G/h,V /h?,g./h) € R x Rog x [—1, 1], Lemma 18 implies that ©(G/h, V /h?, g./h) < 0,
and so due to (23), we also have A < 0. Since A is an upper-bound on the RHS of (22), it follows
that ;7 — ®; < 0 as desired. [ |

Appendix B. Proofs of Section 3.1
B.1. Proof of Theorem 6

The proof of Theorem 6 follows from the next theorem by setting ¢ = 1. Theorem 20 essentially
gives the regret bound of FREEGRAD if its outputs (w;) are scaled by a constant € > 0. This will be
useful to us later.

Theorem 20 Let € > 0, and u; = Wy /e, for (W) as in (9). Then, under Assumptions I and 2:

2¢e|w |V
2||w\/vT1n+ (5
1

forallwe W =R T > 1.

4
M e | s
1

)

T
> ge iy — w) <
t=1

Proof Since the assumptions of Theorem 5 are satisfied, we have

T
(I)T = Z ’l/l\ITgt + h% + eXp ”GT”2 < (I>0 = hl (24)
=t VVr 2Vr + 2hy|Gr| ’

Dividing both sides of (24) by € > 0 and rearranging yields
T

~ hy h? |G|?
E Tgs < — — O7(Gr h T =1 _ R?
t lutgt . Or(Gr), where O7(G) V7 exp <2V |G ,GeR",

19



L1PSCHITZ-COMPARATOR-NORM-ADAPTIVITY

By duality, we further have that
d h
alge < = +w'Gr + 05 (—w), forallw e RY. (25)
€
t=1
Since O7(G) = Up(G)/e, for all G € RY, where U7 is the function defined in (10), we have by
the properties of the Fenchel dual (Hiriart-Urruty and Lemaréchal, 2004, Prop. 1.3.1) that
O%(w) = Uh(ew)/e, forallw e R% (26)
We now bound W%.(—w) from above, for w € R%. For this, note that U7 (G) = ¢r(||G|/hr), for

G € R, where
h? < 22 )
) = cexp| ————— | .
z/)T( ) vV Vr 2VT/h% + 2|£L'|

Thus, according to (McMahan and Orabona, 2014, Lemma 3) and the properties of duality (Hiriart-
Urruty and Lemaréchal, 2004, Prop. E.1.3.1), we have

Vi (—w) = 7 (hr|wl). 27)

On the other hand, (Cutkosky and Orabona, 2018, Lemma 18, 19) and (Orabona and Pal, 2016a,
Lemma 18) provides the following upper-bound on }.(u), u € R, using the Lambert function W
(where W () is defined as the principal solution to W (z)e"V (®) = z):

v < Ar) v (a0cem (M557) )

where  Ap(y) == ya IQh‘;T . <(W (c%yQ))l/2 — (W (C%y2))_1/2> Y ER,

and cp := v/2V/(hrh?). Using the fact that the Lambert function satisfies (W (z))'/2— (W (z)) "1/ <
A/In; x, for all z = 0 (see Lemma 22), together with (28) and (27) implies that

(28)

. 2|w|Vr dhr|w|v/Vr
U (—w) < [2w||\/VT Iny < 2 v | 4hy||w] In — 2 )|
1 1
for all w € RY. Combining this with (25) and (26) leads to the desired regret bound. |
Proof of Theorem 6. Invoke Theorem 20 with e = 1. |

B.2. Proof of Theorem 7

Proof Fix w € R? and let k > 1 be the total number of epochs. We denote by 7; > 1 the start index
of epoch i € [k]. Further, for 7,7’ € N, we define 7 := 7 — 1 and V,..» := h2 + 37 __|gs|? (note
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how the upper index is exclusive). Recall that at epoch ¢ € [k], the restart condition in Algorithm 1 is
triggered at ¢ = ;41 > 7; only if

||gsu - lgs|
+2= , 29
. Z ; h (29)
where the last inequality follows by Assumption 1. We note that (29) also implies that
hr,., > 2h;,, forallice [k]. 30)
On the other hand, within epoch i € [k], 2= < Y71 91 4 2 forall 7; < ¢ < 711, and thus
h"~"+1 \Y; V‘Fiiﬂ'+1 s HQSH br
— < < 2| <A+, 31
hT' hT' Z Z S + 2 ( )
2 z t=1; \s=1
where by := 2 ZL(Z;& |gs|l/hs + 2)2. Therefore, by the regret bound of Theorem 6 and (31):
Tit1
{95y Wy — w) < 2Hw||\/ rir My (Jwlbr) + (4|w] n2lw]br) + Dhs,,, i€ [k]. (32)
S=T;
Summing this inequality overi = 1,...,k — 2, we get:
Th—1 k—2
2. (9uv e ) < 2ful Z Veroo e (fwllbr) + 3 (4w] (2w ]bor) + D, - 33)
i=1
Now using (29) at t = 7,19, we have for all i € [k],
Tit1 2 Tit2 2
lgs|” HgsH
VTi37—i+l = 2 T+1 \ Z T,+17
= Tz+1
T’L+2
2 ||9sH B2
h + Z Tz+1’
= h? + hr o hey oy <202, (34)

where the inequality (x) follows by Assumption 1. Now by (30), we also have
k—2 kg
Z hTi+1 < (Z 21) th < th' (35)
i=1 i=1

Thus, substituting (35) and (34) into (33), and using the fact that h,, < hr, we get:

Th—1

> 1{gs, @5 — w) < 4|w]hpy/21ny (Jwlbr) + by - (4]w] In(2]w]br) + 1),
s=1

7 - (8|w| Iny 2|w|br) + 2[w| + 1), (36)

A
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where in the last inequality, we used the fact that /22 < = + 1/2, for all z > 0. Now, summing (32)
over the last two epochs, yields

T
Y, (9@ — w) < 2fw|y/2Vr Iy (Jw[br) + 2h7 - (4|w] Iny 2|w]br) + 1).  (37)

S=Tk—1

Adding (36) and (37) together leads to

T
2 (g5, s — w) < 2|w|/2Vr Iy (Jwlbr) + (16]w] I (2]w]br) + 2w| + 3)hr.
s=1
This concludes the proof. |

Appendix C. Proofs for Section 3.2

In this section we work on a version of the potential function that does not have the tuning for
Section 3.2 substituted in yet, so that we can prove the result necessary for Section 5 in one go. The
potential is parameterized by a prior variance o > 0, initial wealth ¢ > 0 and, as before prod factor
~v > 1. It is defined by

coxp (nfaoo {3GT (721 +9V +01) " G+ 2}
det (I + UQ,Yv)

V(G,V,h) = ) (38)

C.1. Proof of Lemma 9

We prove the claim in Lemma 9 for the more general potential (38). Let A, > 0 be the minimizer
in the problem ¥ (Gy_1, V;_1, hy). With that notation, we see that w; = —V(Gy_1, Vi_1, ) -
(U*QI +9V + AT )_1 G;_1. To prove the lemma, it suffices to prove the stronger statement
obtained by picking the sub-optimal choice A = \, for the problem ¥(Gy, V4, h;), and dividing by
\I/(Gt_l, V;g_l, ht) >0, ie.

- g - (072I +Vi1 + )\*I)fl G

exp (%Gg (O'_QI + vV + )\*I)fl G; + ’\*5}(5)2 — %ln det (I + 02’)/%))

< 1-

exp (%Gg—l (2L + Vi + M) Gy + ’\*2’)}5;)2 — Llndet (I + 027‘4_1)) .

Let us abbreviate X1 = 02T + YVi—1 + A 1. The matrix determinant lemma and monotonicity
of matrix inverse give
det (I + 027Vt)
n
det (I + 024Vi_1)

_ —1
= In (1 +yg] (07T + V1) gt) > In(1+~g/2g:).

Then Sherman-Morrison gives

(gtTEGt)z

Gl (62 T+ Vi+ M) "Gy = GIRG, — T =2
HO Ve ) G T gl g
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and splitting off the last round G; = Gy_1 + g; gives

2G]_X2g: + 9/ 2g: — (9] XG;1)?
1 +~vg{Xg; '

Gl (0 2T +Vi+\I) ' G, = G] | SG;, +

All in all, it suffices to show

2G]_12g; + 9] 2g: — V(9] 2Gy_1)?
2(1+ 9/ Xg:)

1
—-9/¥G;1 < 1—exp ( -5 In(1+ ’YgtTEgt)> )

Introducing scalars r = g/ X G;_1 and z = g{ X gy, this simplifies to

2 +z—qr? 1
—r < 1-— —— —-In(1
r exp( 30 +77) 5 n ( —I—vz))

Being a square, z > 0 is positive. In addition, optimality of A, ensures that || XGy_1|| = %?; this
follows from the fact that & G]_, (0721 + 7V + )\I)*th_1|/\:/\ = |XG;_1]?. In combination
with || g¢|| < hy, we find || < p(7) < 1. The above requirement may hence be further reorganized to

2r —yr? < — 2+ (1+72) (In(1+72) +2In(1 + 7).

The convex right hand side is minimized subject to z > 0 at

e%—l—an(l-&—r) 1
z = max- 0,
~y

S0 it remains to show

1 .
o —? < %—(1—1—7“)_267 , 1f%—1>21n(1+7“);
2In(1 + ), otherwise.

-1

The function p in (12) is designed to satisfy the hardest case, where r = —p(~y), with equality.

C.2. Proof of Theorem 10

We restate the claim for the potential (38) before tuning:

Theorem 21 (Theorem 10 rephrased) Let 2}1 i= 0 21 + V. For (W) as in (14), we have

5 det (0271) g
2 (W —w,g;) < e+, | Q¥ Iny TQ%’ , forallw e R? where
t=1

1 [ 2 |w|? det (62271) h2|jw)|? )
Q¥ = max{ wE lw, = | L In T + w2 w | .
T T 2 ,0(7)2 €2 p(w)Q T
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Using that ¥(G, V', h) is decreasing in h, we can telescope to obtain
Ylgld < ¥(0,0,h1) — U(Gr, Vi, hr)

Using the definition reveals ¥ (0,0, k1) = ¢, yielding

T eexp (infysg 1GT (271 + AT ! Gr + Ap(y)?
Zg{ﬁlt < e ( =0 2 T( T ) 2h3 ) (39)
=1 det (02371)

To transform this into a regret bound, it remains to compute the convex conjugate of the RHS of (39)
in G7. To this end, let

1 A
G) = inf —GT MY "G+ —
f(G) exp(;goz (Q+A)'G+ 2)
The Fenchel dual of this function is

1 Z
ff(u) = sup w'G — exp <inf SGT(Q+ MG+ /\2>
G

A
sup 'wTG—exp< GT(Q+ M) G—i-)\ )

G A>0
2 \Z
= sup aw' (Q + A\)w — exp (a'wT (Q+ M)w+ >
a,A=0 2 2
= sup /w7 (Q + \I) wX ('wT (Q + \I) 'we_)‘Z> )
A=0
where the model complexity is measured for # > 0 through the function X (0) = sup, a —

o2

e 2% One can write X(6) = W (0)Y2 — W (6)""? in terms of the Lambert function W
(where W () is defined as the principal solution to W (z)e"V(*) = x). We will further use that X ()
is increasing, and that it satisfies X (f) < +/In; 6 (see Lemma 22). Zero derivative of the above
objective for A occurs at the pleasantly explicit

22 2fw|*’

and hence the optimum for A is either at that point or at zero, whichever is higher, with the crossover

point at llro]® ” In Hw” = wTQw. Plugging that in, we find that
I
frw)y =4V LC+wQw)X [ L(C+wiQw)e 7 TawiE | if O > wiQu;
w =
VuTQuwX (wTQuw), otherwise,
2 2
where C' = % In % Using that X () is increasing, we may drop the exponential in its

argument in the first case, and obtain
2
[fw) < /O¥X(QF) where QF := max{'wTQ (HwZth“;H +wTQw> }
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Note that this is a curious maximum between wTQw (the larger for modest w), and the average
between that very same term and another quantity that grows super-linearly with ||w||? (so this is the
winner for extreme w).

Okay, now let’s collect everything for the final result and undo the abbreviations. We have

p det (02 E;l )

T
Mgl < e+inf wGr+ ———f | —F—w |,
=1 h det (o2271) ¢

det (o?271)
. T w T w
< e—l—lgfw Gr +/QFX (62 QT |,

where

1 h2 2 det 22*1 h2 2
QT = max wTE}lw,f THwQH In ¢ (02 A ) THwQH —I—wTE;lw .
2\ r(v) € p(7)

To complete the proof of Theorem 21, it remains to prove the following result.

a2
Lemma 22 For 6 > 0, define X(0) := sup, o — eT 20 Then X)) = W(H)V? -
(W(0)~1/2 = vInb + o(1).
Proof The fact that X(0) = (W (6))Y/2 — (W(6))~'/? follows from (Orabona and Pal, 2016a,
Lemma 18). Recall that
sup yxr —e* = ylny —y

x

Hence

o2
X(0) = sup a—eT 2n?
o
a? 1

= supinf a—1n (—ln9> +nlnn—n
a 7 2 2

1
= inf—+ﬂln9+771n17—77
n 2n 2

1+4ilnlneg
g min{rne_*z“,ﬁ_l}
< /\/1n+0

where we plugged in the sub-optimal choices n = \/ﬁ (this requires 6 > 1) and n = %. When we
1

——— we find
In(e¢™ " +0)

stickinn =

In(e® " +6) +1n6 —In (111(6672 + 9)) -2
2¢/In(e¢™ + 0)

Note that e¢ ~ = 1.14492. This is less than 2, the value of 6 where \/9/ 2—-1/ v/6 becomes positive.
[ |

X(0) < In(e¢ + )

N
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Appendix D. Proofs for Section 4
D.1. Proof of Lemma 13

Letc,b,83>0,v > 1,a€]1,2],and v €] — 1, —a~'[. We consider the 1-dimensional case (i.e.
d=1)andset g, = t7,forall t > 1. Since —1 <~y < —1/a, wehave L; = L; = 1, forall t > 1,
and so the sequence (4/ Vo ¢ In(t)/LY) is increasing. Further, there exists p, ¢ > 0 such that,

Vt=1, pVint Vot In(t) /LY =

t
Int ) 57 < qVint. (40)
s=1

Thus, given any sequence (w;) € R satisfying

|W4| < by/VarIn(t)/LE, t =1,
we have, for 7' > 1 and w = —2b4/V,, 7 In(T")/LF,

T
Z = by /VorIn(T)/LY th,

(40)

= bpVInT - Z t7,
t=1

- bpvVInT

. +1_
Nl (T +1)7 1). 41)

Now by the choice of w and (40), we have |w| < 2bgv/InT', and so by (41),

T 1
Z > Lp |w|y . b ((T + 1)Fy+ — 1) (42)

(v +1)(2q)7 01 (In T)»/2=1/2

Using again the fact that |w| < 2bgvInT and (40), we have Llea/2(|w| + 1)\/VarInT <
2b¢*> InT + ¢/In T, and so due to (41), we have

T

. —a T+1)t -1
g (@ —w) = Ly (Jw| + 1)3/VeInT - ( - 2) . 43)
= (v+1) (ZVinT + )

Since v > —1, the exists 7' > 1 such that

(T +1)+ -1 p- (T +1)*1—1)
(1) (VT + ) O+ DI T) 2

2¢-In(1 + |w|T)? < min

Y

and so for such a choice of T, (42) and (43) imply the desired result.
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D.2. Proof of Theorem 15

We need the following lemma in the proof of Theorem 15:

Lemma 23 Forallb,c,3 > 0and v € [1, 3|, there exists (g;) € R T > 1, and w € RY, such that
for any sequence () satisfying ||w| < b-vtInt, forallt = 1, we have

T
S~ w, g > ¢ (1 + [w|T)? - (L|w]” + Lr(lw] + VT T).
t=1

Proof Letc,b,3,> 0, v € [1,3[, and o €]1, 2]. We consider the 1-dimensional case (i.e. d = 1) and
set g; = 1, for all ¢ > 1. In this case, we have L; = 1, for all ¢ > 1. Given any sequence (w;) € R
satisfying

|| < bVtInt, t > 1, (44)

we have, forT > 1 and w = —2bvT InT,

Yo @) ¥ wTRT Yo
. =b/TInT-T. (45)
Now since |w| = 2b7/T In T, we have, by (45),
T T3/2-v/2
; > Lrfwl” b —1(In T)/2—1/2" (46)

Using again the fact that |w| = 2b0/T'InT and Ly = 1, we have Ly (jw|+ 1)V T InT = 20T In T +
VT InT, and so due to (45),

T
T
(wy —w) = Ly(lw|+ )VTInT - ———mnrn. 47

D (@~ w) > Ll + )Y TR @7)

Since v € [1, 3, the exists 7' > 1 such that
T T3/271//2
2¢-In(1 + |w|T)® < min , ,

( | | ) <2\/m + 1/b 21/b1/—1(1nT)l//2—1/2

and so for such a choice of T', (46) and (47) imply the desired result. |

Proof of Theorem 15. By Lemma 12, the only candidate algorithms are the ones whose outputs
(wy) satisfy |w:| < bvtlnt, for all ¢ > 1, for some constant b > 0. By Lemma 23, no such
algorithms can achieve the desired regret bound. |
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Appendix E. Proof of Section 5

Proof of Theorem 16. The proof is similar to that of Theorem 7 expect for some changes to account
for the fact that the modified FREERANGE wrapper scales the outputs of FREEGRAD.

First, let us review some notation. Let & > 1 be the total number of epochs and denote by
7; = 1 the start index of epoch i € [k]. Further, for 7,7 € N, we define 7 = 7 — 1, V,..v =
|z |2 + Zs%/:T lgs|%, and B, == >"7_, |x4|/hs. In what follows, let w € R be fixed.

Let () be the outputs of algorithm 2 and ¢ € [k]. In this case, we have u; = w;/(h., B, ), for
allt € {7;,...,Tit1}, and by Theorem 20, withd = 1, € = h., B,,, and g; € x¢ - OOV (yy, 240y ):

Titl . B |w|V,. ...
Z gt~ (at - w) < 2|w|\/v7'i17'z‘+1 Iny < s 7-l]|12 TZ.TZ“)
Ti

t=T1;
4h7:i+1hTiBTi|w"\/ VTi5Ti+1> n hr,

hg—z h'Ti BTi '

2B, |w|Vy,.r,
< 2|w|\/vnz7—i+1 anr <T’|,IZ|W>

4h?' BT' W]/ VT'ZT‘ 1
+ 4h7-i+1|w|hl ( i+1 z|h | A 1+1> + — (48)

+ 4hﬁ'+1 |w| In (

B,

Ti

Recall that at epoch i € [k], the restart condition in Algorithm 2 is triggered at ¢ = 7,41 > 7; only if
he (9 @ |as| L ]
— > 1= 49
e ; o ; = (49)

where the equality follows by the fact that when () is satisfied for the first time, it must hold that
|z¢| = hy (recall that the hints (h;) satisfy (17)); in fact, we have,

hy; = |z.,|, forallie [k]. (50)

From (49), we get that

7 2
h7~"+1 \V VTiITiH aa, ! ‘xs’ br
= < < - <A —, 51
e e 225 ) <3 1)

t=71; \s=1

where by := 2 ZL(ZZ:I |z5|/hs)?. Plugging (51) into (48), and letting ey == B2.br, we get:

Tit1

3 e (@ — w) < 2wy Vi, I (fwy/2Vrer)

t=T;

+ 4hr,, Jw|In <2|w|\/2VTcT) + %, (52)
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Summing this inequality over ¢ = 1 k — 2, we get:

Th—1

2 ge - (ur —
t=1

k—2
w) < 2w, |k Z Viiri Ing <\w|\/2VTcT)

+ Z 4hr, . |w|In <2|w|\/2VTcT>

HML

N
! B,

.
< 2wl | k- (kzl |22 + 2 h2 ) In, (\w\«/QVTcT)

+ Z 4hr, . |w|In <2|w|\/2VTcT)

\|M|
UJ‘H

Tk—1
2|w\ 2k Z |zs|? Ing (|w|«/2VTc )
s=1

+ Z Ah | o (2ful/2Vrer) + Bi (53)

HMJQ

Using (49) again, we get that

Thk—1 Th—1 Tk 2 Th Tk 2 h2
2 ENE |2s] 2 lzs| o @) |z Th_1
2‘$5| Z <Z h2 ‘hm1<2h thl\ ZT T
s=1 s=1 'S s=1 "8 s=1 "8
Qb (54)
&S k’ 9
where the inequality () follows by the fact that Y. | |zs|/hs = k due to (50). We also have
k—2 Tk—1 Tk—1 Tk
™ z @
Dihry <)) aal = P < by < (55)
i=1 s=1 s=1 ""Tk-1 s=1 "%
K2 o k2 ‘zn“ k-2 |z;| Th—2 %
Z B. B. 2 p—R I 2, Tl S Br (56)
i=1 K i=1 g =1 slhs t=1 slhs
Thus, substituting (56), (55), and (54) into (53), and using the fact that h,, < hr, we get:
Th—1
S i (@ — w) < 2ulhry/21n (jwly/2Vrer)
=1
+ dhp|w|In (2|w\\/2VTCT) +1n B,
< hrlw| - (61ng (2|w|v/2Vrer) + 1) + In By, (57)
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where in the last inequality, we used the fact that /22 < = + 1/2, for all z > 0. Now, summing (52)
over the last two epochs, yields

T

S o (@ — w) < 2lwly/2Ve In (jwly/2Vier) + Shrlw] n(2lwly/2Vier) + 2. (58)
=71
Adding (57) and (58) together implies the desired result. |
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Chapter 5

PAC-Bayes Unexpected Bernstein
Inequality

We now switch to the statistical learning setting and consider a notion of adaptivity
through data-dependent bounds. While it is not completely clear whether existing
generalization bounds can ever explain the often-witnessed (good) generalization
performance of deep NNs [Nagarajan and Kolter, 2019], some recently proposed
ideas seem promising. One of them involves deriving data-dependent PAC-Bayesian
bounds that can automatically adapt to the easiness of the problem at hand, leading
to non-vacuous bounds in many cases. In this chapter, we derive a data-dependent
bound whose main term is reminiscent of the empirical loss variance, but unlike the
latter, it converges to zero when the number of samples increases. This can lead
to a much tighter generalization bound compared with the state-of-the-art as we
show. The key tools used to derive our bound (which are of independent interest)
are I) a new concentration inequality reminiscent of the empirical Bernstein inequal-
ity [Maurer and Pontil, 2009], and II) the idea of splitting the dataset in two and
learning an informed prior from each half before combining them to produce the final
bound.
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Abstract

We present a new PAC-Bayesian generalization bound. Standard bounds contain a

\/ Ly, - KL/n complexity term which dominates unless L,,, the empirical error of
the learning algorithm’s randomized predictions, vanishes. We manage to replace
L, by a term which vanishes in many more situations, essentially whenever the
employed learning algorithm is sufficiently stable on the dataset at hand. Our new
bound consistently beats state-of-the-art bounds both on a toy example and on
UCI datasets (with large enough n). Theoretically, unlike existing bounds, our
new bound can be expected to converge to 0 faster whenever a Bernstein/Tsybakov
condition holds, thus connecting PAC-Bayesian generalization and excess risk
bounds—for the latter it has long been known that faster convergence can be
obtained under Bernstein conditions. Our main technical tool is a new concentration
inequality which is like Bernstein’s but with X? taken outside its expectation.

1 Introduction

PAC-Bayesian generalization bounds [1, 8, 9, 17, 18, 20, 28, 29, 30] have recently obtained renewed
interest within the context of deep neural networks [14, 34, 42]. In particular, Zhou et al. [42] and
Dziugaite and Roy [14] showed that, by extending an idea due to Langford and Caruana [23], one
can obtain nontrivial (but still not very strong) generalization bounds on real-world datasets such as
MNIST and ImageNet. Since using alternative methods, nontrivial generalization bounds are even
harder to get, there remains a strong interest in improved PAC-Bayesian bounds. In this paper, we
provide a considerably improved bound whenever the employed learning algorithm is sufficiently
stable on the given data.

Most standard bounds have an order / L,, - COMP,, /n term on the right, where COMP,, represents
model complexity in the form of a Kullback-Leibler divergence between a prior and a posterior,
and L, is the posterior expected loss on the training sample. The latter only vanishes if there is a
sufficiently large neighborhood around the “center” of the posterior at which the training error is 0.
In the two papers [14, 42] mentioned above, this is not the case. For example, the various deep net
experiments reported by Dziugaite et al. [14, Table 1] with n = 150000 all have L,, around 0.03, so

that \/COMP,, /n is multiplied by a non-negligible v/0.03 ~ 0.17. Furthermore, they have COMP,,
increasing substantially with n, making /L., - COMP,, /n converge to 0 at rate slower than 1/+/n.

In this paper, we provide a bound (Theorem 3) with L,, replaced by a second-order term V;,—a term
which will go to 0 in many cases in which L,, does not. This can be viewed as an extension of an

earlier second-order approach by Tolstikhin and Seldin [39] (TS from now on); they also replace L,,,
but by a term that, while usually smaller than L,,, will tend to be larger than our V,,. Specifically, as
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they write, in classification settings (our primary interest), their replacement is not much smaller than
L, itself. Instead our V,, can be very close to 0 in classification even when L,, is large. While the TS
bound is based on an “empirical” Bernstein inequality due to [27]', our bound is based on a different
modification of Bernstein’s moment inequality in which the occurrence of X ? is taken outside of its
expectation (see Lemma |3). We note that an empirical Bernstein inequality was introduced in [4,
Theorem 1], and the name “Empirical Bernstein” was coined in [32].

The term V,, in our bound goes to 0—and our bound improves on existing bounds—whenever the
employed learning algorithm is relatively stable on the given data; for example, if the predictor
learned on an initial segment (say, 50%) of the dataset performs similarly (i.e. assigns similar losses
to the same samples) to the predictor based on the full data. This improvement is reflected in our
experiments where, except for very small sample sizes, we consistently outperform existing bounds
both on a toy classification problem with label noise and on standard UCI datasets [13]. Of course,
the importance of stability for generalization has been recognized before in landmark papers such as
[7, 33, 38], and recently also in the context of PAC-Bayes bounds [35]. However, the data-dependent
stability notion “V},” occurring in our bound seems very different from any of the notions discussed
in those papers.

Theoretically, a further contribution is that we connect our PAC-Bayesian generalization bound to
excess risk bounds; we show that (Theorem 7) our generalization bound can be of comparable size to
excess risk bounds up to an irreducible complexity-free term that is independent of model complexity.
The excess risk bound that can be attained for any given problem depends both on the complexity of
the set of predictors H and on the inherent “easiness” of the problem. The latter is often measured in
terms of the exponent 3 € [0, 1] of the Bernstein condition that holds for the given problem [6, 15, 19],
which generalizes the exponent in the celebrated Tsybakov margin condition [5, 40]. The larger 3,
the faster the excess risk converges. In Section 5, we essentially show that the rate at which the

\/ Vi - COMP,, /n term goes to 0 can also be bounded by a quantity that gets smaller as § gets larger.
In contrast, previous PAC-Bayesian bounds do not have such a property.

Contents. In Section 2, we introduce the problem setting and provide a first, simplified version of
our main theorem. Section 3 gives our main bound. Experiments are presented in Section 4, followed
by theoretical motivation in Section 5. The proof of our main bound is provided in Section 6, where
we first present the convenient ESI language for expressing stochastic inequalities, and (our main
tool) the unexpected Bernstein lemma (Lemma 13). The paper ends with an outlook for future work.

2 Problem Setting, Background, and Simplified Version of Our Bound

Setting and Notation. Let Z;,..., 7, be i.i.d. random variables in some set Z, with Z; ~ D.
Let H be a hypothesis set and £ : H x Z — [0,b], b > 0, be a bounded loss function such that
Lp(Z) := £(h, Z) denotes the loss that hypothesis h makes on Z. We call any such tuple (D, ¢, H) a
learning problem. For a given hypothesis h € H, we denote its risk (expected loss on a test sample
of size 1) by L(h) = Ez.p [¢,(Z)] and its empirical error by Ly, (h) = + Y1, £,(Z;). For any
distribution P on H, we write L(P) :=E;.p [L(h)] and L,,(P) = Ej.p [L,(h)].

For any m € [n] and any variables Z1, ..., Z, in Z, we denote Z.,,, = (Z1,...,Zy) and Z.,, =
Z<m—1, with the convention that Zy = @. Similarly, we denote Zs,, = (Zy, ..., Zy,) and Zs,, =
Z>m+1, With the convention that Z,,,1 = @. As is customary in PAC-Bayesian works, a learning
algorithm is a (computable) function P : U}, Z* — P(H) that, upon observing input Z,, € Z",
outputs a “posterior” distribution P(Z,,)(-) on H. The posterior could be a Gibbs or a generalized-
Bayesian posterior but also other algorithms. When no confusion can arise, we will abbreviate
P(Z,) to P, and denote Py any “prior” distribution, i.e. a distribution on H which has to be
specified in advance, before seeing the data; we will use the convention P(@) = Fy. Finally, we
denote the Kullback-Leibler divergence between P, and Py by KL(P,||Fp).

Comparing Bounds. Both existing state-of-the-art PAC-Bayes bounds and ours essentially take the
following form,; there exists constants P, A, € > 0, and a function &; ,,, logarithmic in 1/4 and n, such

! An alternative form of empirical Bernstein inequality appears in [41], based on an inequality due to [11].



that for all § €]0, 1[, with probability at least 1 — 6 over the sample Z1, ..., Z,, it holds that,

R, - (COMP,, +¢ COMP, +¢ R e
n ( n 5,n) A n in Le. n s,n
n n n

L(Pn)_Ln(Pn)Sﬂ)'\/ ) (1)
where R,,, R, > 0 are sample-dependent quantities which may differ from one bound to another.
Existing classical bounds that after slight relaxations take on this form are due to Langford and
Seeger [24, 37], Catoni [10], Maurer [26], and Tolstikhin and Seldin (TS) [39] (see the latter for a
nice overview). In all these cases, COMP,, = KL(P, | Fy), R;, = 0, and—except for the TS bound—
R, = L,(P,). For the TS bound, R, is equal to the empirical loss variance. Our bound in Theorem
also fits (1) (after a relaxation), but with considerably different choices for COmMP,,, R, , and R,,.

Of special relevance in our experiments is the bound due to Maurer [26], which as noted by TS
[39] tightens the PAC-Bayes-kl inequality due to Seeger [36], and is one of the tightest known
generalization bounds in the literature. It can be stated as follows: for ¢ €]0,1[, n > 8, and any
learning algorithm P, with probability at least 1 — 4,

KL(P,[ Py) +In 22
KI(L(Py), L (Fn)) < ; 2
n
where kl is the binary Kullback-Leibler divergence. Applying the inequality p < g +/2¢kl(p|q) +
2kl(pl|lq) to (2) yields a bound of the form (1) (see [39] for more details). Note also that using
Pinsker’s inequality together with (2) implies McAllester’s classical PAC-Bayesian bound [28].

We now present a simplified version of our bound in Theorem 3 below as a corollary.

Corollary 1. For any 1 < m < n and any deterministic estimator h: Uk, Z¢ — H (such as ERM),
there exists P, A, C > 0, such that (1) holds with probability at least 1 — 9, with

coMP,, = KL(P,|P(Z<m)) + KL(P, | P(Zsm)),

1m 1
R, =Vl=— Zéh(zwn)(zi)Q + = Z eiL(Zsm)(Zj)Zv 3)
ni2 T j=m+1
1 m 2 n 2
Ro=Va= - Buer, | X (6n(2Z) -l ) (20)) + 3 1(zh<zj> bz ZD) | @
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Like in TS’s and Catoni’s bound, but unlike McAllester’s and Maurer’s, our €55, grows as (Inlnn)/d.
Another difference is that our complexity term is a sum of two KL divergences, in which the prior (in
this case P(Z<pm,) or P(Zs,)) is “informed”—when m = n/2, it is really the posterior based on half
the sample. Our experiments confirm that this tends to be much smaller than KL(P,, | Py). While the
idea to use part of the sample to create an informed prior is due to [2], we are the first to combine all
parts (halves) into a single bound, which requires a novel technique. This technique can be applied to
other existing bounds as well (see Section 3).

A larger difference between our bound and others is in the fact that we have R,, = V,, instead of
the typical empirical error R,, = L,,(P,,). Only TS [39] have a R,, that is somewhat reminiscent
of ours; in their case R, = Ej,.p, [, (¢n(Z;) = Ly (h))?]/(n - 1) is the empirical loss variance.
The crucial difference to our V,, is that the empirical loss variance cannot be close to 0 unless a
sizeable P, -posterior region of h has empirical error almost constant on most data instances. For
classification with 0-1 loss, this is a strong condition since the empirical loss variance is equal to
nL,(P,)(1 - L,(P,))/(n-1), which is only close to 0 if L, (P,) is itself close to 0 or 1. In
contrast, our V,, can go to zero 0 even if the empirical error and variance do not, as long as the
learning algorithm is sufficiently stable. This can be witnessed in our experiments in Section 4. In

Section 5, we argue more formally that under a Bernstein condition, the \/V;, - COMP,, /n term in

our bound can be much smaller than \/COMP,,/n. Note, finally, that the term V;, has a two-fold
cross-validation flavor, but in contrast to a cross-validation error, for V,, to be small, it is sufficient
that the losses are similar, not that they are small.

The price we pay for having R,, = V,, in our bound is the right-most, irreducible remainder term in
(1) of order at most b//n. Note, however, that this term is decoupled from the complexity COMP,,,
and thus it is not affected by COMP,, growing with the “size” of H. The following lemma gives a
tighter bound (tighter than the b/+/n just mentioned) on the irreducible term:



Lemma 2. Suppose that the loss is bounded by 1 (i.e. b= 1) and that n is even, and let m = n/2.
For 6 €]0,1[, R, as in (3), and any estimator h : U-; Z° — H, we have, with probability at least

1-4,
/Rn;z S\/Q(L(f1<z>m>)n+Lm(zsm))) A .

Behind the proof of the lemma is an application of Hoeffding’s and the empirical Bernstein inequality
[27] (see Section C). Note that in the realizable setting, the first term on the RHS of (5) can be of order
O(1/n) with the right choice of estimator h (e. g. ERM). In this case (still in the realizable setting),
our irreducible term would go to zero at the same rate as other bounds which have R,, = L,,(P,,).

3 Main Bound

We now present our main result in its most general form. Let 9¥(7) = (~In(1 - 7) - n)/n? and

¢y =n-9(nb), for n €]0,1/b[, where b > 0 is an upper-bound on the loss £.

Theorem 3. [Main Theorem] Let 71, ..., Z,, be i.id. with Z; ~ D. Let m € [0..n] and  be any
1L

distribution with support on a finite or countable grid G c]0,1/b[. For any § €]0,1{, and any learning
algorithms P,Q : UL, Z' — P(H), we have,

COMP,, +21In Ml( ) In Ts.nl(u)
L(Py) € Lu(Py) + inf 1y Vi + Sprinfie, Vie—=5 0 (6)
ne ve

n-n v-n

with probability at least 1 — §, where COMP,,, V!, and V,, are the random variables defined by:

COMP, = KL( Py P(Z<m)) + KL(Po| P(Zom)), 7
1 m 1 n

Vi= = 2 Engzn [(Z)*] + = 3 Engezay) [6n(Z5)7],
n i3 M jom+1

Vi = %E}MPH [i (6n(Z)) ~ Bnvegzn [tw (Z0)1)° + ‘ i (n(Z)) = Enrgz2) [Eh’(Zj)])2:| -

i=1 Jj=m+1l

While the result holds for all 0 < m < n, in the remainder of this paper, we assume for simplicity that
n is even and that m = n/2. We will also be using the grid G and distribution 7 defined by

Gg:= {%, cey ﬁ K= [log2 (% ﬁ)-‘}, and 7 = uniform distribution over G. 8)

Roughly speaking, this choice of G ensures that the infima in 7 and v in (6) are attained within
[min G, max G]. Using the relaxation ¢, < n/2 +n*11b/20, for < 1/(2b), in (6) and tuning 1 and
v within the grid G defined in (8) leads to a bound of the form (1). Furthermore, we see that the
expression of V;, in Corollary | now follows when @ is chosen such that, for 1 <i<m < j<n,
Q(Zs5) = 6(h(Zsp)) and Q(Z;) = 8(h(Z<pm)), for some deterministic estimator h, where §(%)(-)
denotes the Dirac distribution at h € H.

Online Estimators. It is clear that Theorem 3 is considerably more general than its Corollary

; when predicting the j-th point Z;, 7 > m, in the RHS sum of V,,, we could use a posterior
Q(Z.;) = 6(h(Z.;)) which does not only depend on Z1, ..., Z,,, but also on part of the second
sample, namely Z,,,1,...,Z;_1, and analogously when predicting Z;, i < m, in the LHS sum of

V,,. We can thus base our bound on a sum of errors achieved by online estimators (h(Z<;)) and

(h(Z.;)) which converge to the final h(Z,, ) based on the full data. Doing this would likely improve
our bounds, but we did not try it in our experiments since it is computationally demanding.

Informed Priors. Other bounds can also be modified to make use of “informed priors” from each
half of the data; in this case, the KL(P, || Py) term in these bounds can be replaced by COMP,, defined
in (7). As revealed by additional experiments in the Appendix H, doing this substantially improves
the corresponding bounds when the learning algorithm is sufficiently stable. Here we show how this
can be done for Maurer’s bound in (2) (the details for other bounds are postponed to Appendix A).



Lemma 4. Let § €]0,1[ and m € [0..n]. In the setting of Theorem 3, we have, with probability at
least 1 -6,

KL(Po| P(Zem)) + KL(P, | P(Zs)) + In 2mmm) o
- .

Remark S. (Useful for Section 5 below) Though this may deteriorate the bound in practice, Theorem
allows choosing a learning algorithm P such that for 1 <m <n, P(Z¢p) = P(Zsr,) = P (ie. no
informed priors); this results in COMP,, = 2KL( P, | Po)—the bound is otherwise unchanged.

KI(L(Pp), Ln(Pr)) <

Biasing. The term V/, in our bound can be seen as the result of “biasing” the loss when evaluating
the generalization error on each half of the sample. The TS bound, having a second order variance
term, can be used in a way as to arrive at a bound like ours with the same V,, as in Corollary
The idea here is to apply the TS bound twice (once on each half of the sample) to the biased losses
0(h,) = 0(h(Z<m),-) and €(h,-) = £(h(Zsm,),-), then combine the results with a union bound. The
details of this are postponed to Appendix B. Note however, that this trick will not lead to a bound
with a V, term as in Theorem 3, i.e. with the online posteriors (Q(Z;)) and (Q(Z;)) which get
closer and closer to the final Q(Zs,,) based on the full sample.

4 Experiments

In this section, we experimentally compare our bound in Theorem 3 to that of TS [39], Catoni [9,
Theorem 1.2.8] (with « = 2), and Maurer in (2). For the latter, given L,,(P,,) € [0, 1] and the RHS of
(2), we solve for an upper bound of L(P,,) by “inverting” the kl. We note that TS [39] do not claim
that their bound is better than Maurer’s in classification (in fact, they do better in other settings).

DIMENSION =10  DIMENSION = 50 ucl d Testerr. Our  Maurer
‘ —;—Ou‘r Bou‘nd ‘ ‘ ‘ ‘ Dataset of h bound bound
—aMaurer Haberman 3 0272 0521 0411
0.5F TS T 1 (n=244)
—=—Catoni Breast-C. 9  0.068  0.185  0.159
(n=560)
TicTacToe 27 0.046 0191 0.216
(n=766)
Banknote 4  0.058  0.125 0.136
(n=1098)

kr-vs-kp 73 0.044  0.108 0.165
(n=2556)
Spambase 57 0.173  0.293  0.312

- (n=3680)
T Mushroom 116  0.002 0.018 0.055
i , T (n=6500)
ol e L
1000 3000 5000 7000 1000 3000 5000 7000 Adult 108 0.168  0.195  0.234
SAMPLE SIZE SAMPLE SIZE (n=24130)
Figure 1: Results for the synthetic data. Table 1: Results for the UCI datasets.

Setting. We consider both synthetic and real-world datasets for binary classification, and we evaluate
bounds using the 0-1 loss. In particular, the data space Z is X x ) = R4 x {0,1}, where d € N is the
dimension of the feature space. In this case, the hypothesis set 7 is also R%, and the error associated
with h € H on a sample Z = (X,Y) € X x Y is given by £;,(Z) = |Y - 1{¢(h" X) > 1/2}|, where
¢(w) =1/(1+e™"),w ¢ R. We learn our hypotheses using regularized logistic regression; given a
sample S = (Zp, ..., Z,), with (p,¢) € {(1,m), (m +1,n),(1,n)} and m = n/2, we compute
AlR|? 1
+

9
5 m;n-ln¢(h X))+ (1-Y;) - In(1-¢(h"X;)). (10)

For Z., € 2™, and 1 <7 < m < j < n, we choose algorithm @ in Theorem 3 such that

Q(Z:) =0 (h(Zsm)) and  Q(Z<j) = 5(h(Zem)).

h(S) = arg min



Given a sample S # @, we set the “posterior” P(S) to be a Gaussian centered at /(.S) with variance
o? > 0; that is, P(S) = N'(h(S),0%14). The prior distribution is set to Py = N'(0, 02 14), for o > 0.

Parameters. We set § = 0.05. For all datasets, we use A = 0.01, and (approximately) solve (10)
using the BFGS algorithm. For each bound, we pick the 02 € {1/2,...,1/2” : J := [log, n]} which
minimizes it on the given data (with n instances). In order for the bounds to still hold with probability
at least 1 — &, we replace § on the RHS of each bound by §/[log, n] (this follows from the application
of a union bound). We choose the prior variance such that 08 = 1/2 (this was the best value on
average for the bounds we compare against). We choose the grid G in Theorem 3 as in (8). Finally,
we approximate Gaussian expectations using Monte Carlo sampling.

Synthetic data. We generate synthetic data for d = {10,50} and sample sizes between 800 and 8000.
For a given sample size n, we 1) draw X1,..., X, [resp. €1, ..., €,] identically and independently
from the multivariate-Gaussian distribution A/ (0, I;) [resp. the Bernoulli distribution 5(0.9)]; and
2) we set Y; = 1{¢(hIX;) > 1/2} - ¢;, for i € [n], where h, € R? is the vector constructed from the
first d digits of . For example, if d = 10, then h, = (3,1,4,1,5,9,2,6,5,3)". Figure | shows the
results averaged over 10 independent runs for each sample size.

UCI datasets. For the second experiment, we use several UCI datasets. These are listed in Table

(where Breast-C. stands for Breast Cancer). We encode categorical variables in appropriate 0-1
vectors. This effectively increases the dimension of the input space (this is reported as d in Table 1).
After removing any rows (i.e. instances) containing missing features and performing the encoding, the
input data is scaled such that every column has values between -1 and 1. We used a 5-fold train-test
split (n in Table | is the training set size), and the results in Table | are averages over 5 runs. We only
compare with Maurer’s bound since other bounds were worse than Maurer’s and ours on all datasets.

Discussion. As the dimension d of the input space increases, the complexity KL(FP, | Py)—and
thus, all the PAC-Bayes bounds discussed in this paper—get larger. Our bound suffers less from this
increase in d, since for a large enough sample size n, the term V,, is small enough (see Figure 1) to
absorb any increase in the complexity. In fact, for large enough n, the irreducible (complexity-free)
term involving V! in our bound becomes the dominant one. This, combined with the fact that for the
0-1loss, V! ~ L, (P,) for large enough n (see Figure 1), makes our bound tighter than others.

Adding a regularization term in the objective (10) is important as it stabilizes h(Z<p,) and h(Zsy, ):
a similar effect is achieved with methods like gradient descent as they essentially have a “built-in”
regularization. For very small sample sizes, the regularization in (10) may not be enough to ensure
that E(Z<7,L) and fL(ZZm) are close to E(Z§7L), in which case V,, need not be necessarily small. In
particular, this is the case for the Haberman and the breast cancer datasets where the advantage of our
bound is not fully leveraged, and Maurer’s bound is smaller.

5 Theoretical Motivation of the Bound

In this section, we study the behavior of our bound (6) under a Bernstein condition:

Definition 6. [Bernstein Condition (BC)] The learning problem (D, {,H) satisfies the (3, B)-
Bernstein condition, for B € [0,1] and B > 0, if for all h € H,

Ez.p[(a(2) - 04,(2))*] < B-Ep [0(2) - 0.(2)),
where h, € arginfpey Ez.p [€n(Z)] is a risk minimizer within the closer of H.

The Bernstein condition [3, 5, 6, 15, 22] essentially characterizes the “easiness” of the learning
problem; it implies that the variance in the excess loss random variable £, (Z) — £, (Z) gets smaller
the closer the risk of hypothesis h € H gets to that of the risk minimizer h,. For bounded loss
functions, the BC with 5 = 0 always holds. The BC with 5 = 1 (the “easiest” learning setting) is also
known as the Massart noise condition [25]; it holds in our experiment with synthetic data in Section

, and also, e.g., whenever H is convex and h — £, (z) is exp-concave, for all z € Z [15, 31]. For
more examples of learning settings where a BC holds see [22, Section 3].

Our aim in this section is to give an upper-bound on the infimum term involving V;, in (6), under a
BC, in terms of the complexity COMP,, and the excess risks L(P,), L(Q(Z>m)), and L(Q(Z<)),



where for a distribution P € P(#H), the excess risk is defined by
L(P) = Epp [Ez-p [€h(Z2)]] - Ez.p [€r.(2)].

In the next theorem, we denote Q< = Q(Z<p) and Qs = Q(Zss ), for m € [n]. To simplify the
presentation further (and for consistency with Section 4), we assume that ) is chosen such that

Q(Z5:) = Qom, for1<i<m, and Q(Z;) = Qem, form<j<n. (11)

Theorem 7. Let G and 7 be as in (8), 6 €]0,1[, and €5, = 21n 5%1(”) =2In %, n € G. If the

(B, B)-Bernstein condition holds with 3 € [0,1] and B > 0, then for any learning algorithms P and
Q (with Q satisfying (11)), there exists a C > 0, such that Yn > 1 and m = n/2, with probability at
least 1 -6,

édnf{cyf‘/}ﬁ-

COMP,, + €5 }
neg .

< E(Pn) + E(ng) + E(Q>Tﬂ)

1
( COMP,, + &5 )T—ﬂ COMP,, + &5,
+|—m— .

n

(12)
n

In addition to the “ESI” tools provided in Section 6 and Lemma |3, the proof of Theorem 7, presented
in Appendix E, also uses an “ESI version” of the Bernstein condition due to [22].

First note that the only terms in 0ur~main bound (6), other than the infimum on the LHS of (12), are
the empirical error L,,(P,) and a O(1/\/n)-complexity-free term which is typically smaller than

VKL(P,|Py)/n (e.g. when the dimension of H is large enough). The term /KL(P,|FPy)/n is

often the dominating one in other PAC-Bayesian bounds when lim inf,, .o, L (F,) > 0.

Now consider the remaining term in our main bound, which matches the infimum term on the LHS of
(12), and let us choose algorithm P as per Remark 5, so that COMP,, = 2KL( P, | Fy). Suppose that,
with high probability (w.h.p.), KL(P,||Fy)/n converges to O for n — oo (otherwise no PAC-Bayesian
bound would converge to 0), then (CoMP,,/n)"/(>~%) + comp,, /n—essentially the sum of the last
two terms on the RHS of (12)—converges to 0 at a faster rate than /KL (P, | Py)/n w.h.p. for 5 > 0,
and at equal rate for 5 = 0. Thus, in light of Theorem 7, to argue that our bound can be better than
others (still when liminf,, e Ly, (Py,) > 0), it remains to show that there exist algorithms P and Q

for which the sum of the excess risks on the RHS of (12) is smaller than \/KL(P, | Fy)/n.

One choice of estimator with small excess risk is the Empirical Risk Minimizer (ERM). When
m = n/2, if one chooses @ such that it outputs a Dirac around the ERM on a given sample, then
under a BC with exponent $ and for “parametric” H (such as the d-dimensional linear classifiers
in Sec. 4), L(Q<y) and L(Qs,,) are of order O(n‘l/(Q‘B)) w.h.p. [3, 19]. However, setting
P, = §(ERM(Z,,)) is not allowed, since otherwise KL (P, | FPy) = oo. Instead one can choose P,
to be the generalized-Bayes/Gibbs posterior. In this case too, under a BC with exponent 3 and for
parametric H, the excess risk is of order o} (n‘l/ (2-5 )) w.h.p. for clever choices of prior Py [3, 19].

6 Detailed Analysis

We start this section by presenting the convenient ESI notation and use it to present our main technical
Lemma 13 (proofs of the ESI results are in Appendix D). We then continue with a proof of Theorem 3.

Definition 8. [ESI (Exponential Stochastic Inequality, pronounce as:easy) 19, 22] Let > 0, and
X, Y be any two random variables with joint distribution D. We define

XY = X-Y4) 0 <= Exyp[e"F]<L (13)

Definition 8 can be extended to the case where 7 = 7 is also a random variable, in which case the
expectation in (13) needs to be replaced by the expectation over the joint distribution of (X, Y, 7).
When no ambiguity can arise, we omit D from the ESI notation. Besides simplifying notation, ESIs
are useful in that they simultaneously capture “with high probability” and “in expectation” results:

Proposition 9. [ESI Implications] For fixed nn > 0, if X <, Y then E[X ] < E[Y']. For both fixed

and random 7, if X 93 Y, then V6 €]0,1[, X <Y + % with probability at least 1 - 6.



In the next proposition, we present two results concerning transitivity and additive properties of ESI:

Proposition 10. [ESI Transitivity and Chain Rule] (a) Let Z1, ..., Z,, be any random variables
on Z (not necessarily independent). If for some (7;)ic[n] €]0, +00[", Z; 45, 0, for all i € [n], then

1
n n 1
> Z;i 4,0, wherev, = (Z) (so if Vi e[n],v; = > 0thenv, =v/n). (14)
i=1 i=1 Vi

(b) Suppose now that Z1, ..., Z, are i.i.d. and let X : Z x U}, Z7 — R be any real-valued function.
If for some 1 >0, X(Z;;2<;) <, 0, forall i € [n] and all z<; € Z'*, then Y1 X (Zi; Z<i) <y 0.
We now give a basic PAC-Bayesian result for the ESI context:

Proposition 11. [ESI PAC-Bayes] Fix 1) > 0 and let {Y}, : h € H} be any family of random variables
such that for all h € H, Y3, <y, 0. Let Py be any distribution on H and let P : U}_; Z* - P(H) be a
learning algorithm. We have:

KL(P,|Py)
K n

Ep.p,[Yn] < ,  where P, = P(Z,).

In many applications (especially for our main result) it is desirable to work with a random (i.e.
data-dependent) 7 in the ESI inequalities; one can tune 7 after seeing the data.

Proposition 12. [ESI from fixed to random 7] Let G be a countable subset of 10, +oo[ and let 7 be
a prior distribution over G. Given a countable collection {Y,, : n) € G} of random variables satisfying
Y, <, 0, for all fixed 1) € G, we have, for arbitrary estimator 1) with support on G,

—In7w(7
Y5 5 # (15)
The following key lemma, which is of independent interest, is central to our main result.

Lemma 13. [Key result: un-expected Bernstein] Ler X ~ D be a random variable bounded from
above by b > 0 almost surely, and let 9(u) := (-~ In(1 —u) — u)/u?. Forall 0 <1 < 1/b, we have (a):

E[X]-X 2D ¢-X?  forallc>n-9(nb). (16)
(b): The result is tight; for every c < n-19(nb), there exists a distribution D so that (16) does not hold.

Lemma 13 is reminiscent of the following slight variation of Bernstein’s inequality [12]; let X be any
random variable bounded from below by b, and let x(z) = (e — x — 1) /x?. For all 5 > 0, we have

E[X]-X g, s-E[X?], foralls>n-r(nb). (17

Note that the un-expected Bernstein Lemma 13 has the X ? lifted out of the expectation. In Appendix

, we prove (17) and compare it to standard versions of Bernstein. We also compare (16) to the
related but distinct empirical Bernstein inequality due to [27, Theorem 4]. We now prove part (a) of
Lemma |3, which follows easily from the proof of an existing result [16, 21]. Part (b) is novel, its
proof is postponed to Appendix

Proof of Lemma 13-Part (a). [16] (see also [21]) showed in the proof of their lemma 4.1 that

exp(AE = A20(N)E2) <1+ X\, forall Ae[0,1] and € > -1. (18)
Letting n = A/b and £ = - X /b, (18) becomes,
exp(-nX —n*9(nb)X?) <1-nX, forallne]0,1/b[. (19)

Taking expectation on both sides of (19) and using the fact that 1 — nE[ X ] < exp(-nE[X]) on the
RHS of the resulting inequality, leads to (16). O

Proof of Theorem 3. Let 1 €]0,1/b[ and ¢, := - 9(nd). For 1 <i <m < j <n, define
Xn(Zi250) = th(Z:) = Bingen) U (Z3)], - for 2 € 27,
Xn(Zji2¢1) = 0n(Z;) = Bueqecy) w (Z7)], - forzg; e 2770



Since ¢ is bounded from above by b, Lemma |3 implies that forall he Hand 1 <i<m < j<n,
Vi € 2" Y (Zis2si) = Ez1p [Xn(Z];25)] = Xn(Zi; 24) = ¢ - Xn(Zi; 2:)? 4,0,
Vi € 2170, Vil(Zyi2g) = Fzpep[Xn(Z); )] - Xn(Zjs 2j) = e Xn(Zjs 2¢5)* 9y 0,

Since Zy, ..., Z, arei.i.d. we can chain the ESIs above using Proposition 10-(b) to get:
8= Y\(Zi; Z51) 44 0, Z (23 Z<j) <y 0. (20)
i=1 “m+

Applying PAC-Bayes (Proposition 1 1) to S and S in (20) with priors P(Zs,,) and P(Z<,,), respec-
tively, and common posterior P, = P(Z,) on H, we get, with KL,,, := KL(P,|P(Z,,)) and
KLgp = KL(Py | P(Zem)):

KL

g KL<,
51770, ]E;Lan[ Z Y}:I(Zj;Zq)]_ 773 31770.

Jj=m+1

Ep-p, [Z Y, (Zi; Z>z‘)] -
i1

We now apply Proposition 10-(a) to chain these two ESIs, which yields
)] ) KL(Py|P(Z5m)) + KL(Pu[ P(Z<im))
<J .

2 n

En.p, [ZY (Zi3 Zi) + Z (2,

Jj=m+1l

With the prior 7 on G, we have for any 7} = 7j(Z<p,) € G c [1/V/nb?,1/b[ (see Proposition 12),

=1 ~ - ~ y b€y

COMP,, 2Inm(n)
Z)| 2

E.r, [ZYZ](ZHZ»)JF S T2
i=1

Jj=m+1l 2 n n
COMP,, +2In — ()
n-(L(P,) = Ln(Py)) Qg n-cy- Vo + _ Doy
2 7

n

[i (Ezng [ZQN(Z;)] - ZQ>1(Zz)) + Z (]EZ.;wD [ZQq (Z],)] - ZQ<j (27))] , (21

i=1 j=m+1

where ZQN-,(ZZ') = Eh~Q(Z>i) [gh(Z,)] and ZQQ. (Zj) = Eh~Q(Z<j) [Eh(Z])] Let U,, denote the
quantity between the square brackets in (21). Using the un-expected Bernstein Lemma 13, together
with Proposition |5, we get for any estimator 7 on G:

m n In %
Un <5 € (Z Bz [ (Zi)?]+ Y Eweq(za) [fh'(Zj)z]) + % (22)

i=1 j=m+1
By chaining (22) and (21) using Proposition 10-(a) and dividing by n, we get:

COMP,, + 21In

In
. G Ve RE0) (23)

L(Pp) Qnip Ln(Pp) +ci- Vi +
A+20 n-n v-n

We now apply Proposition 9 to (23) to obtain the following inequality with probability at least 1 — §:

COMP,, +21n In —1—
cy Vi + (") i ] + {co A 7;(:;6 } : (24)

L(Py) < Ly (Py) +

n-n

Inequality (6) follows after picking © and 1) to be, respectively, estimators which achieve the infimum
over the closer of G of the quantities between braces and square brackets in (24). O

7 Conclusion and Future Work

The main goal of this paper was to introduce a new PAC-Bayesian bound based on a new proof
technique; we also theoretically motivated the bound in terms of a Bernstein condition. The simple
experiments we provided are to be considered as a basic sanity check—in future work, we plan to put
the bound to real practical use by applying it to deep nets in the style of, e.g., [42].
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A Informed Priors

Any bound of the form of (1) with comp,, = KL(P,|P,) can be applied in a way as to replace this
KL term by KL(P,, | P(Zs.,)) + KL(P, | P(Z<,)), and thus making use of “informed priors”. For
this, it suffices to apply the bound on each part of the sample, i.e. Z.,, and Z.,,, and then combine
the resulting bounds with a union bound. In fact, suppose that (1) holds with R,, = L,,(P,,) and € = 0,
and let § €]0, 1[. Applying the bound on the second part of the sample Z.,,, with prior P(Z,,) and
posterior P,,, we get, with probability at least 1 — 6,

L>rn(Pn) : (KL(PTLHP(ZSTTL)) + 56,71—771)

L(P,) = Lo (Py) < CP~\/

n-m
KL(P,||P(Z<m n-m
+A' ( || ( < )) +€6, ’ (25)
n-m
where Ly, (P,) = ﬁ Z;”zm +1 Enep, [ (Z;)]. Similarly, applying the bound on the first half of
the sample Z,,, with prior P(Z.,,) and posterior P,,, we get, with probability at least 1 — 4,
LmPn'KLPnPZm m
L(Py) ~ Len(Py) S?-\/ < (Pn) - (KL(Po| PAZom)) + €5.m)
m
KL PTL P Z m ,m
+|A' ( H ( > ))+65, ; (26)

m

where Loy (Ppn) = = ¥ Bpep, [01(Z:)]. Let p = m/n and q = (n = m)/n (note that p + ¢ = 1).
Applying a union bound and adding ¢ x (25) with p x (26), yields the bound

2L, (Pp) - (KL(Py | P(Zsn)) + KL(Po | P(Z<m)) + Es.n)
n
4. KL(P,|P(Zsm,)) + KL(P,||P(Z<m)) + Es.m
n

L(P,) - L,(Py) < ’P-\/

@7

with probability at least 1 — §, where &5 , = €5/2,m T €5/2,n-m- 10 get to (27), we also used the fact

that \/z +\/y <~/2(x +y), forall 2, € Ry,.

The above trick does not directly apply to Maurer’s bound in (2) (since the dependence on L(P,) is
not linear). Instead, one can use the joint convexity of the binary Kullback-Leibler divergence kl in
its two arguments as in the following proof of Lemma 4:

Proof of Lemma 4. Let § €]0, 1[. We can write L,,(P,,) as

La(Pa) = 2 3 Enep, [n(Z)] + —— 3 Eier, [04(Z))]
m izl n j=m+1
where p := m/n and ¢ := (n — m)/n (note that p + ¢ = 1). Let us denote
1 & 1 n
Lem(Pp) = — Y Bpep, [ln(Z;)] and Lyy(Pn) = —— Y Enep, [ln(Z;)].
m;3 =M jomi1
By the joint convexity of the binary Kullback-Leibler divergence kl in its two arguments, we have
KI(L(Pp)| L (Prn)) = KW(pL(Pn) + L(Pp) [pLem (Pn) + qLsm (Fr)),
<p-KWL(P) | Lam () + q - KI(L(Pn) | Lom (Pr)),

KL(Py|P(Zom)) + In 242

- b

m

KL(P,||P(Zcp,)) + In 2 2=m

. (Pul P(Z<rn)) - 28)
n—-m

with probability at least 1 — §, where the last inequality follows by Maurer’s bound (2) and the union
bound. Substituting the expressions of p and ¢ in (28) yields the desired result. O
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B Biasing

A PAC-Bayes bound similar to the one in our Corollary | can be obtained from the TS bound. For
this, the TS bound must be applied twice, once on each part of the sample (i.e. Z,, and Z.,,) to
biased losses. We demonstrate this in what follows.

Let h : U, Z' - H be any estimator. The TS bound can be expressed in the form of (1) with
comp,, = KL(P,|Fy), € =0, and R,, = Ej..p, [Var,[¢r(Z)]], where Var, [ X] denotes the em-
pirical variance. Applying the TS bound on the second part of the sample Z.,,, with prior P, and
posterior P, and with the biased loss (1 (Z) = €1,(Z) = €}, 5. |(Z), gives

En-p, [Varsm[£n(Z)]]- (KL(P,| Po) + €5.n-m)

E(Pﬂ) - E>m(Pn) < T\/

n-—-m
KL(P,|P, nem
. KL Po) +e5, , 29)
n—-m
with probability at least 1 - &, where Var,n,[X] = %1 (X; - %7 X]-)Q, L(P,) =
Enp, [Ez-p[lh(2)]]. and Ly (Pr) = 2= T 01 Baep, [00(Z))].

Doing the same on the first part of the sample Zs,,, but now with the loss ,(Z) = £,(Z) -
Uiz (2), yields

Ep~p, [Vare,[6n(Z2)]] - (KL(P,|Po) + €5.m)

L(Pn) - LS'rrL(P,L) < (P.\/

m
KL(P,| P m
va. KLl Ro) + o (30)
m
with probability at least 1 — &, where Vare,[X] = L ¥ (X;- L7, Xj)z, L(P,) =
En-p,[Ez-p[ln(Z2)]]. and Ly (Pp) = £ ¥ Enep, [0n(Z:)].
Two more applications of the TS bound with prior and posterior equal to F, yields,
2 s Vars, [gA (Z)] “E512m-m A €5/2.n-m
L(1(Zem)) = Lom(h(Zem)) < P\ > Zm) fonzm TSI g (31)
n-m n-m
. . Varg,[¢; (Z)]-€s2,m  A-e5/2m
L(h(Zsm)) = Lem(WM(Zsm)) Sgp.\ S R(Zom) /2 N /2, ’ (32)
m m

with probability at least 1 — §, where
R 1 m R 1 n
Lepi(W(Zoin)) =— ) ¥; Z; d Lop(h(Zep)) = —— l; Z;).
< ( ( )) m; h(Z>m)( ) an > ( ( < )) N—mj=§+1 h(zém)( 1)

Letp =m/n and g = (n — m)/n. Applying a union bound and combining (29)-(32), as
qx ((29)+GD) +px (G0) +(32)),
yields a bound of the form (1) with
R;L =p- Varg, [E}A,,(ZM”)(Z)] +q- Varey, [Z}}(ng)(z)] < tiv

R”L =p- ]E}LNPn [Varﬁ’m [gh(Z)]] +q- ]Eh~Pn [Var>m. [ZFL(Z)]] < Vrn
where V) and V,, are as in Corollary 1.

A Direct Approach. Though the steps above lead to a bound similar to ours in Corollary |, the
constants involved may not be optimal. We now re-derive a modification of the TS bound with a V,
term like in Corollary |, and with tighter constants. The proof techniques used here are the same as
those used in the proof of Theorem 3. For 7 €]0, 1/b[ (where b > 0 is an upper-bound on the loss £)
and m € [2..n], define

sy=n-k(nb), where k(n) = (¢" -5 -1)/1,
2

-1 2
L nm nB(n) n°m
d & =20 (1 ) C oA = D = .
e =y o\ T am e ()= gy Where A =n+ 50—
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We assume that n > 2 is even in the next theorem. We remind the reader of the definitions

Vare,,[X] = 1i(X—1§:X) and Vars,,[X] = ! i ( Z X) .

n=m ;-m+1 j =m+1

Theorem 14. [New PAC-Bayes Empirical Bernstein Bound] Ler 7+, . .., Z,, be i.i.d. with Z1 ~ D.
Let m =n/2 > 1 and 7 be any distribution with support on a finite or countable grid G c]0,1/b[. For

any 6 €)0, 1[, learning algorithm P : U, Z' - P(H), and estimator h: UL, 2% - H, we have,

COMP,, +2In 52— O] lnﬁ(u)
L(P,) < L,(P,) + 1n§ - G + P +infié, -G+ ,
T]G

A(m)-n veg V) -n
with probability at least 1 — 0, where COMP,,, G, and G, are the random variables defined by:
COMP,, = n >m))7

Gy = Varsu [ b, (D)) + Varw [l ()],
G = Bnep, [Varom [0:(2) = 1 (2)] + Varan [0(2) = 4,1 (2)]]-

Note that since Varg,,(X) < ¥ X2/m and Vars,,,(X) < ¥,
Gn<V, and G, <V,
where V,, and V,! are defined in (4) and (3), respectively. However, one cannot directly compare

G, to the V,, defined in Theorem 3, since the latter uses “online” posteriors (Q(Z>;)) and Q(Z;)
which get closer and closer to the posterior QQ( Zs,,) based on the full sample.

1 X2 /m, we have

To prove Theorem 14, we need the following self-bounding property of the empirical variance [27]:

nm?

Var[ X 33
S Var[X], (3)
for any n > 0 and any bounded random variable X, where Var,,[X] is either Var,,,[X] or
Varg,,[X] (recall that m = n/2). Re-arranging (33) and dividing by (1 + nm/(2m - 2)), leads
to

m2
mVar[X] <, ] Var,,[X] -
m—

m? nm -1
V. g 1 Var,, [ X], 34
m Var[X] Spm) —— 1(+2m_2) arm[X] (34)
n*m

h =1+ .
where 3(1) =1+ 1

Proof of Theorem 14. Let n €]0,1/b[ and s, == 1 - k(nb). We define
Xh(Zz) ::gh(Zi)_gf—L(Z»”)(Zi)a for 1 <4< m,
Xn(Z5) = u(Z) = Ui 2., (Z),  for m<j<n.

Since /¢ is bounded from above by b, the Bernstein inequality (17) applied to the zero-mean random
variables Ez:.p [ X4 (Z])] - X1(Zi),i € [n], implies that for all h € H,

Y}:](Zl) = Ezng [Xh(Zl,)] - Xh(ZZ) =Sy -Var[Xh(Z)] 9 0, for 1<i<m,
f’h"(Zj) = EZ;ND[Xh(ZJ'-)] - Xn(Z;j) - 8- Var[X},(Z2)] 9,0, for m<j<n.
Since 71, ..., Z, are i.i.d. we can chain the ESIs above using Proposition 10-(b) to get:
S=>Y"2)9,0, S:= 3 Y(Z;)<,O0.
i=1 j=m+1

Chaining S 4, 0 [resp. S <, 0] and (34) with Var,, = Varg,, [resp. Var, = Var,,,] using
Proposition 10-(a), yields,

W<y 0 and W) <y 0, where (35)
n+B8(n) n+B(n)

" m , san nm -1

W= 3 (Barop [X(Z0)] - Xa(Z0) = 275 (1+5275) Varn[Xu(2)]

n

W= Y (IEZ}ND[Xh(Z]'.)]—Xh(Zj))—Z’T_nj~(1+ nm2)_1Var>m[Xh(Z)].

j=m+1 2m -

15



Let \(n) = n5(n)/(B(n)+n). Applying PAC-Bayes (Proposition 1 1) to W, <,y 0 and wy D 0
in (35), with priors P(Zs,,) and P(Z<,), respectively, and posterior P, = P(Z., ) on H, we get:
KL(Py | P(Z>m)) KL(Py | P(Z<m))
A(n) A(m)
We now apply Proposition 10-(a) to chain these two ESIs, which yields
KL(P |P(Z>m)) + KL(P | P(Zem))
A(n)

With the discrete prior 7 on G, we have for any 7 = )(Z<,,) € G c 1/b-[1/\/n, 1] (see Proposition
)’

]Eh~Pn [W;?] - S]/\(’r/) 07 Eh“‘Pn [W/?] -

YR

Ep-p, [W;Z + W}?] S‘A

n L T comp, 2lnw(7)
Enep, | Wy + W) | 2@ — = —, ie.,
(Wil Wil 22 OO

_ COMP,, +21n W(n)
n(L(P'n)_Ln(Pn)) S‘A(;,) W/'Cﬁ-Gn+ )\(77)
[Zl (EZ,IND [gl:bm(zz,)] - ef—bm(Zi)) + ‘ Z ) (Ez}ND I:éilgm(ZJ,):I - K}ALSW(Z]-))] , (36)
= j=m+

where Ay, = E(Z>7,L) and ilng = B(ng). Let U,, denote the quantity between the square brackets
in (36). Using the Bernstein inequality in (17) chained with (34), and Proposition 15, we get for any
estimator © on G:

1
U, @) N Cp - (Vargm[fil(z>m)(Z)] + Var>m[€h(zsm)(z)]) + h;\g];’;) . (37)
By chaining (36) and (37) using Proposition 10-(a), dividing by n, we get:
) COMP,, +21n (n) o, ﬁ
L(Pn) ﬂ% Ln(Pn)+CﬁGn+ )\(7])71 CﬁGn+)\(ﬁ)n (38)

We now apply Proposition 9 to (38) to obtain the following inequality with probability at least 1 — §:

COMP,, + 21n (77) 3 , In ﬁ)é
L(P,) <L, (P, +|é¢ -G, + +1¢ -G, + —— . 39
Inequality (6) follows after picking © and 7 to be, respectively, estimators which achieve the infimum
over the closer of G of the quantities between braces and square brackets in (39). U

C Proof of Lemma

Proof. Throughout this proof, we denote hsp, = A(Zsm ) and hep, = h(Zsm). Let 6 €]0,1[. Since
the sample Z,, is independent of Z,,,, we have

2 m 1 m
- Z h>m 1)2 Var<m|: h>m( )] (m Z: h>m( z)) (40)
On the other hand, from [27, Theorem 10], we have
2(m -1 8lni
Varon[t; (7)) < % i, (2)]+—3,
f<1 — 81
g 2m-l) 1)L(h>m) i —, (41)
m n

with probability at least 1 — §. By Hoeffding’s inequality, we also have
1

2
m R 81
(1241 (Zz-)) < 2L (o )? + 2 |
mi3 n

lel<t
<

O«z\r—l

81n
L(h>m) +

(42)
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with probability at least 1 — §. Combining (40), (41), and (42) together using a union bound, yields

2 4(n-1 16In 2
SOILINCORE (” D ) + " (43)

with probability at least 1 — §. Applying the same argument on the second part of the sample Z.,,,
yields

4(n-1) - 16111%
n

Z ei}ﬁm(Zi)z < L(hem) + " (44)

j=m+1
with probability at least 1 — §. Applying a union bound, and adding together (43) and (44) then

dividing by 2, yields,

_ . . 16In 2
Rl < M(L(hgm) + L(hsm)) + né,
n n

4

<2(L(ham) + L(hsm)) +

with probability at least 1 — §. Diving (45) by n and applying the square-root yields the desired
result. O

(45)

D Proofs for Section

Proof of Proposition 9. Let Z = X — Y. For fixed 7, Jensen’s inequality yields E[Z] < 0. For n = 7
that is either fixed or itself a random variable, applying Markov’s inequality to the random variable

A ni . -
e % yields Z < 175 with probability at least 1 — ¢, for any § €]0, 1[. O

1
Proof of Proposition 10. [Part (a)] Fix (;);c[n] €]0, +0co[", and let v; = ( i ) A} ) , for j € [n].

We proceed by induction to show that Vj € [n], 25:1 Z; 4y, 0. The result holds trivially for j =1,
since v; = ;. Suppose that

J
27 9y, 0, (46)
i=1
for some 1 < j < n. We now show that (46) holds for j + 1; we have,
el e Vi i
E [6 ”;‘J*"ijil (Zzzl Zi+Z_7'+1)] _ E [6 l/]:j+’$‘7++1 Zi L Zit+ g J+ﬁf++1 Z7+1] 7
Jen<sen i+l ]EI:eV]' Zg:l Zi] + Vi ]E[e"/j+lzj+1:|
- Vit vit+Yj+1 ’
using (46)
< 1.
Thus the result holds for j + 1, since v;,1 = - Jlj“l This establishes (14).

[Part (b)] This is a special case of [22, Lemma 6], who treat the general case with non-i.i.d.
distributions. O

Proof of Proposition 11. Let p(h) = (dP,/dPy)(h) be the density of h € H relative to the prior
measure Py. We then have KL(P,, | FPy) = Ep.p,[Inp(h)]. We can now write:

E [en]Empn [Yi]-KL(P, || Py )] _ eWE11,~Pn [Yi—Inp(h)] ]

200 o],

)

E [eYn 1] (Tonelli’s Theorem)

E[
<E[Ep-p, [e"(y"_ln”(h))]] , (Jensen’s Inequality)
5[
[

P [
=En-p, [ [

=E|Ex.p,
1
where the final equality follows from our assumption that Y}, <, 0, for all h € H. O
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Proof of Proposition 12. Since Y, <,, 0, for n € G, we have in particular:

1>E [Z w(n)e”y’?] >E [n(7)e™7], 47

neg

where the right-most inequality follows from the fact that the expectation of a countable sum of
positive random variable is greater than the expectation of a single element in the sum. Rearranging

(47) gives (15). O

E Proof of Theorem

In what follows, for h € H, we denote X, (Z) = £,(Z) — £y, (Z) the excess loss random variable,
where h. is the risk minimizer within 7. Let

1
p(n) = =mEz.p[e (7]
n

be its normalized cumulant generating function. We need the following useful lemmas:
Lemma 15. [22] Let h € H and X}, be as above. Then, for all n > 0,
.
1++/1+4n?
Lemma 16. [22] Ler b > 0, and suppose that Xy, € [=b,b] almost surely, for all h € H. If the
(B, B)-Bernstein condition holds with 8 € [0,1] and B > 0, then
p(n) < (Bn)™#,  foralln €]0,1/8].
Lemma 17. [12] Let b > 0, and suppose that X}, € [=b, b] almost surely, for all h € H. Then

an - Xn(2)? - Xn(Z) 9, p(20) + iy - p(20)?,  where o, =

b2
p(n) < %, forallneR.

Proof of Theorem 7. First we apply the following inequality
(a-d)?<2(a-c)*+2(d-c)? (48)

which holds for all a, ¢, d € R to upper bound V;,. Let’s focus on the first term in the expression of
V,,, which we denote V/: that is,

" 1m 2
Vé ft = EhNPn [n Z (Eh(Z’l) - ]E’h’NQ(Z>i) [Eh’(Z'l)]) ] .
b
Letting X}, (Z) = €4,(Z) - €,,,(Z) and applying (48) with a = £,(Z;), ¢ = £, (Z;), and d =
Enreq(2s1) [ (Z:)] = Bpreqyz,,) [ (Zi)] (where = is due to our assumption on Q), we get:

. 9 m 2 m 2
Vo < Epep, [n ZXh(Zi)Q] e > Bz Un (Z)] = tn (Z)) ",
i=1 i=1
2 & 2 2 & 2 5 .
<Ehep, | = 2 Xu(Zi)? |+ EBpegzon) | = 2. Xn(Zi)? |- (by Jensen’s Inequality) (49)
N1 ni
Leti € [m], h € H,and n €]0,1/b[. Under the (3, B)-Bernstein condition, Lemmas |5-17 imply,

- Xn(Z:)? 9, Xn(Z) +(1+8) (2By) ™7, (50)
where o, =1/(1+ \/m ). Now, due to the Bernstein inequality (17), we have
Xn(Zi) 99 Bzrop [Xn(Z)]+ sy Eziop [ Xn(Z])?],  where s, :=n-k(nb),
ABz.p [Xn(Z])] + 5y Ezip [(X,(Z)]?, (by the Bernstein condition)

£ ]
9 2Brp [(Xn(Z])] +af” - (s,)TF, where ag = (1-8)" 75" (51)
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The last inequality follows by the fact that 27 = ag - inf,5o{2z/v + T }, for z > 0 (in our case, we
set v = ag - s, to get to (51)). By chaining (50) with (51) using Proposition 10-(a), we get:
_B_ 1 1
ay - Xn(Z:)* 23 2Bg0.p [Xn(Z)]+ a5 - (5,)TF +(1+5) (2Bn) ™7,

+(1+2)2B)™7, (52)

[SliS)

e
@

9n 2By p [Xn(Z)]+ P17, with Pi=a

[N

b
where in the last inequality we used k(1) < 1. Since (52) holds for all h € H, it still holds in
expectation over H with respect to the distribution Q(Zs,,) (recall that i < m);

@ Bz [Xn(Zi)?] 2y 2Bnq(z.,) [Eziop [Xn(Z)]] + P05 (53)
Since the samples Z,, are i.i.d, we have Ez,..p [(4(Z;)] = Ez,.p [(n(Z;)], for all i, j € [m]. Thus,
after summing (52) and (53), for¢ = 1,...,m, using Proposition 10-(b) and dividing by n, we get

oy O P
;" . Xn(Zi)? 9 Egzop [Xn(2)]+ 5 (54)
i=1

a, o P
Enq(2zom) [nn Zth(Zi)Z] 90 Bhq(z.n) [Ez-p [Xn(2)]]+ 5 077 . (m=n[2)(55)

Now we apply PAC-Bayes (Proposition | 1) to (54), with prior P(Z..,,) and posterior P,, and obtain:

oy P 1 2KL(P,|P(Zsm,
En-p, [nn ZXh(Zi)2] dnn Epop, [Ez.p [Xn(Z)]]+ 3 '771}" + ( 77” n( om))
= :

(56)

Note that the upper-bound on V,lfﬂ in (49) is the sum of the left-hand sides of (55) and (56) divided
by «,,/2. From now on, we restrict ) to the range ]0,1/(2b)[ and define

Ay,!:ic:3219(%)'(1+\/1+b%)::ﬂ, nelo, %[

Chaining (55) and (56) using Proposition 10-(a) and multiplying throughout by .A,,, yields
_ - 1 2A-KL(P,|P(Zsm

ey Vi . A (L(Py) + L(Q(Zom))) + PANTF + (Po] P(Zm))

iAy n-n

By a symmetric argument, a version of (57), with Q(Zsy,) [resp. P(Zs)] replaced by Q(Z<n)
[resp. P(Z<m )], holds for Ve = Vi, = Ve, Using Proposition 10-(a) again, to chain the ESI
inequalities of ¢, - V,*" and c,, - Vet we obtain:

(57

_ ] . Y
ey Vo Sz A+ (2L(Pn) + L(Qsm) + L(Qom) ) + 2PANTT + 24 COMPn

; (58)
where Qs = Q(Zsm) and Q< = Q(Z<pm). Let § €]0,1[, and 7 and G be as in (8). Applying
Proposition 12 to (58) to obtain the corresponding ESI inequality with a random estimator 7 = 77( Z<,, )
with support on G, and then applying Proposition 9, we get, with probability at least 1 — 9,

2A - comp,, + 8A In ‘%‘

¢ Vi <A (2L(Py) + L(Qam) + L(Qsm)) + 2PARTT + . (59)

n-n
Now adding (COMP,, + &5.,)/(7} - n) on both sides of (59) and choosing the estimator 7} optimally in
the closure of G yields the desired result. O

F Proof of Lemma

Proof. Part (a) of the lemma was shown in the main body of the paper~. Thus, we only prove part
(b); we will show a slight extension, namely that for all 0 < u < 1, for all 8> 0,u > 0,

sup sup Ex.p [eﬁE[X]‘X‘CXQ] >1if0<c<d(u)or §#1.
p<u PEp[X]=p,P(X<u)=1

The proof was inspired by the proof of Theorem 4 in [21].
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The statement of the lemma (16) follows as the special case for 5 = 1, by replacing X by nX and
setting u to u :=nb < 1.

We prove this by considering the set of distributions satisfying the constraint E[ X ] = p that are
supported on at most two points,
’Pg,p,i,u = {P : P{z} +P{i.} = 1aEP|:X:| =p,z< T < u}a

and showing that

sup sup  ges(P), with g.3(P):=Ex.p [eﬂp’X’CXj

psu Pe€Pg pzu
is larger than 1. We first show that , for any 5 # 1, we can choose such a P such that
SUPpep, , .., 9o, (P) > 1. To see this, write g 5(P) as

p- e zBp—cz® | (1 7p)e—i+ﬁp—ci2

with p = Ep[ X]. We need to maximize this over p = pz + (1 - p)Z, so that in the end, we want to
maximize over 0 < p < 1,u < z < ¥ < u, the expression

- e~ zB(pz+(1-p)T)-cz® | (1 _p)6—f+ﬁ(p&+(1—17)53)—6562

Now we write £ = Z — a for some a > 0. The expression becomes
p- e—Bpa+(B—1)i’+a—c(i—a)2 + (1 _p) . e—,Bpa+(5—1)aE—ci2
which is equal to
=\ ._ —ciz—ﬁpa+(ﬁ—1)£ a+2caz—ca’® _ cz’-pa a+2caz—ca’
f(p,a,7):=e (e +1—p)w—=le (pe +1-p),
where the dependency of f on c and 3 is suppressed in the notation. At p = 1 and p = 0, this simplifies
to (using also x again)
=) — —ci2—6a+([3—1)§c a+2caz—ca’® _ —cz?+(B-1)z _ —ca?
f(l,a,z)=e (e ) e ifﬂzle
—2 = =2
0 =) = »—CT +(B-1)z _ -z
If 8 < 1, we can choose z = T — a negative yet very close to 0 making f(1,a,z) > 1;if 8 > 1, we can
choose Z positive yet very close to 0 making f(0,a,Z) > 1. Thus, sup g. g(P) can be made larger
than 1 by P satisfying the constraint if 5 # 1. This shows (F) for the case S # 1. Hence, from now
on we restrict to the case 8 = 1; we will further restrict to x and Z such that <0 < Z so Z < a. We
will determine the maximum over (I) for ¢ > Z and 0 < p < 1, for each given 0 < Z < u. The partial
derivatives to p and a are:

agpf(l% a,y"c) — e—cfz—pa( (ea+2cai—ca2 _ 1) —a- (peaﬁrQCaf—ca2 + (1 _p)) )

=2 = 2
- - +2 -
cx”—pa ( a+2car-ca (1

_ap)—l—a+ap)
] : —ea®- Poca®
Gad (pr0:7) = = (et 20 (1)) o

+ efci-zfpa - ea+2ca§c—ca2 . (1 +2¢T — 2C(l)

= p(l _p) . e_Ci'Q‘P(l . (_1 + ea+2cai—ca2(1 + 20-’; :]C)L)) .

Ata =7 (i.e. z =0), f(p,a,x) simplifies to
F(p.2,7) =™ P (pe™ 4 (1-p)) so f(1,7,7) =1
and the partial derivative to p at (p,a, ) = (1,Z,T) becomes

e—ci2—i ((ei+c(i)2 ~1)- i,ei+c(i)2) -1- e—ciz—i 7

If (F) is negative, we can take a = Z and p slightly smaller than 1 to get f(p, a, %) > 1. This happens
if and only if ¢ is smaller than

-In(l-z)-z _
Thus, by taking = 0 and Z = a = u, and p slightly smaller than 1 again, we get f(p,a,z) > 1 if
¢ < Y(u); this shows (F) for the case /3 = 1; the result is proved. O
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G Comparison Between “Bernstein” Inequalities

Discussion and Proof of Our Version of Bernstein’s Inequality (17). Standard versions of Bern-
stein’s inequality (see [12], and [15, Lemma 5.6]) can also be brought in ESI notation. In particular,
compared with our version they express the inequality in terms of the random variable Y = - X,
which is then upper bounded by b; more importantly, they have the second moment rather than the
variance on the right-hand side, resulting in a slightly worse multiplicative factor (2nb) instead of
our x(nb); the proof is a standard one (see [12, Lemma A.4]) with trivial modifications: let U := n X
and @ := nb. Since x(u) is nondecreasing in v and U < @, we have

eV-U-1 e*-u-1
7z S @

and hence eV —U -1 < x(a)U?. Taking expectation on both sides and using that InE[eY] <
E[U]-1, we getInE [eU] ~E[U] < x(@)E[U?]. The result follows by exponentiating, rearranging,
and using the ESI definition.

Comparison Between Un-expected and Empirical Bernstein Inequalities. The proof of the
following proposition demonstrates how the un-expected Bernstein inequality in Lemma 13 together
with the standard Bernstein inequality (17) imply a version of the empirical Bernstein inequality in
[27, Theorem 4] with slightly worse factors. However, the latter inequality cannot be used to derive
our main result — we do really require our new inequality to show Theorem 3, since we need to
“chain” it to work with samples of length n rather than 1 in a different way. In the next proposition,
we will use the following grid G and distribution T,

G:= {%, e VLK (K= [logu ( #)]} , and 7 = uniform distribution over G.  (60)
5

for v > 0. To simplify the presentation, we will use v = 2 in the next proposition, albeit this may not
be the optimal choice.

Proposition 18. Let G be as in (60) with p =2, and Z, Z, . . ., Z,, be i.i.d random variables taking
values in [0, 1]. Then, for all § €]0, 1{, with probability at least 1 - 4,

s 5
on 10n 4n on

12 \}Varn[Z]-lnmgl 11111@ 111n 29 crj2-In2
<13 + \Y +

where Var,[Z] = 2 30, (Z; - 2 20, Zj)2 is the empirical variance, ¢,/ = 9(1/2)/2, and 9 as
in Lemma

Proof. Let ¢ €]0,1[. Applying Lemma 13 to X; = Z; - E[Z], for i € [n], we get, forall 0 < 5 < 1/2,
E[Z]-Z; 9, ¢,-(Z; -E[Z])?, where ¢, =n-9(1). (61)
Applying Proposition 10-(b) to chain (61) for ¢ = 1, ..., n, then dividing by n yields

n

E[Z] - % iz . % > (2 ~E[2])?,

w2
:cn~Varn[Z]+cn~(E[Z]iZZi) , (62)

=1

where the equality follows from the standard bias-variance decomposition. Let G and 7 be as in (60),
and let 7} = 7j(Z<,,) be any random estimator with support on G. By Proposition 12, a version of (62)
with 7 is replaced by 7 and In(|G|)/(n#) added to its RHS also holds. By applying Proposition 9 to
this new inequality, we get, with probability at least 1 — 4,

1 n lng 1 n 2
E[Z]—nZZiSCﬁ'Varn[Z]‘Fn.%+Cf]'(]E|:Z:|—n Zi) . (63)
=1 i=1
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Now using Hoeffding’s inequality [27, Theorem 3], we also have

n 2 1
(E[Z]—iZZi) T (64)

with probability at least 1 — §. Thus, by combining (63) and (64) via the union bound, we get that,
with probability at least 1 — 6,

E[Z]- 13z Var, [ 7] 2P el (65)
-— i <| ¢ Var,[Z] + — | + .
n;i3 - var n-f 2n
We now use the fact that for all 7 €]0,1/2],
11n°
cn:n-0(71)§g+2—g. (66)

Let 7). € [0, +00] be the un-constrained estimator defined by

21n 29
Ne = i
Var,[Z]-n

Note that by our choice of G in (60), we always have 7). > minG. Let 1) € ([1}./2,7.|nG) # @, if . <
1, and 7 = 1/2, otherwise. In the first case (i.e. when 7), < 1), substituting 7 for 7 € ([./2,7.] N G)
in the expression between brackets in (65), and using the fact that 7. /2 < 7 < 7}, and (60), gives

In 21 Var,[Z]- 2 1110 29
¢y - Var,[Z] + B, <(1+2) m[2]-In 75 + S (67)
K n-n 2n 10n

Now for the case where 7, > 1, we substitute 7 for /) = 1/2 in the expression between brackets in
(65), and use (66) and the fact that 1 < 7, = 1/21In(2|G|/5)/(Var,[Z] - n), we get:

In 291 Ao 1172 2.1n 29l
ci-Var,[Z] + —2— < D, =0 Var,[Z] + —%,
n-n 2 20 n
5112\ 228l 9.1y 29
< Q+ ny. o 4 0 , (dueton, >1)
2 20 n )
111n 29
= =1/2) (68)
n
Combining (65), with (67) and (68) yields the desired results. O

H Additional Experiments

H.1 Informed Priors

In this section, we run the same experiments as in Section 4 of the main body, except for the following
changes

» For Maurer’s bound, we use the version in our Lemma 4 with informed priors.

* For the TS and Catoni bounds, we build a prior from the first half of the data (i.e. we replace P
by P(Z<), where m = n/2) and use it to evaluate the bounds on the second half of the data. In
this case, the “posterior” distribution is P(Zs,,), and thus the term KL(P, | ) is replaced by
KL(P(Z>m) [ P(Z<m))-

Recall that P(Zsp) = N(W(Zom),0214), P(Zem) = N(W(Zem),0%1y), and P(Ze,) =
N(h(Z<y,),0?14), where the variance o2 is learned from a geometric grid (see Section 4); our
own bound is not affected by any of these changes. The results for the synthetic and UCI datasets are
reported in Figure 2 and Table 2, respectively.
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Figure 2: Results for the synthetic data with informed priors.

Dataset n d Testerrorof A Our  Maurer TS Catoni
Haberman 244 3 0.272 0.52 0.459  0.501 0.55
Breast-C. 560 9 0.068 0.185 0.164 0.215 0.219
Tic-Tac-Toe 766 27 0.046 0.19 0.152  0.202 0.199
Bank-note 1098 4 0.058 0.125 0.117 0.136 0.143
kr-vs-kp 2556 73 0.044 0.107 0.102 0.123 0.127
Spam-base 3680 57 0.173 0293 0.284 0.317 0.323
Mushroom 6500 116 0.002 0.018 0.016 0.023 0.024
Adult 24130 108 0.168 0.195 0.198 0.2 0.203

Table 2: Results for the UCI datasets.

Though our bound still performs better than Catoni’s and TS, Maurer’s bound in Lemma 4 tends to
be slightly tighter than ours, especially when the sample size is small. We note, however, that the
advantage of our bound has not been fully leveraged here; our bound in its full generality in Theorem

allows one to use “online posteriors” (Q(Z;)) and (Q(Z;)) in the V;, term which converge to
the one based on the full sample, i.e. Q(Z<, ). We expect this to substantially improve our bound.
However, we did not experiment with this due to computational reasons.

H.2 Maurer’s Bound: Informed Versus Uninformed Priors
In this section, we compare the performance of Maurer’s bound with and without informed priors (i.e.

(2) and (9), respectively) on synthetic data in the same setting as Section 4. From Figure 3, we see
that using informed priors as in Lemma 4 substantially improves Maurer’s bound.

H.3 Varying the Bayes Error and Bayes Act

In this subsection, we run the same synthetic experiment as in Subsection (H.1) (i.e. using informed
priors for all bounds), except for the following changes:

* We vary the Bayes error by varying the level of noise: we flip the labels with probability either
0.05, 0.1, or 0.2 (note that in Section 4 we flipped labels with probability 0.1).
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Figure 3: Results for the synthetic data: (Blue curve) Uninformed Maurer’s bound (2); (Red curve)
Informed Maurer’s bound (9).
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Figure 4: Results for the synthetic data with in- Figure 5: Results for the synthetic data with in-
formed priors, randomly generated Bayes act,and  formed priors, randomly generated Bayes act, and
Bayes error set to 0.05. Bayes error set to 0.2.

* In each case, we generate the synthetic data using a randomly generated h, with coordinates
uniformly sampled in the interval [0, 1]. The reported results in Figures 4-6 are averages over 10
runs for each tested sample size.

24



DIMENSION =10 DIMENSION = 50

——Qur Bound
—— Maurer

045+

04+

035+

0.05 .

O L L L L L L L L
1000 3000 5000 7000 1000 3000 5000 7000
SAMPLE SIZE SAMPLE SIZE

Figure 6: Results for the synthetic data with informed priors, randomly generated Bayes act, and
Bayes error set to 0.1.
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Chapter 6

PAC-Bayesian Bound for the
Conditional Value at Risk

When talking about generalization bounds, it is natural to automatically think about
bounding the difference between the expected risk and its empirical version. However,
in some machine learning applications, the mean performance of an algorithm may
not be the best objective. Such settings include prediction tasks where a mistake im-
plies a disastrous consequence. If such mistakes happen with low enough probability,
they may not be effectively captured by the mean performance. As a result, there is
growing interest in working with alternative measures of risk which can better cap-
ture the “worst” events [Huo and Ful, 2017} |Bhat and Prashanth| 2019; Williamson
and Menon, 2019; [Chen et al,, 2009; Chow and Ghavamzadeh, 2014} [Prashanth and
Ghavamzadeh), 2013; [Tamar et al. 2015; Pinto et al., 2017; Morimura et al., 2010;
Takeda and Kanamori, 2009]. A prime candidate for this purpose is the Conditional
Value at Risk (CVaR). CVaR,[X] measures the conditional expectation of a real ran-
dom variable X conditioned on the event that X is greater than its (1 — a)-quantile.
CVaR has recently been used in many risk-averse applications, including bandits,
reinforcement learning, and fairness.

From a statistical learning perspective, it is desirable to have generalization bounds
for algorithms when the objective is the CVaR of a loss. Generalization bounds for
the expected risk are obtained via concentration inequalities. However, these inequal-
ities cannot directly be used to estimate CVaR due to its non-linearity as a function
of the data-generating distribution. For this reason, generalization bounds for CVaR
are much harder to come by. In this chapter, we reduce the problem of estimating
CVaR to that of estimating the standard expectation from empirical means. Thanks
to this, we derived new tight concentration inequalities for CVaR and the first PAC-
Bayesian bound when learning with a CVaR objective. The bound in question is
data-dependent and becomes small whenever the empirical risk (empirical CVaR in
this case) is small—a property only shared with state-of-the-art PAC-Bayesian bounds
for the expected risk [Langford and Shawe-Taylor, 2003; Maurer, 2004].
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Abstract

Conditional Value at Risk (CVAR) is a family of “coherent risk measures” which
generalize the traditional mathematical expectation. Widely used in mathematical
finance, it is garnering increasing interest in machine learning, e.g., as an alternate
approach to regularization, and as a means for ensuring fairness. This paper
presents a generalization bound for learning algorithms that minimize the CVAR
of the empirical loss. The bound is of PAC-Bayesian type and is guaranteed to be
small when the empirical CVAR is small. We achieve this by reducing the problem
of estimating CVAR to that of merely estimating an expectation. This then enables
us, as a by-product, to obtain concentration inequalities for CVAR even when the
random variable in question is unbounded.

1 Introduction

The goal in statistical learning is to learn hypotheses that generalize well, which is typically formalized
by seeking to minimize the expected risk associated with a given loss function. In general, a loss func-
tion is a map /: H x X — R, where X is a feature space and H is an hypotheses space. In this case,
the expected risk associated with a given hypothesis h € H is given by R[¢(h, X)] = E[£(h, X)].
Since the data-generating distribution is typically unknown, the expected risk is approximated using
observed i.i.d. samples X7, ..., X,, of X, and an hypothesis is then chosen to minimize the empirical

risk R[£(h, X)] = X, £(h, X;)/n. When choosing an hypothesis / based on the empirical risk R,
one would like to know how close R[¢(h, X )] is to the actual risk R[¢(h, X)]; only then can one
infer something about the generalization property of the learned hypothesis h.

Generalization bounds—in which the expected risk is bounded in terms of its empirical version up to
some error—are at the heart of many machine learning problems. The main techniques leading to
such bounds comprise uniform convergence arguments (often involving the Rademacher complexity
of the set H), algorithmic stability arguments (see e.g. [Bousquet and Elisseeff, 2002] and more
recently the work from [Abou-Moustafa and Szepesvari, 2019, Bousquet et al., 2019, Celisse and
Guedj, 2016]), and the PAC-Bayesian analysis for non-degenerate randomized estimators [McAllester,
2003]. Behind these techniques lies concentration inequalities, such as Chernoft’s inequality (for
the PAC-Bayesian analysis) and McDiarmid’s inequality (for algorithmic stability and the uniform
convergence analysis), which control the deviation between population and empirical averages [see
Boucheron et al., 2003, 2013, McDiarmid, 1998, among others].

Standard concentration inequalities are well suited for learning problems where the goal is to
minimize the expected risk E[£(h, X)]. However, the expected risk—the mean performance of
an algorithm—might fail to capture the underlying phenomenon of interest. For example, when
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dealing with medical (responsitivity to a specific drug with grave side effects, etc.), environmental
(such as pollution, exposure to toxic compounds, etc.), or sensitive engineering tasks (trajectory
evaluation for autonomous vehicles, etc.), the mean performance is not necessarily the best objective
to optimize as it will cover potentially disastrous mistakes (e.g., a few extra centimeters when crossing
another vehicle, a slightly too large dose of a lethal compound, etc.) while possibly improving on
average. There is thus a growing interest to work with alternative measures of risk (other than the
expectation) for which standard concentration inequalities do not apply directly. Of special interest
are coherent risk measures [Artzner et al., 1999] which possess properties that make them desirable
in mathematical finance and portfolio optimization [Allais, 1953, Ellsberg, 1961, Rockafellar et al.,
2000], with a focus on optimizing for the worst outcomes rather than on average. Coherent risk
measures have also been recently connected to fairness, and appear as a promising framework to
control the fairness of an algorithm’s solution [Williamson and Menon, 2019].

A popular coherent risk measure is the Conditional Value at Risk (CVAR; see Pflug, 2000); for
a € (0,1) and random variable Z, CVAR,[Z] measures the expectation of Z conditioned on the
event that Z is greater than its (1 — «)-th quantile. CVAR has been shown to underlie the classical
SVM [Takeda and Sugiyama, 2008], and has in general attracted a large interest in machine learning
over the past two decades [Bhat and Prashanth, 2019, Chen et al., 2009, Chow and Ghavamzadeh,
2014, Huo and Fu, 2017, Morimura et al., 2010, Pinto et al., 2017, Prashanth and Ghavamzadeh,
2013, Takeda and Kanamori, 2009, Tamar et al., 2015, Williamson and Menon, 2019].

Various concentration inequalities have been derived for CVAR [ Z], under different assumptions on
Z, which bound the difference between CVAR [ Z] and its standard estimator CVAR [ Z] with high
probability [Bhat and Prashanth, 2019, Brown, 2007, Kolla et al., 2019, Prashanth and Ghavamzadeh,
2013, Wang and Gao, 2010]. However, none of these works extend their results to the statistical
learning setting where the goal is to learn an hypothesis from data to minimize the conditional value
at risk. In this paper, we fill this gap by presenting a sharp PAC-Bayesian generalization bound when
the objective is to minimize the conditional value at risk.

Related Works. Deviation bounds for CVAR were first presented by Brown [2007]. However,
their approach only applies to bounded continuous random variables, and their lower deviation bound
has a sub-optimal dependence on the level a. Wang and Gao [2010] later refined their analysis to
recover the “correct” dependence in o, albeit their technique still requires a two-sided bound on the
random variable Z. Thomas and Learned-Miller [2019] derived new concentration inequalities for
CVAR with a very sharp empirical performance, even though the dependence on « in their bound is
sub-optimal. Further, they only require a one-sided bound on Z, without a continuity assumption.

Kolla et al. [2019] were the first to provide concentration bounds for CVAR when the random variable
Z is unbounded, but is either sub-Gaussian or sub-exponential. Bhat and Prashanth [2019] used a
bound on the Wasserstein distance between true and empirical cumulative distribution functions to
substantially tighten the bounds of Kolla et al. [2019] when Z has finite exponential or kth-order
moments; they also apply their results to other coherent risk measures. However, when instantiated
with bounded random variables, their concentration inequalities have sub-optimal dependence in o.

On the statistical learning side, Duchi and Namkoong [2018] present generalization bounds for a
class of coherent risk measures that technically includes CVAR. However, their bounds are based on
uniform convergence arguments which lead to looser bounds compared with ours. Another bound
based on a uniform convergence argument was also presented in a concurrent work by Curi et al.
[2020].

Contributions. Given a learning algorithm that outputs a posterior distribution p on 7, our main
contribution is a PAC-Bayesian generalization bound for the conditional value at risk, where we
bound the difference CVAR,[Z] - CVAR,[Z], for a € (0,1) and Z = Ep,5[¢(h, X )], by a term

of order \/ CVAR,[Z] - X, [(na), with K,, representing a complexity term which depends on H.

Due to the presence of CVAR,, [ Z] inside the square-root, our generalization bound has the desirable
property that it becomes small whenever the empirical conditional value at risk is small. For the
standard expected risk, only state-of-the-art PAC-Bayesian bounds share this property (see e.g. Catoni
[2007], Langford and Shawe-Taylor [2003], Maurer [2004] or more recently in Mhammedi et al.
[2019], Tolstikhin and Seldin [2013]). We refer to [Guedj, 2019] for a recent survey on PAC-Bayes.




As a by-product of our analysis, we derive a new way of obtaining concentration bounds for the
conditional value at risk by reducing the problem to estimating expectations using empirical means.
This reduction then makes it easy to obtain concentration bounds for CVAR,[Z] even when the
random variable Z is unbounded (Z may be sub-Gaussian or sub-exponential). Our bounds have
explicit constants and are sharper than existing ones due to Bhat and Prashanth [2019], Kolla et al.
[2019] which deal with the unbounded case.

QOutline. In Section 2, we define the conditional value at risk along with its standard estimator. In
Section 3, we recall the statistical learning setting and present our PAC-Bayesian bound for CVAR.
The proof of our main bound is in Section 4. In Section 5, we present a new way of deriving
concentration bounds for CVAR which stems from our analysis in Section 4. Section 6 concludes
and suggests future directions.

2 Preliminaries

Let (2, F, P) be a probability space. For p € N, we denote by LP(Q2) := LP(Q,F, P) the space
of p-integrable functions, and we let M p(€2) be the set of probability measures on {2 which are
absolutely continuous with respect to P. We reserve the notation E for the expectation under the

reference measure P, although we sometimes write E p for clarity. For random variables Z1, ..., Z,,
we denote P, := 31", 8, [n the empirical distribution, and we let Z1.,, = (Z1, ..., Z, ). Furthermore,
welet7t:=(1,...,1)"/n € R™ be the uniform distribution on the simplex. Finally, we use the notation

O to hide log-factors in the sample size n.

Coherent Risk Measures (CRM). A CRM [Artzner et al., 1999] is a functional R: £1(Q2) —
R U {+00} that is simultaneously, positive homogeneous, monotonic, translation equivariant, and
sub-additive' (see Appendix B for a formal definition). For o € (0,1) and a real random variable
Z € £1(9), the conditional value at risk CVAR,[Z] is a CRM and is defined as the mean of the
random variable Z conditioned on the event that 7 is greater than its (1 — «)-th quantile’. This is
equivalent to the following expression, which is more convenient for our analysis:

E[Z -
CVAR,[Z] =C,[Z] = inf {u + w'}
peR [e%
Key to our analysis is the dual representation of CRMs. It is known that any CRM R: £!(2) —
Ru{+00} can be expressed as the support function of some closed convex set Q € £ (Q) [Rockafellar
and Uryasev, 2013]; that is, for any real random variable Z € £ (Q), we have

R[Z] =supEp[Zq] = sup/Q Z(w)q(w)dP(w). (dual representation) (1)
qeQ qeQ

In this case, the set Q is called the risk envelope associated with the risk measure R. The risk envelope
Q. of CVAR,[Z] is given by

Q.= {ae (@) [30e M), a= o<+ |, @
dP = «

and so substituting Q,, for Q in (1) yields CVAR,[Z].” Though the overall approach we take in

this paper may be generalizable to other popular CRMs, (see Appendix B) we focus our attention

on CVAR for which we derive new PAC-Bayesian and concentration bounds in terms of its natural

estimator CVAR,,[ Z]; given i.i.d. copies of Z1, ..., Z, of Z, we define

5 = . [ Zi—pl+
CVAR,[Z]:=C,[Z] = Lrelﬂfi{uﬁ_;[nau]}' 3)

From now on, we write C,,[Z] and C,[Z] for CVAR,[Z] and CVAR,,[Z], respectively.

!These are precisely the properties which make coherent risk measures excellent candidates in some machine
learning applications (see e.g. [Williamson and Menon, 2019] for an application to fairness)

>We use the convention in Brown [2007], Prashanth and Ghavamzadeh [2013], Wang and Gao [2010].

3The dual representation of CVAR was also leveraged in a concurrent work by Curi et al. [2020] for the
purpose of efficiently optimizing CVAR objectives.



3 PAC-Bayesian Bound for the Conditional Value at Risk

In this section, we briefly describe the statistical learning setting, formulate our goal, and present our
main results.

In the statistical learning setting, Z is a loss random variable which can be written as Z = £(h, X),
where £: H x X - Ry is a loss function and & [resp. H] is a feature [resp. hypotheses] space. The

aim is to learn an hypothesis h = h(X1.,) € H, or more generally a distribution P = §(X1.,,) over X
(also referred to as randomized estimator), based on i.i.d. samples X1, ..., X,, of X which minimizes
some measure of risk—typically, the expected risk Ep[£(5, X )], where £(P, X) = Ep5[¢(h, X)].

Our work is motivated by the idea of replacing this expected risk by any coherent risk measure R. In
particular, if Q is the risk envelope associated with R, then our quantity of interest is

RIEP, X)) =sup [ 5, X (@))a()dP ()

Thus, given a consistent estimator R[£(P, X)] of R[£(P, X)] and some prior distribution py on A,
our grand goal (which goes beyond the scope of this paper) is to bound the risk R[£(P, X )] as

R, X)] < R[5, X)] + O (\/ KLf“) @

with high probability. Based on (3), the consistent estimator we use for C,[£(P, X )] is

no

Calt(, X)) = inf {,L . i W)‘”]} ae(0,1). 5)

This is in fact a consistent estimator (see e.g. [Duchi and Namkoong, 2018, Proposition 9]). As a first
step towards the goal in (4), we derive a sharp PAC-Bayesian bound for the conditional value at risk,
which we state now as our main theorem:

Theorem 1. Let o € (0,1), § € (0,1/2), n > 2, and N = [logy(n/a)]. Further, let py be any
distribution on an hypothesis set H, {:H x X — [0,1] be a loss, and X1, ..., X, be i.i.d. copies
of X. Then, for any “posterior” distribution p = p(X1.,) over H, €, =/ w + %, and
Ky = KL(P|po) + In(N/J), we have, with probability at least 1 — 2.

27C [£(P. X)X,

dan

27K,
+ —_—

+ QEnaa[f(ﬁ7 X)] s

ErolClth, 0] € 16 X))+ .®

Discussion of the bound. Although we present the bound for the bounded loss case, our result easily
generalizes to the case where £(h, X) is sub-Gaussian or sub-exponential, for all » € . We discuss
this in Section 5. Our second observation is that since C, [ Z] is a coherent risk measure, it is convex
in Z [Rockafellar and Uryasev, 2013], and so we can further bound the term Ej.5[Co[€(h, X)]]
on the LHS of (6) from below by C,[¢(P, X)] = Co[En~s[£(h, X)]]. This shows that the type of
guarantee we have in (60) is in general tighter than the one in (4).

Even though not explicitly done before, a PAC-Bayesian bound of the form (4) can be derived for
a risk measure R using an existing technique due to McAllester [2003] as soon as, for any fixed
hypothesis A, the difference R[£(h, X )] = R[£(h, X )] is sub-exponential with a sufficiently fast tail
decay as a function of n (see the proof of Theorem 1 in [McAllester, 2003]). While it has been shown

that the difference C,[Z] - Co[Z] also satisfies this condition for bounded i.i.d. random variables
Z,Z1,..., 2y (see e.g. Brown [2007], Wang and Gao [2010]), applying the technique of McAllester
[2003] yields a bound on E.5[Cq4[¢(h, X)]] (i.e. the LHS of (6)) of the form

Ep5[Call(h, X)]] + W. o

Such a bound is weaker than ours in two ways; (I) by Jensen’s inequality the term C,[£(P, X)]

in our bound (defined in (5)) is always smaller than the term EhNE[’C\a [£(h,X)]] in (7); and (II)
unlike in our bound in (6), the complexity term inside the square-root in (7) does not multiply the



empirical conditional value at risk C,[£(5, X )]. This means that our bound can be much smaller
whenever C,[(, X)] is small—this is to be expected in the statistical learning setting since P
will typically be picked by an algorithm to minimize the empirical value Co[£(§, X)]. This type
of improved PAC-Bayesian bound, where the empirical error appears multiplying the complexity
term inside the square-root, has been derived for the expected risk in works such as [Catoni, 2007,
Langford and Shawe-Taylor, 2003, Maurer, 2004, Seeger, 2002]; these are arguably the state-of-the-
art generalization bounds.

A reduction to the expected risk. A key step in the proof of Theorem | is to show that for a real
random variable Z (not necessarily bounded) and « € (0, 1), one can construct a function g:R - R
such that the auxiliary variable Y = g(Z) satisfies (I)

E[Y]=E[g(2)] = Cu[Z]; ®)
and (ID) for i.i.d. copies Z1.,, of Z, the i.i.d. random variables Y7 = g(Z1),...,Y, = g(Z,) satisfy

> Y;<Ca[Z](1+€,), where €, = O(a?n'?), ©)
=1

SRS

with high probability. Thus, due to (8) and (9), bounding the difference
1 n
E[Y]-->Yi, (10)
L]

is sufficient to obtain a concentration bound for CVAR. Since Y7, ..., Y,, arei.i.d., one can apply stan-
dard concentration inequalities, which are available whenever Y is sub-Gaussian or sub-exponential,
to bound the difference in (10). Further, we show that whenever Z is sub-Gaussian or sub-exponential,

then essentially so is Y. Thus, our method allows us to obtain concentration inequalities for Ea [Z],
even when Z is unbounded. We discuss this in Section 5.

4 Proof Sketch for Theorem

In this section, we present the key steps taken to prove the bound in Theorem |. We organize the

proof in three subsections. In Subsection 4.1, we introduce an auxiliary estimator C,[Z] for Co[Z],
a € (0,1), which will be useful in our analysis; in particular, we bound this estimator in terms of
C.[Z] (as in (9) above, but with the LHS replaced by C,[Z]). In Subsection 4.2, we introduce
an auxiliary random variable Y whose expectation equals C,[Z] (as in (8)) and whose empirical
mean is bounded from above by the estimator C,,[Z] introduced in Subsection 4.1 —this enables the
reduction described at the end of Section 3. In Subsection 4.3, we conclude the argument by applying
the classical Donsker-Varadhan variational formula [Csiszar, 1975, Donsker and Varadhan, 1976].

4.1 An Auxiliary Estimator for CVAR

In this subsection, we introduce an auxiliary estimator C,[Z] of C,[Z] and show that it is not much
larger than C,[Z]. For o,6 € (0,1),n e N,and 7t := (1,...,1)"/n € R", define:

~ " 21n % In %
Qn={qe[0,1/a]™ : |EBiunl[qi] -1 <€}, where ¢,:=1/—2+—2. (11)
an 3an
Using the set @a, and given i.i.d. copies Z1,...,Z, of Z, let
~ 12
CalZ] = sup = ) Zig;. (12)
qed, ™ i=1
In the next lemma, we give a “variational formulation” of Ea [Z], which will be key in our results:

Lemma 2. Let o, 0 € (0,1), n €N, and Co[Z] be as in (12). Then, for any Z,...,Z, €R,
EivnlZi — pt]+
a

EQ[Z] = Lr;ﬂg {N + |plen + , wheree, asin (11). (13)



The proof of Lemma 2 (which is in Appendix ) is similar to that of the generalized Donsker-
Varadhan variational formula considered in [Beck and Teboulle, 2003]. The “variational formulation”
on the RHS of (13) reveals some similarity between C, [ Z] and the standard estimator C,, [ Z] defined
in (3). In fact, thanks to Lemma 2, we have the following relationship between the two:

Lemma 3. Ler o,6 € (0,1), n € N, and Z1,...,Z, € Ryo. Further, let Zyy,..., Z,) be the

decreasing order statistics of Z1, ..., Zy. Then, for €, as in (11), we have
CalZ]<CulZ] (1 +6,); (14)
and if Zy, ..., Z, € R (not necessarily positive), then
CulZ] < CalZ) + 1| Z(nay) - €n- (15)

The inequality in (15) will only be relevant to us in the case where Z maybe negative, which we deal
with in Section 5 when we derive new concentration bounds for CVAR.

4.2 An Auxiliary Random Variable

In this subsection, we introduce a random variable Y which satisfies the properties in (8) and (9),
where Y7,...,Y,, arei.i.d. copies of Y (this is where we leverage the dual representation in (1)). This
allows us to the reduce the problem of estimating CVAR to that of estimating an expectation.

Let X be an arbitrary set, and f: X — R be some fixed measurable function (we will later set f to a
specific function depending on whether we want a new concentration inequality or a PAC-Bayesian
bound for CVAR). Given a random variable X in X" (arbitrary for now), we define

and the auxiliary random variable:

Y =7 -E[¢. | X]=f(X)-E[g. | X], where ¢, cargmaxE[Zq], (17)
q€Qua

and Q,, as in (2). In the next lemma, we show two crucial properties of the random variable Y —these
will enable the reduction mentioned at the end of Section

Lemmad. Ler o, € (0,1) and X1, ..., X, be i.i.d. random variables in X. Then, (I) the random
variable Y in (17) and Y; = Z; - E[q. | X:],% € [n], where Z; = f(X;), are i.i.d. and satisfy
E[Y] = E[Y:] = Cu[Z], for all i € [n]; and (II) with probability at least 1 -6,

(Elg. | X1, Blgu | Xn])" € Qu, where Qy is asin (11). (18)

The random variable Y introduced in (17) will now be useful since due to (18) in Lemma 4, we have,
for o, § € (0,1); Z as in (16); and i.i.d. random variables X, X1,..., X,, € X,

1 ~
P[ZYisca[Z]]zl—a, where Y; = Z; - E[q. | Xi] (19)

and C,, [Z] as in (12). We now present a concentration inequality for the random variable Y in (17);
the proof, which can be found in Appendix A, is based on a version of the standard Bernstein’s
moment inequality [Cesa-Bianchi and Lugosi, 2006, Lemma A.5]:

Lemma 5. Let X, (X;)ie[n] be i.i.d. random variables in X. Further, let Y be as in (17), and
Y = f(Xi) - Elg. | Xi],i€[n], with g asin (17). If {f(z) | x € X} € [0, 1], then for all ) € [0, «],

E[exp(n( %i ”“("/a) [Z]))]sl, where Z = f(X),

and k(z) = (e® - 1 - x) /2> for x e R.

Lemma 5 will be our starting point for deriving the PAC-Bayesian bound in Theorem 1.



4.3 Exploiting the Donsker-Varadhan Formula

In this subsection, we instantiate the results of the previous subsections with f(-) = £(:,h), h € H,
for some loss function £: H x X — [0, 1]; in this case, the results of Lemmas 3 and 5 hold for

Z =7y =4L(h,X), (20)
for any hypothesis h € H. Next, we will need the following result which follows from the classical
Donsker-Varadhan variational formula [Csiszar, 1975, Donsker and Varadhan, 1976]:

Lemma 6. Ler 6 € (0,1), v > 0 and po be any fixed (prior) distribution over H. Further, let
{Rp : h € "} be any family of random variables such that E[exp(yRy)] < 1, for all h € H. Then,
for any (posterior) distribution p over H, we have

KL(ﬁnpomng] s

P [EhNﬁ[Rh] <
Y

In addition to Zj, in (20), define Y}, = ¢(h, X) - E[q. | X] and Y3, ; = ¢(h, X;) - E[q. | X;], for
i € [n]. Then, if we set v = nn and R, = Ep[Ys] - X1, Vi i/n — ne(n/a)Co[Zh]/a, Lemma
guarantees that E[exp(vRp,)] < 1, and so by Lemma 6 we get the following result:

Theorem 7. Ler o, 6 € (0,1), and n € [0, «]. Further, let X1, ..., X, be i.i.d. random variables in
X. Then, for any randomized estimator p = p(X1.,) over H, we have, with Z = Ej.5[{(h, X)],

~ 1
 1500/e) Enp[Calt(h 1) | KL(lpo) +1nf )
« nn

with probability at least 1 — 2§ on the samples X1, . .., X,,, where €, is defined in (11).

Eno[Calt(h, X)]] < CalZ](1 + €n)

If we could optimize the RHS of (21) over 7 € [0, «], this would lead to our desired bound in
Theorem | (after some rearranging). However, this is not directly possible since the optimal 7 depends
on the sample X, through the term KL(5] po). The solution is to apply the result of Theorem 7 with
a union bound, so that (21) holds for any estimator 7 = 7j(X1.,,) taking values in a carefully chosen
grid G; to derive our bound, we will use the grid G = {a27!,...,a27" | N = [1/2log,(n/a)]} .
From this point, the proof of Theorem | is merely a mechanical exercise of rearranging (2 1) and
optimizing 7 over G, and so we postpone the details to Appendix

5 New Concentration Bounds for CVAR

In this section, we show how some of the results of the previous section can be used to reduce the
problem of estimating C, [ Z] to that of estimating a standard expectation. This will then enable us to
easily obtain concentration inequalities for C,, [Z] even when Z is unbounded. We note that previous
works [Bhat and Prashanth, 2019, Kolla et al., 2019] used sophisticated techniques to deal with the
unbounded case (sometimes achieving only sub-optimal rates), whereas we simply invoke existing
concentration inequalities for empirical means thanks to our reduction.

The key results we will use are Lemmas 3 and 4, where we instantiate the latter with X = R and
f =1id, in which case:

Y =Z7-E[q. | Z], and ¢, € argmaxE[Z¢]. (22)
q€Qa
Together, these two lemmas imply that, for any «, d € (0, 1), i.i.d. random variables Z1, ..., Z,,
—~ 1&
CalZ2] = CalZ] = |Z(fnap| en <E[Y] = - 3V, (23)
i=1
with probability at least 1 - J, where €, is as in (11) and Z(y, ..., Z(,) are the decreasing order
statistics of 71, ..., Z, € R. Thus, getting a concentration inequality for EQ[Z ] can be reduced to
getting one for the empirical mean Y1, Y;/n of the i.i.d. random variables Y7, ...,Y,,. Next, we

show that whenever Z is a sub-exponential [resp. sub-Gaussian] random variable, essentially so is Y.
But first we define what this means:



Definition 8. Let Z c R, b > 0, and Z be a random variable such that, for some o > 0,
Elexp (1 (Z - E[Z])] < exp (n*0°[2), VneL,
Then, Z is (o,b)-sub-exponential [resp. o-sub-Gaussian] if T = (-1/b,1/b) [resp. T =R].
Lemma9. Lero,b>0and a € (0,1). Let Z be a zero-mean real random variable and let Y be as
in (22). If Z is (o, b)-sub-exponential [resp. o-sub-Gaussian], then
E[exp(nY)] < 2exp(n®c?/(202)), Vne (-a/b,a/b) [resp. neR]. (24)

Note that in Lemma 9 we have assumed that Z is a zero-mean random variable, and so we still need
to do some work to derive a concentration inequality for C,[Z]. In particular, we will use the fact

that Co[Z - E[Z]] = Co[Z] - E[Z] and C,[Z - E[Z]] = C,[Z] - E[Z], which holds since C,,
and Ea are coherent risk measures, and thus translation equivariant (see Definition 14). We use this
in the proof of the next theorem (which is in Appendix A):

Theorem 10. Ler o,b > 0, o,0 € (0,1), and €, be as in (11). If Z is a o-sub-Gaussian random
variable, then with G[Z] = Co[Z] - Co[Z] and t,, = ‘Z([m]) - E[Z]‘ - €n, We have

P[G[Z] 2t +t,] <6+ 2exp(-na’t?/(20?)), Vt>0; (25)
otherwise, if Z is (o, b)-sub-exponential random variable, then

2exp(—na2t2/(202)) , if0<t<a?/(ba);

P[G[Z]zt+t,] < 5+{ 2exp (—nat/(2h)), ift > 0%/ (ba).

We note that unlike the recent results due to Bhat and Prashanth [2019] which also deal with the
unbounded case, the constants in our concentration inequalities in Theorem 10 are explicit.

When Z is a o-sub-Gaussian random variable with o > 0, an immediate consequence of Theorem
is that by setting ¢ = 1/202In(2/8)/(na?) in (25), we get that, with probability at least 1 — 24,

21n% 2lni  Inid

ag
= Z —-E[Z]]- AR 26
@ n +| (ne) ~ EL ]| an +30m (26)

Ca[Z]-Ca[Z] <

A similar inequality holds for the sub-exponential case. We note that the term |Z[,,q]) -~ E[Z]| in
(26) can be further bounded from above by
no

wca[Z] -Ep [Z]+|E[Z] -Ep

This follows from the triangular inequality and facts that CalZ]> L Z&ij Zgy 2 %Z([m]) (see
e.g. Lemma 4.1 in Brown [2007]), and C,[Z] > Ep [Z] [Ahmadi-Javid, 2012]. The remaining
term |Ep[Z] - Ep [Z]]in (27) which depends on the unknown /> can be bounded from above using

another concentration inequality.

(Z]]. 27)

Generalization bounds of the form (4) for unbounded but sub-Gaussian or sub-exponential £(h, X),
h € H, can be obtained using the PAC-Bayesian analysis of [McAllester, 2003, Theorem 1] and our
concentration inequalities in Theorem | 0. However, due to the fact that « is squared in the argument
of the exponentials in these inequalities (which is also the case in the bounds of Bhat and Prashanth
[2019], Kolla et al. [2019]) the generalization bounds obtained this way will have the o outside the
square-root “complexity term”—unlike our bound in Theorem 1.

We conjecture that the dependence on « in the concentration bounds of Theorem 10 can be improved
by swapping o for « in the argument of the exponentials; in the sub-Gaussian case, this would
move « inside the square-root on the RHS of (26). We know that this is at least possible for bounded
random variables as shown in Brown [2007], Wang and Gao [2010]. We now recover this fact
by presenting a new concentration inequality for Ea[z ] when Z is bounded using the reduction
described at the beginning of this section.

Theorem 11. Let o, 6 € (0,1), and Zy.,, be i.i.d. rvs in [0, 1]. Then, with probability at least 1 — 20,

—~ 12Co[Z]Ins  3Ing 2ln; Inj
C.[Z]-C.[Z] < v +C,[Z] —+ —2 1. (28)
5an an an 3an




The proof is in Appendix A. The inequality in (28) essentially replaces the range of the random
variable Z typically present under the square-root in other concentration bounds [Brown, 2007, Wang
and Gao, 2010] by the smaller quantity C,[Z]. The concentration bound (28) is not immediately
useful for computational purposes since its RHS depends on C,[Z]. However, it is possible to
rearrange this bound so that only the empirical quantity C, [Z] appears on the RHS of (28) instead
of C,[Z]; we provide the means to do this in Lemma 13 in the appendix.

6 Conclusion and Future Work

In this paper, we derived a first PAC-Bayesian bound for CVAR by reducing the task of estimating
CVAR to that of merely estimating an expectation (see Section 4). This reduction then made it easy to
obtain concentration inequalities for CVAR (with explicit constants) even when the random variable
in question is unbounded (see Section 5).

We note that the only steps in the proof of our main bound in Theorem | that are specific to CVAR
are Lemmas 2 and 3, and so the question is whether our overall approach can be extended to other
coherent risk measures to achieve (4).

In Appendix B, we discuss how our results may be extended to a rich class of coherent risk measures
known as p-entropic risk measures. These CRMs are often used in the context of robust optimization
Namkoong and Duchi [2017], and are perfect candidates to consider next in the context of this paper.



Broader Impact

Coherent risk measures (including conditional value at risk) have been gaining significant traction
in the machine learning community recently, as they allow for capturing in a much richer way the
behaviour and performance of algorithms’ outputs. This comes at the expense of a much harder
theoretical analysis and such measures are not supported by as many guarantees than the traditional
mean risk (expectation of the loss). We provide in this paper one of the few generalisation bounds for
CVAR and we believe this will shed light on the advantages of using CVAR in machine learning. We
intend our contributions to be of prime interest to theoreticians, but also to practitioners.
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A Proofs

A.1 Proof of Lemma

Proof Let (-) := t[o,1/a](+), where for a set C € R, 1c(2) = 0 if 2 € C; and +co otherwise. From
(12), we have that C,, [Z] is equal to

b= sup EirlZiqi — 0(a:)], (29)
@:|Eivn[qi]-1|<en

where we recall that 7t = (1,...,1)"/n € R™. The Lagrangian dual D of (29) is given by

nyz q:0<q;<1/a,ie[n]

D= info{n—’y+(n+'y)en+ sup {EiNn[(Zi—77+’Y)Qi—§0((h')]}}a

= inf {77—'y+(77+'y)<-tn+Ei~7T sup {(Zi—n+7)$—30(ff)}]}»

7,720 0<z<l/a
:nigio{ﬁ—V+(7I+’Y)€n+Ei~rr[‘P*(Zi_77+7)]}v (30)
= ngﬂg {n+|plen + Binl@™ (Zi - 1)1} @31

where (30) is due to {z € R | p(x) < +00} = [0,1/c], and (31) follows by setting i =  — v and
noting that the inf in (30) is always attained at a point (7,) € Rio satisfying 7 - v = 0, in which case
N+ = |pl; this is true because by the positivity of €, if ,v > 0, then (7 + )¢, can always be made
smaller while keeping the difference 7 — ~ fixed. Finally, since the primal problem is feasible—q = 7t
is a feasible solution—there is no duality gap (see the proof of [Beck and Teboulle, 2003, Theorem
4.2]), and thus the RHS of (31) is equal to P in (29). The proof is concluded by noting that the
Fenchel dual of ¢ satisfies p*(2) = 0V (z/a), for all z € R. ]

A.2 Proof of Lemma

Proof Let 77 be the argmin in p € R of the RHS of (3). By Lemma 2, we have

b

~ Eir|[Z:i -
Col2] = inf {u +llen + [“]}
neR (07

EixlZ;i-T1
Sﬁ+|ﬁ‘5n+ 17'[[01( /1’):|+,

=Cu[Z] +|filen. (by definition of 77) (32)
The inequality in (15) follows from (32) and the fact that [i = Z([,q)) (see proof of [Brown, 2007,
Proposition 4.1]).

Now we show (14) under the assumption that Z; > 0, for all ¢ € [n]. Note that by definition
ColZ] =7+ LEin[Z; - 1]+, and so 7T < C.[Z]. Furthermore, since o € (0,1) and Z; > 0, for
i € [n], the RHS of (3) is a decreasing function of x on | — c0,0], and thus @ > 0 (since 7 is the
minimizer of (3)). Combining the fact that 0 < 77 < C, [ Z] with (32) completes the proof. ]

A.3 Proof of Lemma
Proof The first claim follows by the fact that X;,¢ € [n], are i.i.d., and an application of the total
expectation theorem. Now for the second claim, let A := |Ep [g¢. | X] - 1]. Since g, is a density, the

total expectation theorem implies "

A =|Ep, [q. | X]-E[E[q. | XT].

13



and so by Bennett’s inequality (see e.g. Theorem 3 in Maurer and Pontil [2009]) applied to the
random variable E[g, | X ], we get that, with probability at least 1 — 4,

. \/QVAR[E[% X E  JBg. | Xl n
B n 3n

[T TXPING | [l | Xl o
B n 3n

)

)

Y CITAESISTE L (AESIRTE

N n 3n ’
where the last inequality follows by the fact that E[E[q. | X]*] < E[E[q. | X]]- | E[q« | X ]|l =
| E[¢+ | X]| o0, which holds since E[q. | X] > 0 and E[E[g« | X]] = E[gx] = 1. The proof is
concluded by the facts that | E[g. | X]|e < [¢«] (by Jensen’s inequality); |¢[e < 1/c, for all
q € Q,, by definition; and g, € Q. n

A.4 Proof of Lemma

We need the following lemma in the proof of Lemma 5:
Lemma 12. Let S, S1,...,S, be i.i.d. random variable such that S € [0, B], B > 0. We have,
Ep |:exp (nnEp[S] -0y S;-nn*k(nB)- EP[SZ])] <1, (33)
i=1
foralln € [0,1/B], where k(n) = (" —n—1)/n%

Proof The desired bound follows by the version of Bernstein’s moment inequality in [Cesa-Bianchi
and Lugosi, 2006, Lemma A.5] and [Mhammedi et al., 2019, Proposition 10-(b)]. [ ]

Proof of Lemma 5 By Lemma 4, the random variables Y, Y7,...,Y,, are i.i.d., and so the result
of Lemma 12 applies; this means that (33) holds for (S,S1,...,5,) = (Y,Y1,...,Y,) and B =
b> Y. Thus, to complete the proof it suffices to bound ||Y |+ and |Y |3 = E[Y?] from above.
Starting with E[Y2], and recalling that Z = f(X) € [0, 1] by assumption, we have:
E[Y?] = E[Z*-E[q. | X]?],
<E[Z-E[q. | X]]-[Z-E[g. | X]| o, (Holder)
<CaolZ]|Z-E[gu | X]|e,  (Lemma4)
< CalZ]/ey, (Z<1, g. <1/a)
where the fact that g, < 1/« follows simply from ¢, € Q,, and the definition of Q. We also have
¥ loo = 12 Elg. | Xl < 1Z]ee - | Elgo | X]leo,
< 1@« |05 (Z < 1 & Jensen)

<1l/a,
again the last inequality follows from ¢, € Q, and tl{e definition of Q. [ |
A.5 Proof of Theorem
Proof Let h € H and o, ¢ € (0,1), and define
Rii= Col23) - 2 30 e, 1), en

where Y; = ¢(h, X;) - E[q. | X;],7 € [n], where ¢, is as in (17) with Z as in (20). By Lemma 4,
CulZn] = Ep[Y], where Y = ¢(h,X) - E[g. | X]. Thus, by Lemma 5 with Z = Z},, we have
Ep[exp(nnRy)] < 1. Applying Lemma 6 with Ry, as in (34) and « = nn), yields,

E}LN’ﬁ[Ca[e(h,X)]] < 1 ie(ﬁ’ Xz) . E[Q* |XL] + 77/1(77/04) E}L~ﬁ[ca[£(h,X)]:|
nia

[e%

. KL(P]po) +1n §
nn

) (35)
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with probability at least 1 — 4. Now invoking Lemmas 3 and 4 (in particular (18)), yields

S
3

4 lﬁ(ﬁ,Xi)E[q* | Xi]12CalZ]- (1 +€).

K3
with probability at least 1 — &, where Z = Ej,.5[£(h, X)]. Combining this with (35) via a union
bound yields the desired bound. [ |

A.6 Proof of Theorem

To prove Theorem |, we will need the following lemma:
Lemma 13. Let R, R, A,B>0. If R< R+ \VRA + B, then

R<R+VRA+2B+A.

Proof If R < R ++/RA+ B, then for all > 0,

R<R+TR+ 24,
2 2n
which after rearranging, becomes,

R A B
< + + ,
1-n/2 2n-(1-n/2) 1-n/2
The minimizer of the RHS of (36) is given by

~ -A+VA2+4AB +4AR

2(B +R)

R

forn ¢ {0,2}. (36)

=1
Plugging this 7 into (36), yields,
=~ A 1 =
R<R+ 3 + B+ 5\/4AR+A2 +4AB,

<R+A+2B+ VAR, (37)

where (37) follows by the facts that A% + 44B < (A + 2B)? and \/4RA + (A + 2B)? < V4RA +
A+2B. [ |

Proof of Theorem 1 Define the grid G by
G={2"a,....27Ya | N =[1/2-log, 2]},

and let 7} = 7(Z1.,) € G be any estimator. Then, using the fact that x(x) < 3/5, for all z < 1/2, and

. . . . 2In & In ¥
invoking Theorem 7 with a union bound over 1 € G, and €, = =+ 52, we get that

PR, KL(Blpo) +In § 37

En-p{Calt(h X)]] = Cal 2] (1+0) € =P+ L0 EnplCal X)), (39)

with probability at least 1 — 24, where we recall that Z = Ej,.5[£(h, X)]. Let 7} be an estimator which
satisfies

5a- (KL(plpo) +In &)
3nEp5[Call(h, X)]]

nelnn(af2), 2n.]nG, where 1, := \} (39)
is the unconstrained minimizer 7 of the RHS of (38). Since the loss £ has range in [0, 1], KL(p]|po) >

0, and (d,n) €]0,1/2[x[2, +oo[, we have 7, > \/a/n > minG. This, with the fact that G is in the
form of a geometric progression with common ratio 2 and max G = «/2, ensures the existence (and
in fact the uniqueness) of 7 satisfying (39).
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Case 1. Suppose that 77, < /2. In this case, the estimator 7} in (39) satisfies 7, < 7} < 27,. Plugging
7 into (38) yields

31 (Call(h )11 (KLlp) + 0 5) oo

En5[Call(h, X)]]1-CulZ] < B\j

San

By applying Lemma 13 with R = Ej,.5[Co[0(h, X)]], R = Co[Z], A = %‘W, and
B= EQ[Z] - Ep, We get
~ s 27C,[Z] - (KL(p]lpo) +n &) .
Ens[Calt(h, X)]] - Cu[Z] sJ 2] (O 05 | o2, (2) e,
an
27(KL(p +In X
, 27(KL(P[po) +1n 5 ). “0)
ona

Case 2. Suppose now that 7, > /2. In this case, /) = /2. Plugging this into (38) and using the
fact that 1, > a/2, yields

EhN/P\[COz[K(h7X)]:| - EQ[Z] < 4(KL(§H0¢pOn) - %) + EQ[Z] “En- 41)

Since C,[Z] > 0 and 4 < 27/5, the RHS of (41) is less than the RHS of (40), which completes the
proof. [ ]

A.7 Proof of Lemma

Proof Suppose that Z is (o, b)-sub-exponential. Then,

E[e"?]<e™=, Yy <1/b. (42)
Using that E[q, | Z] < 1/a, we get
mY|<nZl/o, V¥neR, 43)
and so, for all |n| < a/b, we have

72(72
E[e ] <E[e] < B[]+ Ble ] < 2e 5

When Z is o-sub-Gaussian case, the proof is the same, except that we replace b by 0. [ |

A.8 Proof of Theorem

Proof Let X =[0,1] and f = id be the identity map. By invoking Lemmas 3 and 5 with Z = f(X) =
X; and using (19) (which is a consequence of Lemma 4), we get, for all 1) € [0, ],

Ep [exp(nn-(CQ[Z]—EQ[Z](1+6,L)—W))] <1, (44)

(07

with probability at least 1 — §, where ¢, is as in (11). By adding C,[Z] - €, to both sides of (44) and
using the fact that x(x) < 3/5, for all x < 1/2, we get, for all n € [0, /2],

Ep [eXp (nn- (Ca[Z] -C.[Z]- (E—Z + en) CQ[Z]))] <1, (45)

with probability at least 1 — §. Let W = Co[Z] - Co[Z] - (;’—Z +¢€,) Co[Z], and note that by (45),
we have

P[Ep[exp(nmW)] <1]>1-4.
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Let & be the event that E p[exp(nnWW)] < 1. With this, we have, forany ¢ € (0,1) and all ) € [0, /2],

P[Ca[z] ~Cal 7> (22 ) Cal 2] + 1:;5] -p[em s 1]

:P[e””W > %‘5] -P[&]

ep[e s 2le] - e,
<SE[e"V | ]+, (46)
< 26, (by definition of &) 47)

where (46) follows by Markov’s inequality and (45). Now, we can re-express (47) as

Co[Z] - CulZ] < (Sj ; en)Cu[Z] L

a nn

1
S5aln 5

with probability at least 1 — 24. By setting n = \/ 5= 7]

A /2 (which does not depend on the
samples), we get
_ 12Co[Z]In§  3Ing

Cu[Z]-CalZ] < €xCalZ] + 3y ,
San an

with probability at least 1 — 24. [

A.9 Proof of Theorem

Proof Let Z = Z — E[Z]. Suppose that Z is (o, b)-sub-exponential. In this case, by Lemma 9 the
random variable Y := Z - E[q. | Z] satisfies (24), and so by [Wainwright, 2019, Theorem 2.19], we
have

n _naztz o2,
ZYiZt < 2e _ﬁ , 1f0<t§ba (48)
1 2e” 2b y ift>< ot

and C, we have [4A > O] — [AchjrBzC],and

B,
> C]. Applying this with A = C,[Z] - ColZ] - |Z(na)l€ns
R. we get:

For any real random variables A,
so P[A>C]< P[A> B]+P[B
B=E[Y]-Y",Y;/n,andC =te

Ly,

=1

P[CQ[Z] —EQ[Z] - |Z([na])|€n > t] < P[CQ[Z] —EQ[Z] - |Z([na])| c€p 2 E

3\)—‘

o8

u

+P[E[Y]— Y >t|,

1=

RS e

a2t . =
c5e {26 L 49)

2e~ "5 , ift> %,
where the last inequality follows by (48) and the fact that (23) (with Z replaced by Z) holds

with probability at least 1 — 6. Since C,[Z] [resp. Cq[Z]] is a coherent risk measure, we have
Co[Z] = Cu[Z] - E[Z] [resp. Cu[Z] = Co[Z] - E[ Z]], and so the LHS of (49) is equal to

P[CulZ]-CalZ] 2t +|Z(nan| €]

This with the fact that Z, (Tna]) = Z([nal) — E[Z] completes the proof for the sub-exponential case.

When Z is o-sub-Gaussian case, the proof is the same, except that we replace b by 0 and use the
convention that 0/0 = +oo. |
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B Beyond CVAR

First, we give a formal definition of a coherent risk measure (CRM):

Definition 14. We say that R: L1(Q) — R u {+00} is a coherent risk measure if, for any Z, 7' €
LY(Q) and c € R, it satisfies the following axioms: (Positive Homogeneity) R{\Z] = AR[Z], for
all X € (0,1); (Monotonicity) R[Z] <R[Z'] if Z < Z' a.s.; (Translation Equivariance) R[Z + c] =
R[Z] + ¢; (Sub-additivity) R[Z + Z'] <R[ Z] + R[Z'].

It is known that the conditional value at risk is a member of a class of CRMs called ¢-entropic risk
measures Ahmadi-Javid [2012]. These CRMs are often used in the context of robust optimization
Namkoong and Duchi [2017], and are perfect candidates to consider next in the context of this paper:

Definition 15. Ler ¢:[0, +oo[—> R U {+00} be a closed convex function such that p(1) = 0. The
p-entropic risk measure with divergence level c is defined as
ER([Z] = sugp Ep[Zq], where
e
[ 1 EIQGMP(Q)7q:dQ/dP7
Q= {qe/.‘, (Q)‘ D,(Q|P) <c ;

and D, (Q|P) =Ep[p(q)] is the p-divergence between two distributions Q and P, where Q@ << P
and q = g—g.

As mentioned above, CVAR,[Z] is a p-entropic risk measure; in fact, it is the ¢-entropic risk
measure at level ¢ = 0 with ©(-) = 1[g,1/4](-), where for aset C € R, 1¢(z) = 0if z € C; and +oo
otherwise Ahmadi-Javid [2012].

The natural estimator ER_,[Z] of ERS[Z] is defined by Ahmadi-Javid [2012]

ET{;[Z] = inf {u+uEﬁn [ga* (Z_N —c)]}.

v>0,ueR 14

Extending the results of Lemmas 2 and 3 comes down to finding an auxiliary estimator ETQ;[Z ] of
ER{ [ Z] which satisfies (as in Lemma 3) ET{;[Z] < ET{;[Z] -(1+ €y,), for some “small” €, and

Cc

Lp[ZL

S|

> Z;-Elq. | Z;] <ER
i=1

with high probability, where g, € argmin Q: E[Zq]. The similarities between the expressions of

E\R; [Z] and C,[Z] hint that it might be possible to find such an estimator by carefully constructing
a set Q; to play the role of the Q,, in Section 4. We leave such investigations for future work.

18
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Chapter 7

Concentration Inequalities for
CVaR with Near-optimal Quantile
Level Dependence

In many machine learning applications, practitioners seek more and more to use
measures of risk other than the expectation [Lerasle et al., 2019; Williamson and
Menon, 2019; Laforgue et al., 2019; Khani et al., 2019]. This relatively recent shift is
driven by the desire to guard against potentially catastrophic events which happen
with low enough probability that the mean performance does not capture them.
For example, in the medical field, the average efficacy and safety of a vaccine is not
necessarily the most appropriate measure; in this case, avoiding severe side effects,
even if they are relatively rare, is a priority. Alternative measures of risk are also
often considered in financial applications such as risk-averse portfolio management.
In such applications, decision making relies on the ability to accurately estimate the
true underlying risk. This estimation task becomes challenging as soon as the risk
measure is not the standard expectation which, unlike others, enjoys linearity. Thus,
our work adds to the recent efforts in deriving concentration bounds for alternative
risk measures.

One popular risk measure is the Conditional Value at Risk (CVaR). Given a quan-
tile level &, and a random variable X, CVaR,[X] measures the expectation of X condi-
tioned on X being greater than it’s (1 — a)-quantile. The popularity of CVaR is partly
due to the fact that it satisfies some desirable axioms that characterize a larger class
of measures called coherent risk measures [Artzner et al., [1999]:

Definition 7.1. A risk measure R is coherent if for any random variables X,Y it satisfies
sub-additivity (R[X + Y] < R[X] 4 R[Y]); monotonicity (R[Y] < R[X] for Y < X a.s.);
positive-homogeneity (R[AX] = AR[X], for A > 0); and translation equi-variance (R[X —
c] = R[X] —¢), forany c € R.

The conditional value at risk has the additional desirable property of being law-
invariant, in the sense that if X and Y have the same probability law, then CVaR, [X] =
CVaR,[Y], for any « € [0,1). What is more, it is known that any law-invariant
coherent risk measure can be written in terms of CVaR. In fact, Kusuoka| [2001]
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essentially shows that for any law-invariant coherent risk measure R, there exists a
compact set M of measures on [0, 1] such that

R[X] = sup 1CVaRD( [ X]du(a), (7.1)
uem /0

for any random variable X. This representation can be used to design new coherent
risk measures simply by choosing the set M. It also provides the possibility to trans-
fer concentration inequalities obtained for CVaR to the larger class of law-invariant
coherent risk measures—offering flexibility to practitioners in risk-sensitive applica-
tions.

Motivated by the desirable properties of CVaR and its ability to parameterize
the family of law-invariant coherent measures, we will focus on deriving tight con-
centration bounds for an estimator of CVaR. We will pay particular attention to the
dependence in & in our bounds—those with optimal dependence in a will be crucial
if one uses them together with the Kusuoka representation in (which involves
an integral over «) to transfer concentration inequalities to the class of law-invariant
coherent risk measures. Since CVaR,[X] is the expectation of X, conditioned on
it being greater than its (1 — a)-quantile!, one would expect its estimation from n
iid. samples Xj, ..., X, to discard about a (1 — «) fraction of the samples (those that
are below the (1 — a)-quantile). As a result, one would expect the concentration rate
of any estimator of CVaR to be at best O(1/+y/an). Indeed, for bounded random
variables, this rate was previously achieved by [Brown| [2007]; Wang and Gao| [2010].
However, it is not clear if the techniques used in these works can be generalized
beyond the case of bounded random variables. Current CVaR concentration inequal-
ity for the unbounded case (e.g. X is sub-Gaussian or sub-exponential) all have a
sub-optimal dependence in the quantile parameter &, where the concentration rate
becomes 1/ (x+/n) (we discuss this in more detail in the related work’s paragraph
below). This rate can be much worse (for small ) compared with the 1/+/an rate
achieved in the bounded case.

Besides seeking a concentration bound for CVaR with the tightest possible depen-
dence in the quantile parameter a, we are also after so-called time-uniform bounds;
these are bounds which hold uniformly for all sample sizes n > 1 simultaneously
given a fixed confidence level §. Such bounds are desirable in many machine learning
application involving, for example, stopping rules in Bandits [Jamieson et al., 2014],
or risk-monotonicity (see Chapter [§). Techniques used for the expectation to obtain
time-uniform bounds would yield sub-optimal rates (at least in the dependence in )
when naively applied to CVaR. We address these challenges in this chapter.

Best dependence in « for a simple example. In Section we work out illus-
trative examples in different settings to get an idea of the best dependence in & we
can expect in the concentration rates. The following Bernoulli example illustrates
the pitfall leading to confidence width 1/(a+/n) and the optimality of width 1/+/an.

1We use the convention in [Brown| 2007} Wang and Gao, 2010; Prashanth and Ghavamzadeh| [2013].
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For p € (0,1), a Bernoulli-p variable X has CVaR,[X] = (p/a) A 1 at quantile level
a € [0,1]. Giveni.i.d. samples Xj, ..., X, the natural CVaR estimator C, = (Pn/a) N1
is obtained by plugging in the empirical mean p, = }_;'; X;/n. To judge the quality
of this estimator, we may invoke the Central Limit Theorem (CLT) to find that p,/«
closely follows N'(Z, %), leading to confidence intervals for it of order 1/(ay/n),
which is also tight. At first sight, one may suspect that these transfer to the esti-
mator C,. Yet closer inspection of the case distinction in the definition of CVaR,[X]
reveals that C,, concentrates faster (as a function of the quantile level «). The mean

of C,, tends to CVaR, [X] in either case. When p > g, its variance tends to zero ex-
ponentially fast. When p < «, its variance tends to %, (and at most that in the
boundary case p = «). In any case, the variance of the estimator is at most 1/ (na),

and confidence intervals for (A:n can/should be of order 1/+/an.

Related work. A concentration bound for an estimator of CVaR was first pre-
sented by [Brown| [2007], who considered the case of bounded random variables and
achieved the optimal dependence in « for the upper deviation, but not the lower
deviation. Their work was followed up by that of Wang and Gaol [2010] who also
considered the bounded setting and provided the optimal dependence in the param-
eter «. When the random variable is bounded only from one side, the concentration
inequalities due to Thomas and Learned-Miller| [2019b] have a sharp empirical per-
formance, though with a sub-optimal dependence on «.

The unbounded case was recently considered by e.g. [Kolla et al., 2019b; Prashanth
et al., 2020] whose analysis relies on a concentration inequality for quantiles. Bhat
and Prashanth [2019] also studied the unbounded setting, basing their analysis on
the concentration of the empirical Cumulative Distribution Function (CDF) around
the true CDF in Wasserstein distance. These works have all considered both light
and heavy-tailed distributions. Mhammedi et al| [2020c] also considered the un-
bounded setting, albeit they restricted their analysis to the sub-Gaussian and sub-
exponential cases. As far as we know, all existing concentration inequalities for esti-
mators of CVaR in the sub-exponential or sub-Gaussian cases have a 1/ (x+/n) term.
Mhammedi et al.|[2020c] conjectured that this rate could be improved to 1/+/an for
the standard estimator of CVaR. In this chapter, we show that this is possible up to
log-factors in 1/a.

In the context of statistical learning, Soma and Yoshidal [2020]; [Lee et al.| [2020];
Curi et al.| [2020] derived generalization bounds where the objective is the CVaR of a
loss instead of the standard expectation. However, these bounds have a sub-optimal
dependence in the quantile a. The first (PAC-Bayesian) generalization bound for
CVaR with an optimal a« dependence was presented by Mhammedi et al. [2020c] who,
like us, also considered a reduction to estimating expectations from empirical means.
However, their generalization inequality is restricted to bounded random variables.
Finally, much work has been done in the context of best CVaR-arm identification
in multi-armed bandits [Galichet et al., 2013; Kagrecha et al., 2019alb}; [Tamkin et al.,
2019; Torossian et al., 2019; Prashanth et al.,[2020; Agrawal et al., 2020b; Baudry et al.,
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2020], as well as for the regret minimisation problems [Cassel et al.| [2018].

Contributions. In this chapter, we improve almost uniformly on all the results just
mentioned in terms of the dependence on the quantile parameter « in the bounds. We
achieve this by deriving a new reduction (and extending an existing one) for estimat-
ing the conditional value at risk—making CVaR estimation as easy as estimating an
expectation from empirical means. Using the classical Bennett’s inequality in these
reductions, we are able to achieve state-of-the-art concentration bounds for an esti-
mator of CVaR. We recover and improve bounds that have the optimal dependence
in « in the bounded setting, and we present the first bounds with a concentration
rate of 1/y/an (up to log factors in 1/«), which hold when the random variable
of interest has light tails (e.g. sub-exponential). This provides a positive answer to a
conjecture posed by [Mhammedi et al.}[2020c]. We also tackle the case of heavy-tailed
distributions, achieving the optimal rate where the random variable has a finite sec-
ond moment. What is more, we present a new time-uniform Bernstein inequality
(see Proposition which, together with the reductions we derive, allows us to
seamlessly obtain the first time-uniform concentration bounds for CVaR.

As an application, we show how our bounds can be applied in multi-arm bandits
where the goal is to select an arm with the lowest CVaR. We consider both the fixed
confidence and fixed budget settings and provide algorithms with state-of-the-art
guarantees when the random variables are unbounded. Our time uniform bounds
are crucial in the fixed confidence setting to achieve optimal sample complexity. We
achieve the later with a slight extension of the 1il" UCB algorithm by Jamieson et al.
[2014]. For the fixed budget, we use our bounds together with the sequential halving
algorithm to achieve state-of-the-art bounds.

Layout. In Section we introduce the setting and notation. In Section we
start by presenting the reduction for CVaR estimation, then we state the bounds
we get for the upper and lower deviation bounds in Subsections and
respectively. Along the way we instantiate our results to popular settings such as
when X is bounded or sub-exponential. In Section we apply our results to
the problem of multi-armed bandits in both the fixed confidence and fixed budget
settings. Additional inequalities which are omitted from Section |/.2| are provided in
Section The proofs of the main results are postponed to Section 7.5 We conclude
with a discussion in Section

7.1 Preliminaries

Let (Q), F,P) be a probability space. We denote by Mp(Q)) the set of probability
measures that are absolutely continuous with respect to P, i.e. for any Q € Mp(Q}),
we have Q < P. Given a random variable X, we denote by Py its probability law, and
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given samples Xy, ..., X, of X, we denote by ﬁn the empirical distribution defined by

1 n
n

where &, is the Dirac delta at y € R. To simplify notation, we will use Xy., =
(X1,...,Xn). The Conditional Value at Risk (CVaR) of a real random variable X at
(upper) quantile level « € (0,1) is

CVaR,[X] = Ep, () [X | X > x4], where x,:=inf{x:Px([x,+o0)) <a}. (7.2)

For any probability measure p over the reals and Y ~ p, we define CVaR,[y] :=
CVaR,[Y] (CVaR.[p] is well defined since CVaR is law-invariant). In particular, we
have CVaR,[Px] = CVaR,[X]. CVaR,[Px] and CVaR,[P,] admit the following useful
formulations [Rockafellar and Uryasev, 2013]:

CVaR,[Py] = inf { 1w+ ]EHX_"M} , (7.3a)
ueR o
and CVaR,[P,] = inf {;4 + Liza|lXi = pl+] } , (7.3b)
ueR oan

where [x]4 = 0V x, for x € R. We note that the minimizer y = x, is the quantile at
upper level a. We also use the dual representation of CVaR [Rockafellar and Uryasev,
2013):

CVaR,[Px] = (sgugIE[XQ], Q= {Q = d7Q 1 Q e Mp(Q)), E[Q] = 1}, (7.4a)

R

CVaR,X[IA’ | = sup — ZX Q;, O,:= {Ql;n [0,1/a]", ZQZ = 1} (7.4b)
QEQn =

where dQ/dP represents the Radon Nikodym derivative. Here we remark that the
optimizer Q satisfies E[Q | X = x] = 1I{x > x,} for x # x,, and E[Q | X = x,] €
[0,1/a] (an intermediate value here is referred to as atom splitting). Throughout the
rest of this chapter, we will consider a fixed upper quantile level « € (0,1) and use
the concise notation:

C[X] := CVaR,[Px] and C,[X]:= CVaR,

1 n
Ly sy
nis
We now discuss some standard distributional assumptions we will make on the ran-
dom variables X whose CVaR we seek to estimate.
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7.1.1 Distributional Assumptions

Apart from the case where X is bounded, we will focus on the following two cases
that include both light and heavy-tailed distributions: for some parameters v, A, p >
0,

E[eX"/M < v, (uncentered light tail condition), (7.5)
or E[|X]|F] <uv, (uncentered heavy tail condition). (7.6)

For the heavy tailed case in it only makes sense to consider p > 1. The condition
in covers both the sub-exponential and (uncentered) sub-Gaussian cases; the
sub-exponential [resp. sub-Gaussian] case corresponds to the setting where p = 1
[resp. p = 2] in (7.5). Prashanth et al.|[2020]; Bhat and Prashanth|[2019] make similar
assumptions with the difference that Bhat and Prashanth![2019] consider the centered
case, where hold with |X — E[X]| instead of |X]. In Section we discuss how
our approach can be extended to include this case. By an application of Markov’s
inequality, and (7.6), imply respectively,
P[|X| > ] < ve ¥, (7.7)
and P[|X| >t <wvt7?, (7.8)

for all + > 0. It will be more convenient to work with the tail probabilities from (7.7)
and (7.8), instead of the moment inequalities in (7.5) and (7.6).

Remark 7.1. Knowing the parameters v, p, A is a common assumption in the heavy-tailed
literature, where the uncentred assumption is also typical, see e.g. the trimmed mean estimator
discussed by Bubeck et al.|[2013]. Note that one should not think of the modelling assumption
as a tuning knob: for the results to be meaningful the assumptions have to be satistied for
the distribution in question. For that reason one wants to pick the smallest class for which
one can ensure that it contains the data-generating distribution. In applications, knowledge
of p, v and A can come either from modelling assumptions or from earlier estimates.

In the following subsection, we work through some examples to build more in-
tuition about CVaR for light and heavy-tailed distributions. The examples will also
help us calibrate our expectations for what dependencies in « we can achieve in the
concentration rates of our CVaR estimators.

7.1.2 Calibrating our Expectations about Empirical CVaR Concentration

In this section, we aim to develop intuition about the concentration behavior of the
empirical CVaR estimator Cu[X] by investigating the standard Gaussian, Exponential
and Pareto cases. To simplify matters, we take inspiration from the sandwich pro-
vided by the primal and dual formulation to study two empirical averages
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with mean CVaR, [X] each, which closely constrain C,,[X], namely

1 & XX > e} XI[{X XI{Xi > fu} _ =
= - —_— = < C,
L=y MR D

3

=1
Zl 1[ Vﬂé]+

S‘ua“i_n X ::U,

where 1, is the minimizer of the objective on the RHS of (7.3). The first and second
sums are indeed approximately equal with high probability; this is at the core of
the proof of our main Theorem in the next section, and so we are happy to
take it for granted here. Furthermore, E[L] = E[U] = CVaR,[X] by definition of
CVaR. After this reduction to an i.i.d. problem, it remains to compute the variance
of each term in the outermost sum, and invoke the CLT to get an idea for the correct
confidence widths (or at least those attainable by methods invoking this sandwich
internally). So let’s compute. The standard exponential distribution has (1 — «)-
quantile p, = In(1/a) and CVaR,[X] = 1+ In(1/a). The variances are then equal
to
24+ (1—a)(In(1/a) +2)In(1/a)

VAR[L] = . —1 and Var[U] = %—1. (7.9)

The standard Gaussian distribution has (1 — a)-quantile #, = ®~!(1 — &) and CVaR,[X] =
ﬁe 24, Exact expressions for the variance are unintelligible, but a computer-
assisted symbolic analysis reveals that

2In(1/a) and  Var[U] !

VAR|L] ~ It ~ aIn(1/a)’

(7.10)

where f(a) ~ g(a) denotes lim, .o f(«)/g(a) = 1. Finally, the standard Pareto
distribution (with density px~17PI{x > 1}) has a quantile given by p, = a=1/7 > 1

and CVaR,[X] = p “ (requlrmg p > 1 to exist). We then find (this requires p > 2)

P4 (1 —a)p? 2 42w
Var[L] = =2 Sl and Var[U] = 22— (7.11)

Hip—1)2 5 (p—1)2

o

In the Gaussian and Exponential cases, the i.i.d. approximate sandwich L < Ca[X] <
U; the fact that E[L] = E[U]| = CVaR,[X]; and the variance approximations in (7.9)
and (7.10) strongly suggest we should find confidence interval widths for CVaR,[X]
of order 1/+/an up to lower-order In(1/a) factors around C,[X]. We do indeed
derive confidence intervals with such widths in the light tail case (see Section[7.2). In
the Pareto case, (7.11) suggests confidence widths of order of%%, and ours will be

of order a~!, which match of%f% for p = 2.

+

=N

In the next section, we start by presenting the main reductions we use to derive
our new concentration inequalities for an estimator of CVaR. One of these reductions
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leads to a Bernstein-like inequality for CVaR (Theorem [7.3), which is of independent
interest. In Sections [7.2.1] and [7.2.2, we apply our reductions to obtain upper and
lower deviations, respectively, under different distributional assumptions.

7.2 New Concentration Inequalities for CVaR

In this section, we derive new concentration inequalities for an estimator of the CVaR
of a random variable X at quantile level « € (0,1). We study the cases where X is
bounded (in [0, 1]) or unbounded with a light or heavy-tailed distribution as in (7.7)
and (7.8), respectively, and derive state-of-the-art concentration inequalities with the
optimal dependence in the quantile level a (up to a log-factor) in some of the cases
(as suggested by our examples in Section [7.1.2). We will also derive so-called time-
uniform concentration inequalities which bound the deviation of an estimator of the
CVaR for all sample sizes simultaneously given a fixed confidence.

Behind our results are two simple reductions to estimating expectations from
empirical samples. Reduction #1 [resp. #2] relies on the primal [resp. dual] represen-
tation of CVaR in [resp. (7.4)], and is used to derive upper [resp. lower] deviation
bounds. We now describe these reductions:

Reduction #1. The first reduction we use to derive our upper-deviation bounds
relies on the “primal” representation of CVaR given in (7.3). To describe this reduc-
tion, let B > 0 and Z,Z7;,...,Z, € [—B, B] be i.i.d. random variables. Then, for any
6 € (0,1), and po € argmin, g {p + E[Z — p],/a}, we have by (7.3) and Bennett’s
inequality (see e.g. [Maurer and Pontil, 2009, Theorem 3])

) " Zi— paly &) 2E[(tta + |Z — ta] . /a)2]In6—1  BInd
Cn[Z] < ya_*_zl[any]"" < C[Z] +\/ [(}l [ Z ]+ ) ] _ o
(7.12)

with probability at least 1 — §. The inequality **) follows by the representation of
Cn [Z] in {73), while (*) follows by applying the concentration inequality to the
average of the i.i.d. random variables yy + [Z; — o]+ /a,i € [n], which are bounded
by B/a. The inequality in implies that, as long as the random variable Z is
bounded, bounding the expectation E[(jy + [Z — 4]+ /&)?] is sufficient to obtaining
an upper deviation bound for Cu[Z]. When dealing with an unbounded random
variable X, we will resort to clipping, which will reduce the problem to the bounded
case with Z being the new clipped random variable. However, this requires a careful
choice of the clipping threshold to control the magnitude of the term E[(un + [Z —
ta+/a)?] in (712), on the one hand, and to control the difference between C[Z] and
C[X], on the other—after all, we want C[X] and not C[Z] to appear on the RHS of our
deviation bounds. We present the choice of thresholds in the next subsection. We
note that the choice of Bennett’s in the current reduction (to get to (7.12)) is crucial
in obtaining the right dependencies in « in the final concentration inequalities. For
example, when the random variable of interest is bounded, Hoeffding’s inequality
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would yield a 1/(a+/n) rate instead of the optimal 1/\/an rate we achieve using
Bennett’s inequality.

Finally, to obtain a time-uniform deviation bound, we will derive a version of
that holds for all sample sizes simultaneously given a fixed confidence level &
(see Proposition [7.22).

Reduction #2. Our second reduction for the lower deviation bounds (which is
slightly more involved than the previous one) builds on a recent technique by Mhammedi
et al|[2020c] that is based on the dual representations of CVaR in (7.4). To describe
this technique, we introduce the implicit (unobserved) random variable Y defined

by:

Y = X-E[Q. | X], where Q, € argmaxE[XQ], (7.13)
QeQ

and @ is as in (7.4a). The reason that this is helpful is that the expectation of Y is the
CVaR of X:

Lemma 7.1. Let « € (0,1) and X, Xy, ..., X, be i.id. random variables in R and Q, be
as in (7.13). Then, the random variable Y in ([713) and Y; := X; - E[Q« | X;],i € [n], are
i.i.d. and satisfy

E[Y] = E[Y;] =C[X], forallie [n].

The result in Lemma is crucial as it shows that the expectation of the random
variable Y in (7.13) is exactly equal to the CVaR of X (this follows by the law of total
expectation). This means that one could attempt to estimate C[X] using the average

" 1Y;/n. The challenge here is that (Y;) are implicit random variables, since they
depend on the unknown Q, in (7.13). The trick to overcome this is to bound (with
high probability) the average }_!' ; Y;/n by a quantity that depends only on empirical
samples. This is enabled by the next lemma due to Mhammedi et al.| [2020c], where
we use the following notation: for Xj., € R" and € > 0, we define

. 18
Cu[X;e] = sup ZXiQi;
Ql:nGQn(e) i=1
n
where O, (€) = {le €[0,1/a]", %EQi -1 < e}. (7.14)
i=1

Lemma 7.2. Let « € (0,1), € > 0, and n € IN. Then, for any Xy, € R", and C,[X;e] as
in (7.14),

~

Colse) = inf { -+ e+ Bt
uekR

<C , .
an } < CulX] + 1X(fan))| - € (7.15)

where Xy X are the decreasing order statistics of X1, ..., Xu.



172 Concentration Inequalities for CVaR with Near-optimal Quantile Level Dependence

Note that from (74b), we have C,[X;0] = C,[X]. To see how Lemma can be
used to bound Y_}' ; Y;/n observe that, by definition of C,[X; -] in (7.14), we have for

Q*,i = IE[Q* ’ Xi]/

n

1
G Y=

i=1 i

XiQ,i < Cy [X;€], forany € > (7.16)

SIS
™=

Il
—_

1 2
E;Q*j—l .

The next step is to leverage the fact that }}' ; Q, ;/n concentrates around 1, and so
by applying an appropriate concentration inequality (as we do in this chapter), we
can pick an € < O(1/+/an)—which does not depend on any implicit variables—
for which holds with high probability. By combining this with the right-most
inequality in (7.15), we can bound Y7, Y;/n from above by C,[X] + | X ([an])| - €n With
high probability.

What remains to do is to carefully select concentration inequalities to bound
E[Y]-Y!,Yi/nand | Y} Q,;/n — 1] in a way to obtain optimal (or close to op-
timal) dependence in « in the final bound. For this, we apply Bennett’s inequality
and a new time-uniform Bernstein inequality (to obtain the time-uniform version of
our bounds) to control the deviations of interest. The next problem is that the er-
ror terms in these bound will depend on the second moment of Y, which in turn
depends on the unknown Q, in (7.13). To overcome this challenge, we show that
E[Y?] < C[X?]/a. Finally, for each of the distribution types we consider (those who
satisfy and (7-8)), we derive explicit bounds for C[X?], leading to sharp depen-
dencies in « in the final concentration inequalities (matching our expectations from
Section . We now present our master theorem, which follows from the reduc-
tion just described—the result may be viewed as the CVaR version of the classical
Bernstein inequality:

Theorem 7.3. Let o, € (0,1), B> 0, p > 1, and X,Xq,Xp,--+ € R be i.i.d. random
variables. Further, for ¢ :== Y5>, 2/ (kIn*(k)), define ¢, (n) = cIny(pn) In*(In, (pn));

2Ino-1 Ins-! 20ln 22 oy )
€n =1/ no + no ; and €)= PN 2T (7.17)
an 3n an 3an

Then, (I) for any fixed n € IN, the random variable Z == X - I{|X| < B} satisfies,

N 21 Ino—1 -1
< 2C[Z?] -In}é +BlncS

P |C[Z] —C,[Z;€e4] <

>1-26, (7.18)

an 3an

(I) for any increasing (B,) C Rso and Z") := X -1{|X| < B, },

20 < \/zpC[(z(n>)2] In 2242) | 2B In £2)

P {\m >1, C[zMW] - C
an 3an

] >1-26.

(7.19)
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We stress that only holds for a sample size n chosen prior to seeing the data,
whereas holds for any n in hindsight. Hence, the latter is a time-uniform con-
centration inequality. The additional price we pay in (8.16) compared with isa
O(In(Inn)/¢) term instead of In(1/6). In Section we will instantiate Theorem
under different assumptions on the distribution of X.

7.2.1 New Upper Deviation Bounds

In this subsection, we will use Reduction #1 described above to derive new upper
deviation bounds for an estimator of CVaR. To apply the reduction, we need to I)
relate C[Z] to C[X], where Z is a potentially clipped version of X, and II) bound the
term E[(yy + a 'E[[Z — u4]+])?] inside the square-root in (7-12).

Warm up. We start with the case of a bounded random variable X € [0,1]. In this
case, setting the clipping threshold to the trivial B = 1, we have Z = X, and so C[X] =
C[Z]. Tt remains to bound E[(u, + a 'E[[Z — p4]+])?]. This task is relatively easy
in the case since by definition of y, (recall that y, € arg minye]R{ u+E[Z—uli/a})
and the fact that X € [0, 1], we have that u, € [0,1]. As a result, we get the following
bound

E[(sa + aE[[Z — pa]+])?] < Elpa + a7 E[[Z — pa] +]] /0 = C[X]/,

where the equality follows by (7.3). This together with (7.12)), and the time-uniform
Bernstein inequality we derive in Proposition yield the following deviation
bounds:

Theorem 7.4. Let « € (0,1) and X, Xy,..., X, be i.i.d. random variables in [0,1]. Then,
for any 6 € (0,1), with probability at least 1 — 6,

~ 2C[X]Iné-1 1né!
Eux] < C[x] + /XKoL o™ (7.20)
an 3an

Further, for any p > 1, and ¢,(-) as in Theorem we have with probability at least 1 — 0,

2C[X]In 5 21n
an 3an

vin>1, C,[X] <C[X]+ \/ (7.21)
We stress the ease with which we were able to derive these inequalities (in contrast
with e.g. Brown [2007]]; Wang and Gao| [2010]). Compared to existing bounds, ours
have the advantage that the main square-root error term has a C[X] € [0,1]. A
similar bound to (7.20), though for the lower deviation, was recently presented by
Mhammedi et al.|[2020c]. The bounds in (7.20) and can easily be rearranged
(using Lemma so that the empirical CVaR appears inside the square-root error
term (in place of the unknown C[X]) (a time-uniform version of the corollary is

postponed to Appendix|[7.4).
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Corollary 7.5. Let « € (0,1) and X, X1,..., X, be i.i.d. random variables in [0,1]. Then,
for any 6 € (0,1), with probability at least 1 — J,
2C,[X]In 1 , 8n 61

C <
Cn [X] - C[X] + an 3an

(7.22)

The unbounded case. We now consider the case of light and heavy-tailed distri-
butions as characterized by and (7.8), respectively. To derive similar deviations
bounds as the ones in Theorem for an unbounded random variable, we first
need to relate the CVaR of a clipped version of X, which we denote by Z, to that of
X, for an appropriately chosen clipping threshold B. Then, it remains to bound the
expectation E[(py + a 'E[[Z — 1a]+])?] in (7.16). The next two propositions answer
to these needs. We now introduce a function that will be convenient in bounding the
quantities of interest in in the light-tailed case:

fo(y) =2Iny (v/y)"? + 0T (1/p,In(v/y))/ (yp), for p,y >0, (7.23)
where I'(+, ) is the incomplete gamma function, and v is as in (7.5).

Proposition 7.6. Let v,y > 0 and X be a real random variable. If X satisfies with
p,v,A >0, then for Z .= X -T{|X| < (An(v/y))P} and p, := inf{u € R | P[Z > u]},
we have

C[Z] = CIX]| < yAYPfo(y) /e, and E[(po + " E[[Z — pa]+])?] < 427 f, () /0.
Furthermore, if X satisfies with p > 1, then for Z .= X -T{|X| < (v/y)"/*},

1/p,1-1/p
Clz] - clx)| < Y

> W: and IE[(,uzx +0c_1IEHZ — ,Mu(]+])2 < 4U(U/y)2/p_l/¢x2_

(7.24)

With this proposition and (7.12), we immediately get the following bound for the
light-tailed case:

Theorem 7.7. Letw, 6 € (0,1), A, p,v > 0,and X, X1, Xy - - - € R bei.i.d. random variables
such that X satisfies the tail probability inequality in (7.7). Further, let f,(-) be as in (7.23).
Then, forn > 1and Z = X -I{X < (Aln(vn))l/f’}, we have, with probability at least
1-9,

Cu[Z] — C[X] < 2AF

an an

1 \/pr/z((x) ot 4 (1) - Ung (vn) Ing.

A time-uniform version of this inequality is stated in Theorem A Taylor series
expansion around y = 0 reveals that f,(y) = O(poly(In(1/y))), for p > 0, and thus
the deviation in Theorem satisfies C,[Z] — C[X] < O(1/+/an) up to poly-log-
factors in 1/a. Therefore, the bound in Theorem [7.7| has the optimal dependence on
the quantile level a up to poly-log-factors (see Section [7.1.2). We achieve the same
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dependence in « for the lower deviation in the next subsection. For a sub-exponential
random variable X—one that satisfies (7.7) with (v, p) = (1,1)—we have for p > 1,

for2(@) =2(1 —2Ina + Ina) <2(1—1Ina)?, and f,(1/(on)) =1+ 2In(pn).
(7.25)

This combined with Theorem [7.7|leads to the following corollary:

Corollary 7.8. Let «,6 € (0,1), A > 0, and X, X1, Xy -+ € R be i.i.d. A-sub-exponential
random variables, i.e. X satisfies with (v,p) = (1,1). Then, for Z = X -I{X <
Alnn}, we have

1-46.

N -1 —
P |C,[Z] < CIX] +4A- (1 —Ina) lnljn Yy 3+61nn3“n2lnnln5 >
(7.26)

The time-uniform version of (7.26) is also easily obtained from Theorem and
(7.25) (see Corollary for the statement). Using Proposition [7.6| and (7.12), we

also immediately get the following bound for the heavy-tailed case (a time-uniform
version is stated in Theorem [7.26)):

Theorem 7.9. Let a,6 € (0,1), v >0, p > 1, and X, X1, Xz € R be i.id. random
variables such that X satisfies the tail probability in (7.8). Then, for n > 1 and Z =
X-I{X < (=3pun/In 5)Y/ P}, we have, with probability at least 1 — &,

1 941 1—1 1,11 1 1-1
ez —cix) < 2 ((1/3) b 12137 2><ln5 ) 2
« p—1 n

The dependence in « that we achieve in Theorem [7.9|is the best one we are aware of.
[Prashanth et al., 2020, Theorem 4.1] may at first sight have the same dependence in
«, but their multiplicative presence of the a-quantile i, carries another dependency,
which may be polynomial (and not logarithmic). For example, a Pareto distribution
with density p“ﬁi} ! has quantile p, = a~1/7 (see Section [7.1.2).

We now move to lower deviation bounds.

7.2.2 New Lower Deviation Bounds for CVaR

In this subsection, we use our second reduction—in particular, our Master Theorem
[7.3}—to derive new lower deviation bounds. To apply the theorem for our purposes,
we need to I) relate C[Z] to C[X], where Z is a potentially clipped version of X, and
IT) bound the CVaR of Z2. Proposition [7.6|in the previous section already takes care
of I), and so it remains to bound C[Z?].

Warm up. Suppose that the random variable X satisfies X € [0,1]. In this case, by
setting B > 1 in Theorem we get C[Z] = C[X]. What is more, since CVaR is
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monotonic [Rockafellar and Uryasev, 2013], we have C[X?] < C[X]. Finally, using
Lemma we have C,[Z; €] = C[X; €] < C,[X] + X([na) - € with high probability

for € equal to €, [resp. €},] in (7.17). Plugging these facts into (7.18) and (8.16)), we get
the following corollary:

Corollary 7.10. Let « € (0,1) and X, Xy, ..., Xy be i.i.d. random variables in [0,1]. Then,
for any & € (0,1), with probability at least 1 — 29,

CIX] - GalX] < an 3an 3an @27)

Further, for any p > 1, and €, and ¢,(-) as in Theorem we have with probability at least
1-26,

~ 2C[X]Ino—1 2Iné-! Ind! Iné~!
an + X(M”U . + + .

(1) (1)
2pC[X] In "~ ZInPT‘

Vn >1, C[X] — én[X] < \/ 0 + X([an'\) -€:1 +

an 3an

The bounds in Corollary and are the first time-uniform bounds for CVaR
with a Inlnn under the square-root instead of a Inn, and with the optimal depen-
dence in «. We note also that since X € [0,1], we have C[X] <1 and X([,7) < 1, and
so having C[X] and X([,,)) on the RHS of only makes our inequality tighter
than existing bounds which typical have the range of X (in this case 1) multiplying
the error terms. We now present an empirical version of which uses Lemma
to rearrange the bound in Theorem (we postpone the time-uniform variant to

Appendix [7.4):

Corollary 7.11. Let «,6 € (0,1), and Xy, ..., Xy, be i.i.d. random variables in [0, 1]. Fur-
thermore, let €, and Cy|-; -] be as in (7.17) and (7.15), respectively. Then, with probability at
least 1 — 20,

2C,[X;€,] - Iné1 N 8Ins!

7.28
an 3an ( )

C[X] < Cu[X;en] + \/

We note that, though (A:n [X; €,] can be evaluated from empirical samples using Lemma
one could also use the same lemma to bound C,[X;e,] from above by C,[X] +
| X (fan))| - €n < C,n[X](1+ €,). Plugging this into would yield a bound in terms
of C,[X] (similar to 722)).

The unbounded case. We now derive lower deviation bounds for a random vari-
able that satisfies either (7.7) or (7.8). With Theorem [7.3]and Proposition [7.6] all that
remains to do is to bound C[X?]:

Proposition 7.12. Let v,y > 0 and f, be as in (7.23). If X satisfies (7.7) with p,v,A > 0,
then

CIX] < NVPfy() and C[Z2) < C[X2 < AP £, ().
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Furthermore, if X satisfies with p > 1, then for Z .= X -T{|X| < (v/y)"/*},
_ @p—1) (/)

clx] < P

, and C[Z% <v(v/y)*P71/a.

Using Proposition [resp. to bound C[Z?] [resp. |C[Z] — C[X]|], and invoking
our Master Theorem [7.3} we immediately get the following bound for the light-tailed
case:

Theorem 7.13. Let «,6 € (0,1), A,p,v > 0, and X,X1,Xo--- € R be i.id. random
variables such that X satisfies the tail probability in (7.7). Further, let €, be as in Theorem
and f,(-) as in (7.23). Then, forn > 1and Z := X -I{X < (AIn(vn))'/P}, we have,
with probability at least 1 — 26,

+1Z(jan))| - €n-
(7.29)

1 -1 1 - %
CIX] - CalZ] < Ap\/zfr’ﬂ("‘)lmerM 3£,(1/n) = Inv (vn) Ing
an 3an

A time-uniform version of this inequality is stated in Theorem As discussed in
the previous subsection, we have f,(y) = O(poly(In(1/y))) for small y, and thus the
deviations we present above satisfy C[X] — C,[Z] < O(1/+/an) up to poly-log-factors
in 1/a. Therefore, the bounds in Theorem have the optimal dependence on the
quantile level « up to poly-log-factors. For a sub-exponential random variable X, the
explicit expressions of f,/>(«) and f,(1/(pn)), for p > 1, are given by (7.25). In this
case, the inequality in (7.29) simplifies (see Corollary [7.20).

Using Proposition [resp. to bound C[Z?] [resp. |C[Z] — C[X]|], and in-
voking our Master Theorem we immediately get the following bound for the
heavy-tailed case (the time-uniform version is stated in Theorem [7.14):

Theorem 7.14. Let a,6 € (0,1), v > 0, p > 2, and X, X1, X --- € R be i.id. random
variables such that X satisfies the tail probability in (7.8). Further, let €, be as in Theorem
Then, for n > 1 and Z == X - 1{X < (=3pvn/Ind)'/P}, we have, with probability at
least 1 — 26,

~ U%pl+% (]/3)1_%—1—2%3%_% Iné! 1=
C[X] - Ca[Z] < ( )( - > +1Z(fan))| - €n- (7.30)

We remark that when the random variable X is supported on R>¢, then one can
use the unclipped estimator C,[X]—which does not depend on the parameters of
the distribution—instead of C,,[Z] in all the bounds above. In fact, when X is non-
negative, we have Z < X, and so by monotonicity of CVaR [Rockafellar and Uryasev,
2013], we have C[Z] < C[X]. In this case, one can also replace Zf,4]) by X(fun]) On
the RHS of the bounds, since Z(ﬁux]) S X( [an])*

Remark 7.2. The bounds we have presented in Theorem Corollary and Theorem
are of the form C[X] < Cu[Z] + 0u + |Z([an])| - €n, with high probability, for a 6, > 0
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which converges to zero as n — oo. For positive random variables, it is possible to rearrange
this bound so that only distribution parameters appear on the right (and no empirical value
such as Z fq1))- To achieve this, one can use the fact that Z 1,1y < Cy[Z] (see e.g. proof of
Proposition 4.1 in [Brown| 2007|]), then rearrange the above inequality to obtain

~ €n

Clx) - Cl2] < 5

o C[X] - €y + 6. (7.31)

X
Cl ]+1+€n_

Now C[X] can be bounded from above using Proposition depending on its tail distribu-
tion.

In the next section, we apply some of our new concentration inequalities in the
multi-armed bandit setting.

7.3 Applications

In this section, we show how the bounds we derived in Sections and can be
used to achieve state-of-the-art performances in some multi-armed bandit problems.

7.3.1 Best Arm Identification, Fixed Confidence

We now consider the problem of best-arm identification when the performance mea-
sure is the CVaR instead of the mean. At each round ¢, the learner picks an arm
A; € [K], then observes a loss X; 4,, where for every a € [K]|, X,, X1,4, X2,0,... are
ii.d. real random variables sampled from some fixed, but unknown distribution Py,
supported on a bounded interval, which we take to be [0, 1] without loss of general-
ity. To simplify notation, we will denote by P, := Px, for any arm a. Throughout this
section, we will use the short-hand notation

Cu = CV&IRD{ [Pu], (7.32)

for all a € [K], and we let C;, be any estimator of C, given f ii.d. samples. We
assume without loss of generality that C; < C;--- < Ck, which means that arm 1
has the lowest CVaR risk, and we define

A, =C,—Cq. forall2 <a<K.

Given a round t, we denote by N,(f) the number of times arm a € [K] has been
pulled.

Best CVaR arm identification with fixed confidence. We start by consider the set-
ting of best CVaR-arm identification with a fixed confidence ¢é. In this setting, one
would like an algorithm that identifies the best CVaR-arm with as few samples as
possible. As far as we know, the best algorithm for this setting when dealing with
means (instead of CVaR) is the lil’ UCB algorithm due to Jamieson et al.|[2014]. Their
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algorithm relies on a time-uniform concentration inequality they provide for sub-
Gaussian random variables. Extending their algorithm to the CVaR case requires a
time-uniform concentration bound for CVaR, which we provided in Sections [7.2.1}
and Appendix We now state a slightly more general version of the main
result of Jamieson et al.[[2014] that accounts for the differences between our concen-
tration bounds and theirs:

Theorem 7.15. Let « € (0,1), v,p > 1,and T € N. Let ¢ : (0,1) — R~ and for a € [K]
define

&) = {9t 27, [Co—Cl < Elt) ), with E(t,y) = \/ P, y e (o)

(7.33)

Further, suppose that for some s > 0, P[E,(y)] > 1 —sy, forall y € (0,1) and a € [K], and
let 6 € (0,62 ANe~*/s). Then, for

2(v+1) 7(1+v)? .y )
K > <11'1V_1 +2) m/ and GIX T pV (1 +V )g(ﬂ(),

Algorithm 1| returns the best CVaR arm with probability > 1 — (55 +1)6 — (s6)'/® after T
rounds, where

K 8In (%) +1n(2In (¢ v ES
T<24+(1+x+17)K+(1+x)Gy ) (3) <A52 (‘5 M%)>‘

a=2 a

(7.34)

For completeness, we include the proof of Theorem in Appendix We note
that Theorem requires an estimator of CVaR with a time-uniform concentration
bound of the form for some T > 1. The bound in has a linear depen-
dence in the parameter 7, and so T must not be too large. For all the time-uniform
bounds we present in this chapter, there exits a T < O(1) such that holds for a
specific function g that depends on the parameters of the distribution of X. In fact,
our bounds are already of the form (7.33) except for lower-order terms that become
smaller than the main term &(t,6) for some moderate T < O(1). We now state a
concentration bound of the form for the sub-exponential case after getting rid
of any lower-order terms. The steps in proof of the next theorem can easily be ex-
tended to the case where X satisfies the more general light tail condition in (or
the heavy tail condition in (7.6)).

Theorem 7.16. Let a, 6 € (0,1), A > 0,and X, Xy, Xz - - - € R>q be i.i.d. A-sub-exponential
random variables, i.e. X satisfies with (v, p) = (1,1). Further, let ¢ be as in Theorem
Then, there exists a T < O((InaInd)/«), such that forall p > 1and Z" = X -T{X <
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Algorithm 1 lil UCB for CVaR MAB.
Require: Quantile level a« € (0,1)
Confidence level § € (0,1).
Parameters v,k > 1.
Initial exploration time 7.

fora=1,...,Kdo
Play arm a for T rounds.

Sett = tK+1,and N,(f) = 7, for all a € [K].

1:
2
3:
4: Define ¢(s,6) = 4/ ()lnln(ps) forall s > 1.
5: wh11eN()<1+K2,Hé,Z 2 (1), for all a € [K] do
6

Define Cta = infyo {P‘ + Zt 1 w}

ot
Sample A; € argmin, €[K] {CNa —vi,(t, (5)}

Set Ny, (t+1) = Ny, (t) +1 and Nu(t+l) = N,(t), for a # Ay.
Sett=1t+1.

Aln(pn)}, we have

In(pn)
P|Vn>1, [Cu[z™]—C[X]| <4A(1—Ina) ZPM‘SI >1—26/c/Inp.

The theorem shows that the condition in (7.33) in Theorem holds with s =
2y/c/Inp and g(a) = 32(1 — Ina)?/&. We note that the exact condition that T needs
to satisfy in Theorem is in (7.98).

The combination of Theorems and implies that Algorithm [1]is the first
algorithm for the fixed confidence CVaR-MAB setting whose sample complexity has
the optimal dependence in the CVaR-risk gaps (A,) and the quantile level a (up to
log-factors in 1/a) for sub-exponential random variables (this is also true for the
general light tail case in (7.5)).

7.3.2 Best Arm Identification, Fixed Budget

The point of this section is to show that our concentration inequalities for CVaR
modularly slot into generic confidence-interval based algorithms. We follow the
standard Sequential Halving algorithm template introduced by Karnin et al.| [2013]].
That is, we split the time horizon in In; K equal-length phases, in which we sample
the remaining arms uniformly, after which we eliminate the top half (by empirical
CVaR) of the arms (note that for CVaR lower is better). The correct arm is output iff
it is not eliminated in any phase. The best arm is eliminated in a given phase if it
ends up in the top half, meaning that at least half of the remaining arms have to look
better than it; a rare event.
We start our analysis from the following summary of Theorems[7.7]and
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Theorem 7.17. Leta, 6 € (0,1), A > 0,and X, X3, Xz - - - € R>q be i.i.d. A-sub-exponential
random variables, i.e. X satisfies with (v,p) = (1,1). Then, for Z = X -I{X <
Alnn}, and all n > ny where

_ -1
nozinf{n:2+3ln(n/lx) 1“”1n5§(1—1nzx) Ino }’
3an an

we have with probability at least 1 — 30,

~ -1
ICX] = ColZ]| < 5A- (1 —Ina) lnoi .

The theorem is proved at the very end of the appendix. From here, we invert the
probability bound to find that

aneZ

P{|C[X]—én[Z]| >e} < exp (—(SA(lﬂn(w)))z(l—on(1))>.

The classical Sequential Halving proof [Lattimore and Szepesvari, 2019, Theorem
33.10] then implies mutatis mutandis:

Corollary 7.18. Consider a K-armed bandit with CVaR, given by C; < ...Ckg (sorted here
for convenience without loss of generality). The probability that Sequential Halving outputs
the wrong arm is at most

—noc(l — On(l))
el exp ((SA(l + In(1/a)))?4Iny (K) maxi.a;>0 52) ,

where A; = C; — Cy is the suboptimality gap of arm i.

Taking stock, we find that the overall dependence in « is, up to log factors, as if
time were shrunk by a factor &, which indeed matches the intuition that, for every
arm, the 1 — a portion of samples below the a-quantile are not informative.

The new section provides some additional concentration inequalities omitted
from Section

7.4 Additional Inequalities
In this section, we include some additional concentration inequality for CVaR under
different settings. We start by the time-uniform version of Corollary

Corollary 7.19. Let a, 6 € (0,1), and X3, ..., X, be i.i.d. random variables in [0,1]. Further,
let Cy[-; -] be as in (7.15), and €, and ¢, (-) be as in Theorem Then, for p > 1,

20C,[X;€,] - In 220 L 10In Bo(r)

> 1 —26.
an 3an -

P |Vn>1, C[X]<C,X;e.]+ \/

(7.35)
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For a sub-exponential random variable X—one that satisfies with (v,p) =
(1,1)—the explicit expressions of f,/»(a) and f,(1/(pn)), for p > 1, are given by

(7.25). In this case, the inequality in (7.29) simplifies (see Corollary [7.20). Plugging
these into (7.29) implies the following corollary:

Corollary 7.20. Let o, € (0,1), A > 0, and X, Xy, Xz - - - € R be i.i.d. A-sub-exponential
random variables, i.e. X satisfies with (v, p) = (1,1). Then, for €, as in Theorem
and Z = X -I{X < Alnn}, we have with probability at least 1 — 25,

~ —1 o
C[X] < Cu[Z] +2A - (1 —Ina) lna‘; +A.3+61n§m1n”1n5

+ 1 Z(1na))| - €n-

(7.36)

We now deal with the time-uniform upper and lower deviation bounds when X is
sub-exponential, which is a special case of the finite exponential moment.

Corollary 7.21. Let «,6 € (0,1), A > 0, and X, X1, Xz - - - € R be i.i.d. A-sub-exponential
random variables, i.e. X satisfies with (v, p) = (1,1). Further, let €, and ¢, be as in
Theorem Then, for p > 1 and Z" = X -T{X < Aln(pn)}, we have with probability
at least 1 — 29, foralln > 1

plnq)"gn) A 3—|—6lnn+2lnnln%
an 3an
+1Z0 |- € (7.37)

[na

C[X] < Cu[Z] +21- (1 —Ina)

Furthermore, we have, with probability at least 1 — 6, for all n > 1

2pln% A 3+6lnn+2lnnln¢*’7(n)
an 3an )

CulZ] <C[X]+2A- (1 —Ina)

7.5 Proofs

Proof of Lemma[Z.2l Let ¢(-) := 11,4 (+), where foraset C C R, ic(x) = 0if x € C;
and +oo otherwise. Further, let m:= (1,...,1)/n € A,. From (7.14), we have

Cu[X; €] = sup {]En(i) [XiQi — ¢(Qi)] : ‘]Eﬂ(i)[Qi] - 1‘ < 6}-
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By introducing Lagrangian multipliers 77,y > 0, we can write

ColXie] = inf { By [Xi — 9(Q0)] 477+ (14 € — By [Q]) }

su
1y20 lenE[Oﬁ/a]” Ty (]E”(i) [Qi] =1+¢)

= inf ¢ —y+(7+yle+ sup {En<i)[(xi_’7+y>Qi_9"<Qi>]} ’
1y=0 Qua€[0,1/a]"

= inf {77 —y+(+y)e+Eqp | sup {(Xi—n+y)x— (P(x)}] }

0<x<1/«
= nf, {1=y+ 01+ y)e+Eqplo* Xi—n+v)l}, (7.38)
= inf (e + Bagy [0 (X; = )]} (7.39)

where isdueto {x e R| ¢(x) < 400} =[0,1/«], and follows by setting
i =1 —y and noting that the inf in is always attained at a point (17, y) € R2,
satisfying 7 - y = 0, in which case 57 +y = |u/; this is true because by the positivity of
€,if 7,y > 0, then (7 + y)e can always be made smaller while keeping the difference
n —y fixed. The proof is concluded by noting that the Fenchel dual of ¢ satisfies
¢*(z) =0V (z/a), for all z € R. This establishes our first desired inequality:

~

nIX; —
Cul[X;€] = ;%{y%— |y|e+z’1[anm+}. (7.40)

Now, by letting 7 € inf,~o{p + Y/ [X; — p]+/(an)}, we have

+ [7le + Y [Xi— V]+’
n«

n + e, (7.41)

where the last inequality follows by definition of (A:n. The desired inequality follows
by the fact that i = X[,,,))—see e.g. proof of Proposition 4.1 in [Brown, 2007]. O

Proof of Proposition [7.12} Let j,; = inf{y € R | P[X' > p'] < a}, fori € [2]. By
definition of CVaR, we have, for B > 0

CIX]=E[X|X>m],

= E[X-T{X > m}]

< %IE[X-]I{;M < X <B)] + E[X-I{X > B}]
< B+ LE[|X|-1{|x]| > B)] (7.42)

Setting B to (Aln(v/a))!/? [resp. (v/a)!/?] when X satisfies [resp. (7-8)] and
invoking Lemma to bound E[|X]| - I{|X| > B}]/a implies the desired bounds
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on C[X]. We now bound C[Z?]. We start with the light-tailed case; we have by
monotonicity of CVaR [Rockafellar and Uryasev, [2013]]

C[Z%] < CIX?]| = E[X* | X* > iz 5],

_1

o

Now the term on RHS of (7.43)) can be bounded from above using lemma when

X satisfies leading to the desired result for the light-tailed case. For the heavy-
tailed setting, i.e. for X satisfying and Z == X - T{X < (v/a)'/7}, we have

E[X* I{X* > p3,}]- (7.43)

1
7% < ~E[z* by L A
cl7y < E[Z?) (by Lemma[A3)

< %(U /a0)¥PLE||Z|P], (by Holder’s inequality) (7.44)

< Loswprtg)xp, 749
v

< - 2/p=1,

< 2(v/w)

This completes the proof. ]

Proof of Proposition Let B > 0. We have by the sub-additivity and monotonicity
of CVaR:

ClZ] =C[X - X -I{X > B}],
< C[X]+C[-X-I{X > B}], (CVaR is sub-additive)
< C[X]+C[|X]|-I{X > B}], (CVaR is monotonic)
< C[X]+ C[IX] - I{|X| = B}],
< C[X] + %IEHX| I{|X| > B}]. (7.46)

Similarly, we have

C[X] =C[X — X -I{X > B}],
> C[X] —C[X-I{X > B}], (CVaR is sub-additive)
> C[X] - C[|X]|-I{X > B}], (CVaR is monotonic)
> C[X] = C[|X] - I{|X| = B}],
> C[X] - ~E([|X| - T{|X| > B}]. (7.47)

Thus, combining (7.46) and (7.47) imply

Clz] = CIX]| < %IE[IXI -I{|X]| = B}].

Setting B to either (AIn(v/y))'? or (v/y)'/?, for y > 0, in this inequality and using
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Lemma [A.5]to bound the RHS, we obtain the desired bounds on |C[Z] — C[X]|.
We now prove the bounds on E[(py +a 'E[[Z — pa]+])?] Let pyo = inf{u € R |
P[|Z| > p] < a}. By Lemma(A.6] we have

El(he + 0 "E[Z ~ )] < B[22 1{Z > p)] + S B[22 T{|Z] > s}
(7.48)

Now since Z is a clipped version of X, both Z and |Z| satisfy whenever X
satisfies (7.7). By this fact, Lemma and (7.48), we obtain the desired bound on
E[(pa +a YE[[Z — pa]+])?] for the light-tailed case. We now move to the heavy-tailed

case. By (7.48), we have

El(he +aEI[Z ~ pal 1)) < 5E(Z2,

4
< E(v/w)z/pfllEHZ\p], (by Holder’s inequality)

(7.49)
< %(U/oc)z/”*llEHX\p], (7.50)
< s (v/ap/r!
This completes the proof. O

7.5.1 Proof of Theorem

We start by presenting a time-uniform version of Bernstein inequality (see e.g. Mau-
rer and Pontil| [2009]):

Proposition 7.22. Let (B,) C R be an increasing sequence, and X, X1, Xa,--- € R be
i.i.d. random variables such that B[X?| < V. Then, for Z .= X - 1I{|X| < B,}, we have, for
any 6 € (0,1) and p > 0, with probability at least 1 — J,

BN

%Zz—ma

i=1

§ \/zpvm(qbp(n)/a) , 2bIn(gy(n)/9)

Pldn>1
{n, n 3n

] <5, (7.51)

where ¢p(n) := In (c In, (pn) lnz(lnp(pn))) = O(Inlnyn) and ¢ == Y 4>, H%Z(Ic) ~ 4.214.
Proof of Proposition[7.22} Let A > 0 and XA, X{‘, Xﬁ‘, ... be ii.d. random variables
such that |X?| < B(A), where B : R>g — R is any increasing function. By [Howard
et al., 2020, Corollary 1(c)], there exists a positive function s : R>9 — R>¢ such that

n
Y~ X} — nE[X*]
i=1

P

dn>1: 2x+5<%)-(nV—)L)

<2exp [ — i
=P\ ToA T 2B(M)x/3 )’
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which implies that for any ¢’ € (0,1),

n A A > !
E|1d3n>1: IYi, X} —nE[X I]J(A)IE(Z/J/Z)nAIn(Z/(S) <5
+EEE T s (3) - (V= A)
(7.52)
For k > 2 and p € (0,1], define Ay := Vp* and
Ty = _ where ¢ =) 1 107 (7.53)
T k2 (k) T Bkl '

By setting A = Ay and &' = & :— 7,6 in (7.52), we get that

E {H {Hn >1: ‘2?21 X = nE[XM]| > /200 In(2/6)

< 4.
_|_B(/\k)];:l(2/5k) +5 (/\lk) - (nV = Ap) }]

(7.54)
By summing over k € IN, we get
[ XM - nE[XM)| > \/2nA In(2/8
§>E ) I<3n>1: ‘Zl*l l | 1]3()\);1(2/5) kIni2/%) ,
k>1 == s (%k) - (nV — Ag)
[ YL XM gE[XM]| > /2nAcIn(2/3
I P > S L\(ka 2/5) ,
+EMIRRI) g (2] (nV — A
v XM pE[XM]| < /2nAcIn(2/0
1P |Vnk>1: ‘ i—1 X [ L‘(A)lnm“k (2/) ‘
RO s () (V= Ay
(7.55)
Now, let k,, be such that
/\ky,—l < nV < Akn' (756)
By (7.55) and the fact that Ay, > nV, we have that
n
S e e < B(A) In2/8)|
P [w : ;Xl nE[X"]| < /20y, In(2/5,) + - >1-3.
(7.57)

On the other hand, by (7.56), we have that

kp <Inyg(n) +1 and Ay, < npV.
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Plugging this into (7.57), yields

< \/20nV In(gy(n)/6) + B(A"")h;(:f"(”)/‘s) >1-94,

(7.58)

P [Vn:

LY
Y X" — nE[X"]
i=1

where ¢,(n) = 2¢"- (Iny(n) + 1) In*(Iny (1) + 1). We obtain the desired result by
applying this inequality with Z(") = X* = X-T{|X| < B,} and a function B
satisfying B “1(B,) = Ak, (there always exists an increasing function B satisfying this
condition since (B,,) and (Ag,) are both increasing sequences). O

Using Proposition we prove some useful facts on components of the random
variable Y defined in (7.13):

Lemma 7.23. Let «,6 € (0,1), p > 1, and Xy,...,X, be i.id. random variables in X.
Further, define

1 n
EZQi_l

i=1

On(e) = {le €[0,1/a]":

< e} . (7.59)

Then, for Q, as in (7.13), and €, and €|, as in Theorem|7.3| we have

P [(IE[Q* | X1],..., E[Q, | Xa])T € Qn(en)] >1-6,

and P [Vn >1: (E[Q, | Xi],..., E[Q. | Xa))T € Qn(e;)] >1-4. (7.60)

Proof of Lemma|[7.23] The first claim follows by the fact that X;,i € [n], are i.id.,
and an application of the law of total expectation. Now for the second claim, let
A= |Ep [Q« | X] —1|. Since Q. is a density, the law of total expectation implies that

A = |Ep Qx| X] - B[E[Q. | X]]|, (7.61)

and so by Bennett’s inequality (see e.g. Theorem 3 in Maurer and Pontil| [2009])
applied to the random variable E[q, | X], we get that, with probability at least 1 — 9,

A< \/ZPVAR[IE[Q* | X]JIn(1/9) | [E[Qx | X][eIn(1/5)

7

n 3n
< \/ZPJEUE[Q* | X]*]In(1/9) . |E[Qx | X]loo In(¢pp(1) /)
- n 3n !
< [ TXIn(/3) | IEIQ. | Xllsim(1/8) 762

< [2In(1/6) n ln(l/é), (7.63)
an 3an

where follows by the fact that E[E[Q. | X]?] < E[E[Qx | X]] - |E[Qx | X]|lec =
IE[Q« | X]|leo, which holds since E[Q, | X] > 0 and E[E[Q. | X]] = E[Q.] = 1. Fi-
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nally, (7.63) follows by the facts that || E[Q, | X]|[c < [|Qxl/co (by Jensen’s inequality),
and ||Qw||lee < 1/a by definition. This shows the first inequality we are after.

On the other hand, by Proposition applied to the random variable E[Q, | X],
we get that, with probability at least 1 — 9,

Vi > 1, AS\/ZPVARDE[Q*!XHIH(%(n) 5) 2||]E[Q*|X]||ooln(4>p() )

n 3n

<

n 3n

\/ZPIEDE[Q*IX]ZUH(%(”) 0) | 2NEQ [ X}l In(g () / )

7.64
n 3n , (7.64)

< \/ZPHIE[Q*IX]Hooln(%(”)/ ) 20E[Qx | X]llewIn(gy(1)/9)

- \/2p1n(<pp(n)/ ) 20 E[Qu | X]lleo In(¢pp (1) / ) (7.65)

an 3an

where (7.64) and (7.65) follow by the facts that E[E[Q, | X]?] < ||Q«|lc < 1/a, as
justified before. O

By Lemma [7.1]and dual formulation of CVaR in (7.4b) we have the following imme-
diate Corollary:

Corollary 7.24. Let a,6 € (0,1), p > 1, and Xy,..., X, be i.i.d. random variables in X.
Further, for Y as in (7.13), and €, and €, as in Theorem we have

) 1 PN
>1—-6 and P[VzZl,nZYigCn[X;e;]

Proof of Theorem [7.3l Let Z := X -I{|X| < B} and

Q. € argmaxE[XQ], where Q := { = , Qe Mp(Q)), E[Q] = }
Q
(7.67)

LetU=Z-E[Q. | X|,U; = Z; - E[Q« | Xi],U2 = Z» - E[Q« | X2],... areii.d., and so
by Bennett’s inequality (see e.g. [Maurer and Pontil, 2009, Theorem 3]), we get that,

1 2E[U?] -In(1/5) = BlIn(1/6)
] Z \/ . 4 ] <1-06. (7.68)

3an

There are three facts we need to arrive at the desired bound:

1. By the law of total expectation, we have E[U] = C[Z].
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2. We have:

[
< E[E[Z* Q% | X]], (Jensen’s inequality)
= E[Z*-Q.]/x, (LTE and Q, < 1/a)
< sup E[Z%- Q]/«,
QeQ
= C[Z%)/a, (by definition of CVaR)
< C[X?]/a,

where the last inequality follows by the fact that 0 < Z? < X? and the monotonic-
ity of CVaR.

3. Since 0 < Z < X, we have
Ui < Y= X;-B[Q. | Xi], Vi€ [n]. (7.69)
4. By Corollary we have, with probability at least 1 — 4,
1 ~
=Y Y; < Cu[X;eul, (7.70)
i3
where én[-; -] is as in (7.15).
Combining these four facts with (7.68)), and a applying a union bound implies (7.18).
We now show (8.16). For this, we use the time-uniform Bernstein inequality in Propo-

sition (instead of (7.68)), together with Corollary the points 1-3 above, and
a union bound. O

7.5.2 Proof of Theorem [7.7]

We state and prove the following extension of Theorem

Theorem 7.25. Let a,6 € (0,1), A,p,v > 0, and X,X1,Xy--- € R be i.id. random
variables such that X satisfies the tail probability in (7.7). Further, let ¢,(-) be as in Theorem
and f,(-) be as in (723). Then, forn > 1and Z == X -I{X < (Aln(vn))/?}, we
have, with probability at least 1 — 6,

1

CulZ] — C[X] < ZAP\/W 1 fp(1/n) = }In (vn) Ins

+ AP
oan an

Further, for p > 1 and Z" = X -T{X < (Aln(vpn))V/?}, we have, with probability at
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least 1 — 0,

Pp(1)
vn>1, Gifz) - Clx] < zﬁ\/ 0fp/2(®) In 757
an

0 Fr () + 37 (oo I 25
an '

+

Proof. The proof follows by and the bound on |C[Z] — C[X]| [resp. |C[Z(")] —
C[X]|l and E[(pa + & [Z — pa]+)?] [resp. B[(ua + a2 — u,], )?]] obtained from

Proposition O

7.5.3 Proof of Theorem [7.9]
We state and prove the following extension of Theorem

Theorem 7.26. Let a,6 € (0,1), v > 0, p > 2, and X,X;,Xy--- € R be i.i.d. random
variables such that X satisfies the tail probability in (7.8). Further, let ¢,(-) be as in Theorem
Then, for n > 1 and Z == X - 1{X < (=3pvn/Ind)"/?}, we have, with probability at

least 1 — 0,
wrptt ((1/3)7F 4243572\ [Ine 1\ r
o p—1 n ’

Further, for p > 1 and Z(") = X -1{X < (%
least 1 — 6,

11+ 11 11,11 9p(1) 1-1
Vn>1, (A?n[Z(")]—C[X] < (PU)”P ((2/3) P+q2223p 2) <1n 3 > |

N|—

)P}, we have, with probability at

=

14 n

Proof. The proof follows by (7.12) and the bound on |C[Z] — C[X]| [resp. |C[Z(")] —
C[X]|l and E[(pa + & [Z — pa]+)?] [resp. B[(ua + a2 — u,]4 )?]] obtained from
Proposition [7.6] O

7.5.4 Proof of Theorem
We state and prove the following extension of Theorem [7.13}

Theorem 7.27. Let «,6 € (0,1), A,p,v > 0, and X, X1, Xy € R be i.id. random
variables such that X satisfies the tail probability in (7.7). Further, let €,, €, and ¢,(n) be as
in Theorem and f,(-) as in (7:23). Then, forn > 1and Z := X -I{X < (Aln(vn))/*},
we have, with probability at least 1 — 26,

1 -1 . 1
CIX] - CulZ] < Ap\/%ﬂ(i‘ih“s b 3h(/m) 3;;P(vn)ln5

—_

+1Z ()| - €n-
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Further, for p > 1 and Z" = X -1{X < (Aln(vpn))/?}, we have, with probability at
least 1 —26,Vn > 1,

() 3f, (L) +2In7 (vn) In 21
én[z<”>]§A5\/2pfp/2(a)ln i VO () () In 7
an 3an

CIX] -

+ |Z§”in1)] €.

Proof. The proof follows by Theoremand 1) the bound on C[Z?] [resp. C[(Z(")?]]
from Proposition and 2) the bound on |C[Z] — C[X]] [resp. |C[Z(")] — C[X]|] from
Proposition O

7.5.5 Proof of Theorem
We state and prove the following extension of Theorem [7.14;

Theorem 7.28. Let w,6 € (0,1), v > 0, p > 2, and X, X1,Xz--- € R be i.i.d. random
variables such that X satisfies the tail probability in (7.8). Further, let €y, €, and ¢,(n) be as
in Theorem Then, for n > 1 and Z == X -1{X < (=3pun/Iné)V/?}, we have, with
probability at least 1 — 26,

1941 1-1 1 1.1 i\ 1-1
~ vP P 1/3) 7 +223r 2 Ind g
C[X]_Cn[z] < r:x <( ) p1 ) ( " ) +|Z([an])|'€n~

Further, for p > 1and Z") = X - T1{X < (5506505757)"/7}, we have, with probability at
least 1 — 20,

1141 1-1 151,11 O
n>1, Clx| -G,z < ©07P p<(2/3) 4 plala ) (m : >

o

=
|

(n) L
H1Z{ )| - €0

Proof. The proof follows by Theoremand 1) the bound on C[Z?] [resp. C[(Z(")?]]
from Proposition and 2) the bound on |C[Z] — C[X]] [resp. |C[Z(")] — C[X]|] from
Proposition O

7.5.6 Proof of Theorem

We closely follow the steps in the proof of [Jamieson et al., 2014, Theorem 2] with
small modifications. We now introduce two useful inequalities:

Lemma 7.29. Forallp > 1,t>1,¢ > 0,and y € (0,1], we have
£

1 Inpt) 1, 2in (%)
Y

(7.71)

H.
<
|
|
o
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and forall s > e, p € (1,2),and 0 <y < < e~2, we have

1
1. In(pt) _ ¢, In(ps) s 2In (@)
— > —_— < . .

: v _Sln 5 — t_cln(l/é)ln (7.72)

Proof. Rearranging the LHS inequality in (7.71) yields,

f< Lip o) (7.73)

¢ Yy
The LHS inequality in (7.71) also implies that

—_

c< O o Ly < P10 VB (7.74)
t oy ty y et Tyt

where the last inequality follows by the fact that (Inx)/x < 1//x, for all x > 0.
Rearranging (7.74) yields t < #. Plugging this into (7.73) implies (7.71).

We now show (7.72)). Note that since s > e and p > 1 the LHS inequality in (7.72)
implies that

In

>

[V o)
| =

Applying (7.71) to this inequality with ¢ set to ¢/sIn(1/6) implies that

s 2In (W)

< m7e) In ; : (7.75)

Now since 6 < e~2, we have p/(In(1/6)) < p/2 < 1. Plugging this into yields
the desired result. O

Lemma 7.30. Let g and T be as in Theorem If for some s > 0, P[E,(y)] > 1 — sy, for
ally € (0,1) and a € [K], then for all § € (0,1) and G, := pv?(v +1)%g(a):

K K 8In(8) +1n(21n (¢ v &
Plvi>t, Y NJ()<K+G. Y, () <A‘52 (v 55

a=2 a=2 a

)) >1— (s+1).
(7.76)

Proof. Let a € {2,...,K} and 6,y € (0,1). Assume that & (6) and &,(y) hold true
and that A; = a. In this case, we have for t > T,

Ctl - é(Na(t)/y) - Vé(Na(t)/(S) < E\:Na(t),a - V(;((Na(t),5),
< éNl(t),l —vE€(Ny1(t),6), (because Ay = a)
<G (7.77)
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This implies that A; < (14 v) - &(Na(t),y A 6). Thus, using 7.7T) with ¢ = G,/A2,
we get that under the event & (6) N & (y) N {A; = a}:

PGa
G, 2In <A2~(yA5))
< Z0q_ \Sa WA )
Ny (t) < A2 In my; ,
Gu
< G"‘ 1 2In <‘Z%5;)
< " ,
a
Gy
Gu, 2 ((ev ) 35)
< 5l ,
Az Yo
i (mgsem(m((v55) 5) +(5)))
<—|In—+In{ln{ eV Zl+In( = ,
A\ Yo Ny) ¢ y
< % <1ny25 +Inln <<e vV i(ja) (13) +Inln <e>> , (In sub-additive in R>1)
a a
PGu ) 1
G (V)Y 6 e
A; 6 A2 ’
oGy \ 1
G. 2In{{eVa)3 2G
Sﬁln <( 5 Aﬂ) )+ Aza In(1/y), (7.78)
a a

where the last inequality follows by the fact that In(e/x)/x < 1/x2, for all x € (0,1).

Define
_ Gy 2 e  pGy
V= Agln<5ln<5\/5A%)>.

Since N,(t) only increases when arm a is pulled, (7.78) implies that for all t > T,

2Gy
Ny(t) - T{&E0)N&EWY)} <1+ V,+ AT In(1/y). (7.79)
Now define
I'; == sup{y > 0: &(y) holds}. (7.80)

By assumption, we have PT, < y] > 1 — ys. Furthermore, (7.79) can be written as

2G

a

No(t) - T{E(8)} <1+ V, +
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Using this inequality and the fact that P[£1(6)¢] < s we have for any x > 0,

K K
PIVi>1, Y N(t) >x+ ) (Va+1)

< Js
a=2 a=2
K K
+P|VE>1, Y NJ(t) >x+ ) (Va+1)|E(5)],
a=1 a=1
K 2G,
< s+ P Z; A—%ln(l/rg) >x|. (7.81)
a=
Now define the random variable Z, = —ZAGZ“ In(sT,), for a € [K]. Since P[[; <

y] < ys, we have P[Z, > x] < exp(—x/A,), where A, := 2G,/AZ2; that is Z, is sub-
exponential with parameter A,. Further, since Zj, ..., Zx are independent, we have
by standard techniques which bound the sum of sub-exponential random variables
Jamieson et al. [2014]:

< ex <_ZZ V— ><ex <_Zz Va— ) (7.82)
=P 4713 4o/ P 4Al3  4lAll /) '

Combining (7.81) and (7.82) with x = z + [|A||1 Ins and z = 4||A||1In(1/0) yields

K
P[ZZazz

a=1

K
(891“ (67) <5 (s+1). (7.83)

P Lé N, (t Z

+90+1)

O

Now to the final technical result:

Lemma 7.31. Let v > 1 and p € (1,2). Further, suppose that for some s > 0, P[E,(y)] >
1—sy, forally € (0,1) and a € [K]. If

1 In 2 (14 v)?
A V/—(56)7/161n(s4) <1n(1/5) + 1) w—12 (7.84)

foré € (0, e 2N 6*4/5), then for all 2 < a < K and T as in Theorem we have

P |Vae [K],Vt>T:Ny(t) <1+x ) Ny(t)
a'#a

> 1 —4s5 — (s6)1/8.

Proof. Let a > b and y,6 € (0,1) with 6 such that § < e7? Ae~*/s. Assuming that
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the event &,(y) N &E(6) N {A; = a} holds, we have, for all t > T,

Co = ¢(Na(t),y) — vE(Na(t), 6) ,

Na(t),a — VG (Na(t),9)
Nyt — VE(Ny(t),6),

C
C
Cp — (v =1)&(Ny(t),9).

IAN NN

Since C;, < C, by assumption, the last inequality implies that
(1 +v)E(Na(t),y A8) = (v = 1)G(Na(t), 6).

Thus, using (7.72) with ¢ = (v —1)2/(v + 1)?, we get under the event &,(y) N &,(6) N
{At = El}:

(14v)?
(1+v) 2In ((v—1)2w>> .
Nel) < =Ty ™ YA N ().

Using this together with the fact that N,(¢) only increases if the event { A; = a} holds,
we get

y 21n 7_(1?)2/\
<NAﬂ1»H&MWmsaw}<(V(;;JiM>m( <g;;@®>)-wﬂw

(7.85)

Now let 4 > 1 and y = 6°~L. Using the fact that In(1/x)/x < 1/x2, for all x € (0,1),
we get

2
20 (i) _ 20+ vp2
yAE S oDy Ae
4(1+v)?
= (v—1)262@-1)°

(since y = 6" 1) (7.86)

As a result, we have

21n _(+v)?
In ((;/\1);(%5)) <2(a-1) (ln 2(1 +1V) —|—ln(1/(5)) . (7.87)
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Using (7.87) together with (7-85) and the choice of y = 6°~!, we get that for u > 0

I{& (5" 1) } — ZII{Sb b>1—u = (1—pu)- (No(t) = 1) < &'Ny(t),
(7.88)
In (v+1)
where «' = 2($/j11))2 <1n(1v/215) + 1) ) (7.89)

Thus, using the fact that P[£,(y)] > 1 — ys by assumption, we have for y > 0

P [El(a,t) € [2.K] x [1,400) : (1 — ) (Na(t) =1) > &' ¥ Nb(t)]
b#a

a— 1
<P |Jae2.K]: ]I{E 5

) oy <1-4).

K

Z Ea(6"7) +ZP[ Z]I{Sb }<1—;4] (7.90)
Now, by denoting é; := sé and using Hoeffding’s inequality, we can bound the RHS
of (7.90) by

11{5 5a 1

P[Elae[z..K] 211{&, )} <1 -6~ (p— 5)]

< ((a—1)8) A e*z(“*lﬂﬂ*és) : (7.91)

Thus, if we let b, == [5;7/16/2] and set y, = & + /07" In(1/4;), we obtain from
(7.90) and (7.91) that

P [El(a,t) € 2K x [1,4+00) : (1— ) (No(t) = 1) > ¥’ ¥ Nb(t)]
b#a

K
<30 (50" ((a = 1)8) Aexp(=2(a — 1) (e — 8,)%) ),

a=1
s 2 th*(SZ/lé In(1/5)
S 1—5+5b 1_8_2557/16111(1/55)/
(5 55
ST T T T ey (7.92)

where the last inequality follows by the definition of b,. Now using the fact that
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e <14 x2, for all x <0 and the assumption that §; < 1/e, we get from (7.92) that

p=P|3(at) € [2.K] x[1,+00) : (1 — ) (Na(t) = 1) > «" Y} Ny(t)

b#a
55 2 55
< +0sb +
T 1-6 0 77 45781m%(1/65)
Js 51/8 1
< <e”
=13 i s=se)
< 265 + 55(6; 7/8/z+2) +51/8 /4,
< 46, + 3018 /4,
< 40, + 6Y/8,
This completes the proof. ]

Proof of Theorem Lemma shows that the stopping condition is never trig-
gered by sub-optimal arms with probability at least 1 — 455 — §'/8. On the other
hand, Lemma shows that the total number of time sub-optimal arms are pulled
is, with probability at least 1 — (s 4 1)J, bounded as a function of the sub-optimality
gaps, as long as « satisfies (7.84). Under these two event, the stopping condition
occurs after T such that

T= iNH(T) < KT+24 (1+x) iNg(T),
a=2

K 8In(3)+1In(%In v 25
<24+ (14+x+7)K+(1+x)Gy Y ’ <A2< ‘W)).

a=2 a

The proof is completed by noting that

In 2041 L) @
1 — 86 — \/ (s6)7/161n(ss) \ In(1/9) (v—1)%

2(v+1) 7(1+4v)?
> <lnv_1 +2> OV (7.93)

7.5.7 Proof of Theorem

Proof. First, note that we have

(1) := clIn,(pn) In?(In, (pn)) < 1% In?(pn). (7.94)
n’p
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Therefore, by Theorem we have with probability 1 — 25y/c/ Inp, for all n > 1

CIX] < CalZ] + 8y + 27,1 | - €h < Cu[Z] + 85 + Cu2)] - €,

2pInnEn g4 9] 410 (o) In Den)
where 6, =2A-(1—Ina) Pr;n(s LA + n(pn)—l—;nn(pn)n o

Now using (7.31)), we get, with probability 1 —26+/c/ Inp, for all n > 1
C[X] < Cu[ZM] 46, +C[X] - €], (7.95)

Plugging the bound on C[X] from Proposition into (7.95) and using the fact that
fi(x)) = (1 —2In(«)), we get, with probability 1 — 25./c/Inp, for all n > 1,

CIX] < Cu[Z™M] + 6, + A1 —21Ina) - €,
201n ln(gm) 1+1In(pn/a) + 3 In(pn) In M
+2A :
an an
(7.96)

< Cp[Z™M] 441 - (1 —1Ina)

where the last inequality holds for n > 7, where 7 < O((Inalnd)/a). Now, by
Corollary and (7.94), we have with probability at least 1 — d/c/Inp, for all
n>1

201n 1n(§n) A 14 2In(pn) + %ln(pn) In %

Cu[Z2™M] < C[X]+2A- (1 — Ina) — -

(7.97)

Note that there exists T < O((InaInJ)/a), such that

2421 41 In o) 20 1n on)
+2In(pn/) —;f n(pn) In =5 <4(1—-1Ina) pzin‘s, foralln > 1. (7.98)

Combining this with (7.96) and (7.97), and applying a union bound, we get,

In(pon)
P|vn>1, |Cu[z] - CX]| < 4V2A(1 - Ina) ‘”‘m&] >1-26v/c/ Inp.

This completes the proof. O
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7.5.8 Proof of Theorem
Proof. By Corollary we have, with probability at least 1 — 24,

C[X] < CalZ] + 6u + | Z(fa))| - €ns

Ins-1 A 3+6lnn—Innlnd

where &, :=2A-(1—Ina) o B

Now using the fact that the random variables are positive and (7.31)), we get,
CIX] < CulZ] + 64+ C[X] - €, (7.99)

with probability at least 1 — 26. Plugging the bound on C[X] from Proposition [7.12]
into (7.99) and using the fact that f;(«)) = (1 —2In(«)), we get, with probability at
least 1 — 26,

~ Iné1 4 —
CIX] < CulZ] 441+ (1 —Ina)y/ O 4y At6In(n/a) —2Innind = 7 o)
an 3an
Now, by Corollary [7.8| we have, with probability at least 1 — 6,
A -1 _
ColZ] < CIX] +44- (1 —Ina)y/ D0 4, 3F6lnn—inning (7.101)

an 3an

Therefore, for all n > ngy, where

<2A-(1—-1Ina)

44+6In(n/a) —2Innlné Iné—1
3an an [’/

no:sup{n:)t-

we have from (7.100) and (7.101) and union bound, with probability at least 1 — 34,

~ -1
ICX] = Ca[Z]| < 451 - (1 —Ina) I“Oi .

This completes the proof. O

7.6 Discussion

Generalization bounds. As mentioned earlier, Mhammedi et al.| [2020c] derived
the first PAC-Bayesian generalization bound in the statistical learning setting with
the optimal dependence in a. However, their results are restricted to bounded losses.
The two-sided deviation bounds we presented in[/.2|can easily be combined with the
McAllester’s analysis (see e.g. [McAllester, 2003, Lemma 3]) to generate new PAC-
Bayesian bounds for the unbounded losses (under a light or heavy-tailed distribution
assumption) with a state-of-the-art dependence in «.
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Limitations. One limitation of the concentration inequalities we present in this
chapter for the unbounded setting lies in the moment assumptions we make in (7.5)
and . Since we have not assumed the random variable X has zero mean, the
assumptions in (7.5) and are not translation invariant. For that matter, our esti-
mators of CVaR are also not translation-invariant as they involve clipping. In some
applications, such as in Bandits, it is desirable to have translation-invariant estima-
tors. This can be achieved using the median of means Bubeck et al. [2013] instead
of clipping. It is possible to apply the median of means in the context of our reduc-
tion (e.g. to control the deviation of the implicit random variable Y in (7.13)). While
this would resolve the translation invariance issue, it would lead to a sub-optimal
dependence in the parameter « in the unbounded settings we consider. Finding
translation-invariant estimators for CVaR that have concentrate rates with the opti-
mal dependence in « is an important future direction.



Chapter 8

Risk Monotonicity in Statistical
Learning

Guarantees on the performance of machine learning algorithms are desirable, espe-
cially given the widespread deployment. A traditional performance guarantee often
takes the form of a generalization bound, where the expected risk associated with
hypotheses returned by an algorithm is bounded in terms of the corresponding em-
pirical risk plus an additive error which typically converges to zero as the sample
size increases. However, interpreting such bounds is not always straight forward
and can be somewhat ambiguous. In particular, given that the error term in these
bounds goes to zero, it is tempting to conclude that more data would monotonically
decrease the expected risk of an algorithm such as the Empirical Risk Minimizer
(ERM). However, this is not always the case; for example, |Loog et al.|[2019] showed
that increasing the sample size by one, can sometimes make the test performance
worse in expectation for commonly used algorithms such as ERM in popular settings
including linear regression. This type of non-monotonic behaviour is still poorly un-
derstood and indeed not a desirable feature of an algorithm since it is expensive to
acquire more data in many applications.

Non-monotonic behaviour of risk curves [Shalev-Shwartz and Ben-David, [2014]—
the curve of the expected risk as a function of the sample size—has been observed in
many previous works [Duin, 1995; Opper and Kinzel, [1996; Smola et al., 2000; (Opper,
2001] (see also [Loog et al., 2019] for a nice account of the literature). At least two
phenomena have been identified as being the cause behind such behaviour. The first
one, coined peaking [Kramer, 2009; Duin, 2000], or double descent according to more
recent literature [Belkin et al., 2018; Spigler et al.,|2018; Belkin et al., 2019; Dereziniski
et al} 2019; Deng et al., 2019; Mei and Montanari, 2019; Nakkiran, 2019; Nakkiran
et al., 2020a; Derezinski et al., 2020; Chen et al., 2020; Cheema and Sugiyama, 2020;
d’Ascoli et al., 2020; Nakkiran et al., 2020b]], is the phenomenon where the risk curve
peaks at a certain sample size n. This sample size typically represents the cross-
over point from an over-parameterized to under-parameterized model. For example,
when the number of data points is less than the number of parameters of a model
(over-parameterized model), such as Neural Networks, the expected risk can typ-
ically increase until the number of data points exceeds the number of parameters

201
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(under-parameterized model). The second phenomenon is known as dipping [Loog
and Duin, 2012; Loog, 2015], where the risk curve reaches a minimum at a certain
sample size n and increases after that—never reaching the minimum again even for
very large n. This phenomenon typically happens when the algorithm is trained on
a surrogate loss that differs from the one used to evaluate the risk [Ben-David et al.,
2012].

It is becoming more apparent that the two phenomena just mentioned (double
descent and dipping) do not fully characterize when non-monotonic risk behaviour
occurs. |Loog et al|[2019] showed that non-monotonic risk behaviour could hap-
pen outside these settings and formally prove that the risk curve of ERM is non-
monotonic in linear regression with prevalent losses. The most striking aspect of
their findings is that the risk curves in some of the cases they study can display
a perpetual “oscillating” behaviour; there is no sample size beyond which the risk
curve becomes monotone. In such cases, the risk’s non-monotonicity cannot be at-
tributed to the peaking/double descent phenomenon. Moreover, they rule out the
dipping phenomenon by studying the ERM on the actual loss (not a surrogate loss).

The findings of Loog et al.| [2019] stress our current lack of understanding of
generalization. This was echoed more particularly by |Viering et al. [2019a], who
posed the following question as part of a COLT open problem:

How can we provably avoid non-monotonic behaviour?

Contributions. In this work, we answer the above question by presenting algo-
rithms that are both consistent and risk-monotonic under weak assumptions. We
study the guarantees of our algorithms in the standard statistical learning setting
with bounded losses. For the first variant of our algorithm, we require a finite
Rademacher complexity of the loss composed with the hypothesis class. Under
this condition, we show that the algorithm is risk-monotonic and provide the rate
of convergence of its excess-risk, which matches (up to log-factors) the optimal rate
[Dudley, |1984; [Talagrand), |1994; |Boucheron et al., 2005; Zhivotovskiy and Hanneke,
2018] one would get without further assumptions on the loss function or the data-
generating distribution!. We present a second variant of the algorithm that is also
risk-monotonic and achieves faster excess-risk rates under the Bernstein condition
[Bartlett and Mendelson, 2006bf]. This shows that, as far as excess-risk rates are
concerned, risk-monotonicity comes at virtually no price. Our results exceed the ex-
pectations expressed by |Viering et al.|[2019a] since these algorithms have monotonic
risk curves for all sample sizes n > 1 as opposed to only for large enough 7.

We go a step further by showing that risk-monotonicity in high probability (in-
stead of in expectation) is also possible. In particular, we present an algorithm for
this case which also achieves fast excess-risk rates under the Bernstein condition. In
order to derive these results, we make use of the recent online convex optimization

1 Additional assumptions may include mixability /exp-concavity of the loss [Van Erven et al., 2015}
Mehta, 2017, and/or the Bernstein/Tsybakov condition on the data-generating distribution [Bousquet
et al., 2004; Bartlett and Mendelson, [2006al].



203

algorithm FreeGrad [Mhammedi and Koolen, 2020] to prove a new time-uniform con-
centration inequality (of independent interest) for non-i.i.d. random variables with
the same conditional mean. This inequality can be viewed as an empirical version of
Freedman'’s inequality [Freedman, 1975] or an extension of the empirical Bernstein
inequality [Maurer and Pontil, 2009] to non-i.i.d. random variables with the same
conditional mean. Crucially, given a fixed confidence level, our concentration in-
equality holds for all sample sizes n, simultaneously (hence, the name time-uniform),
which is what we need to achieve risk-monotonicity in high probability.

Approach overview. Given n samples, the key idea behind our approach is to iter-
atively generate a sequence of hypotheses /i1, /15, . .. leading up to 1, where we only
allow consecutive hypotheses, say /i;_; and i to differ if we can guarantee (with
high enough confidence) that the risk associated with Ji is lower than that of fi;_;.
To test for this, we compare the empirical losses of ey and fi, taking into account
the potential gap between empirical and population expectations. Further, we pro-
vide a way of estimating this gap from samples using different types of concentration
inequalities.

Related works. Much work has already been done in efforts to mitigate the non-
monotonic behaviour of risk curves [Viering et al) 2019b; Nakkiran et al. 2020b;
Loog et al.,[2019]]. For example, in the supervised learning setting with the zero-one
loss, Ben-David et al. [2011] introduced the “memorize” algorithm that predicts the
majority label on any test instance x that was observed during training; otherwise,
a default label is predicted. Ben-David et al|[2011] showed that this algorithm is
risk-monotonic. However, it is unclear how their result could generalize beyond the
particular setting they considered. Risk-monotonic algorithms are also known for the
case where the model is correctly specified (see |[Loog et al. [2019] for an overview);
in this chapter, we do not make such an assumption.

Closer to our work is that of |Viering et al. [2019b] who, like us, also used the
idea of only updating the current predictor for sample size # if it has a lower risk
than the predictor for sample size n — 1. They determine whether this is the case
by performing statistical tests on a validation set (or through cross-validation). They
introduce algorithm wrappers that ensure that the risk curves of the final algorithms
are monotonic with high probability. However, their results are specialized to the 0-1
loss, and they do not answer the question by |Viering et al. [2019a] on the existence
of learners that guarantee a monotonic risk in expectation.

Outline. In Section we introduce the setting, notation, and relevant definitions.
In Section we present our risk-monotonic algorithms that answer to the ques-
tion posed by |Viering et al. [2019a]]. Section is dedicated to the proof of risk-
monotonicity of one of our algorithms. In Section we study risk-monotonicity in
high-probability and present an algorithm for this case that is based on a new con-
centration inequality. In Section we present an efficient version of our algorithm
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for the case of convex losses. We conclude with a discussion in Section All

remaining proofs are differed to Sections and

8.1 Preliminaries

In this section, we present our notation and the relevant definitions needed for the
rest of the chapter.

Setting and notation. Let Z [resp. H] be an arbitrary feature [resp. hypothesis]
space, and let £ : H x Z — [0,1] be a bounded loss function. We denote by #(Z2)
the set of probability measures over Z, and by .7 (Z,R) the set of all bounded mea-
surable functions from Z to R. Data is represented by a random variable Z € Z
which we assume to be distributed according to an unknown distribution P € &(Z).
A learning problem is a tuple (P,¢,H). We assume throughout that Z;,Z,,... are
ii.d. copies of Z, and we denote by 13,1 the empirical distribution defined by

~ 12Z
Pn(-) = E Eézi('), n €N,
i=1

where b, (-) represents the Dirac distribution at z € Z. The empirical and population
risks are

Lu(h) =Ep, ) [6(h,Z)] and  L(h) = Epz[l(h 2)],

respectively, for n € IN and h € H. To simplify notation, we write Zy., := (Z1,...,Zy),
forn € N, and we let P" := P x - - - x P be the product distribution over Z". In what
follows, it will be useful to define the following function class:

loH:={zw L(h,z):heH}

We adopt standard non-asymptotic big-oh notation; for functions f, g : N — R>0, we
write f < O(g) if there exists some universal constant C > 0 such that f(n) < Cg(n),
for all n € IN. We also write f < O(g), if there exists a C > 0 such that f(n) is less
than Cg(n) up to a multiplicative poly-log-factor in n, for all n € IN. We now present
a series of standard definitions we require:

Definition 8.1 (Rademacher Complexity). Let Zi,..., Z, be i.i.d. random variables in
some set Z. The Rademacher complexity of a function class F C % (Z,R) is defined by

Ruy(F) =E

sup ioa-f(z»] :

feF ti=1

where o1, . .., 0y are i.i.d. Rademacher random variables (i.e. Plo; = £1] = 1/2,i € [n]).

Definition 8.2 (Consistency). An algorithm that for each sample size n € IN and any
unknown distribution P € P(Z) outputs a hypothesis h, € H based on ii.d. samples
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Z1,...,Zn ~ P, is consistent if the risk Epz) [0(Tn, Z)] converges to H-optimal risk
infycy {]EP(Z) [é(h,Z)]} in probability as n — oo.

Definition 8.3 (Risk-Monotonicity). An algorithm that for each sample size n € N and
any unknown P € P(Z) outputs a hypothesis h, € H based on i.i.d. samples Zy,...,Z, ~
P, is risk-monotonic if

Epi(z,,) [Ln)] < Epii(z,, y[L(n_1)], foralln € N. (8.1)

The notion of monotonicity we just defined corresponds to the strongest notion of
monotonicity considered by Loog et al.|/[2019]; Viering et al.|[2019a], which they refer
to as global Z-monotonicity.

8.2 Risk-Monotonic Algorithms

In this section, we present risk-monotonic algorithms for a bounded loss ¢. Our
first algorithm requires the Rademacher complexity of the function class ¢ o H be
finite, while for the second algorithm we assume that the hypothesis class H is finite
and show that risk-monotonicity is possible while achieving fast excess-risk rates
under the Bernstein condition; in subsection we discuss how the finiteness-of-
‘H assumption may be removed.

The two algorithms we present in this section are instantiations of Algorithm
with different choices of input sequence (é). Naturally, both algorithms share the
same underlying idea; given a sample size n and the task of generating a hypothesis
iy = hu(Z1.,), the approach we take is to generate a sequence of hypotheses f1; =
h1(Z1),hy = ha(Z12),..., leading up to f,, where we only allow two consecutive
hypotheses, say /i, and i, to differ if we can guarantee that the risk associated
with i is smaller than that of /i_;. Doing this ensures that the hypotheses (/) have
non-increasing risk as a function of k. To test whether a hypothesis / has a smaller
risk than /1 given n sample, we use the fact that

Lo(h) — L(fz)) <e, and < ey, (8.2)

with high probability, for some error €, that can be obtained through a concentration
argument of the empirical risk. Using (8.2), we can be sure (with high probability)
that the population risk of  is less than that of /1 if L, (%) — L, (k) < —2e,. Therefore,
we will essentially set 6, = 2¢,, for all n € IN, in Algorithm

In this section, we will apply two different concentration arguments to the empir-
ical risk, leading to two different “gap” sequences (Jy), and thus two different algo-
rithm variants. The first algorithm relies on a uniform convergence argument (which
is why we require a finite Rademacher complexity of £ o ). We show that this algo-
rithm is risk-monotonic with an excess-risk rate matching the optimal rate one would
get without imposing further constraints on the loss or the data-generating distribu-
tion. The second (risk-monotonic) variant of our algorithm relies on the empirical
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Bernstein inequality [Maurer and Pontil, 2009]. The resulting expression of the gap
sequence (Jx) allows us to show a fast convergence rate of the excess-risk under the
Bernstein condition. We now present the first variant of our algorithm:

Algorithm 2 Greedy Empirical Risk Minimization (GERM).
Require:
Samples Zy,...,Z,.
An arbitrary initial hypothesis fip € H.
A sequence (Jy).
1: fork=1,...,ndo .

2: Set Iy € arg min Z (h,Z;). // ERM computation
heH  i=1

L1 & 1&
3: 1fE§€(hk, E;é (he_1,2;) < =0 then

4: Set flk = hk.

5: else

6: Set flk = flk_l.
7: Return fzn.

8.2.1 Greedy Empirical Risk Minimization via Uniform Convergence

For the variant of Algorithm [2| we consider in this subsection, we require the follow-
ing assumption on the Rademacher complexity of the function class ¢ o H:

Assumption 8.1. The function class ¢ o H satisfies Ry (£ o H) < +oo, for all k € IN.

Furthermore, for our algorithm to be consistent, we will also need that Ry (£ o H) — 0
as k — co. We will instantiate Algorithm [2| with the sequence (J%) given by:

O = 4Ry +1/2In(2k) /k+2/k, forallk € N, (8.3)

where (Rg) are high-probability upper bounds on the Rademacher complexities
(Ry (¢ o H)); in particular, we require (FRy) to satisfy

PRy > R(LoH)] >1—1/k, forallk € N. (8.4)

A candidate sequence (Ry) that satisfies (8.4), and which can be evaluated using
samples, is given by

R = 0V sup ZCE 2In(2k) , forkeNN, (8.5)
heH k

where 0y, ...,0r € {—1,+1} are i.i.d. Rademacher random variables. The fact that the
choice of () in satisfies follows directly from the following proposition
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whose proof (see Section is based on a standard application of McDiarmid’s
inequality:

Proposition 8.1. For i.i.d. random variables Z,., € Z [resp. Rademacher variables 7y.,], we
have,

21n(2/9)
n

< >1-04.

Vo€ (0,1), P||R,(LoH)—sup 1 Y oi-4(h, Zy)
her i

We now present the first guarantees of GERM (the proofs are postponed to Section

8.3).

Theorem 8.2. Algorithm R|with (6) as in B3) and (Ry) satisfying (84) is risk-monotonic
according to Definition 8.3

As discussed above, a candidate choice for R, that satisfies the condition of The-
orem is given in (8.5). We remark, however, that (R;) as selected in (8.5) re-
quires the optimization of an empirical objective over H?, and may be replaced by
a more practical choice, given (8.4) is satisfied. For example, in some settings, a
deterministic upper bound on R (¢ o H) trivially satisfies and if available, is
another viable choice for 9i;. For example, in classification with the 0-1 loss, we
have, by Sauer’s Lemma (see e.g. [Bousquet et al., 2004, Lemma 1 and Page 198]),
Re(LoH) < 24/VC(H) - In(ek) /k, for k > 1. And so, any available bound on the
VC-dimension of H can be used to bound the Rademacher complexity. As another
example, consider a 1-Lipschitz loss and a hypothesis class consisting of L-layer feed-
forward neural network, L > 1, with 1-Lipschitz activation and weight matrices with
Frobenius norm bounded by B. In this case, the Rademacher complexity is bounded
as R, < r\@(ZB)L/\/E, for all k > 1, where r > 0 is the maximum norm of the
observed samples [Neyshabur et al., 2015].

We now show that our algorithm is also consistent under appropriate conditions:

Theorem 8.3. Let f1,, be the output of Algorithm with (6k) as in and (Ry) satisfying
(8.4). Then, for all n, with probability at least 1 —2/n,

R , i} 2In(2n) 2
Epz) [, 2)) < inf {Ep(z)[0(h,Z)]} +12%, +3 ;S) +=

nf (8.6)

Theorem [8.3| implies that Algorithm [2, with the choices of (J;) and (fRx) as in the
theorem statement, is consistent whenever the sequence (R;) satisfies limy_ ., Ry = 0
in probability. We also note that if Ry < O(9R((¢ o H) + (In(k) /k)/?) with high

probability (this is the case for () as in (8.5) by Proposition , then the rate
achieved in matches (up to log-factors) the optimal excess-risk rate’> when no

2The objective in can be non-convex even for a convex loss ¢, and so its optimization can be
NP-hard.

3Technically, the excess-risk lower bound presented in e.g. [Boucheron et al., 2005] is expressed in
terms of the VC-dimension. Bounding the Rademacher complexity in terms of the VC-dimension using
Sauer’s Lemma, see e.g. [Bousquet et al., 2004, Lemma 1 and Page 198], establishes the optimality of
the excess-risk rate we present.
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additional assumptions are made about the loss or the data-generating distribution
[Dudley, |1984; [Talagrand), |1994; |[Boucheron et al., 2005; Zhivotovskiy and Hanneke,
2018]. We formalize this in the next corollary by presenting the excess-risk rate of
Algorithm 2| with the particular choice of sequence (FRx) in (8.5):

Corollary 8.4. Algorithmwith (é;) as in and (Ry) as in is risk-monotonic, and
its output h,, satisfies, for all n, with probability at least 1 —2/n,

. , 2In(2n) 2
Ep(z)[((h, 2)] < in {IEP(Z) [e(h,Z)]} +129R, (Lo M) + 41/ === + =

The corollary follows directly from Theorems[8.2]and [8.3] and Proposition

Remark 8.1. The risk-monotonicity of Algorithm [2] in both variants we consider in this
subsection and the next is ensured by the case distinction in Line 3, Therefore, the ERM
hypothesis hy in Line 2| of the algorithm may be replaced by any other consistent hypothesis.
The resulting algorithm will still be risk-monotonic and consistent. The corresponding proofs
are easily extended to this case.

Next, we present the second variant of our algorithm that relies on the empirical
Bernstein inequality instead of uniform convergence to select the gap sequence (J).
Doing this allows for a better convergence rate of the excess-risk under the Bernstein
condition.

8.2.2 Greedy Empirical Risk Minimization via Empirical Bernstein

In this subsection, we assume that the hypothesis set || is finite and instantiate
Algorithm [2| with the sequence (J;) defined by (to see how this choice relates to the
empirical Bernstein inequality see the proof of Lemma in Section

(8.7)

P 222{:1@(?%/21')_E(flk—llzi))zln(ZkH'”z)_|_51n(2k|H|2) 42
ke (k—1)2 k—1 k'

k € N, where () and (f;) are as in Algorithm One way to dispose of the
finiteness assumption of the hypothesis class H is to consider a randomized hypoth-
esis, instead of the ERM in Line [3 of Algorithm [2} and apply existing PAC-Bayesian
bounds to determine the appropriate gap sequence (J;) (the PAC-Bayesian bounds
presented in e.g. [Mhammedi et al., 2019a] lead to a gap sequence that is compatible
with the analysis we carry for the results of this subsection). As noted in Remark
swapping the ERM for another predictor (randomized or not) need not affect
risk-monotonicity?. We remark that one can also reduce the non-finite case to the
finite one using empirical covers of H [Audibert, 2004a]]. We will focus on the setting
where H is finite in favor of exposition and highlighting the fast excess-risk rates
under the Bernstein condition while maintaining risk-monotonicity.

“In the case of randomized predictors, the definition of risk-monotonicity in (8.1) and Line (3| of
Algorithmneed be modified to incorporate expectations over the randomness of the predictors.
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The choice of sequence (k) in (8.7) will allow us to show a fast rate of convergence
of the excess-risk (faster than the one obtained in Corollary under the following
Bernstein condition:

Definition 8.4. [Bernstein Condition] The learning problem (P, ¢, H ) satisfies the (B, B)-
Bernstein condition, for B € [0,1] and B > 0, if forall h € H,

Ep(z) |(0(h,2) = 0(h., 2))] < B-Epz) [, 2) = (., 2))F,

where h. € arginfycy Ep(z)[€(h, Z)] is a risk minimizer within the closure of H.

The Bernstein condition [[Audibert, [2004b; Bartlett et al., 2006} Bartlett and Mendel-
son, 2006b; Erven et al., 2015; Koolen et al., 2016] essentially characterizes the easiness
of the learning problem. In particular, it implies that the variance of the excess-loss
random variable ¢(h, Z) — {(h,, Z) vanishes when the risk associated with the hy-
pothesis I € H gets closer to the #H-optimal risk L(h,). For bounded loss functions,
the Bernstein condition with B = 0 always holds. The Bernstein condition with
B = l—also known as the Massart noise condition [Massart and Nédélec, 2006]—
corresponds to the easiest learning setting. It holds, for example, when H is convex
and h — ((h,z) is exp-concave, for all z € Z [Erven et al,, 2015; Mehta, 2017] (for
more examples of learning settings where a Bernstein condition holds see [Koolen
et al} 2016, Section 3]). The case where p € (0,1) interpolates naturally between
these two extreme cases, where intermediate excess-risk rates are achievable. We
start by the statement of risk-monotonicity (the proof is postponed to Section [8.9):

Theorem 8.5. Algorithm 2| with (Jy) as in is risk-monotonic according to Definition
8.3]

The proof of the theorem is the same as that of Theorem [8.2]except for minor changes.
Note that the algorithm does not require any Bernstein condition to ensure risk-
monotonicity. We only use the condition in the next theorem to show intermediate
excess-risk rates:

Theorem 8.6. Let B > 0 and B € [0,1], and suppose that the (B, B)-Bernstein condition
holds. Then, the output h,, of Algorithm @with (0k) as in satisfies, Vn, with probability
at least 1 —4/n,

Ep(z)[£(hn, Z)] < hlg?f{ {IEP(Z)[E(h,Z)]} +0 ((W)M n m(”ﬂ”‘”)) _

We note that the excess-risk rate achieved in Theorem [8.6interpolates nicely between
the fast O((In|H|)/n) rate achieved when B = 1 (the easiest learning setting), and
the worst-case rate O(+/(In|H|)/n) achieved when f = 0 (this always holds for
a bounded loss). Crucially, the bound in Theorem is, in general, the best one
can hope for up to log-factors (see e.g. [Koolen et al., 2016]]). The results of The-
orems and essentially show that, as far as excess-risk rates are concerned,
risk-monotonicity can be achieved for free.
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Before moving to the notion of risk-monotonicity with high probability in Section
we first prove one of the main results of the current section. We chose the proof
of Theorem as we find it most helpful in understanding how GERM achieves
risk-monotonicity. The rest of the proofs are deferred to Sections and
8.10]

8.3 Proof of Theorem

In the proofs of Theorems and we need the following standard uniform
convergence result:

Theorem 8.7 (Bousquet et al.| [2004]). Let n € N and Z,Z,...,2Z, be iid. random
variables such that Z ~ P. Further, let F C .F(Z,[0,1]) be a class of functions bounded
between 0 and 1. Then, for any 6 € (0,1), with probability at least 1 — 6,

In(2/5)

sup |Epz)[f(Z)] — Ep, (2 )U(Z)]‘ < 29%,(F) + 2n

feFr

From this result and a union bound, we arrive at the following useful corollary:

Corollary 8.8. Let n € N and Z,7Z,,...,Z, be i.i.d. random variables such that Z ~ P.
Further, let Ry, > 0 be such that P[R, > R, (Lo H)] > 1 —1/n, and define the event

In(2n)
2n

E, = {‘L(h) —La(h)| < en, forall h € 7—[} ,  where €, =2R, +
Then, P[E,] > 1—2/n.

Proof of Theorem 8.2l First, note that by linearity of the expectation it suffices to
show that

Epi(z,.) [L(fzn) - L(ﬁn_l)} <0.

Moving forward, we define A, := L(h,;) — L(h,_1). Let €, and &, be as in Corollary
with R, being the high probability upper bound on R, (¢ o H) that Algorithm [2]
has access to (R, satisfies (8.4)). By Corollary [8.8] we have P[£,] > 1 —2/n. Now, by
the law of the total expectation, we have

~

E[A] = P[{h = by 1}]- E[By | (= hu1}]
- P{fn # fr-1}] - Bl | { # )],
< P[{s = b1} - BBy | {n £ hur Y, (8.8)

where the last inequality follows by the fact that if h, = h, 4, then A, = 0. We
note that the expectation in (8.8) is with respect to P"(Z;.,). Letting p,, := P[{fzn =
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h,1}] € [0,1], we have from (8.§),

E[An] < puP[E4] - E[Ay | {fln E= flnfl} N En] + puP[EL] - E[A, | {fln = flnfl} NE&l
< p”]E[A” ’ {I:ln % I:ln—l} N gn] + 2]911 /n, (89)
= pnE[An +2/n | {fln = flnfl} N &nl, (8.10)

where follows by the fact that the loss ¢ takes values in [0,1] and that P[£]] <
2/n. Now, if 1, = h,_1, then by Line 3| of Algorithm [2, we have

Lu(fn) < Ly(hn-1) — 6u, (8.11)
where we recall that §,, is as in (with k = n). Under the event &,, we have
L(fy) —€n < Ly(hy) and Ly(fy—1) < L(fu_1) + €n.
This, in combination with (8.11), implies that under the event &, N {fln = fln_l},
Ay +2/n=L(hy) = Ly 1) +2/n <2/n— 8, +2e, =0,

where in the last equality we substituted the expression of J, in (8.3) (with k = n).
As a result, we have

Epn(z,,)[Bn +2/1 | {hy £ b1} N E] <0 (8.12)
Combining (8.10) and (8.12) yields the desired result. O

8.4 Risk-Monotonicity in High Probability

So far, we have addressed the problem of risk monotonicity in expectation as posed
by |Viering et al| [2019a]. Another interesting yet realistic scenario [Viering et al.,
2019b] is to study risk monotonicity for every realization of (Z1,Zy,...) with high
probability (instead of in-expectation).

Definition 8.5 (Strong Risk-Monotonicity). Let 6 € (0,1), and Z,Z1,Z;, ... be i.i.d. ran-
dom variables such Z ~ P for some unknown distribution P. An algorithm that for each
n € N outputs a hypothesis h, € H based on (Zy,...,Z,), is 5-strongly-risk-monotonic if
there exists ng > 1

P [\m > 1o, L) < L(fzn,l)} >1-4. (8.13)

The notion of strong risk monotonicity concerns individual risk curves; the curves of
E[((h,,Z)] (instead of E pr(zy.) E[€ (y,Z))) as a function of n, for a given realization
of (Z1,Z,...). As we will discuss below, a strongly risk-monotonic algorithm can
easily be turned into a risk-monotonic algorithm as per Definition albeit for
n > ng in (8.1) instead of n € IN.
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We note that compared with the notion of risk monotonicity in Definition
strong risk-monotonicity allows for an n9 > 1 beyond which monotonicity is achieved
with high probability. The magnitude of 1y will in general depend on the complexity
of the class H. Here, we make the simplifying assumption that the set |7{| is finite,
(as we did in Section |8.2.2) and we will show that is achievable for 19 as small
as max{n : 2In(y/n|H|?/5) > n/2} (this is essentially the smallest sample size for
which the new concentration inequality we use is non-vacuous).

The notion é-strong risk-monotonicity fits naturally with the following notion of
consistency:

Definition 8.6 (6-Consistency). Let § € (0,1), and Z,Z4,Z5, ... be i.i.d. random variables
such Z ~ P for some unknown distribution P. An algorithm that for each n € IN outputs
a hypothesis h, € H based on (Zy,...,Z,), is 5-consistent if lim, e Ep(z) [(h,, Z2)] =

infcy {]EP(Z) [£(h, Z)]} with probability at least 1 — 6.

For risk-monotonicity in expectation, we derived the performance gaps (Jy) based on
concentration inequalities (Rademacher and empirical Bernstein) to enforce [E [L(h,)] <
E[L(h,_1)]. However, these inequalities only hold for a pre-specified sample size n
and are, therefore, not strong enough to guarantee monotonicity for individual risk
curves. To overcome this challenge, we present a new, so-called time-uniform, con-
centration inequality that holds for all sample sizes simultaneously. In the statement
of this result, we will denote by E;_i[-] := E[- | F;_1],t > 1, where F;_; is the
sigma-algebra generated by random variables Xj, ..., X;_1, with Fp := @.

Theorem 8.9. Let v > 0,6 € (0,1), and X, X1, Xo, - -+ € [0, 1] be random variables such
that E[X] = E;_1[X;], Vi > 1. Then, for ny > sup{n : 2In ‘f > n}:

1 -~ 1
P Vn>n0, EZZX (\/ 2/1’Z+Vn[X])€n+’)’Cn>1_€n] 21—5,
2 Vn
. 1M 1 2 2In X5
where  V,[X] ::niZ;(Xi_n;Xj) and &, = n7

We note that the theorem holds for random variables that are not necessarily inde-
pendent, or even identically distributed. Thus, the bound in Theorem can be seen
as an empirical (time-uniform) version of Freedman’s inequality [Freedman, |1975],
which is of independent interest®. Moreover, note that the empirical variance appears
inside the square-root, enabling us to achieve fast rates under the Bernstein condi-
tion in a similar way as in Section We prove Theorem [8.9by constructing a new
non-negative supermartingale based of the potential function of the recent FREEGRAD
algorithm [Mhammedi and Koolen, 2020] for online convex optimization (more on
this in Section[8.7). Our proof technique is very similar to the one introduced in [Jun

°A concentration inequality reminiscent of the one in Theorem appeared in|Howard et al. [2018].
However, their bound has a V;, under the square-root that is not equal to the empirical variance.
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and Orabona, 2019b]. The only difference is that we use the specific shape of FREE-
GRrAD’s potential function to build our supermartingale. Finally, we note that the
Inn factors present in our new concentration inequality (thanks the §, terms) can be
improved to InInn by carefully ‘mixing’ the FREEGRAD supermartingal over different
values of v > 0 (see also discussion in [Jun and Orabona) 2019b| Section 7.2]).

Choice of sequence (J;). Ford € (0,1) and k > 1, we define

2
&= %ln (W) , and mny:=max{n:Z&, >1/2}. (8.14)

With this, and (%) and (f;_1) as in Algorithm @ we let

5, = { 47, +2\/):f~‘:1(€(flk, Zi) = U(lu1,Z:))? - & /K, if k> no; (8.15)

0, otherwise.

This choice of dy is related to the new concentration inequality in Theorem which
we show explicitly in the proof of Lemma in Section As we shall see
shortly, this choice of §; will not only allow us to ensure monotonicity of individual
risk curves but will also enable us to achieve fast rates under the Bernstein condition
(Definition [8.4). We now present the first guarantee of our Algorithm 2] with the
choice of (&) as in (8.15):

Theorem 8.10. For any 6 € (0,1), Algorithm 2| with (Jx) as in (8.15)) is d-strongly risk-
monotonic according to Definition

By modifying the proof of Theorem slightly, it is easy to show that by set-
ting 6 = 1/k in and adding 1/k in the definition of & in (8.15), the re-
sulting Algorithm 2| is risk-monotonic according to Definition albeit only for
n > max{k : 2In(|H|?k3/?) > k}, instead of all n € IN. This shows that, indeed, the
notion of risk-monotonicity we introduced in Definition is in a way stronger than
the one we considered in the previous section. We now bound the excess risk rate of
the new algorithm:

Theorem 8.11. Let 6 € (0,1) and ng be as in (8.14). Further, let B > 0 and B € [0,1], and
suppose that the (B, B)-Bernstein condition holds. Then, the output h, of Algorithm @ with
(6x) as in (8.15) satisfies, with probability at least 1 — 6, for all n > ny,

1
A . In(n|H|/0)\ ™
E l(hy,Z)] < inf < E t(h,Z _ . 1
p(z)[l(hn, Z)] _hlg’;'-l{ p(z)ll(h, )]}+O<722§}< " (8.16)

It is striking that one can achieve strong risk-monotonicity without compromis-
ing fast excess risk rates under the Bernstein condition. We note that the Bernstein
condition (for B > 0) is not needed for the instantiation of Algorithm [2in Theorem
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to be J-consistent (Definition [8.6). Indeed, since ¢ is bounded, the Bernstein con-
dition is satisfied for f = 0. Thus, substituting this into (8.16) and taking the limit as
n — oo implies the required condition for J-consistency.

In the next section, we present an efficient version of GERM for the case of convex
losses.

8.5 An Efficient Algorithm for Convex Losses

In this subsection, we present an efficient risk-monotonic algorithm for the case
where the function h +— £(h,z) is convex, for all z € Z. In contrast with GERM
(Algorithm [2), the algorithm we present here (Algorithm 3) does not require n-ERM
computations.

For simplicity of the exposition, we assume in the subsection that H in a convex
bounded subset of R?, albeit much of the techniques we present here also work if H
is an unbounded subset of a Banach space. We will denote by D := sup;, 4, [ —1'||
the diameter of the set H, where || - || represents the Euclidean norm. Moving forward,
we require the notions of sub-differential set and sub-gradients; for any z € Z, the sub-
differential of a function h + £(h,z) at i € H is defined by

ol(h,z) = {g € R : 0(h,z) > l(h,z)+g (h—h),Vh 7—[} : (8.17)

Any element ¢ € 9),£(f,z) is a sub-gradient of & + £(h,z) at i. We assume that the
loss ¢ is G-Lipschitz in the first argument; that is

gl <G, forall g€ ad,l(h,z).

Let A be an online learning algorithm which operates in rounds; at each round i, A
outputs 7;; € R then receives a vector ¢; € R?. We assume that for any sequence
(g;) € R? such that Vi, ||g;]| < G, and some G > 0, the outputs (/;) of A satisfy

n

Y g/ (hij—h) <2GDv/n, forallh € H, (8.18)

i=1

The LHS of is the regret of Algorithm A against the comparator h € H. An exam-
ple of algorithm A which satisfies the regret bound in (8.18) is the Online Gradient
Descent (OGD) algorithm (see e.g. Hazan|[2016b]]). Using the proof steps of Theorems
and (8.1), and standard online-to-batch conversion techniques (see e.g.|Cutkosky
[2019a]), we get the following result (which we state without proof):

Claim 8.12. Let H C RY be a bounded convex set with diameter D > 0, and suppose that /
is convex and G-Lipschitz in the first arqument. Then, given

e a sequence (Ry) C Rxg satisfying P[Ry > Re(LoH)] >1—1/k, forall k € N, and

e an algorithm A with a regret bound as in (8.18),
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Algorithm [3| is risk-monotonic and its output h, satisfies Yn > 1, with probability at least
1—-2/n,

2In(2
n2n) |
n

Ep(z)[0(h, 2)] < inf {]EP(Z) [E(h,Z)]} + 120, +3

SN

(8.19)

Algorithm 3 An efficient risk-monotone algorithm for convex losses.
Require:

Samples Zy,...,Z,.

An arbitrary initial hypothesis /i in H

An online learning algorithm A operating on H.

A sequence (Ry).

1: Set ]jlo = flo = i’\lo

2: Set 5o =0

3: Send 0 to A

4: fork=1,...,ndo

5: Get hy from A

Set iy = ((k — 1)hg_1 + hy) / k.

Send 8k € ahf(flk, Zk) to A.

Set 6 = 2Ry + %\/ZIn(Zk)/k—l—?)/k.

R QLS 1& o
9: if E;E(l’lk,zl) — Eizzlf(hk_l,zi) < —J then

® N D

10: Set flk = flk
11: else
12: Set hy = hy_4

13: Return ﬁn.

As we did in Corollary in the previous subsection, if we instantiate Algorithm
with () as in (8.5), we can essentially replace the term R, on the RHS of
by R, (¢ o H); in this case, Algorithm (3| achieves the standard Rademacher risk rate
when no additional assumptions on the learning problem are made.

The next sections are dedicated to the proofs of the results of this chapter. We
start by the proof of Proposition

8.6 Estimating the Rademacher Complexity
In this section, we derive an estimator of the Rademacher complexity of a class F
consisting of functions taking values in the interval [0,1]. We will be using McDi-

armid’s inequality:

Theorem 8.13 (McDiarmid [1989]]). Let ¢ > 0 and Xy,...,X, be independent random
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variables taking values in a set A, and assume that f : A" — R satisfies,

Sup }f(xll‘ . '/xn) _f(xll' . -/-xi—]/x;,xj_‘_l,- . .,Xn)| S c, Vl c [Tl] (820)

X1y X, X[ EA
Then, for every t > 0, P[|f(Xq,..., Xn) —B[f(X1,..., Xu)]| > t] < 2exp(—2t2/(nc?)).

Lemma 8.14. For A := {£1} x Z, the function f : A" — R defined by

f((o1,21), .-, (0w, z4)) i= sup — Z(Tl (h,z),
her M

satisfies (8.20) with ¢ = 2/n and x; := (0;,z;), i € [n].

Proof. For any i € [n] and x1 = (01,21),..., %y = (0, 24), x} = (0],2}) € A, we have

1
‘f(xl,...,xn)—f(xl,...,xi_l,xg,xiﬂ,..., )‘<sup ‘0’1 (h,z)) — o] - £(h,z)|,
heH 1

2
S */
n
where the last inequality follows by the fact that the loss ¢ takes values in [0, 1] and

0; € {£1}, for all i € [n]. This completes the proof. O

Proof of Proposition By definition of the Rademacher inequality, we have

Ru(loH) =

sup — Z(Tl

hep 1

(8.21)

Thus, the desired inequality follow directly by McDiarmid’s inequality (Theorem
8.13) and Lemma O

8.7 Proof of the New Concentration Bound (Theorem

To prove Theorem we will construct a non-negative supermartingale with the
help of the recent FREEGRAD algorithm [Mhammedi and Koolen, 2020]. Our proof
technique is very similar to the one introduced in [Jun and Orabona, 2019b||, except
that we use the specific shape of FREEGRAD's potential function to build our super-

martingale.
For v > 0, n € IN, and random variables Y, Y1, Y>, ..., we define
2 2 R RV
Y < |Sn| ) Sn =Y Vi
M, = cexp| =—=———~—— ], where (8.22)
VA Plava+ 2|5y Vii=9"+ L Y

In what follows, we will denote by E;_1[-] := E[- | F;_1],t > 1, where F;_; is the
sigma-algebra generated by the random variables Y3, ..., Y; 1.
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Proposition 8.15. For v > 0, and any random variables Y, Y1, Y, - - - € [—1,1] satisfying
E;,_1[Yi] = E[Y] =0, for all i € [n], the sequence (M,) defined in (8.22)) is a non-negative
supermartingale; that is, M, > 0, forall n > 1, and

E,[My11] <M,, foralln>1.

Before we present the proof of this theorem, we first give a short background on
FREEGRAD (the reader may also refer to Chapter [4):

FreeGrad. FREEGRAD is an algorithm for unconstrained online convex optimization—
it is a so-called parameter-free algorithm. The algorithm operates in rounds, where
at each round ¢, FREEGRAD outputs w; in some convex set W, say R?, then observes
a vector g, € RY, typically the sub-gradient of a loss function at round t. The al-
gorithm guarantees a regret bound of the form Y[, ¢/ (@; — w) < O(||w| v/ V1),
for all w € W, where V7 := Y[, ||g,/|>. What is more, FREEGRAD's outputs (@;)
ensure that a certain potential function—whose form is reminiscent of with Y;
[resp. | - |] replaced by g; [resp. || - ||]—is non-increasing (see [Mhammedi and Koolen,
2020, Theorem 5]). In the proof of Proposition we will reason about the outputs
of FREEGRAD in one dimension (i.e. d = 1) in response to the input (g;) = (Y%).

One way to prove Proposition is to show that FREEGRAD is a betting algo-
rithm that bets fractions smaller than one of its current wealth at each round. In this
case, Proposition would follow from existing results due to, for example, Jun
and Orabonal [2019b]]. However, for the sake of simplicity, we decided to present a
proof that does not explicitly refer to bets.

Proof of Proposition By [Mhammedi and Koolen| 2020, Theorem 5], FreeGrad’s
outputs (@;) in response to (Y;) and initial scale > 0° guarantee,

Wyt Y1+ My1 < M,, foralln e N, (8.23)
where (M,,) are as in (8.22). Re-arranging this inequality, yields
]En[Mn—H - Mn] < _En[@n—&-l 'Yn+1] = _ﬁ}n—s-l ']En[Yn—H] =0,

where the penultimate equality follows by the fact that @11 is a deterministic func-
tion of the history up to round n, inclusive, and the last equality follows by the
assumption that E,[Y,11] = 0. O

Proof of Theorem[8.9L Let v > 0 and § € (0,1). By Proposition and Ville’s in-
equality (a generalization of Markov’s inequality for supermartingales—see Lemma

[B.6), we have
P[3n > 1, M, > 7/6] < SE[Mo]/y = 6. (8.24)

6Technically, FreeGrad also requires a sequence of hints (/) that provides upper bounds on (]Y;|).
Since Y; € [—1,1], these hints can all be set to y > 0.
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Further, for Y; := X; —E[X] and A, == | Y-, Yi/n|, & = 2In %, and the notation in
(8.22), we have

a2 (ViR ) -6+

1-¢,
2
D >,
Y2 /n+ Vu[X] + AZ + A,
A2 21n Y
_ n > v (8.25)
Y2 /n+ V[ X] + A2+ A, n
EfS V' Va
2V + 28] = 6 (8.26)
— M, >/é. (8.27)

where (8.25) follows by the fact that |X;| < 1, and (8.26) follows by the the bias
variance decomposition: we have V,/n = Y2 /n+V, (X] + A%. Thus, (8.27) implies
that

6 >P[In >ng, My, > /9]

= 1
> P [Hn > 1o, Ay > (V('rz/n + VaulX]) - Cn + fyén) 15} <, (8.28)
— bn
where the first inequality follows by (8.24). O

8.8 Proof of Theorem

Proof. Let €, and &, be as in Corollary with %, being the high probability
upper bound on R, (¢ o H) that Algorithm [2| has access to (R, satisfies (8.4)). By
Corollary we have P[€,] > 1 —2/n. For the rest of this proof, we will condition
on the event &,,.

By definition of h, in Algorithm [2/and Corollary we have

L(h,) < En(fln) + €y, (under the event &)
= hlg?f{ La(h) + ey, (h, is the ERM)
< hmyf{ L(h) + 2ey,. (under the event &,) (8.29)
S

We now consider two cases pertaining to the condition in Line [3{of Algorithm
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Case 1. Suppose that the condition in Line (3| of Algorithm [2|is satisfied for k = n.
In this case,

L(fln)] = L(hn)/
< hln?f[ L(h) + 2¢,. (by (8.29)) (8.30)

€

Case 2. Suppose the condition in Line [3| does not hold for k = n. This means
h, = h,_1, and so

L(hy) > Lu(ly) — €y, (under the event &,)
> En(fln) — 0 — €n, (condition in Line [3is false)
> L(hy) — 6, — 2e,. (under the event &,) (8.31)

Thus, by combining (8.29) and (8.31), we get

L(hy) < inf L(h) + 4€, + 6. (8.32)
heH
From (8.30) and (8.32), we conclude that with probability P[£,] > 1 —2/n:

Epz)[€(hn, Z2)] < jnf {Ep(z)[é(h,z)]} + ey + 6y,

which implies the desired result. O

8.9 Proofs of Theorems [8.5|and

We start by presenting a sequence of intermediate results needed in the proofs of

Theorems and

8.9.1 Intermediate Results

The proofs of all the results in this subsection are postponed to Subsection [8.9.3]
We begin by a result pertaining to the concentration of the empirical risk using the
empirical Bernstein inequality [Maurer and Pontil, 2009]:

Lemma 8.16. Let ¢ : H x Z — [0,1] and suppose that H is a finite set. Further, let
Z,74,...,2Zy be iid. random variables such that Z ~ P. Then, for all 6 € (0,1), with
probability at least 1 — 6,

L(h) — L(h') < L(h) — L (W) + \/ 2y (€, Zi) —( j(_h'i)zz»)zln(zmv/(s)
" W’ (8.33)

forall h, i/ € H.
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The next lemma provides a way of bounding the square-root term in (8.33) under the
Bernstein condition:

Lemma 8.17. Let ¢ : H x Z — [0, 1], where H is a finite set. Further, let p € [0,1], B > 0,
n € IN, and suppose that the (B, B)-Bernstein condition holds. Then, for any § € (0,1), with
probability at least 1 — 6,

\/24 iz (£(h, Zi) — (1, 2i)* In(2|H|?/6) _ L(k) — L(h)
(n—1)2 - 2

+0 < max <1n(]7—[]/5)> 2/5() , (8.34)
pe{LB} n

for all h € H, where h, € arg inf,_, L(h).

Using the previous two lemmas, we derive the excess-risk rate of ERM under the
Bernstein condition:

Lemma 8.18. Let £ : H x Z — [0,1], where H is a finite set. Further, let p € [0,1],
B > 0, and suppose that the (B, B)-Bernstein condition holds. Then, the ERM h, €
arg infycqEp 7 [€(h, Z)] satisfies, with probability at least 1 —2/n,

L(hy) — L(h.) <O ((h‘(’iml))zlﬂ +1n(n|f,q|)> |

n n

8.9.2 Proofs of Theorems [8.5|and

In what follows, it will be useful to define the event

£, = {L(ﬁn) — L(fp_1) < Tp(itn) — Ly (1) + en} ,neN, (8.35)
where € \/2 T (U, ) = 1,2 In@n[HP) | SIn(2n|HP) 636
(n—1)2 n—1

and (/) and (/) are as in Algorithm @ with the choice of (J) in (8.7). We note that
by Lemma we have P[€,] > 1—1/n > 1—2/n, for all n. We begin by the proof
of risk-monotonicity:

Proof of Theorem 85 Let A, := L(h,;) — L(h, 1). Using the definitions of &,, €.,

and 4, as in (8.35), (8.36), and (with k = n), respectively, and following exactly
the same steps as in the proof of Theorem we arrive at

E[An] S E[Ay | {fn # huo1} NEL] +2/n. (8.37)
Now, if i1, % ,_1, then by Line |3 of Algorithm [2, we have

o~ A~

n(]:ln) < in(h - ) - 571/ (8-38)

~
=
—_
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Under the event &,,, we have

~ ~

L(fy) — L(ly—1) < Luy(hy) — Ly(hy_q) + €n.

This, in combination with (8.38), implies that under the event &, N {f, # h, 1},

~ A

An+2/n=L(hy) — L(hy—1) +2/n,
<2/n—6,+e€y
-0,

where in the last equality we substituted the expression of J, in (8.7) (with k = n).
As a result,

Epr (7,8 +2/n | {hy # By 1} N E,) <0 (8.39)

Combining (8.37) and (8.39) yields the desired result.

Proof of Theorem[8.6l Let ¢, and 6, be as in (8.36) and (with k = n), respec-
tively. We consider two cases pertaining to the condition in Line 3| of Algorithm

2

Case 1. Suppose that the condition in Line (3| of Algorithm [2|is satisfied for k = n.
In this case, we have, by Lemma

L(f) — L(h) = L(k,) — L(,) < O ((h‘(‘””‘)) i W) (840)

n n

with probability at least 1 — 2/n.

Case 2. Now suppose the condition in Line 3 does not hold for k = n. This means
that h,, = h,,_1, and so

Lu(hy) = Ly (hy) < 6, (8.41)
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Using this and Lemma we have, with probability at least 1 —1/n,

(hn)),
w(y) + €, (LemmalBI6)
() +0n + €, (by (BED)

hu=hy_1 L(fln) + \/82?:1(£<Enzzi) _£<flnrzi))2ln(2”‘%‘2)

~L
~-L

(n—1)
10In(2n|H|?) 2
+———" 4,
n—1 n
- 16" (U(hy, Z;) — €(hy, Z:))2In(2n|H|?)  10In(2n|H|?) 2
guhn>+\/ L (Abn 2) = U Z) PINAP) | 100G |

. \/ 16 Y0 (LR, Zi) — £(hy, Z:))* In(2n|H?) (8.42)

(n—1)2 '

where to obtain the last inequality, we used the fact that (a —¢)? < 2(a — b)*> +2(b —
c)>and Va+b < \/a-+ Vb forall a,b,c € R>o. Now, by (8.42), Lemma and a
union bound, we obtain, with probability at least 1 —2/n,

L(hn) — L(h)

L(hu) = L(h.) < L(y) — L(hs) + 5 + 5 +
1
P 2
Lo ( . <1n<n|m))z z ) | 10mn(n|#P)
pe{1,8} n n—1

which, after re-arranging, becomes

~

L(hn) — L(h*) < 3(L(fln) - L(h*)) + O max (h’l(nﬁ-”)) zjﬁ/
pre{lp} n

2 = 2
101In(2 2y 2
+W+. (8.43)

Combining (8.43) with Lemma and applying a union bound, we get, with prob-
ability at least 1 —4/n,

1
A 2-p
L(hy) — L(h) <O ((W) + W) . (8.44)
The combination of (8.40) and (8.44) lead to the desired result. O

8.9.3 Proofs of Intermediate Results

Proof of Lemma The proof follows by the empirical Bernstein inequality [Mau-
rer and Pontil, 2009) Corollary 5] with the function f : (H x H) x Z — [0,1] defined
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by
f((h,1'),z) = (£(h,z) — (W, z) +1) /2.

In particular, [Maurer and Pontil, 2009, Corollary 5] implies that, for any ¢ € (0,1),
with probability at least 1 —J,

— _
B (1), 2)) < B i [F (0,1, 2)] + \/ o DR TRARE),

(8.45)

for all h, ' € H, where V, is the sample variance:

V= o (L U, 2) = ) )
_ 4”(711_1) 1§i<z;§n(€(h, Zi) = U(I, Zi) — 0(h, Z;) + L(W, Z;))?,
- 4(nn— nEz@) :(E(h' Z) — (', Z) = Bp, 7 [(h, Z') — (I, Z/)Dz] /
= 4(”;1_1) (Ep,z) | (€00 2) = €1, 2))%| = Ep 00, 2') = 00, )],
< gy n (02— 0] 040

Plugging (8.46) into (8.45) and multiplying the resulting inequality by 2, leads to the
desired inequality. O

Proof of Lemma(8.18. To simplify notation, we define

, n€NN.

/ \/2 Vi (U, Zi) — (s, Zi) ) In(2n|H[?) | 5In(2n|H]?)
€, = +
" (n—1)2 n—1

By Lemma we have, with probability at least 1 —1/n,

L(hy) = L(he) + (L(hn) — L(hy)),
< L(h) 4 Ly(hy) — Lu(hy) +€,,  (LemmaBI6)
< L(hy) + €, (h, is the ERM)
_ 2" (U, Z;) — £(hy, Z;))2In(2n|H|2)  51In(2n|H]|?)
= L(h) + \/ 1 1) te— e (847

By applying Lemma to bound the middle term on the RHS of (8.47), we get with
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probability at least 1 —2/n,

L(hy) = L(hy) + L(fn) — L(k:) +0 ( max <1n(n|7—l])>21ﬁ’> + Sn(2n|7tf) 1n(2n\H|2),

2 pe{1,p} n n—1
~ 1
_p(n) + ) 2L o (WWD> SN (8.48)
2 pe{1p} n
After rearranging (8.48), we obtain the desired result. O

Proof of Lemma[8.17l Let ¢ := 2*. We use the fact that \/xy < (vx +y/v)/2, for all
v > 0, and apply it to the LHS of (8.34) with

y= cIn(2|H|?/9)

(n—1 1 &, - A
yo =l S (6n, Zi) — 0(ur, Z:))%, and “

8n n—14

7

which leads to, for all 7 > 0,

s(h) = \/cz;ﬂ_lwm,zi)—e<h*,zi>>21n<zm|2/5>
n,0 = (1’[—1)2 s

n N 2 | 4ncIn(2|H[?/6)
< Tem » (U(h,Z;) — L(hy, Zi))" + =12
n

8cIn(2|H|?/6)
(n—1)n ’

where the last inequality follows by the fact that n < 2(n — 1), for all n > 1. Let

—_

< Ton ((h, Z;) = £(hy, Z;))* + (8.49)

M= [P

—_
Il
—_

=

i 1
Cpi= (1= )1 PpP) "7 +3/202B) 7.

By combining (8.49) and Lemma we get, for any 0 € (0,1) and 7 € [0,1/2], with
probability at least 1 —J,

In(|H|/9) n 8cIn(2|H|%/9)
2ny (n—1)y

(L(K) = (1)) /2 + Cy - 78 /4 4 (166 T1/2) InCIHE/0)

n- 77
(8.50)

Vhe M, rns(h) < (L(h) - L(ht))/2+ Cg- e

IN

where the last inequality follows by the fact that n < 2(n — 1) and |H| > 1. Now,
minimizing the RHS of (8.50) over 7 € (0,1/2) and invoking Lemma we get, for
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any J € (0,1), with probability at least 1 — 4,

L(h) = L(h) | Cp-(3—2B) (4(1— B)(16c+1/2)In(2[H[2/5)\**
rn,&(h) S +
2 41-p) Cp - n
N 2(16c +1/2)In(2|H|?/9)
n 7
1:? 1
L(h)—L(h,)  Cg" - (3—=2B) /401 — B)(16c +1/2)In(2|H[>/5)\ TF
< +
= 2 41— p) n
2
+2(16c+1/2311n(2]7{] /(5), 8.51)
1p
for all h € H. Combining with the fact that § — C g_’s is bounded in [0,1), we
get the desired result. O

8.10 Proofs of Theorems and

We start by presenting a sequence of intermediate results needed in the proofs of
Theorems 8.5 and [8.6

8.10.1 Intermediate Results

The proofs of all the results in this subsection are postponed to Subsection We
now present a bound on the risk difference L(h) — L(I'), for any h, ' € H, using our
new time-uniform empirical Bernstein inequality in Theorem For this, we recall
the definition

2
&= %ln <|7'”5\/E> , and ny:=max{n:Z, >1/2}. (8.52)

fork >1,6 € (0,1).

Lemma 8.19. Let v > 0,6 € (0,1), and £ : H x Z — [0,1], where H is a finite set.
Further, let (&) and ng be as in (8.52). Then for i.i.d. random variables Z,Z1, ..., Z,, we
have, with probability at least 1 — 6,

L(h) — L) < Lo(h) — Ta(') + 2\/ Lol 2) MW 206 g, (s59)

forall b, € H and all n > ny.

The next lemma provides a way of bounding the square-root term in (8.53) under the
Bernstein condition:

Lemma 8.20. Let 6 € (0,1) and ¢ : H x Z — [0,1], where H is a finite set. Further, let
B > 0, n € N, and suppose that the (B, B)-Bernstein condition holds. Then, for (&) and ng
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as in (8.52)), we have, with probability at least 1 — 9,

\/25 Yia (b Zi) — £, Z;))? - n _ L(h) — L(hy)
n - 2

+O< max <ln(n\7—[]/(5)> 25,) , (8.54)

p'e{1L8} n
forall h € H and n > ng, where h, € arg inf, _, L(h).

Using the previous two lemmas, we derive the excess-risk rate of ERM under the
Bernstein condition:

Lemma 8.21. Let H be a finite set and ¢ : H x Z — [0,1]. Further, let p € [0,1],
B > 0, and suppose that the (B, B)-Bernstein condition holds. Then, the ERM h, €

arg infycqEp, 7 [€(h, Z)] satisfies,

P i 2 1) - 10 < (MUY O]

n
where nyg is as in (8.52).

8.10.2 Proofs of Theorems and
For (&) and ng as in (8.15) and (8.52), respectively, it will be useful to define the event

E = {Vn >ng, L(hy) — L(hy_1) < Ly(hy) = Lo(hu1) +5n} , (8.55)

where (i) and (/) are as in Algorithm [2| with the choice of (d) in (8.15). Ob-
serve that by Lemma we have P[] > 1 — 4. We begin by the proof of risk-
monotonicity:

Proof of Theorem Let A, := L(h,) — L(h,_1). Using the definitions of £ and &
as in (8.55) and (8.15) (with k = n), respectively, we have

Ay = (L(Rn) = L(Rn-1)) - WAy # By} + (L) — L(tu—1)) - W = hua},
= <L<EH) - L<fln—1)) ']I{]:ln z En—l}- (8.56)

Now, when f,, ES fln,l, then by Line 3| of Algorithm |2, we have
Lu(ft) < Lu(ftu—1) — 6n- (8.57)
Using this and (8.56), we have that under the event &,
Vn >mno, L(hy) = L(u—1) < Lu(n) — Lu(hu_1) + 6, < 0.

This, combined with the fact that P[£] > 1 — § (Lemma 8.19) completes the proof. [
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Proof of Theorem[8.11l Let 1y be as in (8.52). Further, let 6, be as in (8.15) (with
k = n) and £ be as in (8.55). It will be convenient to also consider the events

& {VnZno, L(fzn)—L(h*)SO<<( 'H’/‘”)z]‘#( 'H’/‘”)},

\/252?:1@( Zi) — L(I, 2:))*Gn

( «)
E" = Vn > ny, n\HI
+0 (maxﬁle{l B ( )
min (P[], P[E'], P[E"]) > 1 6. (8.58)

| /\

We note that by Lemmas [8.19} [8.20, and [8.21} we have

For the rest of this proof, we will assume the event £ N E' N E” holds, and let n > ny.
We consider two cases pertaining to the condition in Line 3| of Algorithm

Case 1. Suppose that the condition in Line (3| of Algorithm [2|is satisfied for k = n.
In this case, we have by the assumption that £’ is true:

L) — L(ly) = L) — L(l,) < O ((MW) oy W) ,(859)

n

Case 2. Now suppose the condition in Line 3 does not hold for k = n. This means
that h, = h,,_1, and so

~

Ly(hy) — Lu(hy) < 6. (8.60)

Thus, by the assumption that £’ is true, we have,

L(fln) = L(En) + (L(ﬁn) - L(fln))/
< L(hy,) + fn(fzn) - fn(fln) + 8, (€ is true)
< L(hy) + 26y, (by (8.60)
_ 13 Py (T, Zi) = £(n, Z4))? - G Ao p
= L(hn) +4\/ 1 " + 8¢y, (h = hy- )
L) 14 \/zz:l_lw(hn,zz)n— ().

o J2E Zl-)n— U, 20))?  Cn (8.61)
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where to obtain the last inequality, we used the fact that (a — ¢)? < 2(a — b)? +2(b —

6)2 and vVa+b < a+ Vb for all a,b,c € R>0. Now, by (8.61) and the assumption
that £” holds, we have

L(in) = L(hs)  L{fw) — L(h.)
2 - 2

1
0| max (h‘(nm\/‘s)>ﬁ ,
p'e{1p} n

which, after re-arranging, becomes
N 1
L(h) ~L(1s) _ 3(L(k) — L(hs)) ( . <ln(n|’H|/(5))zﬁ ) e,

L(fy) — L(hy) < L(Iy) — L(hy) + +4¢,

2 - 2 Be{1,8} n
(8.62)

Combining (8.62) with the assumption that £’ holds, we get

1
- | L |
L(hy) = L(h) <O ((“(”|H|/5)> + n(”|H|/5)> .
n n

This, together with (8.58) and a union bound yields the desired result. O

8.10.3 Proofs of Intermediate Results

Proof of Lemma The proof follows by our new time-uniform concentration in-
equality in Theorem [8.9 with the function f : (H x H) x Z — [0,1] defined by

f((h,1'),z) = (L(h,z) —L(H,z) +1) /2.
The choice (&) and ng in (8.52) ensures that /&, /n < &, and 1 — ¢, > 1/2 for all

n > ng. Thus, Theorem implies that, for any ¢ € (0,1), with probability at least
1-9,

Epr) (1 1), 2)] < Egy o [f( 1), Z)] 420/ V- &0 4480, (8.63)
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for all h,h' € H and n > ny, where 17,1 is the (biased) sample variance:

V= nlzl Y (F( 1), Z0) — (1), Z)))
<i<j<n
= LY Wz — 00,z — e, Z) + e, Z)
1<i<j<n

Epr | (£012) = €01,2) = Bg 0 [000,2) — 20,2

7 (B o) |(C00,2) = €, 2))?] =B (601, Z') — £, Z)2),

1
4
1
4
iJEﬁ”(Z) [(tn,2) — 0, 2))]. (8.64)

Plugging (8.64) into (8.63) and multiplying the resulting inequality by 2, leads to the
desired inequality. O

Proof of Lemma[8.21l Let (&) and ng be as in (8.52), and & be as in (8.55). Further,
consider the event £” defined in the proof of Theorem To simplify notation, we
define

= # Bl 2) — 28 e

We recall that by Lemmas and we have
min(P[£],P[E"]) > 1—4. (8.65)

For the rest of this proof, we will assume the event £ N " holds, and let n > ny. By
the assumption that £ holds, we have

L(hy) = L(he) + (L(7n) — L(hy)),
< L(hy) + La(hy) — Lo(hy) + 6, (€ is true)
< L(hy)+6), (h, is the ERM)
L2 \/z?lwn,zi) YA 566

Now by the assumption that £” holds, we can bound the middle term on the RHS of

(8.66), leading to

L(hy) = L(h.) + +0 (ﬁ/rél{a}?;} ( ” > ) + 48,

= L(h.) + —L@”) — L(h) +0 ( max <1n(n|7—[]/z5)> 2_/3,) : (8.67)
pre{lp} n
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Combining with (8.65), and applying a union bound, we obtain the desired
result. O

Proof of Lemma[8.20l Let (&) and ng be as in (8.52), and n > ny. We use the fact
that \/xy < (vx +y/v)/2, for all v > 0, and apply it to the LHS of (8.54) with

7 X = 1 Z(g(ljll’l/ Zl) - g(l’:lﬂ—llzi))zl and y - 2567[/

ni3

Vv =

|3

which leads to, for all # > 0, and ¢ = 2%,

Fa(h) = \/ Xy (00, Zi) = £, Z) )G

n

4

n N 2, 4cCn
S ﬁ . (g(h/ Zl) g(h*, Zl)) + 7
LY (b, Ze) — 0(hs, Z3) + SCIH(\/EH'Z/&)’ (8.68)

<

= I

N
Il
—_

16

=

where in the last inequality we have substituted the expression of ¢, in (8.52). Now,

B
let Cg = ((1—B)1PBP)TF + 3/2(23)ﬁ. By combining (8.68) and Lemma [B.7, we
get, for any ¢ € (0,1) and 7 € [0,1/2], with probability at least 1 — ¢,

Vh € H,Yn >ng, ry(h) < (L(h) —L(hy))/2+Cg- qﬁ/4+ W
N 8cIn(y/n|H|?/9)
ny ’
< (L(h) — L(h.))/2 4 Cg - 7% /4
N (8¢ +1/2)In(\/n|H|?/9)
n-y ’
Now, minimizing the RHS of (8.69) over # € (0,1/2) and invoking Lemma we
get, for any ¢ € (0,1), with probability at least 1 — ¢,

(8.69)

L(h) = L(h) , Cp-(3—2p) (4(1 — B)(8c +1/2) In(v/n|H|[?/5) ) =

mih) < ===+~ —p Cpo i
N 2(16¢c 4+ 1/2) In(y/n|H|?/5)
” ,

_ L(h) —L(h) Cé: -(3-2B) /4(1— B)(8c+1/2)In(y/u[H[2/6)\*
<y ( z )
N 2(8c +1/2) In(y/n|H|?/9)

n

=

I

, (8.70)
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1-p
forall h € ‘H and all n > ng. Combining (8.70) with the fact that g — Cé_ﬁ is bounded

in [0,1), we get the desired result. O

8.11 Summary and Future Work

In this chapter, we derived the first consistent and risk-monotonic algorithms for a
general statistical learning setting with bounded losses. By definition, Risk-monotonicity
avoids double descent, making GERM the first algorithm that provably mitigates the
latter under the general setting we consider in this chapter. Surprisingly, GERM is
able to achieve this without necessarily compromising on its excess-risk rate.

Computational considerations. From a computational perspective, the main set-
back of Algorithm 2| is that returning the final hypothesis I, requires performing
n-ERM computations to evaluate the intermediate hypotheses (/) ken]- Neverthe-
less, in practice, ERM solutions for sample sizes k and k + 1 may be close to each
other, and this fact may be leveraged to efficiently generate the ERM sequence (/).
When the loss ¢ is convex in the first argument, it is possible to efficiently generate
the final predictor /i, using tools from online convex optimization (see Section .
However, in general it is unclear whether risk-monotonicity can be achieved without
the (greedy) for-loop procedure of Algorithm

We note also that if one only wants a decreasing risk after some sample size s € IN
then computing the hypotheses (/i) is unnecessary. In this case, the for-loop in
Algorithm 2| need only start at k = s; the resulting hypotheses would satisfy the
monotonicity condition in for all n > s (the proofs of Theorems [8.2] and [8.5| can
easily be modified to show this).

Extensions. Some important questions remain open along the axes of assumptions.
In particular, can we remove the boundedness condition on the loss while retaining
risk-monotonicity? Lifting the boundedness assumption may be key in resolving
another COLT open problem [Griinwald and Kotlowski, 2011] regarding achievable
risk rates of log-loss Bayesian predictors’. Our results build foundations for these
avenues, which are promising subjects for future work.

7We remark that their setting is slightly different from ours, in that their predictors may be improper,
i.e. not within the hypothesis class H.
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Chapter 9

Conclusion

In this thesis, we have explored different aspects of adaptivity in machine learning.
We started by looking at adaptivity in online learning—a prominent learning setting
in machine learning. Specifically, we considered the online convex optimization set-
ting with either bounded or unbounded decision sets. For the former, we developed
an algorithm based on MetaGrad that fully adapts to virtually all parameters of in-
terest in the bounded OCO setting, such as curvature, Lipschitz constant, and time
horizon.

In the unbounded setting, we have derived two scale-free and parameter-free
algorithms (FreeGrad and Matrix-FreeGrad) with state-of-the-art regret guarantees. We
also showed that it is possible to be scale-free and parameter-free simultaneously at
the cost of an additional term in the regret that scales with ||w]|>. Furthermore, we
proved a lower bound that shows that this term cannot be avoided in general.

In the statistical learning setting, we have presented new data-dependent gen-
eralization bounds that have the advantage of becoming small when the learning
algorithm used is stable or whenever the problem at hand is “easy” (as characterized
by the Bernstein condition). We have also derived sharp concentration inequali-
ties and generalization bounds for the CVaR—an alternative risk measure used in
risk-sensitive applications—by reducing CVaR estimation to estimating an expecta-
tion from empirical means. Finally, by leveraging some ideas from Chapter 5| (data-
dependent bounds), we devised the first algorithm in the general statistical learning
setting with bounded losses that not only has a monotonic risk curve, but whose
excess risk converges at a fast rate under the Bernstein “easiness” condition.

In the next section, we outline some interesting future research directions.

9.1 Future Work

Online learning in full-information. In Chapter 4} we derived a regret lower-
bound for any scale-free algorithm which insists on a root-T-type regret in the
unbounded OCO setting (T denotes the length of the horizon). This lower bound
includes a penalty involving the cubed norm of the comparator. In recent works
[Jun and Orabona, 2019b; Van der Hoeven, 2019b]], it was observed that this penalty
is not needed in a practical stochastic setting where the norm of the losses may
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only be unbounded through stochastic noise. However, strong assumptions on the
underlying noise distributions were made in these works to arrive at this result.
Whether the cubed norm penalty can be avoided in general remains an interesting
open question [Orabona and Cutkosky, 2020]. A positive answer would have several
important implications. For example, an algorithm, say A, which avoids the penalty
mentioned above, can be used together with modern online-to-batch conversion tech-
niques [Cutkosky, 2019a] to produce the first algorithm for stochastic optimization
that can adapt to the norm of the function minimizer. Algorithm A can also be use-
ful in differential privacy, in particular, Local Differential Privacy (LDP) [Jun and
Orabona) 2019b; Van der Hoeven) [2019b] (see also Chapter [I).

While studying the online convex optimization setting is a good starting point for
understanding and characterizing the fundamental limits of adaptivity in machine
learning, there are many practical applications where the objective function is non-
convex (e.g. when training deep NNs). Developing parameter-free algorithms for the
online non-convex optimization setting is an exciting future work direction [Orabona
and Cutkosky), 2020].

Online learning in partial information. Despite existing reductions to online learn-
ing [Lykouris et al., 2018|], various questions remain open around the fundamental
limits of adaptivity in specific bandit settings. An important open problem here is
that of contextual bandit model selection [Foster et al., 2020], where the goal is to
select the best model out of a set of candidates using a number of samples that scales
only with the complexity of the best model. Another problem involving adaptivity
(with a more practical motivation) is that of achieving a small-loss bound in contex-
tual bandits using only an ERM oracle [Agarwal et al., 2017].

Stepping up from the bandit setting to reinforcement learning, an interesting fu-
ture research direction would be to extend the result due to Mhammedi et al.|[2020al]
to the case where the dynamics of the latent state are locally (instead of globally)
linear. Achieving this would constitute a significant breakthrough in continuous
control.

Closing the gap between theory and practice in statistical learning. The gap be-
tween the theoretical and observed generalization performance of NNs remains elu-
sive [Nagarajan and Kolter, |2019]. Closing this gap is an important goal towards
understanding and improving current algorithms. Although PAC-Bayesian bounds
may be tighter than alternatives in some cases, they have a major drawback. They
do not allow for deterministic algorithms; those who output hypotheses that are de-
terministic functions of the observed samples. Instead, the output is required to be a
non-degenerate distribution over hypotheses; a degenerate distribution will blow up
the generalization bound due to the presence of a KL term between this (posterior)
distribution and some prior. However, this restriction seems to be merely an artifact
of the analysis rather than a real phenomenon. In practice, good generalization is
witnessed for algorithms that output point predictors; for example, those obtained
from the last iterate of stochastic gradient descent. Understanding this gap between
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theory and practice and ultimately deriving non-vacuous generalization bounds for
deterministic algorithms is an important goal.

Generalization bounds for coherent risk measures. For the goal of obtaining gen-
eralization bounds for alternative risk measures, deriving a PAC-Bayesian bound for
CVaR, (as we did in Chapter [f) is only scratching the surface. In fact, there exists
a larger family of risk measures for which generalization bounds do not exist. Co-
herent Risk Measures (CRM) is one such family of measures that possess properties
that make it desirable in many machine learning applications. In fact, Williamson
and Menon! [2019]] showed that these risk measures are good candidate objectives to
optimize to ensure a certain degree of fairness when learning from data. I conjecture
that the choice of a risk measure can become part of the learning process itself, in
the same way as the choice of the loss can be made part of this process [Walder and
Nock, 2020]. In this case, having generalization bounds for CRMs will be crucial.
The results presented in Chapters [|and [/ may be a good starting point towards this
goal.
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Appendix

Appendices

A Technical Results for Chapter

Lemma A.1. Let R,R,A,B > 0. f R < R+ VRA + B, then

)

A =
R < 45+B+¢AR+AH4+A&

_|_
<R+ VRA+2B+A.
Proof. If R < R+ v/RA + B, then for all n >0,

= 7 A
R<R+ -ZR+ — +8B,
= +2 +217—|—

which after rearranging, becomes,
R A B

R A

R
< +
T 1-n/2 27-(1-1/2)
The minimizer of the RHS of (1)) is given by

_ —A+VA2+4AB+4AR

T 2(B+R)
Plugging this 7 into (), yields,
~ A 1 ~
R <R+ — —\/4AR+ A2 +4A
<SR+5 +B+ 2\/ + A2 4+ 4AB,

<R+ A+2B+ VAR,

where (2) follows by the facts that

for n ¢ {0,2}.

1)

)

A%+ 4AB < (A+2B)? and \/4ﬁA+ (A+2B)2 < V4RA + A+ 2B.

237



238 Appendices

Lemma A.2. For a random variable Z, c > 0, and p € IN, we have
+oo
E[Z7 - 1{Z > c}] = v" - P[Z > | +/ P[Z" > u]du.
VP

Proof. LetY :=Z7-Z > . Since Y > 0, we have

—+00

E[Y] = P[Y > u]du,

S—

v? +o0
- / P[Y > u]du ~|—/ P[Y > u]du,
0 vP
v? +o0
- / P[Z > u]du +/ P[Z7 - 1{Z > ¢} > uldu,
0 vP
+o00
=v"-P[Z > (] —|—/ P[ZP > u]du.
VP
O
Lemma A.3. For a > 0 and a non-negative random variable X, we have C[X] < E[X]/a.
Proof. For y, = inf{y € R: P[X > u] < a}, we have
CIX]=E[X|X>u|=E[X -I{X > u}]/a <E[X]/a,
where the last inequality follows by positivity of X. O
Lemma A.4. For a random variable X, we have
ICIX]| < ClIx]].

Proof. By (7.4a), there exists a set Q C {Q2 — R} such that C[X] = sup, o E[XQ].
Therefore, by Jensen’s inequality, we have

CIX]| = sup [E[XQ]| < sup E[|X|Q] = C[[X]].
QeQ QeQ

O

Lemma A.5. Let v,y > 0, « € (0,1), and X be a real random variable. Further, let
o = inf{y € R | P[X' > y'] < a}, fori € [2]. If X satisfies with p, A > 0, then for
i€[2],y>0,and f asin (7.23)

E[1X| - I{|X| > (An(v/y))"/*}] < yAY7 - (In(o/y)"/¥ + oT(1/p,In(v/))/ (yp) )
and E[X*-I{X" > p, ] < aA*Pf, ().

Furthermore, if X satisfies with p > 2, then for i € [2] and y > 0,

EIIX]-T{|X| > (o/y)/7}] < W ®
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Proof. We start with the case of finite exponential moment. Let y, ;i € [2], be as in
the lemma statement. By Lemma we have

—+00
E[|X]-I{|X| > (Aln(v/y))"/?}] < y(Aln(v/y))"/P + P[|X| > u]du,
(An(v/y))V/r
+o0 up
<y(Aln(v/ 1/’”4—0/ e~ rdu,
y(Aln(v/y)) Ain(o/g)

<y(Aln(v/y))"'? +vAVPI(1/p,In(v/y))/p.
Similarity, by Lemma |A.2

E[X? I{X' > pi }] = B[X? I{p}; < X' < (Aln(v/a))7}]
+E[X*-I{X' > (AIn(v/a))"?}],

< E[X* I{p; < X' < (Aln(v/w))"/7}]

+E[X%-T{X? > (An(v/a))**}],

—+00
< 2a(Aln(v/a))?P + P[X? > u]du,
(An(v/a))?/P

+o0 up/2
< Za(Aln(v/a))z/p+v/ ~ 7 duy,
(An(v/a))?/p

< 2a(AIn(v/a))¥P +20A%PT(2/p,In(v/x))/p.

We now move to case where X has a finite pth order moment for p > 2. As above,

by Lemma[A.2}
—+00
E[IX]-1(1X] > (o/)"/7}] < y(o/y)"7+ [ P(X] > i,

v/y

<y(v/y)"'" +v/+°° u~Pdu,

N (0/y)1/P

1/p

S y(v/y)l/p -+ M/
p—1

_ P 1/p

Lemma A.6. Let « € (0,1) and Z be a real random variable. Then, for y, := inf{y € R |
P[Z > u]} and pyp = inf{u € R | P[|Z| > u|}, we have

El(te + 2 'E[Z ~ ] )] < B[22 1{Z > g} + S B[22 H{|Z] > pea}]

Proof of LemmalA.6l Let y,» = inf{y € R | P[|Z] > u] < a}. Using the fact that
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|pa| < pa2 and expanding the square term, we get

E[(4o+ [Z = pal s /0)?] = pi + ZWEHZ[X_ el SE(Z - w3,

= 12+ 200(CIZ] ~ ) + HEIZ ) HZ > )],

= 12+ 20 (C[Z] ) + B[22 H{Z > )]

2, >
S HAE(Z 7 > o))+ LB 2

w2 2 ’
2 C(2) + LB 2 2 ) - 2
< %E[zz H{Z > ]+ 4””"2LC[Z” + (””;f)z,
< %IE[ZZ H{Z > pa}] + ZW'ZSHZH * (sz)Z’ @
< LB -1z > py) + WD ©

where (4) follows by Lemma and (5) follows by the fact that p,» < C[|Z|]. Now,
by the dual formulation of CVaR in (7.4a), we have

2
Ccllz|? = (Sup IE[IZ!Q]> ,

QeQ
< sup E[|Z|*Q, (Jensen’s inequality)
QeQ
< sup E[|Z|*Q]/a, (By def. of Q in (7.4a))
QeQ
= C[Z%]/«,

1
= SEIZ 2] > paa)l.

Combining this with yields the desired result. O

B Technical Results for Chapter

In this appendix, it will be convenient to adopt the ESI notation [Koolen et al., 2016]:

Definition B.1 (Exponential Stochastic Inequality (ESI) notation). Let 7 > 0, and X, Y
be any two random variables. We define

Xdy Y < X-Y2,0 « E[C] <1

In what follows, we denote by X,(Z) := ¢(h,Z) — l(h,Z), h € H, the excess-loss
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random variable, where h, is the risk minimizer within H. Let
1 _
b, = %ln Ep(z) [e ”Xh(z)} (6)

be the normalized cumulant generating function of X, (Z). We note that since the loss ¢
takes values in the interval [0, 1], we have

Xy(z) € [-1,1], forall (h,z) € H x Z.

We now present some existing results pertaining to the excess-loss random variable
Xy, (Z) and its normalized cumulant generating function, which will be useful in the
proof of Theorem

Lemma B.1 (Koolen et al.|[2016]). Let h € H, X, and @, be as above. Then, for all 1 > 0,

ay - Xp(Z)? = Xu(Z) <y Doy + 0ty - CD%,], where o =

U
14+ 14452

Lemma B.2 (Koolen et al| [2016]). If the (B, B)-Bernstein condition holds for (B,B) €
[0,1] x R, then for @, as in (6), it holds that

P, < (Bn)ﬁ, forall y € (0,1].
Lemma B.3 (Cesa-Bianchi and Lugosi| [2006]). For ®;, as in (6)), it holds that

@, <

N[

, forally € R.

Lemma B.4 (Cesa-Bianchi and Lugosi [2006]). The excess-loss random variable Xy, (Z)
satisfies

Xy(Z) = Epz) [Xn(Z)] <y 1 Ep(z)[Xi(Z)?],  forall yy € [0,1].

The following useful proposition is imported from [Mhammedi et al., 2019a]:

Proposition B.5. [ESI Transitivity and Chain Rule] (a) Let Z,...,Z, be any random
variables on Z (not necessarily independent). If for some (vi)ic[y € (0, +00)", Z; <, 0, for
all i € [n], then

n

-1
n 1
ZZZ- <,, 0, where vy, = (2 7) (so if Vi € [n],vi = v > 0 then v, = y/n).
i=1 i=1 [i

(b) Suppose now that Zy,...,Z, are i.i.d. and let f : Z x I, Zi 5 R be any real-valued
function. If for some 7 > 0, f(Z;z<;) <y O, forall i € [n] and all zo; € Z'~1, then
Y1 f(Zi;Z4i) 9 0.

To proof of our time-uniform concentration in Theorem we will require the fol-
lowing generalization of Markov’s inequality (we state the version found in Howard



242 Appendices

et al.| [2020]):

Lemma B.6 (Ville’s inequality). If (My)n>0 is a non-negative supermartingale, then for
any a > 0,

Mo

P[E3n>1: M, > 4] .

The upcoming lemmas will help us bound the sequences of gaps (J) in and
(8.15) under the Bernstein condition.

Lemma B.7. Let € [0,1], B> 0, n € IN. Further, let Z,Z1,...,Z, € Z be i.i.d. random
variables and suppose that the (B, B)-Bernstein condition holds for the loss ¢ : H x Z —
[0,1], where H is a finite set. Then, for any y € [0,1/2] and 6 € (0,1), with probability at
least 1 — 6,

(€(h, Zi) — £(hs, Zi))* < 8(L(h) — L(h.))

NS
.M:

Il
—_

Vh e H,Vn > 1,

+4Cy 7T + SIH(L?;W), 7)

B
where h, € arg inf, ., L(h) and Cg == ((1 — B)1FBF)TF +3/2(2B) %,
& Mlyey p

Proof. Let 6 € (0,1) and define X, (z) = ¢(h,z) — ¢(hs,z), for z € Z. For any
n € [0,1/2] and h € H our strategy is to show that, under the (p, B)-Bernstein
condition,

M, = exp (172 Y Xu(Zi)?/8 — nyEp(z) [Xn(Z)] + nCy - Wﬁ/z) : (8)
i=1

is a non-negative supermartingale. After that, invoking Ville’s inequality (Lemma
and applying a union bound over h € ‘H implies the desired result.

Under the (B, B)-Bernstein condition, Lemmas imply, for all € [0,1/2]
andi > 1,

7 Xn(Z:)2/4 <y Xy (Z:) +3/2 (2By) ™7, 9)

R .
where we used the fact that a, = Vi >1/4,forall0 <#n <1/2(ay is involved
in Lemma [B.I). Now, due to the Bernstein inequality (Lemma [B.4), we have for all

n€100,1/2] and i > 1,

Xu(Zi) <y Epz)[Xn(Z)] + 17 - Ep(z)[Xn(Z)?],

<y Epy[Xn(Z)] + 11 - Epz) [X,(Z)]F, (by the Bernstein condition)

s L
<y 2Ep(7)[Xi(Z)] +¢; " - yy™F,  where ¢g:= (1 p)' PP (10)
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B
The last inequality follows by the fact that zP = ¢4 - inf,~o{z/v + v-F}, for z > 0 (in
our case, we set v = cgy to get to (10)). By chaining (9) with using Proposition
[B.5H(a), we get:

L1 1

2IEP(Z) [Xh<Z)] + C;iﬁ “niP + 3/2(2317) =B
1
2Ep(z)[Xn(Z)] + Cp -7 P. (11)

n-Xu(Z:)?*/4 <

N

A

N

Since the random variables 7, ..., Z, are i.i.d., implies that M, in (8) is a non-
negative supermartingale. Thus, by Ville’s inequality in Lemma we have, for any
0e(0,1)and h € H,

§>P[En>1,M, >651],

n 1 1

—P (3021, 1) Xa(Z0)? > 8nE ) [Xa(Z)] + 4nCp - T + 21“17‘5 > 81“17‘5 ] .
i=1

From this, a union bound over i € H implies the desired result. O

Lemma B.8. For A, B > 0, we have

. i A(B—2B) ((1—B)B\*F
ne(lor’llf/z){An 4B/} < = ( - ) +2B. (12)

Proof. The unconstrained minimizer of the LHS of is given by

N —

eslnes)

If 7, <1/2, then

1

; s v _AR=B) ((A=p)B\*7
W€(1(r),11f/2] {Al’] P +B/17} < A"+ B/ = =8 " . (13)

1
Now if #, > 1/2, we have (1/2)ﬁ < (7(1_15)3) *F and so, we have
1 1
inf {Anlfﬁ + B/n} < A(1/2)™F + 2B,

176(0,1/2]
1
<A <(1_Aﬂ)B> o8, (14)

By combining and we get the desired result. O
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