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Abstract

Recommender systems have been widely adopted in industry to help people Pnd the
most appropriate items to purchase or consume from the increasingly large collection
of available resources (e.g., books, songs and movies). Conventional recommendation
techniques follow the approach of Oranking all possible options and pick the topO,
which can work effectively for single item recommendation but fall short when the
item in question has internal structures. For example, a travel trajectory with a
sequence of points-of-interest or a music playlist with a set of songs. Such structured
objects pose critical challenges to recommender systems due to the intractability of
ranking all possible candidates.

This thesis study the problem of recommending structured objects, in particular,
the recommendation of path (a sequence of unique elements) andset(a collection
of distinct elements). We study the problem of recommending travel trajectories in
a city, which is a typical instance of path recommendation. We propose methods
that combine learning to rank and route planning techniques for efbcient trajectory
recommendation. Another contribution of this thesis is to develop the structured
recommendation approach for path recommendation by substantially modifying the
loss function, the learning and inference procedures of structured support vector
machines. A novel application of path decoding techniques helps us achieve efbcient
learning and recommendation. Additionally, we investigate the problem of recom-
mending a set of songs to form a playlist as an example of the set recommendation
problem. We propose to jointly learn user representations by employing the multi-task
learning paradigm, and a key result of equivalence between bipartite ranking and
binary classibcation enables efbcient learning of our set recommendation method.
Extensive evaluations on real world datasets demonstrate the effectiveness of our
proposed approaches for path and set recommendation.
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Chapter 1

Introduction

The ever increasing number of available items from content providers (e.g., news
articles and blog posts from online publishing platforms, books from Amazon book
store, music from Spotify and Apple Music, and movies from NetRix library) pose
critical challenges for both users and content providers. This information overload
problem makes it particularly difbcult for users to bnd items they want, and further,

it undermines the effort to facilitate users getting the most appropriate items that
content providers have tirelessly been striving to achieve. Such challenges motivate
the development of recommender systera type of information system that suggests
items which (hopefully) match usersO preferences. Good recommendations enhance
user satisfaction (Bennett et al|, 2007} Koren et al., 2009; Aggarwal, 2016), which helps
content providers to be more successful, and therefore enables the further expansion
of available items to attract even more users. This in turn makes it more challenging
to provide good recommendations that meet user needs.

1.1 Motivation

Classic recommender systems (e.g., those used for book or movie recommendation)
work by ranking items for a particular user. One of the most widely used techniques
for recommender systems of this type is the collaborative bltering approach (Goldberg
et al,|1992), in particular, latent factor models such as the matrix factorisation family
of techniques (Koren et al.,|2009). These methods work by explicitly matching user
preferences with item properties, both of which are latent factors learned from
historical interaction records between users and items (e.g., userOs ratings of items,
histories of purchases or browsing). The advantage of this technique is the ability to
automatically learn informative representations of users and items from historical
data, and the capability to scale to large systems with millions of users and items, and
some variants can even capture the temporal dynamics of user preferences (Koren
et al,[2009; Koren, 2009; Rendle et al}, 2010; Xiong et al., 2010).
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2 Introduction

However, there are at least two limitations of such approaches. First, it suffers
from addressing users or items without historical records, since it is unlikely to learn
any meaningful representations for these new users and items; this is known as the
cold startproblem (Schein et al/, 2002 Koren et al.| 2009). Further, this approach makes
a recommendation for a user by scoring each item for that user and suggests the top
scored ones, which falls short when dealing with structured objects (i.e., object that
is a cohesive composition of interrelated and interdependent elements) effectively,
since the huge number of possible combinations of elements is unlikely to be scored
efbciently if one adopts a nasve approach (Taskatr, 2004| Joachims et al}, 2009b).

On the other hand, the task of recommending structured objects is prevalent in
real-world applications, for example, recommending a trajectory of points-of-interest
(POIs) in a city to a visitor (Lu et al.,|2010| 2012;|Lim et al.,|2015] Chen et al., 2016; He
et al,[2018), suggesting a chemical compound (Dehaspe et al., 1998; Agrabotis et al.,
2007), or a playlist of songs (McFee and Lanckriet,|2011| Chen et al., 2012; Choi et al.,
2016; Ben-Elazar et al., 2017). A trajectory is a sequence of distinct POls, which is a
path; and a music playlist involves a setof unique songs. Such tasks of recommending
structured objects (e.g., pathsand setg, which are both practically important and
computationally hard, motivate the work in this thesis.

1.2 Contributions

In this thesis, we develop techniques that can efbciently recommend objects with
different types of structures, in particular, pathsand sets Machine learning techniques
including learning to rank and structured prediction, as well as route planning
technigues are employed to achieve efbcient path recommendation. We empirically
evaluate these techniques on the task of recommending travel trajectories. In addition,
we develop a technique for set recommendation by leveraging bipartite ranking and
multi-task learning, and evaluate it on the task of recommending a set of songs from
a music library. The major contributions of this thesis are summarised as follows:

1. Efbcient path recommendation via point ranking and route planning. We
study the problem of recommending paths, which is to recommend a sequence
of elements in a certain order without repetition. Specibcally, we investigate
the problem of recommending travel trajectories, which is an instance of path
recommendation, to visitors in a city. We propose a new formulation of this prob-
lem by combining two widely studied problems, i.e., learning to rank (Burges
et al.,|2005; Cao et al., 2007; Liu, 2009) and the travelling salesman problem
(TSP) (Miller et al.} [1960;| Applegate et al.,|2011). We develop an approach that
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can efbciently recommend travel trajectories by employing the RankSVM (LLee

and Lin, 2014;/Kuo et al.,|2014) and route planning techniques from the research
of the TSP or the orienteering problem (Miller et al.,|1960; Golden et al., 1987;
Applegate et al.; 2011). This work is published in Chen et al.|(2016).

2. Structured recommendation for paths based on structured prediction. We
study the problem of recommending paths from a structured prediction perspec-
tive (Tsochantaridis et al.| 2004;| Taskar et al.| 2005; Baklr et al., 2007; Joachims
et al.,|2009b), and propose a new structured recommendation approach based
on the structured support vector machines (SSVMs) framework. We analyse
the fundamental challenges of travel trajectory recommendation, which are
shared among many path recommendation tasks, and show how the structured
recommendation approach can address these challenges by systematically incor-
porating point preferences and transition patterns, as well as a novel application
of the list variant of the Viterbi decoding algorithm for hidden Markov mod-
els (Soong and Huang,|1991; Seshadri and Sundberg, 1994; Nill and Sundberg,
1995;| Nilsson and Goldberger, [2001), or the integer linear programming for-
mulation of the s-t pathTSP (Hoogeveen, 1991} An et a., 2015). This work is
presented in Chen et al|(2017&,b) and Menon et al. [(2017).

3. Efbcient set recommendation via bipartite ranking and multi-task learning.
We study the problem of recommending sets, which is to recommend a collection
of distinct elements where no particular order of the elements are of interest. We
propose a new approach for set recommendation via bipartite ranking (Agarwal
and Niyogi, 2005; Ertekin and Rudin,2011| Menon and Williamson, [2016). Specif
ically, we investigate the problem of recommending a set of songs from a music

library to form a new playlist or extend a userOs existing playlist in cold-start
scenarios. A bipartite ranking loss is adopted to encourage songs in a playlist
to be ranked higher than those not in it, and the multi-task learning paradigm
is employed to jointly learn user representations that facilitate cold-start rec-
ommendation. Lastly, we achieve efpcient learning of the set recommendation
approach by leveraging a key equivalence between bipartite ranking and binary
classibcation (Ertekin and Rudin] 2011; Menon and Williamson,| 2016). This work
is presented in |(Chen et al. (2019).

In addition to the above contributions, in Appendix B[\]ve generalise the results of
the equivalence between classibcation and ranking presented in|Ertekin and Rudin
(2011) and show that, under some conditions, the equivalence also holds for a paramet-
ric family of binary classibcation losses and a parametric family of bipartite ranking
losses. This result is presented for the brst time in this thesis.



4 Introduction

1.3 Thesis outline

The rest of this thesis is outlined as follows. In Chapter 2]we Prst debne the problem
of recommending structured objects. In particular, the problems of interest in this
thesis, i.e., the path and set recommendation problems are formulated. We then
present classic techniques for recommender systems, and review essential techniques
that help us achieve efbcient recommendation of paths and sets, including structured
prediction and path decoding techniques in Markov chains for path recommendation;
and loss functions of bipartite ranking and binary classibcation as well as the multi-
task learning paradigm that enables effective set recommendation.

In Chapter B} we study the problem of recommending path by investigating one
particular example D travel trajectory recommendation, which is to suggest a sequence
of points-of-interest (POIs) without repetition. We prst show that both the ranking of
POls and the transition patterns between POls are helpful in recommending travel
trajectories, and then present a method that combines POI ranking and route planning
to achieve effective recommendation of travel trajectories.

We continue the study of the path recommendation problem in Chapter 4 Here
we investigate the travel trajectory recommendation problem from a structured pre-
diction viewpoint. We propose the structured recommendation approach for path
recommendation by modifying the loss function of the SSVMs to aggregate multiple
ground truths for a query. Further, we show how a novel application of the list variant
of the classic Viterbi algorithm in both training and inference procedures of the SSVMs
can help us overcome the challenges of trajectory recommendation.

In Chapter p| we study the problem of recommending sets. We investigate an
instance of this problem, which is to recommend a set of songs from a music library
to form a new playlist or extend an existing playlist in cold-start scenarios. We employ
a bipartite ranking loss to rank songs in a playlist above those that are not in it, and
adopt the multi-task learning paradigm to learn the representations of all users jointly.
A key equivalence between bipartite ranking and binary classibcation enables the
efbcient learning of our set recommendation approach from historical playlists.

Lastly, in Chapter @ we summarise the work in this thesis, i.e., the path and
set recommendation techniques and their applications in recommending travel tra-
jectories and music playlists. We then present the limitations of our approaches to
recommending structured objects as well as future research directions.



Chapter 2

Background

We review important problems and techniques that serve as the foundation of our
work in this thesis. First, we debne the problem of recommending structured objects,

in particular, we formulate the path and set recommendation problems (Section
We then review classic techniques for recommender systems (Section). In Sec-
tions 2.3 and[2.4, we present structured prediction and path decoding techniques that
enables efbcient path recommendation, followed by techniques for set recommen-
dation including bipartite ranking and binary classiPcation (Section 2[5), as well as
the multi-task learning paradigm (Section . Table shows the corresponding
problems and chapters of this thesis that make use of the techniques we reviewed.

2.1 The problem of recommending structured objects

The problem of recommendation is to suggest items (e.g., books, movies and news)
that a user may like. In this thesis, we consider the case when the item in question
is an object with internal structures (i.e., object that is a cohesive composition of
interrelated and interdependent elements), such as a set or a tree.

Let Y be the space of all structured objects, given a set of N queriesthat describe
the specibcations of desired recommendations, and the historical records (e.g., items
purchased or consumed by users) of the corresponding queries

S= (@ {yPIN I, YO Y LN T LN, (20

where the i-th query ) is associated with N; " Z* objects. The problem of recom-
mending structured objecis to make recommendations for a new query g not seen in
S, in other words, we learn a function f from S:

fra#{ yOHe, y®Ory, (2.2)
where K" Z* is the number of structured objects we shall recommend for query q.

5



6 Background

Table 2.1: Techniques for recommending structured objects.

Technique Recommendation problem

Structured prediction (rJ Path recommendation (Chapter

Path decoding in Markov chains (a2.4] Path recommendation (Chapters Bland )
Binary classibcation and bipartite ranking (u Set recommendation (Chapter §
Multi-task learning (22.6)] Set recommendation (Chapter b)

Compared to standard supervised learning, there are multiple ground truth labels
(i.e., recommended objects) in the training set (2.1). Further, in contrast to a bxed set
of individual items, the huge number of all possible structured labels (i.e., |Y|) poses
a critical challenge to efpcient recommendation. Lastly, taking into account constraints
inherent to particular types of structures, for example, a setshould not have duplicate
elements, presents another fundamental challenge.

This thesis aims to develop methods that can address these challenges in recom-
mending structured objects, particularly for two types of structures: pathand set We
remark that the recommendation of other types of structures (e.g., tree or graph) are
important research topics on their own, and we leave them as future work.

2.1.1 Path recommendation

We debne apathas a sequence of elements where no element in the sequence appears
more than once. The path recommendation problem is a particular instance of the
problem of recommending structured objects, where the objects in question are paths.
Specibcally, given a set of elementsP, a structured object in both (2.1)and (2.2)is a
pathwith elements from P, i.e.,

y"PMandy &y LI%{1,... |y}, 18 1%

where |y| denotes the number of elements in path vy.

A particular example of the path recommendation problem is travel trajectory (or
tour) recommendation, where we suggest tours (i.e., sequences of distinct POIs) to
visitors that satisfy certain properties (e.g., starting and ending at specibc locations,
visiting a particular number of POIs) which shall be specibed in a trajectory query.
In Chapter E] we discuss a path recommendation approach for suggesting travel
trajectories, where we leverage POI rankings and transition preferences to recommend
tours. We further develop a structured recommendation approach for recommending
paths in Chapter @] which is based on structured prediction and path decoding
techniques that will be reviewed in Section and Section @] respectively.
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2.1.2 Setrecommendation

A setis a collection of distinct elements, i.e., no element in the collection appears
more than once, and there is also no particular order between elements. The set
recommendation problem is another example of the problem of recommending
structured objects, where the objects in question are sets. In particular, given a set of
elements C, the structured object spaceY in (2.1)) and (2.2) is the power set of C.

In Chapter E] we study an instance of the set recommendation problem B music
playlist recommendation, * where we recommend a set of songs from a music library
to form a new playlist or extend a userOs existing playlist, with respect to certain
properties specibed in a query. We discuss a set recommendation method for music
playlist recommendation in three cold-start settings. Our approach employs the
multi-task learning paradigm (Section to jointly learn user representations, and
efbcient learning of our set recommendation method is achieved by leveraging a key
equivalence between bipartite ranking and binary classibcation (Section .

2.2 Techniques for recommender systems

In this section, we review classic techniques underlying typical recommender systems
(also known as recommendation systems). First, we present the general recommenda-
tion strategies, then we review a family of techniques widely employed in practice.

2.2.1 Recommendation strategies

To suggest items to a user, a recommender system generally ranks items by matching
their properties with the preferences of the user, and top-ranked items are then
recommended. User preferences and item properties are often encoded using a vector
of real numbers, which are known as the representation or features of a user or an
item. Features can be extracted either manually by human experts (e.g., the Music
Genome Project that powers the Pandora Radio (John, 2006)) or learned automatically
by computer algorithms. The former is known as the content blteringapproach, and the
latter is known as the collaborative blteringpproach (Goldberg et al.}| [1992), including,
for example, the neighbourhood method and latent factor models.

Content bltering approaches rely on human experts to extract (user or item)
features, with the advantage of leveraging knowledge accumulated in a certain

IMusic playlist can also be formulated as a path recommendation problem which emphasises the
listening order of songs in a playlist, however, whether the order of songs in a playlist is critical is still
not clear from previous research; further, we observe that it is not uncommon to listen a playlist in
shuf3e mode, where a random listening order is generated each time, we therefore focus on suggesting
a set of songs for music playlist recommendation.
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domain; however, different experts may devise different values for a certain feature of
the same user or item due to the variety in backgrounds and experiences of human
experts. In addition, this approach cannot be applied on a large scale simply because
the number of human experts in a certain domain is limited.

On the other hand, collaborative Pltering approaches leverage historical interaction
data to make recommendations. For example, the neighbourhood method makes
recommendations by using information from similar users and similar items: 2 for a
particular user u, it recommends items purchased by users similar to u, or suggests
items similar to what u has purchased. Latent factor models, on the other hand, learn
user and item features (i.e., latent factors) from data of interactions between users and
items. For example, learning a low-rank matrix that approximates to the matrix of
user-item interactions (e.g., ratings), which is generally very sparse, by exploiting the
redundancies in interaction data (Aggarwal and Parthasarathy, (2001).

A major drawback of collaborative blter approaches is the inability to address the
cold-startscenarios, where there is no historical data for either users or items, which
occurs when new users or new items are added to an existing system (Koren et al.|
2009;/ Aggarwal,|2016). In this case, the content Pltering approach can generally work
more effectively as it can leverage external information of the new users or items
provided by human experts.

2.2.2 Matrix factorisation techniques

One of the most successful latent factor models is the matrix factorisation (MF)
family of techniques, these learn the representation or features of users and items by
factorising a matrix with historical records, e.g., ratings of books or movies.

Given a set of N users and a set of M items, Matrix Factorisation approximates
the user-item rating matrix R" RN&M ysing the product of two low rank matrices,
i.e., R= UVT, asiillustrated in Figure where U " RN&D and v " RM&D gre Jow
rank matrices, with row vectors u;, i "{ 1,...,N} and v, j"{ 1,..., M} representing
the D dimensional latent features of user i and item j respectively.

Due to the fact that the rating matrix R is generally highly sparse (i.e., most
of the entries in R are not observed), classic matrix decomposition methods such
as the Singular Value Decomposition (SVD) are not applicable.® In addition, data
imputation could be very costly given the large number of unobserved ratings in

2A user u is regarded to be similar to another user u%f both u and u*have purchased (or have given
similar ratings to) the same set of items, in other words, u and u”are like-minded users; similarly, an
item v is regarded to be similar to another item v¥if both v and v*have been purchased by (or have
received similar ratings from) the same user.

3SVD is only debned for matrices where every entry is observed.
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ur e IR

Figure 2.1: lllustration of Matrix Factorisation. U is a matrix of latent factors of users,
V is a matrix of latent factors of items, and R is the observed (sparse) rating matrix.
Matrix Factorisation aims to approximate the observed ratings using a function of the
corresponding latent factors of users and items, e.g., rjj * u{ v;.

practical datasets, and inaccurate imputation could considerably distort the data. As
a result, many works propose to model the observed ratings directly by minimising a
regularised squared error (Paterek| [2007; Tak*cs et al., 2007; Koren et al., 2009),

n # $
N M 2 N M
min | | "ij rij) Ui( v + c | *Ui*2+ | *Vj*2 ) (2.3)
UV iz1j=1 i=1 =1
where "j; indicates whether user i has rated item j (i.e.,"; = lif entry rj; is observed
and "j; = 0 otherwise), and C" R™ is a regularisation constant.

The objective in Equation (2.3) is non-convex, which makes it hard to bnd an
optimal solution of the problem. However, optimisation methods such as stochastic
gradient descent (SGD) and coordinate descent (e.g., alternating least squares (ALS))
have been shown to work effectively in practice (Hu et al.,|2008; Koren et al., 2009).

Probabilistic Matrix Factorisation (PMF) (Salakhutdinov and Mnih, 2008b) provides
a probabilistic explanation to the regularisation in Equation (2 PMF models the
user-item rating R;; using a Gaussian random variable, with mean p; = u{ v; and
precision #. Assuming zero mean spherical Gaussian priors over the latent feature
vectors of both users and items, it has been shown that maximising the log-posterior
over U and V is equivalent to

N M 2y, N X
min 11 "y 1) uly ol rurt

I I , (2.4)
UV iz1j=1 i=1 =1

where #y and #, are hyper-parameters. Figure[2.2(a) shows the graphical model of
the Probabilistic Matrix Factorisation.
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(a) PMF (b) BPMF

Figure 2.2: Graphical models of (a) Probabilistic Matrix Factorisation (PMF) and (b)
Bayesian Probabilistic Matrix Factorisation (BPMF). Shaded nodes: observed variables;
unshaded nodes: latent variables (Salakhutdinov and Mnih, 2008a).

One approach to tune the hyper-parameters #,#, and #y in Equation (R.4) is to
search over a set of carefully selected values based on the model performance on
a validation set, however, this is computationally expensive as a large number of
models should to be trained. Alternatively, one can take a Bayesian approach, i.e.,
introducing priors for hyper-parameters. Salakhutdinov and Mnih (2008a) proposed
the Bayesian Probabilistic Matrix Factorisation (BPMF) which assumes more general
Gaussian priors over the latent feature vectors of users and items instead of zero mean
Gaussian priors as did in the PMF approach,

N
P(U [ Hu," u)= # N(ui|uu," )Y,
i=1

M
POV [ pyv," v) = # N(vj | pv," LY.
j=1

It further assumes Gaussian-Wishart priors over hyper-parameters $y = {Hdy," u}
and $v = {uv," v},

P($u|$0)= N(Hu | Ho ($0" u) HW(" u | Wo, %),
P($v |$0)= N(pv | Ho ($0" v)) HW (" v | Wo, %),

where $ ¢ = {0, Wo, %}, and W is the Wishart distribution with degrees of freedom
% and scale matrix Wo " RP&P. Figure (b) shows the graphical model of the
Bayesian Probabilistic Matrix Factorisation.
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To obtain the posterior distribution, all model parameters and hyper-parameters
need to be integrated out, which is analytically intractable. Salakhutdinov and Mnih
(2008a) proposed to approximate the posterior distribution using a Markov chain
Monte Carlo (MCMC) method, in particular, a Gibbs sampling algorithm that samples
from conditional distributions over model parameters and hyper-parameters.

Matrix factorisation techniques have also been generalised to deal with implicit
feedback, e.g., history of purchasing, ad clicking and browsing. Hu et al. (2008)
proposed to use a matrix with binary values to represent implicit feedback, and
minimised an objective similar to that in Equation (2[3)]but with a weighted square
loss.|Rendle et al, (2009) observed that only positive and unlabelled data are available
for implicit feedback, they proposed to dealt with it from a ranking perspective: For a
particular user, the approach ranked observed items (e.g., items purchased or viewed
by that user) higher than all other items. Other variants of MF that can deal with
specibc scenarios have been proposed, such as those that can incorporate additional
sources of information (Paterek| 2007; Koren, 2008; Koren et al., 2009), and variants
that can capture temporal effects (Koren, 2009;/ Koren et all,| 2009; Xiong et al., 2010).

2.3 Structured prediction

Structured prediction is the task of predicting interdependent output variables for

a given input (Baklr et al., 2007), typical applications including multi-class and
multi-label classibcation, image segmentation and machine translation. The pri-
mary challenge in structured prediction is how to make efpcient inference in the
exponentially-sized output space. In this section, we review an important technique
for structured prediction, the structured support vector machines (SSVMs), which
generalises the support vector machines (SVMs) to the structured output setting.
Another important technique for structured prediction is the conditional random
Pelds (CRFs), Pletscher et al.|(2010) proposed a framework that unipes CRFs and
SSVMs, we therefore focus on reviewing the SSVMs in this section. In Chapter [, we
formulate the problem of recommending paths in the context of travel trajectories as a
structured prediction problem, and adapt both the training and prediction procedures
of the SSVMs to deal with challenges in recommending paths.

2.3.1 Structured support vector machines

Consider the task of predicting some structured label, e.g., a tree, let X be the instance
space, andY be the space of all possible structured labels, e.g., all possible trees. The
scoring function f: X &Y # R (parameterised by w) measures the afbnity between
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a particular example x " X and a specibc structured labely " Y . The structured
support vector machines makes a prediction given example x by

y* = argmax f(x, ), (2.5)
¥y

which is known as the inferenceor prediction procedure of the SSVMs.
To learn the parameters w, the SSVMs minimises the following (!, regularised)
empirical risk on dataset S = {(x(,y®)}N :
1 c N - -
in —wlw+ =1 1(y® (i)
min Swhw Ni.:l-(y F(x7,9), (2.6)
where C" R* is a regularisation constant and ! (y(), f(x(),§) is the structured hinge
loss for the i-th labelled example
% & (
@ 1. 8) = max 0, max oy (FOOyD)) 16D L @7)

here %(y(), @) measures the discrepancy between two structured labels y() and w.

If we employ a slack variable &V to upper bound the structured hinge loss for the
i-th example, we can transform the unconstrained optimisation problem (2[6)]into a
constrained optimisation problem:

1
mn —-w'w +
w,I 2

st. 1, 0, | . (28)

&, wy®. ) 1(x0y0)) fx0 ey

This formulation is known as the On-slackO SSVMs due to the number of slack variables
in (2.8) equals the numbers of examples N (Joachims et al., 2009a).
We can rearrange the second constraint in problem ) as

&+ 100, y0), wy®, g+ 1(xD. g, -p" Y,
or equivalently,
. L & L
&+ 100 y0), max uyO. 9+ 160 (2.9)

The right-hand-side (RHS) of Equation (£.9) is known as the loss-augmented inference
which is closely related to the inferenceor prediction procedure of the SSVMs (Equa-
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tion . In practice, if %{y(®,y) can be decomposed into discrepancies of individual
elements in y{) and w, then the loss-augmented inference could be optimised using
techniques similar to that for the inference procedure (.

Joachims et al. (2009a) observed that one can sum up the structured hinge losses
(Eq.) for all examples, which results in the following empirical risk on dataset S:

# ) o ¥

N ! |
R(F.S)= max 0,  max  —1 ogy® @) £x0,y0)) f(x®,g)
(P, y N N
(2.10)

Similar to the On-slackO SSVM2.8), we can transform the (!, regularised) empirical
risk minimisation into a constrained optimisation problem, however, here only  one
slack variable is needed to upper bound the empirical risk R(f,S) dePned in (2.10)

i g+ C
st. &, O,
! n
&, liI-IN Cy((y(l)’ﬁl))) (f(X(I),y(I))) f(X(I),ﬁl))) ’ ‘(%1),..,,36'\‘)) "y N.
- (2.11)

This formulation is known as the O1-slackO SSVMs|(Joachims et all, 2009a).
If we rearrange the second constraint in (2.11) as

1 N i i 1 N i i i [ ) 1 N)y»y N
L 0y0), 1oy )+ 100, 80) - (D, M) Y

&+ — |
Nil i=1

or equivalently

1 N L 1 N! o o
I f(x®,y®)y max — 1  wy® @+ f(xO D) . (2.12)

&+ |1 I
N =1 (gD, @My y N N i1

The RHS of Equation (2.12)is known as the loss-augmented inferengethe O1-slackO
formulation of the SSVMs.

Both the On-slackQ| (2]8) and O1-slacKO (2.11) formulations of the SSVMs result in
constrained optimisation problems. If the afbnity function f(x,y) takes the form of
a linear function, then both formulations are quadratic programs (QPs). However,
naively feeding these problems into an off-the-shelf QP solver is unlikely to work due
to the huge number of constraints in (£.8) and (R.1I). In particular, in the On-slackO
SSVMs, there is one constraint for every structured label in the set of labels Y \ y()
for the i-th example, and the O1-slackO formulation further increases the number of
constraints exponentially (Joachims et al.,|2009a).
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One practical approach to train both the On-slackO and O1-slackO formulations of
the SSVMs is a cutting-plane method (Joachims et all,l 2009a,b), which is a general
optimisation technique for constrained optimisation problems with convex objective
and constraints (Boyd and Vandenberghe| 2008). Intuitively, it starts with Pnding an
optimal solution by optimising the objective without any constraints, then generating
cutting planes (i.e., linear constraints) by querying a cutting-plane oracle (\Wulff and
Ong} 2013). This procedure is repeated until convergence. In the next section, we
review methods to train the SSVMs, in particular, how one can train the On-slackO and
O1-slackO SSVMs efbciently using cutting-plane methods. More details of cutting-plane
methods can be found in Appendix A. ]

2.3.2 Methods to train the SSVMs

Suppose the afpnity function f(x,y) takes the form of a linear function, i.e., f(x,y) =
w( &(x,y) where w is the parameter vector and &(x,y) is known as the joint feature
mapof example x and structured label y.

Training the n-slack SSVMs To train the On-slackO SSVMs using cutting-plane
methods, we make use of a standard QP solver by repeatedly solving a QP with
respect to an increasingly larger set of constraints. In each iteration, a new constraint
(or cut) is generated to reduce the feasible region of the problem, until the optimal
solution achieves a specibed precision' (Joachims et all, 2009b).

Algorithm T Hescribes the pseudo-code of a cutting-plane algorithm to train the
On-slackO SSVMs. In each iteration, and for each example, we solve a QP with the
current set of constraints W, the solution is our query point g (Line 5). To check
if the current query point is '-feasible, we brst compute the most violated label by
doing the loss augmented inference (Line 7), then check if g is ' -feasible for this
example (Line 8), if not, we generate a feasibility cut and add it to the working
setW (Line 9). This procedure is repeated until a '-feasible query point is found.

As a remark, in Algorithm 1[]ve can compute the structured hinge loss on the Ry
for each example (Tsochantaridis et all,|2004), i.e.,

% & '
&Y = max o, max Wy g+ .wh &xD g/ ). wk, &xD yiy/

in this case, the query point g = w(®),

Training the 1-slack SSVMs The O1-slackO SSVMs can be trained similarly as the
On-slackO SSVMs using cutting-plane methods. Here we replace theN cutting-plane
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Algorithm 1 A cutting-plane algorithm to train the n-slack SSVMs

1: Input : {(x0,yO}N - C,

2W=",S=",i"{1,...N} k=1

3: repeat

4: fori=1,...,Ndo

5 Generate query point g® = (w®,1®) by solving QP (
w.r.t. all constraints in W

6: " Query the oracle at point g as follows
7 Do loss-augmented inference:
p® = argmaxyy {HyD, 9+ .w®, &(xD, g/}
8: if g is not ' -feasible:
Wk g (x0,yDy) &(x®, @)+ < ogy® yh)) & then
9 Form a feagibility cutand update constraints:

W=WO0 .w,&xD yD)) &(x® @Ry ogy® ¢h)) &

Si=S0{9M}, k=k+1
10: end if
11:  end for
12: until q(¥ is ' -feasible for all training examples
13: return g

Algorithm 2 A cutting-plane algorithm to train the 1-slack SSVMs

1: Input : S= {(xO,yO)IN C,

22 W ="

3:fork=1,...,+( do

4. Generate query point ¥ = (w(®,&W) by solving QP (2.11)
w.r.t. all constraints in W

5. " Query the oracle at point ¥ as follows

6: Do loss-augmentgd inference: .

x-bl(k): argmaxy.y Wy D g+ .wh &(xO g/ -i
7. if g is'-feasible, i.e.,
LN w®,&(x0,y0y ) &(x®, g+ LN ogy® gy ) &K then

8: return o®
9. else
10: Form a feagibility cutand update constraints: '

W=WDO %! i’\il.W,&(X(i),y(i))) &(X(i),}bll(k))/, %! I’\il()/((y(l)’y)l(k))) &
11:  end if
12: end for

models (i.e., one cutting plane for each training example) with a single cutting-plane
for the training set in each iteration.

Algorithm Zﬂiescribes the pseudo-code of a cutting-plane algorithm to train the
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O1-slack® SSVMs. Similar to AIgorither., it generates a query point by solving a QP
with respect to the working set W (Line 4). However, to check whether the query
point g is ' -feasible, it does the loss-augmented inference to bnd the most violated
label for every example in the training set (Line 6), and then check feasibility (Line
7). If g is '-feasible, we are done and return g (Line 8), otherwise, we form a
feasibility cut and add it to the working set W (Line 10). This procedure is
repeated until a '-feasible query point is found.

As a remark, it generally becomes more difbcult to solve a QP when the set of
constraints becomes larger, MYller (2014) found that removing the least recently active
constraints (i.e., cuts) from the working set W can speed up the training of SSVMs.

Efbcient training via dualisation Recall that in Algorithm ll}nd @the separation
oracle solves a loss-augmented inference problem for each query point and each exam-
ple, which signibcantly reduces the scalability of the training algorithm. Techniques
have been developed to overcome this repeated inference, typically by exploring
the dual problem of either the loss-augmented inference or the structured hinge
loss (Taskar,| 2004; Taskar et al/, 2005; Meshi et al., 2010; Bach et|al., 2015).

In particular, if we can Pnd a concisdormulation of the loss-augmented inference
(i.e., the number of variables and constraints in this formulation is polynomialin L;,
the number of variables in y(), we can write its Lagrangian dual problem as

min - hi(w, ")

st. gi(w,";) 10,

where h;j(d and g;j(§ are convex in both w and ";. Combining this minimisation
over " with the minimisation over w and !, we have a joint and compact convex
minimisation problem (Taskar et al.,/2005),

VT!ir] %W( W ﬁi!:ll&

st. wl&(x®,yMy+ &, hi(w,")), -i (2.13)
gi(w,"i) 10, -i
I, 0"y, O -i.

If hi(d and g;(§ are linear functions of w and " ;, then Problem (2.13) is a quadratic
program with polynomial number of variables and constraints, which can be solved
using existing off-the-shelf QP solvers.
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Alternative training methods Besides the cutting-plane methods, there are a few
alternatives that have been developed to train the SSVMs, such as the sub-gradient
method (Ratliff et al., 2006) and Frank-Wolfe method (l.acoste-julien et al., 2013).

Recall that the objective of the SSVMs is

% & | m (

1 1 N . : N .

“wlw+ =1 max 0, max %y®, @) f(xO yD)) f(xO g

2 N, 'Y
observing that the structured hinge loss in the objective is not differentiable, however,
its sub-gradient with respect to w still exists, the sub-gradient method optimises
this objective by leveraging its sub-gradient to solve an unconstrained optimisation
problem. The Frank-Wolfe method optimises the brst-order linear approximation of
the quadratic objective in (2.8). It transforms the quadratic program into a series of
linear programs that can be solved more efpciently. In practice, these methods can
sometimes converge faster than cutting-plane methods.

To conclude, we have described a number of methods to efpciently train the
SSVMs, in the next section, we review efbcient inference techniques for prediction
given a trained SSVMs, in particular those that can decode paths in Markov chains.

2.4 Path decoding in Markov chains

In this section, we prst review the forward and backward approaches that solve two
typical problems in hidden Markov models (HMMSs), i.e., computing the probability

of an observed sequence, and identifying the most likely sequence of states for a
given observed sequence. These methods are better known as the forward-backward
algorithm and the Viterbi algorithm (and its backward variant). Interestingly, these
algorithms are closely related in the sense that they are different special cases of the
generalised distributive law (Aji and McEliece, 2000). Further, we review methods
that generalise either the Viterbi algorithm or its backward variant to bnd K most
likely state sequences for an observed sequence, which are known as the list Viterbi
algorithm (LVA). We leverage the LVA to solve the path decoding problem in Markov
chains, i.e., bnding the most likely path (i.e., state sequence without repeated states).
Finally, we review another approach for the path decoding problem based on the
integer linear programming formulation of the travelling salesman problem (TSP), as
well as a few heuristic algorithms. In Chapter Agwe show how these path decoding
techniques can be employed to address essential challenges in recommending paths,
e.g., in the task of recommending travel trajectories.
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T

0. > O —> - —> Oy

Figure 2.3: Graphical model of a hidden Markov model (HMM). The observed
sequenceO,0, a a@r is generated by a sequence ofT hidden states q,;qp a8 4.

24.1 The forward and backward approaches in HMM

Given a hidden Markov model (HMM) with N states and parameters! = ( A, B, (),

= {&}, B = {b(vi}, ( = {(i}, state sequenceq = it = hpaadr, G "
{s}I 1» and observation sequenceO.1 = 0;024a@r, Oy " { vm} mzl, as illustrated

in Figure where
bj(vim) = P(vm [ s)), 11j1 N,11 m1 M (2.14)
(i = P =s), 11i1N.

The forward-backward algorithms solve the problem of computing the likelihood
of an observed sequenceO; 1, and the Viterbi algorithm and its backward variant deal
with the problem of identifying the most likely sequence of states for an observed
sequenceO;.t. Interestingly, both problems can be computed either forwards or back-
wards along the observation sequence by making use of the conditional independences
encoded in an HMM:

®2 Ouroig G -t "{2....T},

20 ’ 't" 2,...,T,
2 Our % ,,{ ) (2.15)
Ot2 kst | o -t {1,...,T},
Ot2 Ogst | o, -t"{1,....T}.

We brst describe the forward approach of likelihood computation and sequence
identibcation, followed by the backward approach for these two problems.

The forward algorithm

The forward algorithm is based on the insight that the likelihood of observed sequence
Oq:1 can be computed from the likelihood of the sub-sequence Ogy) 4, i.€.,

P(Oyr;!') =1 P(Owt,0r = s;!),
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and observe that

+ y
POir.ar=s:;!)= | PO vani=sp)@P(ar=s|an1=s)
,- (2.16)
aP(O7 | ar = s),
where for simplicity, we debne
P(Out,q = s;!) = | P(Owt, 0y 1,6 = §3!)-
) 1
Let #(s) = P(Owt,q = si3!). (2.17)
Then by Eq. (2.14) and [2.16) the likelihood of Oyt is
P(Our;t) = 1 #1(s)
o+ ; (2.18)

I 1 #1)a(s) ag bi(Or).

P

We can repeat the procedure in ) to decompose#) 1(sj), in general, we have

: 8i ab(Oy), 1 t=1, (2.19)

th(s) =
&)= Lty a(s) &g B(Oy), t=2,....T.

Computing the #(s;) values by Eq. (2.19) is known as theforward algorithm and
the likelihood of the observated sequence O1.1is ! ; #7(S).

The Viterbi algorithm

To identify the most likely sequence of states for an observed sequence O.1, hote that

Opr = argmax P(Opr,th1;!).
.t

Further, similar to (2.16), we observe that the computation can be decomposed into
smaller sub-problems

2 3
max P(Oyr,qu7;!) = max max P(Orr, i) 1,071 = S3!)
ot i 2 Qur) 1
max P(Oq7,0u7) 1,01 = S;!) = max max P(Oqr) 1,001 2,01) 1 = Sji!) (2.20)
GuT) 1 j ) 2 3

aP(ar=slarn1=15s) a(Or|ar=s).
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Let #(s) = max P(O11, 1) 1.0 = Sis!), (2.21)
by Eq. (2.14) and [2.20) we have
2 5 6 3
max P(Ovt,quri!) = max #r(s) = max . max #1)1(s) ag b(O7) . (2.22)

We can repeat the procedure in ) to decompose#r) 1(sj), in general, we have

#(s) = giéh(ot)’ 8 = (2.23)
I “max; #y 1(s) 48 b(Oy), t=2,....T.

Computing the #(s) values by Eq. ) is known as the Viterbi algorithm, and a
sequenceq” = g;.; with highest probability can be identibed via back-tracking.

As a remark, the only difference between the forward algorithm (Eg. 2and
the Viterbi algorithm (Eq. is that the former uses summationand the latter uses
maximisation(Aji and McEliece| 2000). Computations in Eq. (2.18) and (2.22) can be
simplibed by adding dummy ( deterministig state qr+1 = St, ; and observation Oty 1,

P(O17;!')= 1 P(O17+1,0h7,0r+1= Ste13!) = #r+1(ST+1)

qQu.t

rglaTX P(Ovt,011;!) = rgﬁxp(ol:T+ LOLT Or+1 = Stepi!) = #rea(STyq)-

The backward algorithm

Alternatively, the likelihood of an observed sequence O;.1 can be computed backwards,
note that P(Oy1;!) = | ¢ P(Owt,0u7;!), and by Eq. ),

I P(Orr,aurs!)=1 1 P(aw= s,0T1,011;!)
qQut i 3_2:T
=1 1 P(or,O27|m=s;!) Pl=s)aP(O1|th=5)
i +Q2:T
I P(er,O27lau=s:!)=1 | P(@r,Os7|R=7s:!) P(e=s|au=s)aP(Oz2|g=5)
Ot j <y
(2.24)
Let $i(s)= | P(G+17.0m27 | & = Si3!), (2.25)
G+ 1.7

and by Eq. (2.14) and [2.24) we have

+

P(Opr;t) =1 $a(s)a(iab(0) =1 1 $a(s) &g abj(02) (i @x(01). (2.26)
i I J
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We can repeat the procedure in (2.24) to decompose$;(s;), in general, we have

-1, t=T
$(s) = o (2.27)
I $i+1(s) aa; ay(Or+1), t=T) 1 downto 1.

Computing the $i(s) values by Eq. (2.27) is known as the backward algorithmand
the likelihood of observation sequence O is ! ; $1(s) &( ; & (01).

The Obackward ViterbiO algorithm

We can also identify the most likely sequence of states for observations Ot by
computing backwards similar to (4.27), note that

max P (Oy.1,0u:7;!) = maxmaxP (o = s, o7, O1:13 ! )
ot i (0754
2 3
= max maxP(er,Oz7 | G = §i!) P(ta=s)8P(01]cn=s).
(2.28)
and by the conditional independences (2.15), we have

max P (d:7, Oz [ o = si;!) = maxmaxP (g = §,0a71,027 | th = s;5!)
G J 2Q3:T 3

max maxP (g, Oz | &2 = §;;1) (2.29)

j Sy

P(p=s|m=—s)aP(02]| p=-s).

Let
$i(s)= max P (G 11, Ovrar | & = 31), (2.30)

by Eq. (2.14), [2.28) and[(2.29) we have

I’TJFTXP(OLT, ;') max $1(s) & ab(0y)
- 2 3 (2.31)

max max $2(s) 4aj abj(02) (; abi(0y).

We can repeat the procedure in ) to decomposeﬂz(sj), in general, we have

-1, t=T

$(s) =
/ max; $¢+1(s) &a;j a(Or+1), t= T) ldownto 1.

(2.32)

Interestingly, if we compare the Viterbi algorithm (Eq. 2[23)|with Eq. (2[32)] we note
that the latter can be treated as the Viterbi algorithm works backwards, and a sequence
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q;.+ with highest probability can be identibed via forwardtracking.

As a remark, the only difference between Eq. () and ) is that the former
usessummationand the latter uses maximisation(Aji and McEliece, 2000). Computa-
tions in Eq. (2.26) and (2.31) can also be simplibed by adding dummy (deterministig
state gp = 3 and observation Oo,

PO1r;1)= 1 P(Oot. %= so.thri!)= ! P(Orr,tur | 0o = s5i!) = $o(sp)

Sk ik

rgﬁx P(Ovit,0uT:!) = rgﬁx P(Oot,0 = So, GuT;!) = er‘TX P(Orr, a7 | o= s5;!) = $o(s0).

2.4.2 The list Viterbi algorithm

For tasks such as decoding digital signals corrupted by noise (e.g., speech recognition),
it has been shown that considerable improvement can be obtained when a list of top

K > 1 best sequences through the HMM trellis graph can be utilised (Ostendorf et al.,
1991; Seshadri and Sundberg, 1994; Nill and Sundberg| 1995; Stolcke et al., 1997). In
this section, we describe algorithms that generalise the Viterbi algorithm to bnd the
top K best sequences from a HMM, which are known as the list Viterbi algorithm (Nill
and Sundberg, |1995%; Nilsson and Goldberger,|2001).

The list Viterbi algorithm (LVA) can be employed to decode paths in a HMM
by sequentially searching the next best sequence through the trellis graph until the
specibed number of paths are found. In Chapter @ we make use of the LVA to deal
with two challenges for path recommendations: incorporating multiple ground truths
in training and eliminating loops in prediction.

Let ) ¢(s.,s)) denote the likelihood of an observed sequence Oq.1 such that the
states at timet and t + 1 ares and s; respectively. By Eq. (2.17) and (2.25) we have

Yi(s,s)= | P(Or1,tit) 1,6t = S, G+1 = Sj, G213 !)
3_1:1) 14+ 2:T

I POut, )y . = S;!) P(Gh+1= S| % =5)aP(O+1| Gh+1=5)
_?_1:1)1 (233)

a | P(Ouar, o1 | Ge1=55!)

O+ 2:T

#(s) éa;j abj(Or+ 1) %1+ 1(s))-

We note that ) ((s;, ;) is the marginaljoint probability of all possible pairs of observations-
states (O1.1, O11) 1S Sj G+ 2:7) given an HMM. Similar to Section we can com-
pute the maximum joint probability over all possible pairs of observations-states



a2.4 Path decoding in Markov chains 23

(O17, Guy) 1§ S G+21), by Eq. (2.15), [(2.21) and|(2.30) we have

Pa(sis) = max P(Orr,Gut) 1,G = S, G2 = S, Gre2mi!)

%11) 1t+2:T 3

= maxP(Out,tht) 1,G = S3!) P(Gh+1= 5| =5) &P (Orr1| G+1= )
2Ch:t)1 3
a qmaz-?T(P(OHZ:T’QHZ:T | G+1=55!)

#(s) aa; ab;(Or+1) ad. 1(s;)-

(2.34)

Nilsson and Goldberger|(2001) proposed an algorithm to bnd K(K > 1) most
likely state sequences for a given observed sequenceO, -1 using information encoded
in ¥ (Eq.[2.33). It cleverly partitions the space of possible state sequences into subsets
and identibes the most likely state sequence in each subset, this procedure is repeated
until all K most likely state sequences have been found.

Algorithm 3 shows the pseudocode of the method of Nilsson and Goldberger
(2001), it uses a max-heap to keep track of the sequence with the highest probability
in each subset (Line 5, 7, and 14). For a sequence with the highest probability (in a
subset), the algorithm maintains a partition index (i.e., the time instant at which the
sequence diverges from the previous best sequence, Line 9) and an excluding set (i.e.,
a set of states that should be excluded at the time instant indicated by the partition
index when computing the most likely state sequence in the partitioned subset, Line
11). A property of ¥ (Nilsson and Goldberger, 2001, Theorem 1) has been employed
to efbciently compute the probability of the most likely state sequence in a subset as
well as to identify the state sequence itself (Line 12 to Line 13).

Comparison of LVA variants

We compare three typical variants of the LVA (i.e., parallel LVA, serial LVA and
Algorithm Cﬂ]in terms of their time and space complexity.

The parallel LVA (Seshadri and Sundberg,| 1994) bnds theK best state sequences
simultaneously by computing the K best state sequences in each state at each time
instant. The idea is caching all the K best scores (i.e., probabilities) at each time
instant instead of the best score as that in the Viterbi algorithm. This needs to bnd
the K best scores among theNK accumulated scores at each state and at each time
instant (Seshadri and Sundberg|,|1994, Eg. 6), which can be achieved by sorting the
NK accumulated scores in time O(NK log(NK), or using an order statistics selection
algorithm (Cormen et al.,| 2009, Chapter 9) with time complexity O(K &NK). Since
the above step is carried out NT times, the time complexity of the parallel LVA is
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Algorithm 3 The|Nilsson and Goldberger|(2001) list Viterbi algorithm
1. Input : HMM parameters !, observations O4.1, sequence lengthT,
the number of most likely sequences K.

2: Initialise max-heap H, resultsetR=",k= 1.

3: Compute #(s) (Eq.[2.21)3(s) (Eq.[2:30) and¥(s.5)) (Eq.[2.3)).

4: ldentify a sequence with the highest probability (Eq. 4.23) via back-tracking: let

gt = (q[l] [1]) be the sequence andrl be the correspondlng probability.

5: H.push(rf, (q[1],n|I )

6: while H$ ' and k1 Kdo

7. M, (g, 1,9) = H.po)
Extract a state sequence with thek-th highest probability from the max-heap
H: rK is the probability of qfK = ( q[k] . [k]) | is the partition index, and Sis
the excluding set.

8:  Add gl to the result set R.

-1, | =nil

9 %=
/I, otherwise

10 for t=4%0 T do

- S0{qd}, t=1%

11: o= ”
/ {a'}, otherwise
Bq{'ﬁl . L %= 1t0t) 1
’ %—
12, qu= ) ATgMaX Mo (a9 =t
argmax { By 1,40y 1,9}, 15 tH1t0 T
S
[K]
13; r=rMa Mo “(qt) v c[h]) (Nilsson and Goldberger, 2001, Theorem 1)
) 1t(qt) )
14: H.pusHr, (q,t, S%)
15:  end for
16: k= k+ 1
17: end while

18: return result set R

O(N2KT log(NK)) or O(N?K?2T). To analyse the space complexity, note that we need
O(NKT) space to store all sequence states, andD(NK) space for the NK accumulated
scores at a time instant. Therefore, the space complexity of parallel LVA is O(NKT).
The serial LVA (Seshadri and Sundberg, 1994) Pnds theK best state sequences one
at a time. It leverage the insight that the globally second best state sequence diverges
from the globally brst best sequence at some time instant, and it merges with the
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globally brst best sequence at a later time instant and never diverges again, since any
subsequent divergence will result in a higher cost (lower score) sequence. Similarly,
the third globally best sequence is either the locally third best sequence with respect
to the globally prst best sequence (i.e., excluding the globally second best sequence)
or the locally second best sequences with respect to the globally second best sequence.
This reasoning can be generalised to bPnd theK-th best state sequence given the brst,
second, ...,(K) 1)-th best state sequences.

To analyse the time complexity of the serial LVA, note that

¥ computing the globally best sequence using the Viterbi algorithm in time  (N2T),
i.e., blling in a table with NT cells where each can be computed inO(N) time.

¥ computing the locally second best sequences after identifying the globally k-th
(k= 1,...,K) 1) best sequences. This requiresN additions and comparisons
in (Seshadri and Sundberg, 1994, Eqg. 9) for each time instantt " { 1,...,T},
which can be upper bounded by O(NT). Thus, for all K best sequences, the
time complexity is O(NKT).

¥ Suppose we use a priority queue to keep track of the locally best sequences, the
additional cost related to insertionand extracting besbperations can be upper
bounded by O(KT log(KT)). In other words, the total number of sequences in
the priority queue is KT at most, and the time for each insertion or extraction
can be upper bounded by log (KT).*

Adding up these terms, the time complexity of the serial LVA is O(N?T + NKT +
KT log(KT)), and the space complexity is) (NT + KT + NTK) i.e., the path matrix
and the OmergeO count array|(Seshadri and Sundberd, 1994, Eq. 9).

The analysis of the time complexity of Algorithm 3[i$ similar to that of the serial
LVA. First, the cost of the Viterbi and Obackward ViterbiO algorithms is O(N2T), then
the partitioning operations and the computation of the best sequence in each partition
cost O(K ANT). Lastly, the insertion and extraction of sequences costO(KT log(KT))
if we use a priority queue. This results in O(N?T + NKT + KT log(KT)). The space
complexity of Algorithm 3[i5

O(NT + KTA&(1+ T+ 1+ N))= O(KT?+ NKT).

As a remark, the parallel LVA needs to specify the value of K as an input of the
algorithm, however, in practice, we usually do not know the value of K beforehand.

“4A tighter bound is O. ! Ezllog(kT) = O(Klog(T) + log(K!)), which can be further simpliped
using the StirlingOs formula (Dutkal [1997).
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Table 2.2: Time and space complexities of three typical list Viterbi algorithms.

LVA variants Time complexity Space complexity
Parallel LVA O.N2KTlog(NK)" or O N2K2T"  O(NKT)

Serial LVA O N2T + NKT + KTlog(KT)! ) (NT + KT+ NKT)
Nilsson and Goldberger (2001) O N2T + NKT + KTlog(KT)’ O(KT?+ NKT)

In this case, the serial LVA and Algorithm ZﬂNilsson and Goldberger, 2001)|are
applicable as both algorithms sequentially Pnd the next-best state sequence.

Table[2.2 summaries the time and space complexity of the three LVA variants.

Although the serial LVA and Algorithm 3 Ere ostensibly different, it turns out that
these two algorithms are in fact computing the same fundamental quantities (Menon,
2017; Menon et al|, 2017). In particular,|Menon (2017) showed that, similar to the
forward and backward approaches described in Section P.4.1, the only difference
between the serial LVA and Algorithm 3@5 simply that the former works forwards
and the latter works backwards.

2.4.3 Sub-tour elimination in s-t path TSP

Another technique that can decode paths in Markov chains was developed for the
travelling salesman problem (TSP). Given a complete graph with N nodes, the travel-
ling salesman problem is to Pnd a shortest route that visits each node exactly once
and Pnishes at the starting node. The s-t path TSP is a variant of TSP that bPnding a
shortest path with bxed endpoints sand t (Hoogeveen, 1991 An et al., 2015).

Let d; be the distance between nodei and node j, the s-t path TSP can be
formulated as an integer linear program (ILP):

max I Gij Zjj
X,u i
s.t. Zij "{0,1},Zii:0, Ui"Z, -i,j"{l,...,N}
N N N N
! Zi1 = 0, I Z]_j =1, I ZiN — 1, I ZNj =0, (235)
i=1 =1 i=1 =1
N N
! Zij:! Zjill, -i"{2,...,N) l} (236)
=1 =1
N) 1 N
I 1 z=N) 1, (2.37)
i=1j=2
Ui) Uj+ 11 (N) 1)(1) Zij)- -i,j "{ 1,...,N} (238)

For brevity, here we index the nodes such that sis node 1 and t is node N. The
binary variables z; are true iff node i is visited immediately after visiting node j;
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integer variable u; tracks the rank of node i in the shortest path.®> Constraint ()
ensures the path starts at node s and ends at t. Further, no self-loops are allowed (i.e.,

zj = 0), and each node should be visited exactly once (Constraints[2.36 and 2.37). In
particular, Constraint (2.38) ensures we do not have (disjoint) cycles (i.e., sub-tourg in

the resulting path, as per Miller et al. (1960).

We can adapt the above ILP formulation to compute the most likely path of states
for a hidden Markov model given the length of path. In particular, we maximise both
the transition likelihood and emission probabilities. However, in order to incorporate
observations O;.7 in the objective of the ILP formulation, we need N?(T) 1) binary
variables (instead of N2 variables in the ILP formulation for the s-t path TSP) where
decision variable zj; = 1represents thatq = s and g+1 = Sj, and constraints @
) should be adapted accordingly. Similar to the LVA, we can bnd the K most likely
paths instead of just one most likely path in a sequential manner, i.e., by encoding the
prst, the second, ..., theK) 1-th most likely paths in new constraints when computing
the K-th most likely path.

2.4.4 Heuristic algorithms

Besides the list Viterbi algorithm and the approach based on the ILP formulation
of the s-t path TSP, there are many heuristic algorithms that solve the problem of
decoding path in Markov chains, which do not necessarily return the optimal path
but can work efpbciently. A straightforward approach is to post-process the sequence
decoded by the Viterbi algorithm, e.g., simply skipping a state when it appears for
the second time; however, this approach will result in a shorter sequence if the one
decoded by the Viterbi algorithm contains duplicate states. To mitigate this problem,
Menon et al.|(2017) proposed to decoding a longer sequence than required using the
Viterbi algorithm before the post-processing.

Another heuristic approach is to decode the sequence using a greedy method. At
each decoding step, it can either choose the best state or cachingK best states (i.e., the
beam search method) to avoid a state being included more than once in the resulting
path. Alternatively, if the path decoding problem can be formulated as an instance of
the TSP, for example, by bxing a subset of states, then heuristic algorithms of the TSP
can also be applied, e.g., the Christobdes algorithm® which can bnd a path that has at
most 1.5 times the cost of the optimal path in polynomial time (Christobdes, 1976).

SThis is easy to observe if we assume the shortest path is ordered from node ( ;1 to node ( y, i.e.,
Z(((w: = 1L t"{1,...,N) 1}, by Constraint ( we have u(,,, , u(, + 1, which means, in the
shortest path, the t+ 1-th node is ranked higher (with a margin of at least 1) than the t-th node.

6Note that the Christobdes algorithm approximately solves the metric-TSP that requires the edge
weights in the complete graph to satisfy the triangle inequality.
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2.5 Binary classibcation and bipartite ranking

We have reviewed techniques that form the foundation of efpcient path recommen-
dation. In this section, we describe the problems and related techniques that can
help us achieve efbcient set recommendation. In particular, we review a few closely
related loss functions for the problem of binary classibcation and bipartite ranking,
which will be employed in Chapter 5[tb enable efbcient recommendation of sets in
the context of music playlists.

Given a sample of instances (or examples) with binary labels, binary classibcation
is the problem of learning a binary-valued function that gives + 1 labels for positive
instances and) 1 labels for negative instances.” A related problem is bipartite ranking
which learns to rank positive instances above negative instances.

Let X be the instance space, andD = S: 0S) denote the binary dataset, where
S+ = {(x+, +1)} is a set of positive examples, and Sy = {(x),) 1)} is a set of nega-
tive examples. Examplesx+, xy " X , e.g., D-dimensional feature vectors. Further, we
use M+ and My to denote the number of positive and negative examples, respectively.

25.1 Loss functions for binary classibcation

The binary-valued prediction function for a binary classiber is generally not directly
learned, rather, we prst learn a real-valued scoring function f : X # R, then compare
the score of a particular input with a threshold ! to get a binary prediction. The
misclassibcation loss of f on binary dataset D is the number of incorrectly classibped
examples. Taking care of ties, we have

% ( % (

REE = 1 1F(xe) < 1"+ SUf(x)= 1" + 1 1f(x)> 1"+ S1f(xg)= 1" |
X+"S 4+ 2 x) "S) 2
(2.39)

where & is the indicator function that represents the 0/1 loss.

To practically optimise the misclassibcation loss Rgfl we replace the indicator
function in (2.39) with one of the convex surrogate of the 0/1 loss to upper bound
R5¢ , in other words, we have

Rop 1 1 M(f(x)) D+ 1 1) f(x)).
X+“S+ X)“S)

For example, let! = 0 and !(z) = max(0, 1) 2) (i.e., the hinge loss), we get the
empirical risk of the support vector machines for binary classibcation.  Alternatively,

"The labels for binary classibcation are also (widely) denoted as {0, 1} or { True , False }.
8As a remark, loss functions for binary classibcation can be independent of the threshold, a
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let! = 0and !(z) = € Z (i.e., the exponential loss) results in the objective of Ad-
aBoost (Freund and Schapire, 1997), and here we review two generalisations of it. The
Prst one is known as the Cost-Sensitive AdaBoog#Ertekin and Rudin, 2011)

R°4(f,D)= | exp() f(x+))+ C | exp(f(x))), (2.40)
X+ "S 4 % "S)

where C is a weighting parameter. Another generalisation of the AdaBoost is the
P-Classibcatior{Ertekin and Rudin, 2011)

RP(f,D)= 1 exp() f(x+))+ 1 I exp(pf(x))), (2.41)
X+"S + X)"S)

where p" R™ is a hyper-parameter.

It turns out that both the Cost-Sensitive AdaBoost (Eq. and the P-Classibcation
(Eq.[2.41) are closely related to the P-Norm Push (Eq.[2.4B)|(Ertekin and Rudin,
2011). This inspires a more general relation between bipartite ranking and binary
classibcation, which will be described in the next section.

2.5.2 Loss functions for bipartite ranking

Given an example space X, let f : X # R be a function that can score an example

x " X . The misranking loss of f on binary dataset D is the number of positive

examples that are ranked below any negative example. Accounting for ties, we have
% (

R (D)= 1 1 ) < 10)"+ S1T) = (0)" . (242)
X+ + X) )

Since the 0/1 loss is a non-differentiable function, to practically optimise the loss
of the scoring function f on dataset D, one approach is to upper bound the 0/1 loss
with one of its convex surrogates !(z) , 'z 1 0" (e.g., the exponential loss!(z) = € Z,
the logistic loss ! (z) = log(1+ € 2), or the squared hinge loss ! (z) = [ max(0, 1) 2)]?).
In other words, we can upper bound the misranking loss as

ROL(F,D)L I 1 I(f(x)) f(x))).
X+"S + X) "S)

If we measure the quality of a ranking function by the area under the ROC curve
(AUC), loss functions for bipartite ranking are often variants of the misranking loss,

typical example is the loss function for logistic regression (i.e., the log loss or the cross entropy
loss), where the prediction function f : RP # [0, 1] outputs a probability and the loss of f on D is

RO9(f,D)=) 1 x,»s, log f(x+)) ! s, log(1) f(x))).
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which is related to 1) AUC (Ertekin and Rudin,|2011). For example, the objective of
P-Norm Pushis debned as (Rudin, 2009):
+ ' p
RPM(f,D)= | I (f(x+)) f(x)) (2.43)
% "S) X+"S.

where p" R* is a parameter that acts as a soft maximum for the highest scoring neg-
ative example. It reduces to the objective of RankBoost if we employ the exponential

surrogate loss ! (z) = € Zand let p= 1 (Freund et al},[2003).
Recalling the debnition of inPnity norm (or maximum norm)

# $1/p

*z¢ = max|z| = lim 1 |z|P :
[ p# +( i

we have
0 1 *

Rf(f,D)= lim RP(f,D)

k=1l

= n‘lax | |(f(X+)) f(X) )) , (244)

X) ) X+ "S +

which is the objective of Inbnite Push(Agarwal, 2011). Further,
% (
RP(f,D)= | I f(xs+)) max f(x)) , (2.45)
X+"S 4+ %) "S)
which is the objective of Top Pushand RPP = R{ if the convex surrogate of the 0/1
loss ! (9 is non-increasing and differentiable (Li et al., 2014).

Intuitively, the Top Push penalises the scenario where any positive example is
ranked below the highest-ranked negative example. If we penalise the scenario where
any negative example is ranked above the lowest-ranked positive example, this results
in the objective of Bottom Push(Rudin/ 2009),

% (

RPP(f,D)= | ! min f(x:)) f09) . (2.46)
X) "S) X+ 7o+

It has been shown that the loss functions of binary classibcation and those of
bipartite ranking are closely related (Ezrtekin and Rudin, 2011; Menon and Williamson,
2016). In particular, Ertekin and Rudin (2011) showed that the P-Norm Push and
P-Classibcation share the same minimiser(s) when the scoring function takes the form
of a linear function, and the P-Norm Push employs the exponential surrogate loss
I(z) = € Z. In addition, it also showed the RankBoost and Cost-Sensitive AdaBoost
share the same minimiser(s). These results can be generalised to a parametric family
of bipartite ranking and binary classibcation losses, see Appendix E]for details.
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2.6 Multi-task learning

The last technique we review is the multi-task learning paradigm, which will be
employed to jointly learn user representations in Chapter Eﬂ Given a number of
related tasks, a natural approach is to learn each task independently. However, many
work suggest that learning all the related tasks simultaneously can generally enjoy
better generalisation performance (Caruana, 1993, 1997; Ruder, 2017). This paradigm
of learning multiple tasks at the same time is called multi-task learning

A typical approach to multi-task learning is to optimise the losses of all related
tasks at the same time with shared representations, i.e., hard parameter sharing (Ruder,
2017). In particular, given T related tasks, we optimise the following objective:

T
min ) (1)+ 1 R(!), (2.47)
! t=1
where ! is the shared parameters,) (!) is the regularisation term, and R;(!) is the
empirical risk of the t-th task.

An alternative approach to multi-task learning is to use separate representations
for different tasks, but encourage related tasks to have similar representations, e.g.,
via regularisation, i.e., soft parameter sharing (Ruder, 2017). Suppose we use!,
regularisation to encourage similar parameters for related tasks, we can optimise

* T
mn =1 *1) 12+ 1 R(1y), (2.48)

PldT £ e t=1

where * " R* is a regularisation constant, tasks t and t*are related, and ! is the
parameter for task t.

A particular application of the multi-task learning paradigm is to perform  multi-
label classibcatigwvhere we have a set of m class labels{l,...,In}, and an instance
x " RP is associated with a subset of labels, which can be represented with a m
dimensional binary vector y = (yy,...,ym) wherey; = 1,j"{ 1,...,m} if and only if
label I; is associated with the instance x.

Formally, given a set of N instances and their associated labelsS = {(x;,yi)} X,
as the training set, multi-label classibcation is to learn a function f :RP #{ 0,1}™
(from S) that can predict the set of labels for any new instance x”not seen in S. In
practice, both the hard parameter sharing approach (Huang et al.,| 2013; \Wang et al/,
2016; Li et al|,2017) and the soft parameter sharing approach |(Xue et al., 2007; Read
et al.,[2009; Dembczy wski et al., 2010; Guo et al., 2011; Wu and Zhou, 2017) have been
successfully employed to solve multi-label classibcation problems.
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2.7 Summary

This chapter presents the problem of recommending structured objects (Section 2.1))
and reviews the classic techniques for recommender systems (Sectio). We focus
on the path and set recommendation problems and review techniques that enable
efbciently training (Section and inference (Section) for structured prediction,
the loss functions of bipartite ranking and binary classibcation (Section 2.5}, as well as
the multi-task learning paradigm (Section . These techniques form the foundation
of efbcient recommendation of paths and sets. In the next chapter, we investigate the
problem of recommending travel trajectories B an instance of path recommendation.



Chapter 3

Feature-based Travel Trajectory
Recommendation

In this chapter, we study the problem of recommending trajectories to travellers. A
travel trajectory (or tour) consists of a sequence of points-of-interest (POIs). Further,
a traveller is unlikely to make multiple visits to the same POI in a tour (in general),
which suggests the recommended trajectory should be a path (Section ). We
describe the typical settings of travel recommendation in Section and investigate a
number of approaches to recommend paths based on POI ranking and route planning
(Section[3.5), followed by empirical evaluation and discussion (Section B.6).

3.1 Introduction

A large amount of location traces are becoming available from ubiquitous location
tracking devices. For example, FourSquare has more than 50 million monthly users
who have made 12 billion check-ins (Foursquare| 2019), and Flickr hosts over 5 billion
photos, many with geolocation metadata (I-lickr,{2019). This growing trend in rich
geolocation data provides new opportunities for better travel planning traditionally
done with written travel guides. Good solutions to these problems will in turn lead
to better urban experiences for residents and visitors alike, and foster sharing of
even more location-based behavioural data. This work proposes a novel solution to
recommend travel routes in cities.

There are several typical settings of recommendation problems for locations and
routes, as illustrated in Figure The brst setting can be called POl recommendation
(Figure El]a). Each location (A to E) is scored with geographic and behavioural
information such as category, reviews, popularity, spatial information such as distance,
and temporal information such as travel time uncertainty, time of the day or day of the
week. Figure 3.1b illustrates the second setting: next location recommendatipwhere
the input is a partial trajectory (e.g., started at point A and currently at point B), the
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(a) POl Recommendation

(b) Next Location Recommendation

(c) Trajectory Recommendation

Figure 3.1: Three settings of travel recommendation problems. Node size: POI score;
edge width: transition score between pairs of POls; grey: observed; star: starting
location; Rag: ending location. See Sectiorf 3.]L for details.

task of the algorithm is to score the next candidate location (e.g, C, D and E) based on
the perceived POI score and transition compatibility with input A # B. Itis a variant
of POI recommendation except both the user and locations travelled to date are given.

Here we consider the Pnal setting: trajectory recommendatiofFigure 3.1c), where
the input are some factors about the desired route, e.g., starting point A and end
point C, along with auxiliary information such as the desired length of trip. The
algorithm needs to take into account location desirability (as indicated by node
size) and transition compatibility (as indicated by edge width), and compare route
hypotheses such as A-D-B-C and A-E-D-C.

All these settings have been broadly studied (Bao et al., [2015; Zheng,| 2015 Zheng
et al.,|2014). We note, however, that two desired qualities are still missing from the
current solutions to trajectory recommendation. The Prst is a principled method to
jointly learn POI ranking (a prediction problem) and optimise for route creation (a
planning problem). The second is a unibped way to incorporate various features such
as location, time, distance, user proble and social interactions, as they tend to get
specialised and separate treatments. This work aims to address both challenges. Our
main contributions are as follows:

¥ We propose a novel algorithm to jointly optimise point preferences and routes.

We bnd that learning-based approaches generally outperform heuristic route
recommendation (Lim et al., 2015). Incorporating transitions into POI ranking
results in a better sequence of POIs, and avoiding sub-tours further improves
performance of classical Markov chain methods.

¥ Our approach is feature-driven and learns from past behaviour without having

to design specialised treatment for spatial, temporal or social information. It
incorporates information about location, POI categories and behaviour history,
and can use additional time, user, or social information if available.
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¥ We show good performance compared to recent results (Lim et al., 2015), and
also quantify the contributions from different components, such as ranking
points, scoring transitions, and routing.

¥ Lastly, we propose a new metric, pairs-F 1, to evaluate trajectories, it captures the
order in which POls are visited. Pairs-F 1 lies between 0 and 1, and achieves 1 if
and only if the recommended trajectory is exactly the same as the ground truth.

3.2 Problem statement

Recall that a travel trajectory or tour is a sequence of POls. Given a set of POIsP
in a city, and a set of historical travel trajectories from visitors, the travel trajectory
recommendatioproblem is to suggest a trajectory through the city with regards to
user specibed constraints. In this thesis, we use atrajectory queryto capture the
constraints and group the tours that satisfy these constraints to form a training
setS = {(q(‘),{y(”)}j'\iil)}i’il, where g() is the i-th query and y(l) is one of the N;
trajectories with respect to the constraints specibed in g). Typically, no POI will be
visited more than once in a tour (i.e., a tour is a path), and therefore we formulate the
problem of recommending travel trajectories as an instance of path recommendation
(Section[2.1.1). In this chapter, we consider the task of recommending one trajectory for
a given query, the problem of recommending multiple trajectories will be addressed
in Chapter E Further, we debne a trajectory query as q = ( ps, Pe, L), Where ps, pe " P
are respectively the start and end locations of a desired trajectory, and L is the number
of POIs (including ps and pe) the user wish to visit.

There have been other formulations of the tour recommendation problem (Gionis
et al.,|2014; Lim et al., 2015; Chen et al}, 2017b; He et al., 2018), for example, instead of
constraining the number of POls to visit, LLim et al. (2015) and He et al. (2018) used a
query g = ( ps, Pe, T) Where T is the time budget for a desired trajectory; Gionis et al.
(2014), on the other hand, restricted the maximum distance of a trajectory, i.e., with a
query q= ( ps, Pe; D) where a recommended trajectory can not have a distance larger
than D. There is also work that omits the end location from the query to accommodate
other recommendation scenarios, which results in a query q = ( ps,L) (Chen et al/,
2017b). Further, the query can be generalised to include constraints such as the venue
type, or any restrictions that might be specibed by the end user (Gionis et al., 2014).

3.3 Related work

We summarise recent work most related to formulating and solving learning problems
on assembling routes from POIls, and refer the reader to recent surveys (Bao et al.,
2015; Zheng, 2015 Zheng et al,, 2014) for general overviews of the area.
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3.3.1 Solutions for typical travel recommendation problems

A popular approach for the POI recommendatioproblem (Figure E}a) is to recom-
mend POls with a collaborative bltering model that learns user-location afbnity (Shi
et al.,|2011), with additional ways to incorporate spatial (L.ian et al.,|2014; Liu et al.,
2014), temporal (Yuan et al., 2013| Hsieh and Li,| 2014; Gao et &l!, 2013), or spatial-
temporal (Yuan et al.| 2014) information. It can also be in discovery mode, such as
identifying points-of-interest (Zheng et al., 2009;|Li et al.,|2015) and includes efpbcient
guerying of geographic objects for trips (Hashem et al., 2015).

Current solutions to the next location recommendatiguroblem (Figure E})) include
incorporating Markov chains into collaborative bltering (Rendle et al., 2010; |Cheng
et al/,|2013; Zhang and Wang, 2015), quantifying tourist trafbc Row between points-
of-interest (Zheng et al., 2012), incorporating regional inBuence of POIs via latent
factors (Lu et al., [2018), formulating a binary decision or ranking problem (Baraglia
et al/,|2013), and predicting the next location with sequence models such as recurrent
neural networks (Liu et al.,|2016b; Lu et al.| 2018).

Existing work on trajectory recommendatiofirigure @c) either uses heuristic com-
bination of locations and routes (Lu et al.,|2010; [Lim et al.| 2015;|Lu et al.,|2012), or
formulates an optimisation problem that is not informed or evaluated by behaviour
history (Gionis et al.| 2014};|Chen et all,[2015). Joint learning of location preferences
and routes remains an open problem. Motivated by this observation, we formulate a
learning problem to score the whole trajectory by taking into account both individual
POI properties and relationships among different POls.

3.3.2 Methods for ranking locations and trajectories

The classic collaborative pltering, or the matrix factorisation family of techniques have
been applied to places and trajectories to learn the hidden representations of POI
and trajectory (Shi et al.} [2011; Cheng et al.| 2013; Zhang and Wang, 2015), which can
then be employed to rank POls and trajectories. Alternatively, user specibc scores
for locations can be assigned according to, e.g., user preference and popularity of
POls (Debnath et al),|2018). Another type of method regards route recommendation
as a planning problem (Gionis et al., 2014; Lim et al., |2015; He et al.,| 2018). The
TripBuilder system (Brilhante et al., 2013) Prst solves a maximum coverage problem for
user preference and then solves the TSP for routing. He et al. (2018) suggest trajectories
using integer programming and local search that leverage user and POl embeddings
jointly learned by the Bayesian Personalized Ranking approach. Anagnostopoulos
et al, (2017) recommend tours for a group of travellers by solving a planning problem
that generalises the orienteering problem. Chen et al. (2018) adopt the Q-learning
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algorithm to successively generate personalised bicycle trips.

The collaborative bltering approaches rank POls but do not take into account the
sequence that a trip is taken. On the other hand, the planning approaches assume a
pPxed objective function that is not directly optimised to predict user behaviour. There
have been a few approaches that jointly consider POI preferences and routes (Lu et al.,
2012; Kurashima et all,[2010; Chen et al/, 2015).

3.3.3 Features and information employed

A diverse set of available information have been employed, such as geographic, time,
user properties, and subjective opinions. Approaches for modelling space include
geolocation-informed matrix factorisation (Lian et al., 2014), spatial topic models (Hu
and Ester,|2013), neighbourhood information (Liu et al., 2014), exploiting sequential
information with additive Markov chains (Zhang et al., 2014),|and enriching location
with the information for venues (Deveaud et al., (2014, 2015). Important variants
to consider for modelling time include travel time (Gao et al., 2013)| constructing
time-aware routes (Yuan et al.| 2013; Hsieh and Li, |2014), time-of-day and day-of-
week (Chen et al.,|2015), POI availability and uncertainty in travelling time (Zhang
et al.,|2015a). There are a number of approaches that jointly consider space and
time (Yuan et al.| [2014;| Zzhang and Wandg, 2015), such as modelling the correlation
between check-in time and location (Gao et al., |[2013).

Inferring user attributes and preferences has been an important consideration (l-iu
et al.,|2013).[ Chen et al.|(20113) recommend places to travellers based on user demo-
graphics and travel group types (e.g., couple, family and friends) from online photos.
Ference et al. (2013) tailors the recommendation for out of town users. Subjective
opinion is an important information source for decision making, in addition to past
behaviours. Zhang et al.| (2015b) use written reviews for POl recommendation. Le
and Pishval (2016) integrate the weather condition, public transportation and cultural
events in a number of Japanese cities to form tours that account for usersO time and
budget constraints. The novel work from Quercia et al. (2014) crowd-source judge-
ments about the beauty, quietness and happiness of places, and then constructs routes
with these subjective criteria.

3.4 Query features and POI transition

In the tour recommendation problem, the training data consists of a set of tours of
varying length in a particular city. We consider only POls that have been visited by
at least one user in the past, and construct a graph with POls as nodes and directed
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edges representing the observed transitions between pairs of POls in tours.

We extract the category, popularity (number of distinct visitors) (De Choudhury
et al},|2010), total number of visits and average visit duration for each POI. POls are
grouped into 5 clusters using K-means according to their geographical locations to
refRect their neighbourhood. Furthermore, since we are constrained by the fact that
trajectories have to be of length L and start and end at certain points, we hope to
improve the recommendation by using this information. In other words, we use the
query g = ( ps, Pe, L) to construct new features by contrasting candidate POIs with ps
and pe. For each of the POI features (i.e., category, neighbourhood, popularity, total
visits and average duration), we construct two new features by taking the difference of
the feature in POI p with psand pe respectively. For the category (or neighbourhood),
we set the feature to 1 when their categories (or cluster identities) are the same and
) 1 otherwise. For popularity, total visits and average duration, we take the real
valued difference. Lastly, we compute the distance from POl pto ps (and pe) using the
Haversine formula (Sinnott,| 1984), and also include the required length L as a feature.

In addition to information about each individual POI, a tour recommendation
system would benebt from capturing the likelihood of going from one POI to another
different POI. One option would be to directly model the probability of going from any
POI to any other POI, but this has several weaknesses: Such a model would be unable
to handle a new POI (one that has not yet been visited), or pairs of existing POls
that do not have an observed transition. Furthermore, even if we restrict ourselves to
known POls and transitions, there may be locations which are rarely visited, leading
to signibcant challenges in estimating the probabilities from empirical data.

We model POI transitions using a Markov chain with discrete states by factoris-
ing the transition probability P(pj|pi).i,j " { 1,...,|P|} as a product of transition
probabilities between pairs of individual POI features, assuming independence be-
tween these feature-wise transitions. The popularity, total visits and average duration
are discretised by binning them uniformly into 5 intervals on the log scale. These
feature-to-feature transitions are estimated from data using maximum likelihood
principle. The POI-POI transition probabilities can be efpciently computed by taking
the Kronecker product of transition matrices for the individual features, and then
updating it based on appropriate normalisation as well as three additional constraints.
First we disallow self-loops by setting the probability of P(pi|pi).i"{ 1,...,|P]|} to
zero. Secondly, when a group of multiple POls have identical (discretised) features, we
distribute the transition probability uniformly among POls in the group. In particular,
the incoming transition probability (from other POIs or the group itself) is distributed
uniformly among POlIs in the group, while taking care of the requirement that no POI
self-loop is allowed. The outgoing transition probability of a POI in the group is set
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Figure 3.2: Transition matrices for two POI features from Melbourne: POI category
and neighbourhood.

to equal that of the group. Third, we remove feature combinations that has no POl in
dataset. Figure[3.2 visualises the transition matrices for two POI features, category
and neighbourhood, in Melbourne.

3.5 Tour recommendation

In this section, we brst describe methods to recommend points and routes, then
propose an approach to combine them for trajectory recommendation. Lastly, we
propose a method to avoid sub-tours and describe alternative approaches briely.

3.5.1 POl ranking and route planning

A naive approach would be to recommend trajectories based on the popularity of
POls only, that is we always suggest the top- k most popular POls for all visitors given
the start and end location. We call this baseline approach Poi Popularity , and its only
adaptation to a particular query is to adjust k to match the desired length.

On the other hand, we can leverage the whole set of POI-query features (Section)
to learn a ranking of POIs (with respect to a query). Suppose we use the rankSVM (Lee
and Lin, 2014) with a linear kernel and the squared hinge loss,

1 ! "2
min “wlw+  C1 max 0, 1) wi(+q) +q) (3.1)
q'Q . Yig™ Yiq

where w is a parameter vector, C" R™ is a regularisation constant, Q denotes the
set of queries from trajectories in the training set, and yiq, i "{ 1,...,|P[}, q" Q is
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the label of the POI-query pair (pi,q), which is the number of occurrences of POI
p;i in the set of training trajectories corresponding to query ¢, without counting the
occurrence of p; when it is the origin or destination of a trajectory. Lastly, +qis a
vector of POI-query features of (pj,q) as described in Section.

The ranking score of p; with respect to query ¢ is computed as Riq = w( +g-
Intuitively, we learn a function that scores the afbnity between POI p and query g,
however, only the rank (instead of the real-valued afPnity score) of the POI with
respect to the given query matters.

Given a query q= ( ps, Pe; L), we can recommend a trajectory by brst ranking the
set of POISP \{ ps, pe} (with respect to query @), then take the top ranked L) 2 POls
and connect them according to the ranks. We call this method P oi Rank .

In addition to recommending trajectories by ranking POls, we can leverage the
POI-POI transition probabilities and recommend a trajectory for a particular query
by maximising the transition likelihood. The maximum likelihood of the Markov
chain of transitions can be found using a variant of the Viterbi algorithm (with
uniform emission probabilities). We refer to this approach that only uses the transition
probabilities between POls as Markov .

3.5.2 Combining ranking and transition

We would like to leverage both point ranking and transitions, i.e., recommending
a trajectory that maximises the points ranking of its POIs as well as its transition
likelihood at the same time.

One option to bnd a trajectory that simultaneously maximises the ranking proba-
bilities of its POIs and its transition likelihood is to optimise an objective that accounts
for both POI ranking and transition likelihood. Here we consider an instance of this
objective, it aggregates the contributions of POIs ranking and transitions by trading-off
the importance between the two components using a parameter #" [0, 1]. In practice,
the value of parameter # is generally tuned using cross validation.

In other words, we optimise the following objective:

L1 L) 1
argmax # | log Pr(pdld) + (1) #) 1 logP(pw1lp), (3.2)
y'P L k=2 k=1
where y = ( ps,...,pL) is any possible trajectory, and we transform the ranking scores

of POls with respect to a query to a probability distribution using the softmax function,

exp(Riq)
5P\ pepet EXP(Riq)

Pr(pilg) = » P " P\{ ps pe}- (3.3)
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Algorithm 4 Rank +Markov : recommend trajectory with POI ranking and transition

=

Input : P, ps, Pe, L
Output : Trajectory y = ( ps, @& ape) with L POls
Initialise score matrix A and backtracking-point matrix B
for p" P do
A[2,p] = S(p; ps, @), B[2,p] = ps
end for
:for1=2toL) 1do
for p"P do
All + 1,p] = maxgep { A[l, p?P+ S(p; p*a)}
B[l + 1,p] = argmax up { All, p?+ S(p; p’0)}
end for
. end for
ty=(pe, =L, p=pe
: repeat
Prepend B[l, p] to y
I=1) 1,p= B[, p]
suntil 1< 2
s return 'y

e e e N o o
© N o UM WNPRE O

To maximise the objective in (3.2), let S(p; p”q) be a convex combination of point
ranking and transition (from p”o p),

S(p; p*q) = #log Pr(pla) + (1) #)log P(plp%, (3.4)

we can then bnd the best path (or walk) using the Viterbi algorithm. We call this
approach that uses both the point ranking and transitions R ank +Markov .

Algorithm @hows the pseudo code of this method, where A is the score matrix,
and entry A[l, p] stores the maximum value associated with the (partial) trajectory
that starts at ps and ends at p with | POI visits; B is the backtracking-point matrix,
and entry BJl, p] stores the predecessor ofp in that (partial) trajectory. The maximum
objective value can be found in A[L, pe], and the corresponding trajectory can be built
by tracing back from B[L, pe].

3.5.3 Avoiding sub-tours

Trajectories recommended by Markov (Section[3.5.1) andRank +Markov (Section[3.5.2)
are found using the maximum likelihood approach, and may contain multiple visits

to the same POI. This is because the best solution from Viterbi decoding may have
circular sub-tours (where a POI already visited earlier in the tour is visited again).
We propose a method for eliminating sub-tours by Pnding the best path using an
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integer linear program (ILP), with sub-tour elimination constraints adapted from

the ILP formulation of the s-t path TSP (Section P.4.3). In particular, we recommend
a trajectory for query g = ( ps, Pe L) by solving the ILP with objective ( and
constraints (3.6)-(3.10), whereM = |P| is the number of available POIs and binary
variable z; determines whether the transition from p; to p; is in the resulting trajectory.

M) 1 M
max | 1z logP(pjlpi) (3.5)
2U =1 =2
S.t. Zij "{ 0,1}, Zjj = 0, Ui " Z, -i,j "{ 1,éééM} (36)
M M) 1 M M) 1
L zy=1 zu=1,1 zu=1 zyy=0 (3.7)
=2 i=1 i=2 i=1
M) 1 M
! Zik = | Zyj 11, -k"{ Z,éééM) 1} (38)
i=1 j=2
M) 1 M
I 1 z=1L) 1, (3.9)
i=1 j=2
Ui) Uj+ 11 (M) l)(l) Zij)’ -i,j "{ Z,éééM} (310)

For brevity, we arrange the POls such that p; = psand py = pe. Firstly, the desired
trajectory should start from ps and end at pe (Constraint B.7). In addition, any POI
could be visited at most once (Constraint , and only L) 1 transitions between
POls are permitted (Constraint 8.9), i.e., the number of POI visits should be exactly L
(including both ps and pe). The last constraint ), where u; is an auxiliary variable,
enforces that only a single sequence of POls without sub-tours is permitted in the
trajectory (Miller et al.,|1960).

We can solve this ILP using off-the-shelf ILP solvers such as the CPLEX optimiser?
or the Gurobi optimisation package 2. The resulting trajectory can be constructed by
tracing the non-zeros in binary variables x. We call the method that uses the POI-POI
transition matrix to recommend paths without circular sub-tours M arkov Path .

Note that the sub-tours in trajectories recommended by the Rank +Markov method
can be eliminated in a similar manner. In particular, we can retain the constraints (
(3.10) but modify the objective of the ILP as

M) 1 M
max | | z; S(pj;pi,0), (3.11)
20 =1 =2
where S(pj; pi,q) is debPned in Equation (3.4). In the experiments, this method is
referred to as Rank +Markov Path .

Ihttps://iwww.ibm.com/analytics/cplex-optimizer
2http://www.gurobi.com
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3.5.4 Incorporating time constraints

The ILP formulation (3.5)(3.1Q) can be adapted to deal with time constraints (e.qg.,
time budget for a desired trajectory, time-of-the-day constraints on POIs), which
could sometimes be more readily available than the number of POIs to be visited. In
particular, let ¢; denote the time to be spent at POI p; and t;; be the time to travel from
pi to p;, and suppose both ¢ and t;;,i,j " { 1,...,M} are available before we make
recommendations. Further, if we have a query with time constraints q = ( ps, Pe, T)
where T is the time budget for a desired trajectory, we can create a constraint that
incorporates these information:

myim 2 1 ( 1

bz ty+S(e+g) +(ci+em)l T, (3.12)

i=1j=2 2 2
where the scaling factor 1/ 2 prevents the time to be spent at POIs from being counted
twice. Constraint (3.12)restricts that the total time to be spent in a desired trajectory
should not exceed the specibed time budget.

Note that optimising objective (3.5) by simply replacing the trip length con-
straint (3.9)with (3.13)could result in trivial recommendations (i.e., suggesting the
user to visit only the start and end locations specibed in query), this is because the
(log) transition likelihood of a trajectory that objective (3.5) maximises generally be-
comes smaller as the trajectory gets longer, which forces the ILP to prefer the shortest
trajectory that satisbes all specibed constraints, i.e., a trajectory with the (given) start
and end POls only. One approach to avoid such trivial recommendations is restricting

the least amount of time that sha(l)l/obe spent, for example, via the following constraint
)T1 N!I) 1 !M zij i+ 5(G+g) + %(Cl'Ir cm) 1 T, (3.13)
i=1j=2
where 0 1 ) 1 1is a parameter that controls the lower bound of time actually
spent in the time budget. We therefore create two additional methods that optimise
objectives (3.5) and (3.11) by replacing constraint (3.9) with (3.13) We call these
methods Markov Path -T and Rank +Markov Path -T respectively in experiment.

We remark that one can also employ both the trip length constraint and the time
constraint in the above approach to further restrict a desired trajectory. In addition,
this approach can be extended to incorporate other time-related constraints, e.g.,
time-of-the-day constraints on POls (i.e., POIs might be only available in a limited
time frame in a day), and we present such a method in Appendix G. |

3.5.,5 Discussion

Instead of ranking POIs and modelling transition patterns separately, one can directly
learn sequence models from historical travel trajectories in a city. In particular, struc-
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tured prediction methods (Section such as structured support vector machines
(SSVMs) (Tsochantaridis et al|, 2004; Taskar et al|, 2004) and conditional random pbelds
(CRFs) (Lafferty et al,|2001), have been widely adopted for such tasks (Joachims et al.,
2009, Tsochantaridis et al.; 2005; Wallach, 2004; Sutton et al., 201L2). In Chaptéf 4, we
explore this approach for path recommendation.

In recent years, recurrent neural networks (RNNs) and one dimensional convolu-
tional neural networks (1D-CNNSs) that can capture long-term dependences or spatial
patterns in sequences have been successfully applied to sequential data |(Abdel-Hamid
et al.,|2014; Liu et al|, 2016a,b; Yang et al|, 2017), it is likely that these methods can
also be effective for the task of tour recommendation. However, we want to remark
that the outputs of these approaches are not naturally paths therefore the inference
procedures may need extra processing.

3.5.6 Measuring performance

A commonly used metric for evaluating the recommended POls and trajectories is
the F1 score on points, which is the harmonic mean of precision and recall of the set
of POls in a recommended trajectory versus that in the observed ground truth (Lim
et al,|2015). While being good at measuring how well the set of observed POls are
correctly recommended, F; score on points ignores the visiting order between POIs.

We propose a new metric, pairs-F (or F1 score on pairs), that considers both the
POl identity and the visiting order in a trajectory. It measures the F ; score of (the set
of) all possible pairs of POls (whether they are adjacent or not) in a recommended
trajectory versus those in the observed tour,

2P,air Rpai
. _ pair Npair
pairs-F, = 5 5
Ppalr + Rpalr

where P,y and Rp,ir are the precision and recall of ordered POI pairs, respectively:

P..ie = NC R... = NC
P IPyl(IPgl) 12" P [PyI(IPyl) D)2

here ¥ is the recommended trajectory and y is the observed ground truth, Py denotes
the set of POlIs in trajectory y, and N is the number of ordered POI pairs 2 (p;, p;) that
appear in both the ground-truth and the recommended trajectory, i.e.,

? n 6 5 n 6§
Ne=<(pi.p) :Pi 3y pj» Pi.Pj"Py 4 (pi,py) :pi3p P, PP "Py <

where p; 3y p; denotes that POI p; was visited before p; in trajectory .

3We debne pairs-F; = 0 when N¢ = 0.
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Figure 3.3: Examples of F, versus pairs-F; as evaluation metric. Solid grey: ground
truths; dashed blue: recommended trajectories. See Secti06 for details.

Pairs-F, takes values between 0 and 1 (higher is better). A perfect pairs-F; is
achieved if and only if both the POIs and their visiting order in the recommended
trajectory are exactly the same as those in the ground truth trajectory. On the other
hand, pairs-F; equals 0 means none of the recommended POI pairs was actually
visited (in the designated order) in the real trajectory.

Figure @ illustrates the difference between F; score on points and F; score on
pairs, where the solid grey lines represent the ground truth transitions that actually
visited by travellers, and the dashed blue lines are the transitions in a recommended
trajectory. Both examples have a perfect F score, but not a perfect pairs-F; score due
to the difference in POI sequencing.

3.6 Experiments

In this section, we empirically evaluate the proposed path recommendation ap-
proaches for recommending travel trajectories, and compare them with a number of
baselines as well as cutting-edge methods.

3.6.1 Photo trajectories from bve cities

We experiment on trajectory datasets from bve cities, namely, Edinburgh, Glasgow,
Osaka, Toronto and Melbourne. The brst four datasets are provided by Lim et al.
(2015) and the Melbourne dataset is built using the same approach introduced in
earlier work (De Choudhury et al., |2010; Lim et al.,|2015) and brieRy described below.
Trajectories are extracted using geo-tagged photos in the Yahoo! Flickr Creative
Commons 100M (YFCC100M) dataset (Thomee et al., 2016) as well as the Wikipedia
web-pages of corresponding points-of-interest. Photos are mapped to POIs according
to their distances calculated using the Haversine formula ($innott,|1984), the time a
user arrived at a POl is approximated by the time the brst photo taken by the user at
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Table 3.1: Statistics of trajectory datasets.

Dataset Photos Visits Trajectories Users POls
Edinburgh 82,060 33,944 5,028 1,454 28
Glasgow 29,019 11,434 2,227 601 27
Osaka 392,420 7,747 1,115 450 27
Toronto 157,505 39,419 6,057 1,395 29
Melbourne 94,142 23,995 5,106 1,000 85

Table 3.2: Information captured by different trajectory recommendation methods.

Method Query POI Transition No sub-tours
Random & % & 85
Pers Tour & 5 & 5
PersTour -L & 5 &

Poi Popularity §L _ & &
Poi Rank > 05 5& &
Markov & 5 5 5&
Markov Path & 5 5 5
Markov Path -T §< 5 5

Rank +M arkov 5 5 5 5 &
Rank +Markov Path 5 5 5 5

Rank +M arkov Path -T

that POI, similarly, the time a user left a POl is approximated by the time the last photo

taken by the user at that POI. Further, the sequence of POI visits by a particular user
are divided into several segments according to the time gap (e.g., 8 hours) between
consecutive POI visits, and the POI visits in each segment are connected in temporal
order to form a trajectory. Table 8.1]summaries the datasets used in the experiments.

3.6.2 Experimental setup

We use leave-one-out cross validation to evaluate different trajectory recommendation

methods, i.e., when testing on a trajectory, all other trajectories are used for training.
We compare the trajectory recommendation methods described in Section [:’E with
a number of baselines from recent literature, these recommendation approaches are
summarised below, with an overview in Table

Baselines The Random method naively chooses POIs uniformly at random (without
replacement) from the set of POIs P \{ ps, pe} to form a trajectory. It does not utilise
any features related to POI or query, as shown in Table . Among the related
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approaches, PersTour (Lim et al., 2015) is the most similar work and it explores both
POI features and the sub-tour elimination constraints described in Section 8.5.3; in
addition, the recommended trajectory is constrained by a time budget. A variant of
PersTour that applies the trajectory length instead of the time budget to constrain
the recommended trajectory, which is denoted as PersTour -L in Table . Another
baseline is Poi Popularity  described at the beginning of Section[3.5; it only employs
POI popularity when recommending a trajectory.

Variants of point- and route-ranking approaches The Poi Rank method presented
in Section[3.5.1 employs both POI and query features; Markov (Section[3.5.1) recom
mends trajectories uses only transition probabilities between POls, and its variant
Markov Path incorporates additional constraints to eliminate sub-tours. Both the
Rank +Markov and Rank +Markov Path methods (Section[3.5.2) utilise POl and query
features as well as transition probabilities between POls, with the latter approach ex-
ploits additional sub-tour elimination constraints. Lastly, we have Markov Path -T and
Rank +Markov Path -T (Section|[3.5.4) that replace the trip length constraint with time
constraints in their corresponding variants Markov Path and Rank +Markov Path .
We remove the trip length from the POI-query features, and use the average visit
duration at POl p; as a proxy for g, i.e., the time to be spent at p;. In addition,
we follow (Lim et al., 2015) to use a speed of 4 km per hour (i.e., walking) when
computing the time needed to travel between POls.

Hyper-parameters The trade-off parameter for PersTour and PersTour -L used in
experiments is 0.5, which was found to be the best weighting in Lim et al. (2015)| We

set the regularisation constant in rankSVM (used in PoiRank , Rank +Markov and
Rank +Markov Path ) to 10.0 which is determined by cross-validation. The trade-off

parameter (i.e., # in Equation E) for both Rank +Markov and Rank +Markov Path is
set to 0.5 (tuned by cross-validation). We use ) = 0.5in the time constraint (3.13)for
both M arkov Path -T and Rank +Markov Path -T.

3.6.3 Results

Table|3.3 and TabI summarise the performance of various trajectory recommen-
dation approaches, in terms of F; and pairs-F; scores, respectively. We remark the
performance values consist of the meanand standard erromf the corresponding metric.

It is unsurprising that methods which capture (some type of) information about
the recommendation problem (as summarised in Table outperform the R andom
baseline in terms of both metrics on all bve datasets.
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Table 3.3: Performance comparison on bve datasets in terms of i scores. Thebest
method for each dataset is shown in bold, the second bess shown in italic.

Method Edinburgh Glasgow Melbourne  Osaka Toronto

Random 570+ 006 .632+ 012 558+ o008 .621+ 017 .621+ .007
Pers Tour .656+ 009 .801+ 020 .483+ .010 .686+ .034 .720% .012
PersTour -L .651+ o006 .660+ .010 .576+ 007 .686+ .020 .643+ .006
Poi Popularity .701+ o006 .745+ o016 .620+ 007 .663+ .018 .678+ .007
Poi Rank .700+ 006 .768+ 016 .637+ 007 .745+ 025 .754+ .009
M arkov .645+ 007 .725+ o016 577+ .008 .697+ 022 .669+ .008
Markov Path .678+ 006 .732+ 016 .595+ 007 .706+ .022 .688+ .008
Markov Path -T 677+ 006 .691+ 013 .615+ 007 .702+ 019 .673+ .008
Rank +M arkov .659+ 007 .754+ o016 .613+ 008 .715+ 024 .723+ .010
Rank +M arkov Path 697+ 006 .762+ 016 .639+ 007 .732+ .024 .751+ .009

Rank +Markov Path -T .671+ 006 .683+ .013 .625+ .007 .700+ .021 .680+ .008

Table 3.4: Performance comparison on bve datasets in terms of pairs-k scores. The
best method for each dataset is shown in bold, the second bess shown in italic.

Method Edinburgh Glasgow Melbourne  Osaka Toronto

Random .261+ 006 .320+ 016 .248+ o007 .304+ 021 .310+ .009
PersTour 417+ 014 .643+ 035 .216+ .013 .468+ 055 .504+ .019
PersTour -L 359+ 008 .352+ .015 .266+ 007 .406+ .035 .333: .009
Poi Popularity 436+ 010 .507+ 028 .316+ .009 .365+ .028 .384+ .011
Poi Rank 432+ 010 .548+ 030 .339:+ 010 .511+ o045 .518+ .016
M arkov A17+ 010 495+ o028 .288+ 010 .445+ 039 .407+ .013
Markov Path 400+ 009 .485+ 028 .294+ 009 .442+ 038 .405+ .013
Markov Path -T .366+ .007 .388+ 019 .287+ 008 .410+ 032 .363+ .011
Rank +M arkov 444+ 010 545+ 020 351+ o011 .486+ 042 512+ 017
Rank +M arkov Path 428+ 010 533+ 020 .344+ o010 .489+ 042 .514+ 016

Rank +Markov Path -T  .358+ .007 .369+ .017 .297+ 008 .407+ .035 .368+ .010

Is ranking POls with respect to query helpful? We can see that methods based
on ranking POls (i.e., PoiRank , Rank +Markov , Rank +Markov Path ) yield strong
performance in terms of both metrics. In particular, PoiRank improves notably upon
Poi Popularity and PersTour by leveraging POI-query features. Further, methods
incorporating POI ranking information (i.e., Rank +Markov and Rank +Markov Path )
always perform better than their respective counterparts with transition information
alone (i.e.,Markov and Markov Path ). This suggest that ranking POIs with respect
to query is helpful for recommending trajectories.
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Is incorporating transitions between POls helpful? Table shows that Markov
which leverages only POI transitions does not perform particularly well in terms of F 1
score on points. However, we can see from Table that most Markov chain entries
have better performance in terms of F; score on pairs, specibcally, the performance
of Rank +Markov is either comparable or better than that of PoiRank across the
bPve datasets, which indicates the Markov chain approaches generally respect the
transition patterns between POls.

Is avoiding sub-tours important? ~ We can see from Table[3.3 thatMarkov Path
and Rank +Markov Path outperform their corresponding variants without the path
constraints in terms of F; score on points, which demonstrates that eliminating sub-
tours improves point recommendation. This is not unexpected, since sub-tours worsen
the proportion of correctly recommended POlIs as a length constraint is imposed.

Is incorporating time constraints helpful? PersTour (Lim et al.; 2015) always per-
forms better than its variant PersTour -L, in terms of both metrics, especially on
Glasgow and Toronto datasets. This indicates the time budget constraint is more
helpful than length constraint for recommending trajectories. Surprisingly, we ob-
served that PersTour is outperformed by Random baseline on Melbourne dataset.
It turns out that on this dataset, many of the ILP problems which PersTour needs
to solve to get the recommendations are difbcult ILP instances. In the leave-one-out
evaluation, although we employed a large scale computing cluster with modern
hardware, 12% of evaluations failed as the ILP solver was unable to bnd a feasible
solution after 2 hours. In addition, many recommendations were suboptimal solutions
of the corresponding ILPs due to the time limit. These factors lead to the inconsistent
performance of PersTour on the Melbourne dataset.

In contrast, the performance of Markov Path -T is comparable to that of Markov -
Path in terms of F, score on points (Table), except slight variations on the Glasgow
and Melbourne datasets. However, Markov Path -T performs consistently worse
than Markov Path in terms of F; score on pairs (Table). On the other hand,
Rank +Markov Path outperforms Rank +Markov Path -T in terms of both metrics on
all bve datasets. These interesting results might suggest that time constraints are not
always more helpful than constraining the trip length for travel trajectory recommen-
dation, and further investigation is likely required for a better understanding.

3.6.4 An illustrative example

Figure @] illustrates an example from Edinburgh. The ground truth is a trajectory
of length 4 that starts at a POI of category Structures visits two intermediate POIs
of category Structuresand Cultural and terminates at a POI of category Structures
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Figure 3.4: Example of recommendations from different methods. See the main text
in Section for description.

The trajectory recommended by PersTour is a tour with 11 POls, as shown in
Figure @]a, with none of the desired intermediate POls visited. PoiRank (Figure @]b)
recommended a tour with correct POls, but with completely different routes. On
the other hand, Markov (Figure @]c) missed one POI but one of the intermediate
routes is consistent with the ground truth. The best recommendation, as shown in
Figure @]d, with exactly the same points and routes as the ground truth, which in
this case is achieved by Rank +Markov Path .

3.7 Summary

We propose approaches that jointly optimising point preferences and routes to recom-
mend trajectories. This is in contrast to related work which looks at only POI or next
location recommendation. Point preferences are learned by ranking according to POI
and query features, and factorised transition probabilities between POls are learned
from previous trajectories extracted from social media. We investigate the maximum
likelihood sequence approach (which may recommend sub-tours) and propose an
improved method. Our feature driven approach naturally allows learning the combi-
nation of POI ranks and routes. We argue that one should measure performance with
respect to the visiting order of POIs, and suggest a new pairs-F; metric. We empiri-
cally evaluate our tour recommendation approaches on bve datasets extracted from
Flickr photos, and demonstrate that our methods improves on prior work, in terms of
both the traditional F 1 metric and our proposed performance measure. Our promising
results from learning points and routes for trajectory recommendation suggests that
research in this domain should consider both information sources simultaneously.



Chapter 4

Structured Recommendation for
Travel Trajectories

We investigated the path recommendation problem for travel trajectories in Chapter 3[ |
Here, we continue the study of this problem. In contrast to the feature-driven approach
that independently learns POI preferences and transition patterns (Section 8.5.2), we
propose methods that systematically incorporate both of these information sources
by leveraging a substantially modiPed SSVMs (Section [2.3). Sectior{4.P casts path
recommendation as a structured prediction problem, and analyses the fundamental
challenges in recommending trajectories. Section[4.3 presents a structured recommen-
dation approach, which is based on the SSVMs, but with a loss function that accounts
for the existence of multiple ground truths, as well as updated training and prediction
procedures for recommending paths. Empirical results demonstrate the effectiveness
of the proposed approach for travel trajectory recommendation (Section 4.4).

4.1 Introduction

Established techniques for recommendation have focused on a bPxed set of individual
items such as books or movies (Linden et al., |2003; Koren, 2010; Agarwal et al.,
2013; Amatriain and Basilico, 2015; Gomez-Uribe and Hunt| 2015). This does not
however capture scenarios where the content is naturally organised with structures
(e.g., sequence, graph or set). For example, consider recommending linked websites
for e-commerce (Antikacioglu et al.,(2015), a chemical compound (Dehaspe et al|, 1998;
Agrabotis et al.| 2007), or a playlist of songs (McFee and Lanckriet,|2011| Chen et al.,
2012; Hidasi et al},|2015; Choi et al.| 2016). Recall that the problem of recommending
travel trajectories is to suggest a trajectory of points-of-interest (POIs) in a city to a
visitor (Lu et al.,[2010, 2012; Lim et al/, 2015| Chen et al., 2016; He et al., 2018), i.e., a
sequence of POIls without repeats, which is also known as a path

51
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Table 4.1: Challenges of travel trajectory recommendation and the proposed solutions.

Challenge Solution

C1. Global cohesion Structured support vector machines (g4.3.2)

C2. Multiple ground truths  Ground truths aggregation in structured hinge loss (04.
C3. Loop elimination The list Viterbi algorithm or integer linear programming (044.4)

4.2 Problem statement

Suppose we have a set of points-of-interest (POIs)P in a city and historical trajectories
visited by travellers S = {(x(‘),{y(”)}}\':il)}i'\il, where eachx() is a distinct query with
{y(”)}j'\‘:i1 an associated set of observed trajectories. Here we debne drajectory query
asx = ( ps, L) that comprises the start point ps " P as well as the trip length L (i.e.,
the desired number of POls, including ps). Similar to Chapter E} our task is to learn
a recommender from S that can suggest trajectories for a new query not seen in
S. Compared to the debnition of trajectory query in Section the end location is
omitted here, with the aim of accommodating broader scenarios of travel trajectory
recommendation in practice. As a remark, we expect most queries to have several
distinct trajectories; minimally, for example, there may be two nearby POlIs that are
visited in interchangeable order by different travellers.

Travel trajectory recommendation brings several challenges, the most immediate of
which is the need to ensure global cohesionf recommendations. To illustrate, consider
a nasve approach which ignores all sequential structure: we could learn a userOs
preference for individual POls, and create a trajectory based on the top ranked items.
Such an approach may be sub-optimal, as it is unlikely e.g., a user will want to visit
three restaurants in a row; more generally, while a userOs two favourite songs might
be in the metal and country genres, a playlist featuring these songs in succession
may be jarring. To effectively ensure such global cohesion, we propose to attack the
travel trajectory recommendation problem via structured prediction, in particular,
leveraging the toolkit of the SSVMs (Section ).

However, a vanilla application of such methods does not sufPce, owing to two
additional challenges: in trajectory recommendation, each input can have multiple
ground truths since multiple trajectories may be reasonable for a single query; and
further, one needs to constrain predictions to avoid repeateclements, since users are
unlikely to wish to visit the same POI twice. We nonetheless show how to extend the
SSVMs to address these challenges, via a novel application of the list Viterbi algorithm
(Section), or alternatively, by adapting an integer linear programming formulation
of the s-t path TSP (Section 2.4.B). Tablé 4|1 summaries the three challenges of travel
trajectory recommendation and the solutions proposed in this chapter.
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4.3 A structured recommendation approach

In this section, we prst cast travel trajectory recommendation as a structured prediction
problem, then develop methods to address the three challenges for this task, followed
by an extensive discussion of different design variants and practical choices.

4.3.1 Trajectory recommendation as structured prediction

Recall that structured prediction is to predict a structured label y "Y according to
a learned score function f(x,y) for an input x " X (Section). We observe that
the task of recommending a travel trajectory can be cast as a structured prediction
problem: given query X, and a suitable scoring function f, we wish to bnd

+

y" = argmax f(x,y), (4.1)
y"Y

where Y is the space of all possible trajectories with POIs in P that conform to the

constraints imposed by the query x. In particular, y = (y1,Y2,...,YL) iS a trajectory

with L POIs andy; = ps.

We remark that one cannot nasvely compute argmax, f(x,y) as in typical recom-
mender systems, since it is often intractable to enumerate all possible trajectories in
a city. Further, the inability to efpciently enumerate y in (4.1)also poses a challenge
in designing a suitable score function f(x,y), e.g., matrix factorisation would require
associating a latent feature with each y, which will be infeasible.

We suppose the scoring function f(x,y) takes the form of a linear function, i.e.,
f(x,y) = w( &(x,y), where w is a weight vector, and &(x,y) is a joint feature map of
qguery x and trajectory y. To specify the joint feature map, we consider the unary terms
for each POl iny, i.e.,y1,...,yL, as well as pairwise interactions between adjacent
POIsiny,i.e.,yyandy+qfor I "{ 1,...,L) 1}. Subsequently, f(x,y) decomposes into
a weighted sum of each of these features?

L L) 1
f(X,y) = W( &'(X!y) = ! W|( ) |(le|)+ ! WI(,|+]_! I,I+1(X,yI,YI+1)1 (42)

I=1 =1
where , | is a feature map between the input query x and one output label element
Yy, with a corresponding weight vector w; and , | ;1 is a pairwise feature vector that
captures the interactions between consecutive labelsy, and y,+ 1, with a corresponding
weight vector w ;3. In practice, to deal with data sparsity, we could share the weights
among POls as well as the weights among POI-POI interactions, i.€., W| = Wynary
where | "{ 1,...,L} and W) +1 = Wpairwise for " { 1,...,L) 1}.

1Appendix etails the feature maps.
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4.3.2 Global cohesion and the SP model

Trajectory recommendation can be plausibly solved with approaches that do not
exploit the structure inherent in the outputs. While such approaches can certainly
be useful, their modelling power is inherently limited, as they cannot ensure the
global cohesionf the corresponding recommendations. For example, a ranking based
approach might Pnd three restaurants to be the highest scoring POIls; however, it is
unlikely that most travellers will enjoy this.

We propose to address challenge[C1] by learning an SSVMs from the historical
trajectories. To temporarily mitigate the challenge of multiple ground truths, i.e., there
is a set of trajectories{y(”)}j'\‘:i1 for query x{), we adopt a straightforward approach
that creates N; examples{(x(‘),y(”))}j'\':il, and then feed this to the standard SSVMs:

c N*

min %W(W+ =1 &

w,!, 0 N, (4.3)

st. f(x®,y)) fxD)y) , wyD @) &) i"{1,...N% -p"Y.

Here N%= 1 i'?)'&l Nj»and %y, ¥) measures the discrepancy betweenwand y; slack vari-

able & is the structured hinge loss of the i-th example (Equation EI) Alternatively,

we can use oneslack variable to represent the sum of the N*hinge losses in ), as

described in Section[2.3.1, We call this method the structured prediction(SP) model.
Note that the loss-augmented inference of the SP model is

1

& .
argmax %(y®, @+ f(xO,yg (4.4)
vy

when the underlying graph of the SSVMs is a sequence or tree, the loss-augmented
inference may be solved efpbciently if %is decomposable with respect to individual
and pairs of label elements, e.g., using the Viterbi algorithm (Joachims et al.| 2009b).

The nasve approach of generating a labelled example for each observed trajectory
of a query will result in contradictory constraints during training, i.e., each of the
observed trajectories of the same query is required to have a larger score than others.
This limitation will be addressed in the next section.

4.3.3 Multiple ground truths and the SR model

The SP model is appealing due to its simplicity. However, it is sub-optimal: the result

_ . %% N,
of loss-augmented inference on (x(, y(1) could be a ground truth label y** { y(”)}jzl,
which means we would incorrectly penalise predicting y*¥or query x(. To overcome
this limitation of the SP model, we modify the structured hinge loss of the SSVMs to
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explicitly exclude the set of ground truths for the i-th example,
! I

s (y®, £(x0,8) = max 0, uy®, @) f(xD,yDy) F(xD D)

. - (4.5)
VORRAVEVCILN

The modibed structured hinge loss (f.5) results in the following On-slackO SSVMs:

1 c MM
i ( (i)
min = + — 1 | &
|02w w N

Wt i=1j=1
st. F(x®,y@)y f(xO gy | oy D)y &)
g Y ALy LN LN

(4.6)

where N%= | i’il N;, and the O1-slackO SSVMs 0.6) can be formed accordingly.

Intuitively, the loss function of this approach (Equation 4[5) resembles a ranking
objective, as the constraint for yf!) enforces that the positively labelled items (those
that the user likes) are scored higher than all other unseen items. Such objectives
have been proven useful in classic unstructured recommendation (Rendle et al.; 2009).
Compared to the SP model (4.3), the key distinction is that (f.6) explicitly aggregates
all the ground truth labels for each input when generating constraints, and we call
this method that addresses challenge[C2|the structured recommendatiofSR) model.

As a remark, the loss-augmented inference of the SR model is

& o N
argmax oy, gy + £(xO gy 4.7)
0" YNy}

In this way, we do not have contradictory constraints where two ground truth labels
are each required to have larger score than the other.

4.3.4 Eliminating loops in recommendation

This section addresses challenggC3, i.e., eliminate loops for trajectory recommenda-
tion, since it is desirable that the recommended sequence consists of distinct POIs, or
be apathin the candidate space (e.g., locations). In particular, for a learned SP or SR
model, we make a recommendation for query x by computing

+

y" = argmax f(x,y), (4.8)
y"Y path

where Yo 6 Y comprises all elements of Y that are paths. However, classic
structured prediction does not constrain the output sequence, and having such a
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path constraint makes both inference and learning harder. Suppose the underlying
sequence model of the learned SP and SR model satisfy the Markov assumption (Sec-
tion ), we can leverage the list Viterbi algorithm or the integer linear programming
formulation of the s-t path TSP to recommend paths.

Given a score function that can be decomposed into unary and pairwise scores
such as(4.2), the list Viterbi algorithm (LVA) bnds the K highest scoring sequences
(Section). Here we employ the variant of LVA that can sequentially bnd the
k-th best scoring sequence given the best, second best, ...(k) 1)-th best scoring
sequences|(Seshadri and Sundberg, 1994; Nilsson and Goldberger, 2001), which ideally
resolves the scenario when the number of sequences to bnd is unknown a priori. This
is the case when recommending a path given a trained SP or SR model, since we have
to keep searching the next-best scored sequence until a path is discovered.

Alternatively, we can adapt the ILP formulation of the s-t path TSP (Section
and leverage highly optimised off-the-shelf ILP solvers to bnd a highest scored path.
In particular, we Prst modify the constraints (2.33)(2.38) by introducing additional
binary variables vi, i "{ 1,...,M} where M = |P| is the number of POIs in a city, to
indicate if a POl is the end point of a path, then optimise an objective that incorporates
both the unary and pairwise scores:

M M M
max | wi kP 1zt T zgw, (X, py, P,
MY =1 j=1 jk=1
M M
st. 1 zyw=1, | z1=vi=0,
k=2 j=2
MoV M (4.9)
I zg=1L)1 | z=0,
j=1k=1 =1
M M
| Z; = Vit I z 11, i"{24&daam}
j=1 k=2

up) ue+11 (M) 1)(1) z), j.k"{2aaam}.

Note the binary variable zj indicates whether p, will be immediately visited following
the visit of p;, and integer variables u track the ranks of POls in a trajectory, which
are employed to eliminate sub-tours (Miller et al., |1960).

435 SP and SR model training

We have described how one can recommend a trajectory (which is a path) given a
trained SP or SR model, a natural follow up question is how one can efbciently train
them. A major challenge in learning the SP and SR model is performing the loss-



04,3 A structured recommendation approach 57

augmented inference. Note that the SP model can be trained as per the vanilla SSVMs,
where the loss-augmented inference? (Equation @) may be solved with the classic
Viterbi algorithm. However, this approach is not applicable to the loss-augmented
inference of the SR model (Equation[4.7), since the best-scoring sequence from the
above approach could be in the ground-truth set.

One approach to solve the loss-augmented inference of the SR model involves
the use of the LVA.gn particular, for query x{" and an associated trajectoryy(), we
solve argmaxy.y,  %y™, @)+ f(x(), @) using the LVA by keeping decoding
the next best sequence until we Pnd one that is not in {y(”)}}\':il. Note that the LVA
can be used for loss-augmented inference with % be the Hamming loss, the most
common loss function for sequence prediction tasks, since LVA only requires %be
decomposable with respect to the individual elements of a structured label.

As a remark, we have not required the result of loss-augmented inference to be
a path for both the SP and the SR model, we discuss how one can enforce thepath
constraint for training in the next section.

4.3.6 Discussion

We have shown how one can train the SP and SR models, as well as make recommenda-
tions using a learned model. In this section, we discuss many alternative approaches
that might be plausible for the SP and SR models training and recommendation.

Eliminating loops for training:  SPApath and SRpath

The list Viterbi algorithm can also enforce that loss-augmented inference only con-
siders sequences that arepaths e.g., by checking if each of the next-best sequences
has a loop. This idea can be applied to both the SP and SR models, as enforcing path
constraints is independent of excluding multiple ground truths. We call the resulting
models SPpath and SRpath respectively.

Eliminating multiple ground truths with ILP?

A natural question is whether one can use the ILP approach to exclude observed
trajectories when training an SR model, i.e., solving the loss-augmented inference (4.7).
In fact, this can be done as long as the loss%y, @) can be represented as a linear
function of variables z and u in (4.9). One example is the number of mis-predicted
POIs disregarding the order %{y,¥) = ! |=5(1) ! gL, 2y,). However, we note that

2We again assume the underlying sequence model satispes the Markov assumption.
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Hamming loss is not applicable here, as %(y,¥) = ! [z,(1) 'y, = @") cannot be
expressed as a linear function of variables z and u.

Recommending more than one trajectory

Since multiple possible trajectories can start at the same POlI, it is desirable to predict
multiple trajectories for a query. The LVA is naturally btted for this problem. It turns
out that the ILP approach can also be applied to this task, the idea is to incorporate
those decoded paths into additional constraints and then bnd the top- K scored paths
in a sequential manner. In particular, given the K) 1 top scored paths {y(®}¥) 1 the
K-th best scored path can be found by solving the ILP (4.9) but with the following
additional constraints:

Wi+ 1

1) 2 -y {y®QL (4.10)

Practical choices: ILP vs LVA vs other heuristics

When performing recommendations for SP and SR model, we found that state-of-the-
art ILP solvers converge to a solution faster than the LVA if the trajectory length L
is large. The reason is, while the LVA is a polynomial time algorithm given the list
depth K (Nilsson and Goldberger, 2001), in reality K is unknown a priori and can be
very large for long trajectories. We therefore use ILP for very long ( L, 10) trajectories
in the experiments (otherwise the LVA is employed).

One might also consider the well-known Christobdes algorithm (Christobdes,
1976) for recommending paths, as this is known to generate a solution within a factor
of 3/2 of the optimal solution for the TSP. However, the resulting path will have less
than the desired number of POls, and its score will not be optimal.

Incorporating time constraints

We can adapt the ILP formulation (4.9) to incorporate time constraints (e.g., time
budget for a desired trajectory, time-of-the-day constraints on POIs) by employing an
approach similar to the one presented in Section . In particular, we can specify a
time budget T in a trajectory query instead of the number of desired POIs L. As a
result, we can replace the trip length constraint in (4.9) with the following inequality

that constrains the time budget of a desired trajectory

M M % 1 ( 1# M $
I Zik U+ é(cj +c) + > c+ | VG 1T, (4.112)
j=1k=2 =2
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Table 4.2: Summary of challenges considered in different methods.

Global Cohesion Multi-GTs Loop Elim. (Train) Loop Elim. (Test)

SP 5 & & 5
Shpath 5 5& 5
SR 5 5 5& 5
SRpath

where ¢, j " { 1,...,M} denotes the time to be spent at POI p; and tj, j,k "
{1,...,M} is the travelling time from p; to px, which can either be specibed by
users or can be computed from existing travel data.

In addition, this method can be further extended to incorporate the time-of-the-day
constraints on POls (i.e., a POI can only be visited in a limited time frame in a day),
e.g., by employing an approach similar to the one presented in Appendix CD

4.3.7 Summary of proposed methods

Table[I.Z summarises the methods proposed in this chapter for path recommendation.
The SP method employ the standard SSVMs to recommend paths, without accounting
for multiple ground truths for each input query; the SR method, on the other hand,
incorporates this fact. Both SP and SR eliminate loops when making recommendations,
and their path variants, SPpath and SRpath , further eliminate loops in training.

4.4 Experiments

We present empirical evaluations for the trajectory recommendation task on real-
world datasets of photo tours, created from the publicly available YFCC100M cor-
pus (Thomee et al/,|2016) as described below.

4.4.1 Photo trajectory datasets

We used the trajectory data extracted from Flickr photos for the cities of Osaka,
Glasgow, Toronto, Edinburgh and Melbourne (Lim et al., 2015; Chen et al., 2016;
De Choudhury et al., 2010). Each dataset comprises of a list of trajectories, being a
sequence of points-of-interest (POIs), as visited by various Flickr users and recorded
by the geotags in photos. Table[4.3 summarises the proble of each dataset. We see
that most queries have more than one ground truth, making our recommendation
setting relevant. Further, each query has an average of 4-9, and a maximum of 30-100
trajectories, as shown in Figure . The histograms of trajectory length are shown
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Figure 4.1: Histograms of the number of trajectories per query.
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Figure 4.2: Histograms of trajectory length.

Table 4.3: Statistics of trajectory datasets. Including the number of trajectories, POls,
users and queries; the number of queries with a single, 2 to 5, and more than 5 ground
truths; proble of trajectory length, i.e., less than 5 (short trajectories) and more than 5
POls (long trajectories).

Osaka Glasgow Toronto Edinburgh Melbourne

Trajectories 186 351 977 1,412 1,018
POls 26 25 27 28 84
Users 130 219 454 677 456
Queries 47 64 99 147 280
Ground Truths (1) 17 23 30 43 141
Ground Truths (2 to 5) 22 22 33 50 88
Ground Truths (> 5) 8 19 36 54 51
Short Trajectories 178 336 918 1,224 879
Long Trajectories 8 15 59 188 139

in Figure In all datasets, each user has on average about two trajectories. This
makes user-speciPc recommendation impractical, and also undesirable because a user
would want different recommendations given different starting locations, and not a
static recommendation no matter where she is. The sparsity of this dataset presents a
barrier for large-scale evaluations.

4.4.2 Evaluation setting

We compare the propose methods to the following four baselines:

¥ The Random baseline recommends a sequence of POIs by sampling uniformly
at random from the whole set of POls (without utilising any POI or query
related features).
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¥ The stronger Popularity baseline recommends the top-L most popular POls,
i.e., the POls visited by the most number of users in the training set, which is
independent of query.

¥ PoiRank (Section[3.5.1) augmentsPopularity ~ with a number of POI-query
features (see Appendix[D.1.1), and trains a RankSVM to learn a score for each
POI for a given query. A trajectory is constructed from the top- L scored POls.

¥ Markov (Section[3.5.1) learns a Markov chain by factorising the transition
probabilities between POls according to pairwise features (see Appendix P.1.2).

We consider four variants of path recommendation, starting with a structured
prediction model, then incorporating multiple ground truths, and Pnally enforcing
path constraints for training:

¥ The SP and SR methods, using both POI-query features and pairwise features

(see Appendix D.1).

¥ SPpath and SRpath , using the same features as SP and SR, but with path
constraints for model learning.

We reiterate that irrespective of the training procedure, the SP, SR SPpath and
SRpath all recommend paths. Among the baseline approaches, the Random , Popu-
larity , PoiRank recommend paths; the Markov , which leverages the vanilla Viterbi
algorithm, may recommend sequences with repeated POI visits (i.e., walks.

We evaluate each algorithm using leave-one-query-out cross validation. That is,
holding out all the relevant trajectories for each query x (i.e., {y(”)}j'\':il) in each
round. The regularisation constant C is tuned using Monte Carlo cross validation
on the training set. We use three performance measures for POIs, sequences and
ordered lists. The F, score on points (Lim et al.| 2015) computes the K score on the
predicted versus seen points without considering their relative order. The F; score on
pairs (Chen et al},|2016) mitigate this by computing the F1 score on all ordered pairs
in the predicted versus ground truths. The well-known rank correlation ~ KendallOs
I (Agresti| 2010) computes the ratio of concordant (correctly ranked) minus discordant
pairs, over all possible pairs after accounting for ties. See Appendix for details.

Path recommendation methods perform ranking on a very large label set (of size
|[P|%). We report results on the best of top KRussakovsky et al,|2015): for all methods,
we predict the top k trajectories and then report the best match of any in the top
k to any trajectory in the ground truth set. To obtain top- k recommendations with
Random , we independently repeat it k times. To perform top- k recommendation
with Popularity , PoiRank and Markov , we employ the list Viterbi algorithm. For
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Popularity , the score of a path is the accumulated popularity of all POls in the path;
for Poi Rank and Markov , the score of a path is the likelihood (the ranking scores for
POls are brst transformed into a probability distribution using the softmax function,
as described in Section[3.5.P).

4.4.3 Results and discussion

Table[4.4,[4.5 and 4.5 summarises the performance of all methods for top-10 recom-
mendations in terms of the three evaluation metrics respectively. We remark the
performance values consist of the meanand standard erromf the corresponding metric.
We also compare the performance for all values of top- k with k= 1,...,10, a selection
of the curves for Glasgow is shown in Figure /4.4 and[4.5. Additional experimental
results across all bve datasets are available in Appendix .

Is exploiting structure helpful? ~ We can observe from the results in Table[4.4
that POIRank , Markov and SPmethods that convert the trajectory recommendation
task into data that is amenable to off-the-shelf methods (ranking, Markov chains and
structured prediction respectively) performs better than Random and Popularity
baselines but are not the best performing methods. Although Markov achieves the
best performance on the smallest Osaka dataset, the best results on other (larger)
datasets are obtained using our proposed methods SRand SRpath , especially for long

trajectories (Figure H45b).

Is imposing the path constraint helpful? Recall that the SP, SR methods and their
path variants impose the path constraint for recommendation. We observe that these
methods perform better than other baselines (except on the smallest Osaka dataset),
which suggest that it is benebcial to impose path constraint for recommendation.

However, the situation is rather different for training. SPpath and SRpath take
signibpcantly more time (to train) than their non- path variants, since the repeated
invoked loss-augmented inference procedures (Eq. and Eq.) have to search
for paths. Further, the cost of training SPpath and SRpath is exacerbated when
trajectories (in the training set) become longer. This is the main reason that we do not
have results for SRpath and SRpath on the Edinburgh and Melbourne datasets,
since we cannot train these two methods in reasonable time due to a signibcantly
larger portion of long trajectories in these two datasets, as shown in Table

On the other hand, the overall performances of SPpath and SRpath are comparable
to those of their non-path variants (Table [4.4 B[ 4.B), and this is also the case for

recommending short trajectories (Figure B4.5a).
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Table 4.4: K score on points of trajectory recommendation methods on best of top-10.
The best method for each dataset is shown in bold, the second bess shown in italic.

Osaka Glasgow Toronto Edinburgh Melbourne
Random 703+ 032 .731+ 026 .696+ .021 .689% .014 511+ 012
Popularity 786+ 034 .771+ 033 .746+ 022 .768+ .017 .587+ .016
Poi Rank 804+ 034 .847+ 025 .807+ .020 .754+ .017 609+ .017
M arkov 840+ 029 .800+ 028 .819+ 019 .679+ .021 508+ .017
SP 770+ 039 .810+ 027 .733+ .023 .796+ .016 622+ 016
SPpath .809+ 033 .807+ .026 .755% .022 N/A N/A
SR 793+ 033 .883+ 023 .828+ .019 .809z+ .015 .628+ .016
SRpath .820+ .031 .868zx .023 .823% .020 N/A N/A

Table 4.5: K score on pairs of trajectory recommendation methods on best of top-10.
The best method for each dataset is shown in bold, the second bess shown in italic.

Osaka Glasgow Toronto Edinburgh Melbourne
Random 451+ 057 .495+ 046 .438+ 034 411+ .024 .205+ .018
Popularity .626+ 055 .623+ 051 .546+ 036 561+ 027 .341+ 023
Poi Rank 661+ 056 .726+ .043 .646+ .034 .557+ .027 .388+ .023
M arkov 693+ 051 .635+ .048 .644+ 033 .472+ .030 .268+ .023
SP 620+ 061 .658+ 046 .530+ .037 .588+ .027 .390+ .023
SHoath .664+ 055 .648=+ 045 .552+ 036 N/A N/A
SR .637+ 055 .770+ 039 .660+ .033 .608=+ .026 403+ .023
SRpath 671+ 053 .746+ 041 .656+ .034 N/A N/A

Table 4.6: KendallO$ of trajectory recommendation methods on best of top-10.
The best method for each dataset is shown in bold, the second bess shown in italic.

Osaka Glasgow Toronto Edinburgh Melbourne
Random .685+ 035 .703+ .029 .652+ 024 .616+ .018 488+ .013
Popularity 768+ 038 .748+ 036 .719+ 024 .718+ 020 .567+ .017
Poi Rank 787+ 037 .830+ .029 .784+ 023 .712+ .020 .601+ .017
M arkov 824+ 031 .781+ 031 .789+ .022 .739+ .018 541+ o016
SP J49+ 043 790+ 030 .697+ 027 .741+ .020 .602+ 017
SHoath 791+ 036 .787+ .029 .719z+ .026 N/A N/A
SR J77+ 036 .868+ 026 .802+ 022 .761+ .018 .610+ .017
SRpath .803+ .034 .853+ 026 .797zx .022 N/A N/A
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Popularity
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Figure 4.6: Example of a recommended trajectory with POI sequence (S, 1, 2,3,4,5
(left); Radar charts that compare scores of two POls (red chart for POI 1, green
chart for POI 3) decomposed according to eight features (right): Popularity and
Distancecontribute the most to the unary score of POI 1; Distance Visits and Popularity
Differencedominate the contribution to the unary score of POI 3.

When recommending long trajectories, SPpath demonstrates advantages over SP,
however, the signibcantly better performance achieved by SR, which is comparable to
that of SRpath , as shown in Figure 4.3b £ 4.bb, makes SR the best practical choice for
path recommendation.

Is it important to account for multiple ground truths? We observe that SRalways
performs better than SP, and similarly for the path variants of both methods. This
indicates that our brst extension B explicitly modelling multiple ground truths b is
important to achieve good performance. We can also see that the advantages of SR
and SRpath are salient for longer trajectories (Figure f.3b £{4.5b), where pairwise and
sequential information play a larger role.

Overall, path recommendation methods have shown superior performance in
travel trajectory recommendation tasks on a public benchmark. Most notably, taking
into account multiple ground truths in structured prediction and modelling path
constraints are important; and the effects are more pronounced in longer trajectories.

4.4.4 A gqualitative example

Figure [4.§ shows a trajectory recommended by the SR model in Melbourne , the
trajectory (S, 1, 2, 3,4, Y includes six POIls and is visualised on a map (left); the unary
scores of two POls (Eq.[4.2) are decomposed according to eight POI features (right),
in particular, the red radar chart shows the decomposition of the unary score of POI
1 (red marker on map), and the green chart shows the decomposition of the unary
score of POI 3 (green marker on map). We can see that popularity and distance
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related features (i.e., Popularity and Visits difference Distanceand Same aréaare the
main contributors to POI 1; and POI 3 is largely supported by distance and visits
related features (i.e., Distance Visits and Popularity difference

45 Related work

We summarise recent work most related to the recommendation of structured objects,
in particular the problem of recommending travel trajectories, predicting items in the
next basket and generating music playlist.

A classic approach for travel trajectory recommendatias ranking locations with
latent factors learned by collaborative bltering (Zhang and Wang, |2015; Cheng et al.|
2013), such approaches suggest top-ranked places but ignore the sequential structure.
Another approach regards route recommendation as a planning problem (Brilhante
et al.,|2013] Gionis et al., 2014; Lim et al., 2015; Anagnostopoulos et al|, 2017; Chen
et al.,|2018; He et al.| 2018), which generally assume a bxed objective function that is
not directly optimised to predict user behaviour.

The problem of next basket predictiosuggests the set of next items a user might
like to purchase, given the sequence of their shopping basket purchases (Rendle et all,
2010; Wang et al., 2015). The canonical approach for this problem is to apply matrix
factorisation to the Markov chain of transitions between items, or modelling high
guality transitions using recurrent neural networks (RNNs) (Yu et al., 2016).| These
methods are feasible because one is only interested in predicting a single element at a
time, instead of suggesting an entire sequence given the initial item.

The problem of music playlist generatiorconsiders recommending a playlist of
songs to users, given a query such as a seed song or artist|(McFee and Lanckriet,
2011; Chen et al., 2012; Hariri et al.] 2012; Bonnin and Jannach, 2014; Hidasi et al.,
2015; Ben-Elazar et al., 2017). A canonical approach is to learn a latent representation
of songs from historical playlists, and exploit a Markovian assumption on the song
transitions; or to learn high quality transitions using RNNs (Chol et al., 2016). We
investigate this problem in more detail in Chapter 5 |

As a remark, the unary terms in our sequence scoring function (4.2)can be replaced
with personaliseterms to each user, such as from a recommender system |(Koren et al.,
2009; Rendle et al.| 2009). We also note that the trajectory recommendation problem
suits RNNs based techniques. However, these techniques generally require much more
training data than available in our problem. It is also not clear how to recommend a
path (or even sequence) as a whole instead of recommending the next best location
as proposed in recent RNNs based work (Liu et al., 2016b). We leave this and
personalising path recommendation as future work.
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46 Summary

We cast the problem of recommending travel trajectories as a special case of path
recommendation, which we solve by augmenting the SSVMs. This approach ensures
global cohesion of recommended trajectories. The list Viterbi algorithm that was origi-
nally invented to decode digital signals corrupted by noise or to Pnd more than one
candidate sentence in speech recognition, is employed to account for the existence of
multiple ground truths for a given input, as well as recommending trajectories without
loops. Experiments on real-world trajectory datasets show that path recommendation
approaches outperform existing, non-structured approaches. Our viewpoint also
enables researchers to bring recent advances in structured prediction to bear on the
problem of recommending structured objects, including further improving the efp-
ciency of inference and learning. In the other direction, techniques from recommender
systems to capture latent user- and POIl-representations, in sufbciently rich domains,
may improve the predictive power of structured prediction models.



68

Structured Recommendation for Travel Trajectories




Chapter 5

Music Playlist Recommendation
with Multi-task Learning

In this chapter, we study the problem of recommending a set of songs from a music
library, which is a typical task involved in playlist recommendation. In particular,
we investigate this recommendation task in cold-start scenarios (Section 5.2), and
propose a set recommendation approach that optimises a bipartite ranking loss which
encourages songs in a playlist to be ranked higher than those that are not in it
(Section). Further, our approach jointly learns user representations by employing
the multi-task learning paradigm (Section §.4.1), and an equivalence between bipartite
ranking and binary classibcation is exploited for efbcient optimisation (Section .
Lastly, we present empirical evidences that show the effectiveness of the proposed set
recommendation approach (Section ).

5.1 Introduction

Online music streaming services (e.g., Spotify, Pandora and Apple Music) play an
increasingly important role in the digital music industry. A key ingredient of these
services is the ability to automatically recommend songs to help users explore large
collections of music. Such recommendation is often in the form of a playlist, which
involves a subset of songs in a large music library.

We study the problem of recommending a set of songs to form personalised
playlists in cold-startscenarios, where there is no historical data for either users or
songs. Conventional recommender systems for books or movies (Sarwar et al.,|2001;
Netf3ix, 2006) typically learn a score function via matrix factorisation (Koren et al.,
2009), and recommend the item that achieves the highest score. This approach is
not directly suited to cold-start settings due to the lack of interaction data. Further,
in playlist recommendation, one has to recommend a subset of a large collection of

69
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Figure 5.1: Illustration of the three cold-start settings in playlist recommendation. In
each setting, we recommend a set of songs (shown in the green box);(a) Cold Playlist :
recommending a personalised playlist for a user given her existing playlists; (b) Cold
User: recommending a playlist for a new user; (c) Cold Song: recommending a set of
newly released songs to extend an existing playlist.

songs instead of only one top ranked song. Enumerating all possible such subsets is
intractable; additionally, it is likely that more than one playlist is satisfactory, since
users generally maintain more than one playlist when using a music streaming service,
which leads to challenges in standard supervised learning.

5.2 Problem statement

A music playlist is a list of songs that can be listened either in a particular order or in a
random order (e.g., shuf3e mode). In this thesis, we follow the later case and formulate

a music playlist as a set of songs (for further discussion, see Sectio). Therefore,
the problem of recommending music playlists is an instance of set recommendation
(Section@). We investigate three cold-start settings in playlist recommendation:
cold playlist cold userand cold song as illustrated in Figure In the cold playlist
setting, a target user (i.e., the one for whom we recommend playlist) maintains a
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number of playlists that can be learned by the recommendation algorithm to suggest
a new personalised playlist. In the cold usersetting, however, we may only know
a few simple attributes of a new user (e.g., age, gender and country) or nothing
except her user identibPer. The recommendation algorithm leverages the playlists from
existing users to suggest a new playlist for the new user. In the cold songsetting,
the recommendation algorithm suggests songs from a collection of newly released
songs to extend an existing playlist. We assume the algorithm has access to content
information and metadata (e.g., artist, genre and audio data) of the newly released
songs as well as all playlists from existing users.

Suppose we have a datasetS with N playlists from U users, where songs in
every playlist are from a music collection Cwith M songs. Content information and
metadata (e.qg., artist, genre and audio data) of all songs in C are available, and we
extract a D dimensional vector of features for each song. Depending on the playlist
dataset, a few simple attributes of users (e.g., age, gender and country) could be
provided, or nothing except the identiPers of users are known. We assume each user
has at least one playlist, and each song in the collection C appears in at least one
playlist. Recall that in set recommendation (Section P.1.7), one learns a function that
maps a query to a group of sets. We remark that the target user acts as the query
in the cold playlistand cold usersettings, and both the target user and songs in the
specibed playlist serve as the query in the cold songsetting. In the cold playlistsetting,
although no contextual information about the new playlist is available besides the
target user, her existing playlists could implicitly provide her preference. On the other
hand, a new user without any listening history in the cold usersetting poses more
challenges than in the other two settings.

In this thesis, we propose a method to address the problem of recommending
playlists in the three cold-start settings. It ranks songs by optimising a bipartite ranking
loss (Freund et al],[2003{ Agarwal and Niyogi] 2005};|ClZmeneon et all,[2008{ Kotlowski
et al[,[2011), and learns the representations of all users jointly by adopting the multi-
task learning paradigm (Section P.6). We then present how a key equivalence between
bipartite ranking and binary classibcation can make the learning of parameters
more efbcient. Compared to a straightforward approach that learns a classiber from
historical playlists and recommends songs by leveraging the classibcation results,
the proposed approach optimises the top of a ranked list of songs, with a tunable
parameter that controls how much emphasis should be put on the top. Observing
that the number of songs in a playlist is typically much smaller than the total number
of songs in a music library, it makes sense to concentrate only at the top-ranked songs.
Before detailing the proposed method (Section B.4), we review recent work related to
the problems and techniques presented in this chapter.
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Table 5.1: Glossary of frequently used symbols in this chapter.

Symbol Meaning Debpnition
S Playlist dataset

C Music library

D Number of features for a song in C

M Number of songs in C

M, Number of songs in playlist i Eq. (5.12)
Mﬂ Number of songs not in playlist i Eq. (5.5)
N Number of playlists in dataset S g5.

U Number of users in dataset S g5.

P, The set of indices of playlists from user u in dataset S d5.4.1

#u Weights of user u, #, " RP 95.4.1

$i Weights of playlist i, $; " RP 45.4.1

VI Weights shared by all users (and playlists), p" RP g5.4.1

! The collection of all parameters: {{ #,} -, {$i} X, 1}  95.4.1

Xm Feature vector of songm, X, " R b g5.4.1

yh A binary label indicates whether song mis in playlist i  Eq. (5.5)
Wy Weights of playlist i from user u,i" Py, wy;" RP Eq. (5.2)
& Slack variable for playlist i Eq. (5.8)
p Hyper-parameter of multi-task classibcation, p" R* c{ﬂ
*1,%2,%3 Regularisation constants Eq. (5.4)
f(m,u,i) Afbnity score between user u, playlist i and song m Eq. (5.1)
rfﬁ),rﬁ?), r,(ﬁ) Score of songm in cold-start settings Table E
R (f,S) Empirical risk of f on datasetS (a placeholder) Eq. (5.3)
) (1) Regularisation term in the multi-task learning objective Eq. (5.4)
F(f,u,i) Loss of f for playlist i from user u Eq. (5.5)
#(f,u,i) Another loss of f for playlist i from user u Eq. (5.11)
Rrak (f,S)  Empirical risk with loss ! (f,u,i) Eq. (5.6)
Riank (f S)  Empirical risk with loss #(f,u,i) Eq. (5.10)
RMe (f,S)  Empirical risk of multi-task classibcation Eq. (5.12)

We remark that this chapter introduces quite a few symbols, and the frequently
used ones can be found in Table[5.1.

5.3 Related work

We summarise recent work most related to playlist recommendation and music
recommendation in cold-start scenarios, as well as work on the connections between
bipartite ranking and binary classibcation.
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5.3.1 Playlist recommendation

There is a rich set of recent literature on playlist recommendation, which can be sum-
marised into two typical settings: playlist generation and next song recommendation.
Playlist generation is to produce a complete playlist given some seed. For example,
the AutoDJ system (Platt et al., |2001) generates playlists given one or more seed
songs; Groove Radio can produce a personalised playlist for the specibed user given
a seed artist (Ben-Elazar et al.| 2017); or a seed location in hidden space (where all
songs are embedded) can be specibed in order to generate a complete playlist|(Chen
et al,[2012). There are also works that focus on evaluating the learned playlist model,
without concretely generating playlists (McFee and Lanckriet, 2011, 2012)). See this
survey (Bonnin and Jannach,|2014) for more details.

Next song recommendation predicts the next song a user might play after observ-
ing some context. For example, the most recent sequence of songs with which a user
has interacted were used to infer the contextual information, which was then em-
ployed to rank the next possible song via a topic-based sequential model learned from
usersO existing playlists|(Hariri et al],[2012). Context can also be the artists in a userOs
listening history, which has been employed to score the next song together with the
frequency of artist collocations as well as song popularity (McFee et al., 2012; Bonnin
and Jannach, 2013). It is straightforward to produce a complete playlist using next
song recommendation techniques, i.e., by picking the next song sequentially (Bonnin
and Jannach, 2013; Ben-Elazar et al,, 2017).

5.3.2 Cold-start recommendation

In the collaborative bltering literature, the cold-start setting has primarily been ad-
dressed through suitable regularisation of matrix factorisation parameters based on
exogenous user- or item-features (Ma et al),|2008| Agarwal and Chen, 2009; Cao et al.,
2010). Regularisation techniques for deep neural networks (e.g., dropout) have also
been shown to help cold-start recommendation (Volkovs et al.,|2017). The novel idea of
jointly factorising a document-term matrix and a document-user matrix (Saveski and
Mantrach| 2014) achieved promising cold-start document recommendations, especially
with regularisation that encourages local smoothness in the learned embeddings.
Content-based approaches can handle the recommendation of new songs, typically
by making use of content features of songs extracted either automatically (Seyerlehner
et al[,|2010] Eghbal-Zadeh et al.| 2015) or manually by musical experts [(John}, 2006).
Further, content features can also be combined with other approaches, such as those
based on collaborative bltering (Yoshii et al., 2006; Donaldson,|2007] Shao et al., 2009),
which is known as the hybrid recommendation approach (Burke, 2002; Aggarwal,



74 Music Playlist Recommendation with Multi-task Learning

2016). Another popular approach for cold-start recommendation involves explicitly
mapping user- or item- content features to latent embeddings (Gantner et al.,[2010).
This approach can be adopted to recommend new songs, e.g., by learning a convolu-
tional neural network to map audio features of new songs to the corresponding latent
embeddings (Oord et al.} 2013), which were then used to score songs together with
the latent embeddings of playlists. The problem of recommending music for new
users can also be tackled using a similar approach, e.g., by learning a mapping from
user attributes to user embeddings.

A slightly different approach to deal with music recommendation for new users is
learning hierarchical representations for genre, sub-genre and artist. By adopting an
additive form with user and artist weights, it can fall back to using only artist weights
when recommending music to new users; if the artist weights are not available (e.qg.,
a new artist), this approach further falls back to using the weights of sub-genre or
genre (Ben-Elazar et al.| 2017). However, the requirement of seed information (e.g.,
artist, genre or a seed song) restricts its direct applicability to the cold playlistand
cold usersettings. Further, encoding song usage information as features makes it
unsuitable for recommending new songs directly.

5.3.3 Connections between bipartite ranking and binary classibcation

It has been established that bipartite ranking and binary classibcation are closely
related (Ertekin and Rudin,) 2011; Narasimhan and Agarwal,| 2013; Menon and
Williamson, 2016). In particular, Ertekin and Rudin (2011)[showed that the objective of
the P-Norm Push and that of the P-Classibcation share the same minimiser(s). Further,
the P-Norm Push objective is an approximation of the Inbnite-Push objective (Agarwal,
2011), or equivalently, the objective of Top-Push (Li et al.| 2014), which focuses on the
highest ranked negative example instead of the lowest ranked positive example in the
Bottom-Push objective (Rudin| 2009) adopted in this work.

Compared to the Bayesian Personalised Ranking (BPR) approach (Rendle et al.,
2009 McFee et al., 2012) that requires all positive items to be ranked higher than those
unobserved ones, the adopted approach only penalises unobserved items that are
ranked higher than the lowest ranked positive item, which can be optimised more
efbciently when only the top ranked items are of interest (Rudin, 2009;|Li et al.,|2014).

5.4 Multi-task learning for playlist recommendation

We brst introduce a multi-task learning objective and then show how the playlist rec-
ommendation problem can be handled in the three cold-start settings. We discuss the
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challenges in optimising the multi-task learning objective via convex constrained opti-
misation when a bipartite ranking loss is adopted, and show how one can efbciently
approximate an optimal solution by minimising an unconstrained objective.

5.4.1 Multi-task learning objective

Let P, denote the set of (indices of) playlists from user u " { 1,...,U}. We aim to
learn a function f(m,u,i) that measures the afbnity between songm " { 1,...,M}
and playlist i " P, from user u. Given the feature vector x,, " RP of song m, suppose
the afpnity function f:RP # R takes the form of a linear function, i.e.,

f(m,u,i) = Wf”xm, (5.1)

where w,; " RP are the weights of playlist i from user u.
Inspired by Ben-Elazar et al.|(2017) where the weights of a playlist are decomposed
into user weights and artist weights, we decompose w,; into three components?

Wi = #i+ 8+ |, (5.2)

where #, " RP are weights for user u, $; " RP are weights specibc for playlist i, and
" RP are the weights shared by all users (and playlists). This decomposition allows
us to learn the user weights #, using all her playlists, and exploit all training playlists
when learning the shared weights p. 5

Let ! denote all parameters in  {#}_,,{$i}X,,14 . The learning task is to
minimise the empirical risk of afpnity function f on dataset S over parameters!, i.e.,

min ) (1)+ R(f,S), (5.3)

where ) (!) is a regularisation term and R, (f,S) denotes the empirical risk of f on
S (Vapnik, 1992), which will be discussed in the later part of this section.

For each useru,u " { 1,...,U}, we can debne a machine learning task which
recommends playlists for the user by learning from her historical playlists, and the
above formulation allows us to jointly learn the parameters from the U tasks. We
therefore call the objective in problem ( the multi-task learning objectivé

We further assume that playlists from the sameuser have similar weights and the
shared weights p are sparse (i.e., users only share a small portion of their weights). To
impose these assumptions, we apply !; regularisation to encourage sparse parameters

1This method is also related to random effects models (Laird et al., 1982} |Diggle et al.| [2002).
2We also adopt a shared representation p in the formulation, which is typical in multi-task learn-
ing (Caruana) [1997; Rudel,/ 2017).
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Table 5.2: Methods to rank songs in three cold-start settings.

Cold-start Setting Song Scoring Method

(a) Cold Playlist r$® = (#u+ 0 xm
W ) $
(b) Cold User P = T gt xmoor 1 = pCx
U1,
(c) Cold Song 9 = (#y+ $i+ W) xm

in $; and p. The regularisation term in our multi-task learning objective is

U N
) (|) - *1 | *#u*%"' *2! *$i*1+ *3*u*1’ (5_4)
u=1 i=1

where constants * 1,*,,*3 " R™, and the !, regularisation term is to penalise large
values in user weights. We specify the empirical risk R (f,S) in Section[5.4.3.

5.4.2 Cold-start playlist recommendation

Once parameters! have been learned, we make a recommendation by Prst scoring each
song according to available information (e.g., an existing user or playlist), then form
or extend a playlist by either taking the set of top- K scored songs or sampling a set of
songs with probabilities proportional to their scores. Specibcally, in the cold playlist
setting where the target user u is known, we score song m as rﬁ?) = (#y+ W X,

Further, in the cold usersetting where simple attributes of the new user are
available, we brst approximate the weights of the new user using the average weights
of similar existing users (i.e., users whose attribute vectors are similar to that of
the neyv user in terms of e.g., the cosine similarity), then we can score song m as
rfr?) = Wll! wu #ut 1 Xm, Where U is the set of (e.g., 10) existing users that are
most similar to the new user. On the other hand, if we know nothing about the
new user except her identiber, we can simply score song m as rfr?) = ul xy, where
U is the shared weights that can be interpreted as a prior from a Bayesian point of
view (Ben-Elazar et al., 2017).

Lastly, in the cold songsetting where we are given a specibc playlist i from user
u, we therefore can score songm using both user weights and playlist weights, i.e.,
r,(.,f) = (#u+ $i + ) xm. Table summaries the methods presented above for
ranking songs in the three cold-start settings.

We now specify the empirical risk R (f, S) in problem (5.3) and develop methods
to efbciently optimise the multi-task learning objective.
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5.4.3 Ranking songs via Bottom-Push

We aim to rank songs that are likely to be in a playlist above those that are unlikely
to be chosen when making a recommendation. To achieve this, we optimise the
multi-task learning objective by minimising a bipartite ranking loss. In particular, we
minimise the number of songs that are not in a training playlist but are ranked above
the lowest ranked song in it. This is known as the Bottom-Push objective (Rudin,
2009), and the penalty of the afbnity function f for playlist i from user u is

# $
— 1 min f(m,u,i) 1 f(m%u,i) , (5.5)

. Wi =
) m%y! o= 0 m:ym=1

L(f,u,i) =

where M‘) is the number of songs not in playlist i, binary variable y'. denotes whether
song m appears in playlist i, and indicator function !& represents the 0/1 loss.
The empirical risk when employing the bipartite ranking loss !(f,u,i) is
1 U
I 1(f,u,i). (5.6)

N i=1i p,

R:’ank (f,S) —

There are two challenges to optimise the multi-task learning objective with the
empirical risk R{a”" , hamely, the non-differentiable 0/1 loss and the min function in
I(f,u,i). To address these challenges, we pbrst upper-bound the 0/1 loss with one of
its convex surrogates, e.g., the exponential loss!z1 0" 1 ez

1 % (
I(fui)l — | exp f(m”?u,i)) mr_r;iirll f(m,u,i) . (5.7)

) m%y! 450

One approach to deal with the min function in !(f,u,i) is introducing slack
variables & to lower-bound the scores of songs in playlist i and transform problem
(5.3) with empirical risk R2K into a convex constrained optimisation problem

: 1V 1 T ;
mlm)(!)-'-*! I i | exp f(mvu’l)) &
' u=1i"R ) m¥%y =0
st. & 1 f(m,u,i),
u"{1,....Uu},i" P,m"{1,....M}4{m:y =1}

(5.8)

Note that the number of constraints in problem (is Domq! e R, ! Myl =17,
i.e., the accumulated playcount of all songs, which is of order O(LN) asymptotically,
where L is the average number of songs in playlists (typically less than 100). How-
ever, the total number of playlists N can be enormous in production systems (e.g.,
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Spotify hosts more than 2 billion playlists (Spotify, 2018)) which imposes a signibcant
challenge in optimisation. This issue could be alleviated by applying the cutting-
plane method (Avriel,|2003) or the sub-gradient method. Unfortunately, we bnd both
methods converge extremely slowly for this problem in practice. In particular, the
cutting-plane method is required to solve a constrained optimisation problem with at
least N constraints in each iteration, which remains challenging.

5.4.4 Efbcient optimisation

Alternatively, we can approximate the min function in !(f,u,i) using the well known
Log-sum-exp function (Boyd and Vandenberghe, 2004), i.e.,

S Yoy i L _
mnz =) max) 2)=) jm glog! e pa). (5.9)

which allows us to approximate the empirical risk R/2" (with the exponential surro-
gate) by Ri2k debned as

= >1
rank - 1 v 1 4 n "
Rl (f S)y= — 1 | — #(f,u,i) (5.10)
N =1 p M)
where hyper-parameter p" R* and
? A,
ffui)= 1 @1 exp() (f(mu,i)) f(m%u,i)))B . (5.11)

myR=1 m%l =0

We further observe that ﬂ(f, u,i) can be transformed into the objective of the
standard P-Norm Push (Rudin, 2009) by simply swapping the positives {m:yl = 1}
and negatives { m”: y‘m%= 0}. Inspired by the connections between bipartite ranking
and binary classibcation (Ertekin and Rudin, 2011; [Narasimhan and Agarwal, 2013;
Menon and Williamson,|2016), we swap the positives and negatives in the objective of
the P-Classibcation (Ertekin and Rudin| 2011) while taking care of signs. This results
in an empirical risk with a classibcation loss:

# $
1V

| I exp() |of(m,u,i)>+M1i | exp(f(m%u,i) |

R™(f,S) =
u=1i"p, PMs miyh,= 1 ) m%yi =0

(5.12)
where M, is the number of songs in playlist i.

Lemma 1. Let! * " argmin, R™® (assuming minimisers exist), therf " argmin, Rrank
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Proof. See Appendix for a complete proof. Alternatively, we can use the proof of the
equivalence between the P-Norm Push and the P-Classibcation (Ertekin and Rudin,
2011) if we swap the positives and negatives in R™¢ and R O

By Lemma I, we can optimise the parameters of the multi-task learning objective
by solving a (convex) unconstrained optimisation problem: 3

min ) (1) + RMC (f,S). (5.13)

Problem ) can be efbciently optimised using the Orthant-Wise Limited-
memory Quasi-Newton (OWL-QN) algorithm (Andrew and Gao, 2007), an L-BFGS
variant that can address ! regularisation effectively. We refer to the approach that
solves problem ) asMulti-task ClassibcatiofMTC). As a remark, optimal solutions
of problem ( are not necessarily the optimal solutions of min, ) (1) + R@% due
to regularisation. However, when parameters ! are small (which is generally the case
when using regularisation), optimal solutions of the two objectives can nonetheless
approximate each other well.

5.5 Experiments

We present empirical evaluations for cold-start playlist recommendation on two real
playlist datasets, and compare the proposed multi-task classibcation approach to a
number of well known baseline approaches.

55.1 Dataset

We evaluate on two publicly available playlist datasets: the 30Music (Turrin et al., 2015)
and the AotM-2011 (McFee and Lanckriet| 2012) datasets. The Million Song Dataset
(MSD) (Bertin-Mahieux et al., 2011) serves as an underlying dataset where songs in
all playlists are intersected (i.e., bltering out songs not in the MSD); additionally, song
and artist information in the MSD are used to compute song features.

30Music Dataset is a collection of listening events and user-generated playlists
retrieved from Last.fm. 4 We brst intersect the playlists data with songs in the MSD,
then blter out playlists with less than 5 songs. This results in about 17K playlists over
45K songs from 8K users.

3We choose not to directly optimise the empirical risk R{ank , which involves the objective of P-Norm
Push, since classibcation loss can be optimised more efbciently here|(Ertekin and Rudin, 2011).
4https:/iwww.last.fm
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Table 5.3: Statistics of music playlist datasets.

30Music  AotM-2011

Playlists 17,457 84,710
Users 8,070 14,182
Avg. Playlists per User 2.2 6.0
Songs 45,468 114,428
Avg. Songs per Playlist 16.3 10.1
Artists 9,981 15,698
Avg. Artists per Playlist 115 9.0
Avg. Songs per Artist 4.6 7.1

AotM-2011 Dataset is a collection of playlists shared by Art of the Mix ° users
during the period from 1998 to 2011. Songs in playlists have been matched to those
in the MSD. It contains roughly 84K playlists over 114K songs from 14K users after
pltering out playlists with less than 5 songs.

Table[5.3 summarises the two playlist datasets used in this work. The histograms
of the number of playlists per user as well as song popularity (i.e., the accumulated
playcount of the song in the training set) of the two datasets are shown in Figure
and Figure , respectively. We can see that both the number of playlists per user
(Figure 5.2) and song popularity (Figure follow a long-tailed distribution, which
imposes further challenge to the learning task as the amount of data is very limited
for users (or songs) at the tail.

5.5.2 Features

Song metadata, audio data, genre and artist information, as well as song popularity
and artist popularity (i.e., the accumulated playcount of all songs from the artist

in the training set) are encoded as features. The metadata of songs (e.g., duration,
year of release) and pre-computed audio features (e.g., loudness, mode, tempo) are
from the MSD. We use genre data from the Top-MAGD genre dataset (Schindler
et al),[2012) and tagtraum genre annotations for the MSD (Schreiber,[2015) via one-hot
encoding. If the genre of a song is unknown, we apply mean imputation using genre
counts of songs in the training set. To encode artist information as song features, we
create a sequence of artist identibers for each playlist in the training set, and train
a word2vec model (Mikolov et al.,|2013) that learns embeddings of artists. We also
assume no popularity information is available for newly released songs, and therefore
song popularity is not a feature in the cold songsetting. Finally, we add a constant
feature (with value 1.0) for each song to account for bias.

Shittp:/iwww.artofthemix.org
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30Music AotM-2011
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Figure 5.3: Histogram of song popularity.

5.5.3 Experimental setup

In each of the three cold-start settings, we brst split the two playlist datasets into
training and test sets, then evaluate the performance of the proposed method (on the
test set), and compare it against several baseline approaches.

Dataset split  In the cold playlistsetting, we hold a portion of the playlists from about
20% of users in both datasets for testing, and all other playlists are used for training.
The test set is formed by sampling playlists where each song has been included in at
least four other playlists among the whole dataset. We also make sure each song in
the test set appears in the training set, and all users in the test set have a few playlists
in the training set. In the cold usersetting, we sample 30% of users and hold all of
their playlists for testing in both datasets. Similarly, we require songs in the test set to
appear in the training set, and a user will thus not be used for testing if holding all of
her playlists breaks this requirement. Lastly, in the cold songsetting, we hold 5K of
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Table 5.4: Statistics of datasets in three cold-start settings.

Training Set Test Set
Users Playlists  Songs Users Playlists  Songs
Cold Plavlist 30Music 8,070 15,262 45,468 1,644 2,195 45,468
y AotM-2011 14,182 75,477 114,428 2,722 9,233 114,428
Cold User 30Music 5,649 14,067 45,468 2,420 3,390 45,468
AotM-2011 9,928 76,450 114,428 4,254 8,260 114,428
30Music 8,034 17,342 40,468 8,034 8,215 5,000
Cold Song

AotM-2011 14,177 84,646 104,428 14,177 19,504 10,000

the latest released songs in the 30Music dataset, and 10K of the latest released songs
in the AotM-2011 dataset where more songs are available. We remove a playlist from
the training set if all songs in it have been held for testing.

Table[5.4 summaries the dataset splits in three cold-start settings.

Baselines We compare the performance of our proposed method (i.e., MTC) with
the following baseline approaches in each of the three cold-start settings:

¥ The Popularity Ranking(PopRank) method scores a song using only its popularity

in the training set. In the cold songsetting where song popularity is not available,
a song is scored by the popularity of the corresponding artist.

The Same Artists - Greatest Hit6SAGH) (McFee et al|,|2012) method scores a song
by its popularity if the artist of the song appears in the given userOs playlists (in
the training set); otherwise the song is scored zero. In the cold songsetting, this
method only considers songs from artists that appear in the given playlist, and
scores a song using the popularity of the corresponding artist.

The Collocated Artists - Greatest HitsCAGH) (Bonnin and Jannach, [2013) method
is a variant of SAGH. It scores a song using its popularity, but weighted by the
frequency of the collocation between the artist of the song and artists that appear
in the given userOs playlists (in the training set). In the cold usersetting, we
use the 10 most popular artists instead of artists in the userOs listening history
(which is not available), and the cold songsetting is addressed in the same way
as in SAGH (i.e., considering only those artists that appear in the given playlist).

We also compare with a variant of Matrix Factorisation (MF) in each setting, which

prst learns the latent factors of songs, playlists or users, then scores each song by the
dot product of the corresponding latent factors. Recommendations are made as per
the proposed method. To be specibc,
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¥ In the cold playlistsetting, we factorise the song-user playcount matrix using the
weighted matrix factorisation (WMF) algorithm (Hu et al., 2008), which learns
the latent factors of songs and users. We call this method WMF.

¥ In the cold usersetting, we brst learn the latent factors of songs and users by
factorising the song-user playcount matrix using WMF, then approximate the
latent factors of a new user by the average latent factors of the k (e.g., 100)
nearest neighbours (in terms of the cosine similarity between user attribute
vectors) in the training set. We call this method WMF+kNN. ©

¥ Inthe cold songsetting, we factorise the song-playlist matrix to learn the latent fac-
tors of songs and playlists, which are further employed to train a fully-connected
neural network that maps the content features of a song to its corresponding
latent factors (Gantner et al., 2010; Oord et all, 2013). We can then obtain the
latent factors of a new song as long as its content features are available. We call
this method MF+MLP.

Evaluation We Prst evaluate all approaches using two accuracy metrics that have
been widely adopted in playlist recommendation tasks: HitRate@K and Area under
the ROC curve (AUC).

HitRate@K (Hariri et al.] 2012), which is also known as Recall@K |(Jurafsky and
Martin, 2009), is the number of correctly recommended songs amongst the top-K
recommendations over the number of songs in the observed playlist. It has been
widely employed to evaluate playlist generation and next song recommendation
methods (Hariri et al.,[| 2012} |Bonnin and Jannach,[2013, 2014; Jannach et al., 2015).

Area under the ROC curve (AUC) (Manning et al.,|2008), which is the probability
that a positive instance is ranked higher than a negative instance (on average). AUC
has been primarily used to measure the performance of classibers. It has been applied
to evaluate playlist generation methods when the task has been cast as a sequence of
classibcation problems (Ben-Elazar et al.| 2017).

It is believed that useful recommendations need to include previously unknown
items, and this ability can be measured by Novelty (Herlocker et al.| 2004;| Zhang et al,
2012; Schedl et al., 2017),

v I
Novelty@K = i | 1 | | )c@ﬂ, (5.14)
U g1 [P pest e K
u=1 u i Pu m SIK

where Pt is the (indices of) test playlists from user u, S, is the set of top-K recom-
mendations for test playlist i and pop, is the popularity of song m. Intuitively, the
more popular a song is, the more likely a user is to be familiar with it, and therefore
the less likely to be novel.

6The WMF+kNN method does not apply to the AotM-2011 dataset in the cold user setting, since
such user attributes (e.g., age, gender and country) are not available in the dataset.
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We also adopt another beyond-accuracy metric called Spread(Kluver and Konstan,
2014), which measures the ability of a recommender system to spread its attention

across all possible items. It is debned as the entropy of the distribution of all songs,
Spread =) !M P(m) log P(m), (5.15)
m=1
where P(m) denotes the probability of song m being recommended, which is com-
puted from the scores of all possible songs using the softmaxfunction in this work.

Novelty and Spread are two of the beyond-accuracy metrics that are specibcally
tailored to recommender systems. Unlike the AUC and Hit Rate, where higher values
indicate better performance, here moderatevalues are usually preferable for these two
beyond-accuracy metrics (Kluver and Konstan, 2014};|Schedl et al|| 2017). However,
when comparing the performance of various recommendation methods in terms of
Novelty and Spread, it is generally unclear which one achieves a moderate value, and
this is unfortunately a ref3ection of current literature (Schedl et al., 2017).

To make these beyond-accuracy metrics consistent with the accuracy metrics em-
ployed in this work (i.e., higher values indicate better performance), we observe that
the lower- and upper-bound of both Novelty and Spread can be obtained straightfor-
wardly. If an optimal value can be further specibed, we can map the values of these
two metrics into scores in range [0, 1] such that the optimal value is mapped to 1, and
other values are mapped to lower scores that could reRBect how far away they are from
the optimal value. Let v and vy be the lower- and upper-bound, respectively. One
example of such transformation is the following non-linear function

- 0, v"{ v, vy}
F2- ) v9), v (vi,w)

where - (x) = (1+ @ *)) s the sigmoid function, v* " (v.,vy) is the specibed

L) = - C(vt) v, vl vt

T C(V+) VU)) 1, v> vt

f(v) = (5.16)

optimal value, function
(5.17)

and constant C" R™ is a scaling parameter. Figure illustrates that function (3§
can map values uniformly distributed on the horizontal axis to scores in [0, 1], with a
higher resolution near the optimal value.

In experiment, we specify ’ that vt = (vy + v.)/ 2and C = (vy) v.)/ 2, which
results in f(v) = 2-()] v) v*|]) when v" (v_,vy). Note that PopRank scores songs
by their popularity, which, by depnition  (5.14) will achieve the lowest Novelty. In
contrast, the highest Novelty can be obtained by recommending the set of least

popular songs, which we call LeastPop in Figure In particular, let nov PR

7If additional domain information is available, we can choose the values of v* and C accordingly.
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Figure 5.4: lllustration of a non-linear transformation for Novelty and Spread. A
non-linear function that maps a set of real numbers into scores in [0, 1] such that a
moderate value is mapped to a high score and low/high values to low scores.

Table 5.5: AUC for playlist recommendation in three cold-start settings. Higher values
indicate better performance.

Cold Playlist Cold User Cold Song
Method 30Music AotM-2011 Method 30Music AotM-2011  Method 30Music AotM-2011
PopRank 94.0 93.8 PopRank 88.3 91.8 PopRank  70.9 76.5
CAGH 94.8 94.2 CAGH 86.3 88.1 CAGH 68.0 77.4
SAGH 64.5 79.8 SAGH 54.5 53.7 SAGH 51.5 53.6
WMF 79.5 85.4 WMF+kNN  84.9 N/A MF+MLP 81.4 80.8
MTC 95.9 95.4 MTC 88.8 91.8 MTC 86.6 84.3

and nov"**"* denote the Novelty@K of PopRank and LeastPop, respectively. The
transformation for Novelty@K is fNOvelty (noypoPRa™) = fNovelty (ot #25PPy = g ang

fNovelty (now) = 2- () [nowk) novl), nowk " (novi?PR™ novite o) (5.18)
!

where we specify the optimal value novj; = % noV PR + novi 2™ 1n addition,
we know from the debnition (5.15)that Spreads" [0,log, M], where M is the number
of songs in consideration. Therefore, by specifying the optimal value s™ = (log, M)/ 2,

the Spread can be transformed using fSPead(0) = fSPread(jog, M) = 0, and

fSpread(g) = 2- ()] s) s']), s" (0,log, M). (5.19)

55.4 Results

We analyse the empirical results of the proposed method (i.e., MTC) as well as many
baselines in terms of both accuracy metrics (i.e., HitRate and AUC) and beyond
accuracy metrics (i.e., Novelty and Spread).

Accuracy Table shows the performance of all methods in terms of AUC. We can
see that PopRank achieves good performance in all three cold-start settings. This is
in line with results reported in (Bonnin and Jannach, 2013, 2014)). Artist information,
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particularly the frequency of artist collocations that is exploited in CAGH, improves
recommendation in the cold playlistand cold songsettings. Further, PopRank is one of
the best performing methods in the cold usersetting, which is consistent with previous
discoveries (McFee et al.| 2012; Bonnin and Jannach, 2013, 2014). The reason is believed
to be the long-tailed distribution of songs in playlists (Cremonesi et al., 2010;/Bonnin
and Jannach, 201B). The MF variant does not perform well in the cold playlistsetting,
but it performs reasonably well in the cold usersetting when attributes of new users
are available (i.e., in the 30Music dataset), and it works particularly well in the cold
songsetting where both song metadata and audio features of new songs are provided.

Lastly, MTC is the best performing method in all three cold-start settings on both
datasets. Interestingly, it is the tied best on the AotM-2011 dataset in the cold user
setting (recall that this dataset does not provide user attributes such as age, gender
and country), and it achieves the same performance as PopRank in the cold usersetting
on the AotM-2011 dataset, which suggests that MTC might degenerate to simply
ranking songs according to the popularity when making recommendations for new
users; however, when simple attributes of new users are available, it can improve the
recommendations by exploiting information learned from existing users.

Figure 5.5 shows the Hit Rate of all methods in three cold-start settings when the
number of recommended songs K varies from 5 to 1000. As expected, the performance
of all methods improves when the number of recommendations increases. We can
see from Figure that SAGH and CAGH perform better than PopRank (except for
SAGH on the 30Music dataset when K is larger than 300) in the cold playlistsetting,
which conbrms that artist information is helpful in retrieving songs in ground truth
playlists (i.e., improving recall). It is interesting to observe that the performance of
WMF is always between SAGH and CAGH on both datasets, although the performance
of both SAGH and CAGH vary signibcantly across datasets. This might suggest that
this variant of matrix factorisation is more robust than approaches based on ranking
according to song popularity and artist information.

It is challenging to improve upon simply ranking by song popularity in the  cold
usersetting, as shown in Figure 5.5, which is in line with previous discoveries (McFee
et al},|2012; Bonnin and Jannach, 2013, 2014). In contrast, learning-based approaches
(i.e., MTC and MF+MLP) always perform better than other baselines that use only
artist information in the cold songsetting (Figure p.5d). PopRank works surprisingly
well; it even outperforms CAGH which exploits artist collocations on the 30Music
dataset. The fact that CAGH always performs better than SAGH conbrms that artist
collocation is helpful for music recommendation.

In summary, MTC outperforms all other methods by a big margin on both datasets
in the cold songsetting (Figure ). It performs as well as PopRank in the cold user
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Table 5.6: Raw Spread for playlist recommendation in three cold-start settings.
Moderatevalues are preferable.

Cold Playlist Cold User Cold Song
Method 30Music AotM-2011  Method 30Music AotM-2011  Method 30Music AotM-2011
PopRank 9.8 10.5 PopRank 9.8 10.5 PopRank 7.4 7.8
CAGH 5.8 2.3 CAGH 4.2 5.3 CAGH 4.3 4.6
SAGH 10.3 10.4 SAGH 10.0 10.7 SAGH 6.5 5.9
WMF 10.7 11.6 WMF+kNN  10.7 N/A MF+MLP 8.5 9.2
MTC 9.4 104 MTC 9.9 11.4 MTC 7.9 8.3

Table 5.7: TransformedSpread for playlist recommendation in three cold-start settings.
Higher values indicate better performance.

Cold Playlist Cold User Cold Song
Method 30Music AotM-2011  Method 30Music AotM-2011  Method 30Music AotM-2011
PopRank .225 219 PopRank 225 .219 PopRank  .833 .708
CAGH .252 .004 CAGH .057 .086 CAGH .062 .044
SAGH 143 .239 SAGH .188 .183 SAGH .450 151
WMF .098 .078 WMF+kNN  .098 N/A MF+MLP  .636 .621
MTC 319 .239 MTC .206 .095 MTC 918 .949

setting; however, MTC can improve the recommendations when simple attributes of
new users are available (Figure[5.5H). We also observe that MTC outperforms other
baselines in the cold playlistsetting (Figure 5.5d), although the margin is not as big
as that in the cold songsetting. This demonstrates the effectiveness of the proposed
approach for cold-start playlist recommendation.

Beyond accuracy Table 5.6 shows the performance of all recommendation ap-
proaches in terms of Spread In the cold songsetting, CAGH and SAGH focus on
songs from artists in usersO listening history (and similar artists), which explains the
relative low Spread However, in the cold playlistand cold useisettings, SAGH improves
its attention spreading due to the set of songs it focuses on is signibcantly bigger (i.e.,
songs from all artists in usersO previous playlists and songs from the 10 most popular
artists, respectively). Surprisingly, CAGH remains focusing on a relatively small set
of songs in both settings. Lastly, in all three cold-start settings, the MF variants have
the highest Spreadwhile both PopRank and MTC have (similar) moderate Spread

Table summaries the Spreadof all methods after the non-linear transforma-
tion (5.19) We can see that PopRank achieves very good performance in all three
cold-start settings, in particular, it is the best method in the cold usersetting. Further,
MTC performs the best in both the cold playlistand cold songsettings. These observa-
tions are consistent with the results in Table 5.6|which indicates PopRank and MTC
generally perform better than other methods in terms of Spread
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Table 5.8. The mean oftransformedNovelty for playlist recommendation in three
cold-start settings. Higher values indicate better performance.

Cold Playlist Cold User Cold Song
Method 30Music AotM-2011  Method 30Music AotM-2011  Method 30Music AotM-2011
PopRank  .000 .000 PopRank .000 .000 PopRank  .000 .000
CAGH .234 102 CAGH 131 .103 CAGH 591 .648
SAGH 454 A17 SAGH .294 161 SAGH .890 .923
WMF 413 .184 WMF+kNN  .088 N/A MF+MLP  .594 .750
MTC .109 .108 MTC .053 .031 MTC .664 .845

Figure [5.6 shows the Novelty of all methods in three cold-start settings. The values
of Novelty of all methods raise as the number of recommendations increases (except
those of LeastPop which we shall discuss later). We can see from Figure[5.6a that
PopRank has the lowest Novelty in the cold playlistsetting, which is not surprising
given its debnition (Equation $.14). Both SAGH and CAGH start with low  Novelty
and grow as the number of recommended songs increases, but the Novelty of CAGH
saturates much earlier than that of SAGH. The reason could be that, when the number
of recommendations is larger than the total number of songs from artists in a userOs
existing playlists, SAGH will simply recommend songs randomly (which are likely to
be novel) while CAGH will recommend songs from artists that are similar to those in
the userOs existing playlists (which could be comparably less novel). Further, MTC
achieves lower Novelty than WMF and CAGH, which indicates that MTC tends to
recommend popular songs to form new playlists.

It is interesting to observe that MTC and PopRank perform identically in the cold
usersetting, as shown in Figure . SAGH has the largest Novelty on both datasets,
likely for similar reasons to those in the cold playlistsetting. The performance of
different methods (in terms of Novelty) in the cold songsetting (Figure ) are similar
to those in the cold playlistsetting (Figure B.6h); however, we note that there are two
differences: (i) The Novelty of SAGH saturates after the number of recommendations
reaches a certain value (roughly 60), the reason could be that, on average, the total
number of songs from the set of artists in a playlist is about 60, as shown in Table
(ii) MTC achieves higher Novelty than both WMF and CAGH, which might suggest
that MTC tends to recommend new songs that will be (comparably) less popular.

Table[5.8 shows the transformed Novelty averaged over different values of K (i.e.,
the number of recommendations). The transformed Novelty of both PopRank and
LeastPop should be 0 by debnition (5.18), and we observe that SAGH achieves the
overall highest transformed Novelty in all settings (except in the cold playlistsetting
on the AotM-2011 dataset where the MF variant performs best). This is consistent
with the results in Figure Where the raw Novelty of SAGH is generally OmoderateO
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considering that the lower- and upper-bound of Novelty are attained by PopRank and
LeastPop respectively. In addition, CAGH achieves decent performance in all three
cold-start settings. Interestingly, although MTC and the MF variants attain respectable
performance in both the cold playlistand cold songsettings (on at least one dataset),
they do not perform well in the cold usersetting in terms of transformed Novelty.

To conclude, for the task of recommending playlists in cold-start scenarios, the
proposed method MTC performs best in terms of accuracy metrics Hit Rate and AUC.
Despite being outperformed by a comparatively simpler method SAGH in terms of
the beyond-accuracy metric Novelty, MTC produces the overall best recommendations
in terms of another beyond-accuracy metric Spread

5.6 Discussion

We discuss the relationship between multi-task learning, bipartite ranking and binary

classibcation (from the perspective of loss function). In addition, we also remark
several design choices adopted in this work and compare our problem setup with a
closely related setting considered in a recent RecSys challenge.

5.6.1 Multi-task learning, bipartite ranking and binary classibcation

Multi-task learning is a method that learns more than one tasks in parallel by using a
shared representation to achieve inductive transfer between tasks, it could improve
generalisation accuracy of a particular task by leveraging additional signals from
related tasks (Caruana, 1993/ 1997). Sharing representation among multiple tasks
allows us to jointly learn the parameters of users and playlists, as well as the shared
parameters from multiple recommendation tasks, which further enables us to deal
with the problem of recommending a set of songs in three cold-start settings.

The bipartite ranking loss adopted in this work (i.e., the Bottom-Push) guides the
learning process such that the learned parameters will (generally) rel3ect our intention
to rank the set of songs in a playlist higher than those that are not in it. Ideally, we can
directly optimise this loss function using training data; unfortunately, this is infeasible
due to the enormous number of constraints in the involved optimisation problem, we
therefore resort to minimise an approximation of the constrained objective. It turns
out that the approximation transforms the Bottom-Push objective to (a variant of) the
P-Norm Push objective. Although one can optimise the objective of the P-Norm Push
using standard techniques (e.g., gradient descent), more efcient optimisation can
be achieved if we make use of an equivalence between bipartite ranking and binary
classibcation, which results in an unconstrained objective with a classibcation loss.
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5.6.2 Cold-start playlist recommendation versus playlist continuation

In the cold playlistsetting, we recommend more than one playlists for a given user;
however, all these recommendations are identical as the ranking of songs for a specibc
user is the same (Table[5.2). This is due to the fact that no other contextual information
for a recommendation is available except the user identity. Similarly, in the cold user
setting, the same set of songs will always be suggested no matter how many times
the recommendation have been made because of the lack of contextual information
in each recommendation. A more plausible and perhaps more realistic setting is to
provide one or more seedsongs for each task® and the recommended playlist should
be cohesive with the given seed. This setup is known as playlist continuation(Sched|
et al.,|2017), which has been explored in a recent RecSys challengé.One may notice
that the setup of playlist continuation is similar to the cold songsetting, except that
the set of songs to be added to a playlist are not necessarily newly released songs.

5.6.3 Information of songs, playlists and users

In this thesis, we assume that content features of songs (e.g., metadata, audio data)
are provided, even for newly released songs. On the other hand, no user (or playlist)
feature is available. We may have a few simple attributes of users (e.g., age, gender
and country) or only user identibers are known. In practice, users might reveal their
preferences in probles, and playlist metadata (e.g., title, description and created time)
might also be available, which could be leveraged by the learning algorithm.

Further, we treat a playlist as a set of songs by discarding the sequential order.
It turns out that the sequential order of songs in a playlist has not been well under-
stood (Schedl et al|, 2017), some work suggest that the order of songs and song-to-song
transitions are important for the quality of the recommended playlist (McFee and
Lanckriet| 2012;|Kamehkhosh et all,[ 2018), while other work discover that the order
of songs seems to be negligible, but the ensemble (i.e., set) of songs in a playlist do
matter (Tintarev et al., 2017;/Vall et al., [2017).

As a remark, in the cold usersetting, we approximate the weights (or latent factors)
of a new user using the average weights (or latent factors) of similar users in the
training set in MTC (or WMF+kNN). One could also use a weighted average (e.g.,
weighted by the normalised cosine similarity between user attribute vectors) of those
similar usersO weights (or latent factors), however, we did not bnd any signibcant
difference in performance compared to the arithmetic mean in the experiments.

8The seed information can also be an artist or a genre, as considered in Ben-Elazar et al.|(2017).
http://mww.recsyschallenge.com/2018/
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5.7 Summary

We study the problem of recommending a set of songs to form playlists in three cold-
start settings: cold playlist cold userand cold song We adopt the multi-task learning
paradigm that learns user- and playlist-specibc weights as well as shared weights
from user-curated playlists, which allows us to form new personalised playlists for
an existing user, and to produce playlists for a new user, or to extend usersO playlists
with newly released songs. We optimise the parameters by minimising a bipartite
ranking loss that ranks the set of songs in a playlist above songs that are not in it.
An equivalence between bipartite ranking and binary classibcation further enables
efbcient approximation of optimal parameters. Empirical evaluations on two real
playlist datasets demonstrate the effectiveness of the proposed method for cold-start
playlist recommendation. For future work, we would like to explore auxiliary data
sources (e.g., music information shared on social media) and additional features of
songs and users (e.g., lyrics, user probles) to make better recommendations.



94

Music Playlist Recommendation with Multi-task Learning




Chapter 6

Conclusion

In this chapter, we brst summarise the work presented in previous chapters, then
discuss the limitations of the proposed approaches for recommending structured
objects. We end this chapter by presenting a few potential directions for future work.

6.1 Research summary

Efbcient recommendation of structured objects has been a challenge for recommender
system research. We developed techniques for recommending structured objects, in
particular, for pathsand sets

We studied the problem of recommending travel trajectories, an instance of path
recommendation, in Chapter E]and Chapter [] Learning to rank and route planning
techniques have been utilised to combine POI preferences and transition patterns in
Chapter 8 Our experiments on trajectory datasets in Pve cities suggested that both
POI preferences and transition patterns were helpful in recommending trajectories,
and taking advantage of both information sources results in better recommendations.

Chapter E] continued the study of this problem but from a structured prediction
perspective. We extended the structured support vector machines framework and
proposed a structured recommendation approach for suggesting paths. A list vari-
ant of the classic Viterbi algorithm has been employed for efpcient learning and
recommendation. Empirically evaluation demonstrated the proposed structured
recommendation approach achieved improvement over previous approaches.

We investigated an example of set recommendation in Chapter Q i.e., the problem
of recommending a set of songs from a music library to form a new playlist or extend
an existing playlist. A bipartite ranking loss was adopted to encourage songs in
a playlist to be ranked above those that are not in it. We employed the multi-task
learning paradigm to jointly learn the representations of multiple users, and leveraged
an equivalence between bipartite ranking and binary classibcation to achieve efpcient
learning. We compared the proposed set recommendation approach with many
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well-known playlist recommendation methods, and experimental results on two real
playlist datasets suggested our approach based on multi-task learning and bipartite
ranking can recommend better playlists.

Overall, the work on path and set recommendation in this thesis demonstrates
the promising potential of employing machine learning and planning techniques for
recommendation tasks.

6.2 Future work

There are a few limitations of our work on recommending structured objects, which
could motivate a number of potential research work in this area. In particular, the
underlying model of our structured recommendation approach is a sequence model
based on the Markov assumption, which can be violated in many practical scenarios.
Addressing these limitations could result in better path recommendation techniques
that can be more widely useful in practice.

One of the fundamental techniques for set recommendation is bipartite ranking,
in particular, a loss function that encourages any element in the desired set to be
ranked above the highest ranked undesired element. Relying on a single highest
ranked element could result in a recommendation method that is fragile to noise.
Since it is highly likely that data records contain noise in practice, methods that are
robust to noise in data are highly desired. On the other hand, the set recommendation
techniques could be helpful to path recommendation, e.g., a two-stage approach that
prst bxes the set of elements then determines a particular order to form a path.

At last, there are many other types of important structures besides path and set,
for example, the tree structure used in natural language processing (Jurafsky and
Martin,[ 2009) and evolutionary genetics analysis (Charlesworth and Charlesworth,
2010); thegraph (i.e., network) structure widely employed in representing interac-
tions between entities in biological and technological systems (Newman, 2010). The
tasks of recommending such structures would likely to bring both challenges and
opportunities to the study of recommendation systems.



Appendix A

Cutting-plane Methods

The goal of cutting-plane methods is to Pnd or localise a point in a convex target set
Z" R", or determine that Z is empty in some cases. The method does not assume
any direct access to the description of Z, such as the objective or constraint functions
in an optimisation problem, except through a cutting-plane oracle

The cutting-plane methods work by generating a query point ¢ and pass it to the
oracle, the oracle either tells us thatq" Z (in which case we are done), or it returns
a hyperplane which separates g from Z. This hyperplane is called a cutting-plane or
cut, since it eliminates a half-space from our search, as illustrated in Figure The
procedure is repeated until we Pnd a pointin Z or determine that Z is empty. Cutting-
plane methods are also known as localisationmethods (Boyd and Vandenberghe| [2008).
Algorithm § shows a conceptual description of cutting-plane methods.

A.1 Overview of cutting-plane methods

Consider a convex optimisation problem with M constraints,

min fo(2)
z (A.1)
st. fi(z)1 0, i"{1,....M}
where fg, ..., fiy are convex and differentiable, and the target set Z is the optimal (or

'-suboptimal) set. For a query point g, the oracle brst checks for its feasibility. If g
is not feasible, this means that at least one constraint in problem (A.1) is violated.
Suppose constraint fj(z) 1 Ois violated by ¢, then we have fj(g) > 0. In addition, as
f;(z) is convex and differentiable, we have the following inequality 1

fi(2), fild+ 7@ (z) a) (A.2)

Untuitively, the RHS of (is a tangent hyperplane at point g, and a convex function lies above its
tangent hyperplanes.
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Figure A.1: lllustration of cutting-plane methods. The inequality (i.e., cutting-plane)
.,z 1 b1 separates the query point g** ¥ in polyhedron Py from the target set Z.

and we conclude that if f;(q)+ 7 fj(q)( (z) 9 > 0, then fj(z) > 0, which violated
the constraint f;(z) 1 0in problem (. Thus, any feasible point should satisfy the
following inequality

fil@+ 7 fi(@'(z) @10 (A.3)

Equation is called a feasibility cutfor problem (A.I), since it cuts away the
half-space{z | fj(q)+ 7 fj(q)( (z) q) > 0} with infeasible points. If more than one
constraint is violated by g, we can generate afeasibility cutfor each violated constraint.

On the other hand, if qis feasible, and suppose7 fo(g) $ 0 (otherwise gis optimal
and we are done), by the inequality (A.2)| we have

fo(2) > fo(a), if 7 fo(q)¢ (z) @) > 0.

In other words, any point that satisPes inequality 7 fo(q)( (z) @) > 0 has an objective
value larger than fp(q) and hence cannot be optimal. We can exclude these points by
forming the following cutting-plane

7 fo(@' (z) @) 10, (A.4)

which is called an objective cutfor problem (A.1), and it cuts out the half-space
{z]7 fo(q){ (z) @) > 0} with non-optimal points.

Further, if we keep track of the best objective value for all feasible query points

foest = fo(Gbes) = Min{ fo(q) | oV is feasible},



aA.2 Methods to generate query points 99

Algorithm 5 The cutting-plane algorithm

1: Given: an initial polyhedron Pg that contains target set Z.

22k=0

3: repeat

4. Generate a query point g* 1 in P,

5. Query the oracle at gkt

6: if The oracle determines that q**D " Z then

7: return gk+D

8: elseif The oracle returns a cutting-plane al((+ 121 b1 then
9: Update constraints: Py, 1= Py4{z|a,,z1 b1}

10:  end if

11: k=k+1

12: until Convergence or Py, = '

since the optimal point has an objective value which is at most fpes;, We can cut away
the half-space of points {z | fo(z) > fresg With an additional (convex) constraint

fo(z) 1 fpes. By inequality (A.2) we have
fo(q) + 7 fo(A) (z) @) foest1 O, (A.5)

which is known as a deep objective cBoyd and Vandenberghe, [2008). Hereqis a
feasible query point, if g= yest, the cut (A.5) reduces to the objective cut (A.4).

As aremark, for non-differentiable objective or constraints, the gradients 7 f;(z), j "
{0,...,M} can generally be replaced with sub-gradients.

A.2 Methods to generate query points

Recall that in cutting-plane methods, we would like to generate a query point ¢k* 9
in the current polyhedron P, such that the cut returned by the oracle can reduce
the size of Py+ 1 as much as possible. However, when we query the oracle at point
g1, we do not know in which direction of the generated cut that will be excluded

from the current polyhedron Py. If we measure the informativeness of the k-th cut
using the volume reduction ratio V\SE’F",S), we seek a point g** 1 such that, no matter
which direction to cut, we can obtain a certain guaranteed volume reduction. Here

we describe four typical methods to generate query points, i.e., the method of Kelley-
Cheney-Goldstein, the Chebyshev centre method, the analytic centre method, and the

centre of gravity method.
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A.2.1 Method of Kelley-Cheney-Goldstein

Given query points g, ...,q, the method of Kelley-Cheney-Goldstejenerates the
next query point g** Y by solving a linear program (LP) (Wulff and Ong, 2013):
min .
z,.
st. ., fo(q)+ 7 fo(d™) (z) ), -i1 k (A.6)
Al z1 b,

where A(k z1 by are the set of constraints that debne polyhedron Py.

Intuitively, the method of Kelley-Cheney-Goldstein greedily chooses the vertex
of the current polyhedron P\ that maximises the convex objective fo(z) as the next
guery point. To see this, let

ti(2) = fo(d™)+ 7 fo(qD) (z) o),
then t;(2) is a hyperplane tangent to fo(z) at point (). We can rewrite LP as
min .

z,.

st. ., max tj(2),i"{ 1,...k}.
Z'P i

Further, let z" = argmax tj(z), i "{ 1,...,k}, we can see thatz is either a vertex or
Z'P
a point lies on an edge of polyhedron Py (this can be shown intuitively when Py is

a 2-dimensional region), and the optimal solution of LP (4.6) Js z" = argmax; tj(z),
it follows that the next query point q*1 = z*is either a vertex or a point lies on
an edge of P. In fact, if we solve LP (/A.6) using the simplex algorithm, the optimal
solution is guaranteed to be a vertex of Py.

A.2.2 Chebyshev centre method

If we rescale the gradients 7 fo(q(") to unit length in ( it results in bnding the
centre of the largest Euclidean ball that lies inside the current polyhedron Py (Elzinga
and Moore| 1975), in other words, we bnd the next query point g% by solving

min .
Z, .

iy ¢!
7 fo(q") 2) ¢, -i1k (A7)

A CRN
st o0+ 7 (q0)*

Al z1 by
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This variant is called the Chebyshev centrmethod, which has been shown to
possess sighibcantly better convergence properties than the method of Kelley-Cheney-
Goldstein (Gofbn and Vial, 2002).

A.2.3 Analytic centre cutting-plane method

Given a linear constraint q( z1 by, we debne a slack variables = b;) ai( Z, thatis, s
measures how far the current solution is from the constraint. The analytic centreis
debned as the uniqgue maximiser of the function # ; s (Wulff and Ong, 2013), i.e.,

k Mm%
argmax# s = argmax | log(ly) & 2)+ 1 log(d;) cf 2), (A.8)
z i z i=1 =1
where we use M Ylinear constraints to represent the initial polyhedron P and explicitly
write them as cj( z1 di,j"{1,...,M%. The unique maximiser of ( can be
efbciently found using Newton iterations (Gofbn and Vial, 2002).
Let polyhedron

Pe={zldz1ld,j"{1...MFPandaz1l b, i"{1...K},

the analytic centre cutting plane methddCCPM) chooses the analytic centre of Py
to query the oracle, which is a good trade-off between simplicity and practical
performance (Boyd and Vandenberghe, |2008).

A.2.4 Centre of gravity or Bayes point method

Assume setC 6 R" is bounded and has non-empty interior. The centre of gravity

(CG) of Cis debned as C
zdz

cg(CQ = &——. (A.9)
cdz
The centre of gravity method chooses the point g**1 = cg(P,) to query the
oracle (Louche and Ralaivola, |2015). It turns out that this method has a very good
convergence property in terms of the worst-case volume reduction factor, in particular,

we always have
V(Py+1)
V(Py)
in other words, the volume of the localisation polyhedron is reduced by at least
37% at each iteration, and this guarantee is completely independent of all problem
parameters, including the dimension n. However, it is extremely difbculto compute the
centre of gravity of a polyhedron in R" that is described by a set of linear inequalities,

11) % 0.63, (A.10)
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which makes this method impractical. Variants that compute an approximate centre
of gravity have been developed, and some of these approximations can be used to
create a practical CG method (Boyd and Vandenberghe,|2008).



Appendix B

Linking Losses for Bipartite
Ranking and Binary Classibcation

We generalise the results in|Ertekin and Rudin [(2011) and show a parametric family
of bipartite ranking losses share minimiser(s) with a parametric family of binary
classibcation losses. Let functionf : X # R be

f(x;w,b) := g(x;w) + b, (B.1)

where x is an input vector, w is a parameter vector, b is a bias parameter, and
real-valued function g(x;w) is bounded and is differentiable with respectto w.

Let D = S+ 0S) denote a binary dataset with a set of positive instances S, as
well as a set of negative instancesS) . Suppose#,$,),C " R™ are bnite positive
numbers, we debne RP" be the following parametric family of bipartite ranking risk:

Rbr(f, D) - @ | e) $(f(x+w,b)) f(x);wh) B ) (B.2)
X+ "S + X) "S)

ol

Note that RP" is independent of b, since f(x+;w,b)) f(x) ;w,b)= g(x+;w)) g(x) ;w).
Further, let RP¢ be the following parametric family of binary classiPcation risk:

RPS(f,D) = | @ #ilwwh) 4 g | 00w, (B.3)

X "S 4 X "S)

|~

Theorem[]] presents the relation between R”" and R".

Theorem 1. Supposg minimiser(s) of the two risk$"Rf, D) and R°(f,D) exist, gien

w*and b = 1 In 1 exp() #g(x+;w¥)) In I exp($g(x);w¥)) nC ,
# + $ X+"S 4+ X) "S)
if w* " argmin R” (f,D), then(w*,b") " argmin R°(f,D). In addition, if (w*,B) "
w w,b
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argmin RP¢(f,D), thenw® " argmin R® (f,D) andb = b*.
w

w,b

Proof. Let sw) = | exp() #g(x.;w)) and t(w) = |  exp($g(x) ;w)), we note
'S 4 X "S)
that Rbr(f, D) — [S(W)]) [t(W)]% , and b+ = #j- $ In t?\(,:\:_))c

First, we compute derivatives of R and R"¢ with respect to the parameters.

bc
/ /Rb = )j I exp() #(g(x+;w) + b)) + ? I exp($(g(x) ;w) + b))
X+"S + X) "S) (B4)

) exp() #b)s(w)+ Cexp($Sh)t(w).

+
br
TRE<) Dt 1 exp) gl w))()#)M (w1
k X+"S 4+
+
) 2 renrP 1 easgty s %0
X) "S)
= ) )P 1) tw) 1 exp() gty ) (B9
X+"S + k
! 900 W)
esw) 1 exp(sg0 w) O M)
% "S) k
K"{1,....d
/| RPC ) # _ ! g(x+ ;W)
Fo = i L @0 (gt wy s by L)
I A CCORNED
=) exp() #) 1 exp() rglxsiw) L)
X+"S 4
+ Cexp($b) | exp($g(x W))/g(/x\sz) (B.6)
£
=) exp() #) 1 exp() #a(ew)) L)
X+"S & k
) Conpl(#+ ) 1 exp(sate iw) S0

X) "S)
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<

br <

Letw* " argmin R®, then 0 = /R S ,-k"{1,..,d},byEqg. ), we have
w /Wk w=w"

<
t(w) 1 exp() #g(X+;W))/g$X+;W)§

<
X+"S 4 k w=w*
< B.7
g wE . (&7
=s(w) I exp($g(x) ;w)) ———=25 ,-k"{1,..., d}.
% "S) I w=w
Note that s(w*) = Cexp((#+ $)b")t(w™), by Eq. (B.4) we have
<
/ Rbcé _ + + 4 +
S =) exp() #b")s(w™) + Cexp($b )t(w™)
/'b w=w",b=b* B.8
=) exp() #b")Cexp((#+ $)b")t(w™)+ Cexp($b")t(w™) (B8)
= 0.
Further, note that exp (#+ $)b*) = M) py Eq ) we have
’ twH)C’ :
<
W) <
Cexp((#+ $)b") | exp(Sg( w)) -9 IWE
X) "S) < Wk w=w"
s(w) I g(x) ;W) S
= 2 | exp($g(xy ;w)) —-"1—~25 B.9
t(W) % "S) p( g( ) )) / Wi <W:W+ ( )
<
W) <
= 1 exp() #g(x+;w))/g(/x+"’")§ Cok"{ 1.4}
X+"S+ Wk w=w"
By Eq. (B.6) and [B.9), we have
J RS
s =0,-k"{1,...d. (B.10)
/Wk w=w b=bt

Lastly, by Eq. (B.8) and (B.10), we have(w*,b*) " argmin,, , RC(f, D).

On the other hand, suppose (w*,B) " argmin,, , R°(f,D), by Eq. ) we have

/ RoeS . :
0= S =) exp() #B)s(w™) + Cexp($B)t(w™),

/'b w*b=0

or equivalently

.1 s(wh) .,
5= s twac - D (B.11)
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J RbeS
In addition, we have 0 = s , and by Eq. (B.6)
[ Wi S
K w=w*b=bt

<

! o(X+;w) S

| exp() #g(xs w)) LIS
X+ "S 4 k w=w*

<
= Cexp((#+ )b 1 exp(Sg(x w)) 20 W

X) "S) < fx=w+
s(w) lg(x) ;W) S y
= | $9(x) ;w)) ———=5 ,-k"{1,....d}.
(), L, P90 W) LTS { }

w=w*

Thus,

<
sw) 1 exp(sgo w)) IS

% "S) k w=w
- oy L 90X W)
= tw) 1 expl) sglxew)) L

(B.12)

s ANAAN

By Eq. (B.8) and [B.12), we have

(B.13)

Finally, by Eq. (B.13

,w*" argmin R® (f,D).
w




Appendix C

Time Constraints for Travel
Trajectory Recommendation

We have discussed how to adapt our proposed travel trajectory recommendation

methods in Chapters [8|and [ to incorporate time constraints such as the time budget
for a desired trajectory. It turns out we can further extend these methods to incorporate

time-of-the-day constraints on POls (i.e., a POI shall be visited in its available time
frame in a day). Here, we detail this approach formally.

Let M be the number of POls in a city, and s, g be the earliest and latest available
time of POI p;, i "{ 1,...,M} in a day, respectively, in other words, one can only visit
pi in the time frame [s;, §]. Further, let ¢; denote the time to be spent at POI p; and t;;
be the time to travel from p; to p;, and assumec 1 (&) s).

Suppose a user would like to start travelling at time Ty, and assuming a recom-
mended trajectory will not span more than one day. Given a query g = ( Ps, Pe: T)
where ps is the start place and pe the end location, and we require the total travelling
time shall not exceed the time budget T. Below, we detail an approach to incorporate
these constraints in an ILP formulation similar to the one presented in Chapter 3{]

Let zmj, i,j " {1,...,M}, m " {2,...,M} be binary variables, and zy; = 1
indicates that p; is the (m) 1)-th visited POl and p; the m-th visited POI in a
suggested trajectory. First, we shall avoid self-loops at any POlI,

M M
! | Zmii = 0. (Cl)
m=2i=1

For brevity, POls are rearranged such that p; = ps and py = pe. Therefore, we can

restrict that p; is the brst POI to be visited via

M M

I I z,1=0, (Noin-coming transitions)

m=2i=1
M
I zp55=1. (One out-going transition when m = 2)
=1

(C.2)
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We further constrain that py is the last POI to be visited via

M M
I | znm =1, (Onein-coming transition only)
m=2i=1
MM (C.3)
I | zywmwj = 0. (No out-going transitions)
m=2j=1
In addition, each POI shall be visited at most once
M M M M
! | Zmik = I I kajl 1,-k"{2,,M) l} (C4)
m=2i=1 m=2j=1

Note that the dePnition of variables z; implies that we shall visit at most one

POI at stepm
M M

! I zmijll,-m”{Z,...,M} (C.5)
i=1j=1

and further, the step m) 1 and step min a desired trajectory should be coherent, i.e.,

M
! Zm)l,i,kz ' kaj,-m"{3,...,M},-k"{2,...,|V|) l}. (CG)
i=1 =1

<

Supposes; , To, and assume that POI py is the m*%th visited POI in a desired
trajectory, where k" { 2,...,M} and m*" { 2,..., M}, we have ! i'\ﬁlzm%k = 1. The
time before visiting py can be represented as

% % (
m® M M .
Te=Tot 2+ L 11z ty+ ok 2 ) X
m:2i:1j:1 2 2 2 (C?)
k"{2,... M}, m*{2. ..M}

To account for the time-of-the-day constraints on py, we have s, 1 Ty 1 &. To
create a linear constraint that incorporates s, 1 T, when | i'\ilzmo/ﬁ( = 1, we brst
rearrange ¢ 1 Ty into an inequality

m% M M : ,
Ll oz 2tj+ 6+, 2(sk) To)+ &) ¢, (C.8)
m=2i=1j=1

we can then multiply the RHS of (C:8) by ! M, zu, which results in
m® M M M

ol oz 2+ G+g, [2(s) To+ &) al!l Zmow. (C.9)
m=2i=1j=1 i=1
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Note that | M, zm " { 0,1} by constraint (C.5), and the linear constraint (C.9)is
identical to inequality (C:8)when 1 M,z = 1. 1f 1 M, 2104 = 0, inequality (C.9)
degrades to a trivial constraint, since the LHS of (C.9) is non-negative. Similarly, we
can rearrange Ty 1 g into an inequality

m% M M : ,
Il oz 2tj+c+ ¢ 1 2(e) To)+ o) c, (C.10)
m=2i=1j=1
and observe that if we replace the RHS of (C.10)with the following linear expression
# $
M M
[2(a) To)+ &) c]! zmw+ Ca 1) | zwu
i=1 i=1
where constant C" R is a big number. We thus have a linear constraint
# $

m?» M M : : M M
Pl oz 2+ g+ ¢ 1 [2(e) To)+ &) all zoew + Ca 1) |z
m=2i=1j=1 i=1 i=1

(C.11)

Note that constraint (C.11)is identical to inequality (C.10)when ! M, z o = 1,
andif 1 M,z = 0, the RHS of (C.11) becomesC. If C is big enough, (C.11)degrades
to a trivial constraint.

We can summarise the above discussion by the following ILP formulation. It
optimises the linear objective f(z,u) and also takes care of the time budget constraint
(i.,e., Tu+ cu) Tol T)as well as avoiding sub-tours (Miller et al.,|1960).
max f(z,u)

zZ,u

st. zy "{ 0,2}, -i,j"{ 1,....M}, -m"{ 2,...,M}

M M M M

! ' zmiizo, I ' zmijll,-m"{z,...,M}
m=2i=1 i=1j=1

M M M

I 1 zmin =0, | zp5=1,
m=2i=1 j=1

M M M M

' zmm=1, | | Zmmj = 0,
m=2i=1 m=2j=1

M M M M

! ' Zmik = | | kajl 1,-k"{2,...,M) 1}
m=2i=1 m=2j=1

M M

! Zm)l,i,k:_! kaj,-m"{.?),...,M},-k"{z,...,M) 1}

i=1 =1



110 Time Constraints for Travel Trajectory Recommendation

m® M M : : M
Ll oz 2+ a+¢ , [2Ax) To)+ &) ¢!z,
m=2i=1j=1 i=1
-k"{2,... M}, -m*{2.. .M}

" # $
m*® M M : , M M
Phl zyy 2+ 6+ 1 [2(e) To)+ &) all zw + C 1) 1 zgoe
m=2i=1j=1 i=1 =1
-k"{2,... M}, -m*{2.. ..M}

M M M : :

! I | Zjj 2tij+ci+ Ci 1 2T) C|\/|) C1,
m=2i=1j=1
uy"zZ,-i"{1,....M

i { g s

u) uyy+11 (M) 1) 1) I zn; L, -ij"{1,....M}.
m=2
One example of the objective function is
M M)1M
f(zu)y=1 1 1 zyjlog P(pjlpi),
m=2i=1 j=2

which is an extension of (3.5) that optimises the transition likelihood of the suggested
trajectory.

Similarly, the above ILP formulation can be adapted to the setting in Chapter 4] |
where a query specibes a start location ps and the time budget T. However, the end
point of a desired trajectory needs particular care.

Lastly, we want to remark that the number of decision variables in the ILP }
(3.10)is on the order of O(M?) while that of the ILP formulation here is on the order
of O(M?3), and the latter could be signiPcantly 