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Abstract

Type 1 Diabetes (T1D) is a chronic disease, which impairs the glucose homeosta-
sis of the body due to a deficiency in insulin production. People with T1D are life
dependent on external insulin administration. Despite advancements in insulin treat-
ment, current methods are still associated with a heavy cognitive burden on people
with T1D due to the need for manual meal announcement, carbohydrate (CHO)
estimation, and insulin dose calculation. To improve and automate treatment, Ar-
tificial Pancreas Systems (APS) have been introduced; they consist of a continuous
subcutaneous glucose sensor, insulin pump, and control algorithm to estimate the
insulin dose. However, the glucoregulatory system is a partially observable com-
plex dynamical system with large inter- and intra-population variability, affected by
unknown disturbances related to meals, exercise, and stress among others. This com-
plexity, along with delays in glucose sensing and insulin action, has challenged the
performance of existing control algorithms, which still require users to engage man-
ually. Related research has advanced to exploring Machine Learning (ML) for APS
and integrating additional physiological signals as Multi-input Artificial Pancreas
Systems (MAPS).

This PhD thesis in Computer Science primarily presents a body of novel research
on using Reinforcement Learning (RL), a class of ML algorithms to address control
challenges in APS, where RL-based APS are designed and developed to automate
insulin delivery by eliminating CHO estimation and meal announcement. Secon-
darily, the thesis explores and analyses the use of additional physiological signals
for MAPS.

The glucose regulation problem was formulated as a continuing task using the
average reward RL framework with new state-space, action-space, and reward func-
tion designs addressing real-world challenges associated with the problem. State-
of-the-art RL algorithms were first explored to design RL-based APS. A novel algo-
rithm named G2P2C (Glucose Control by Glucose Prediction and Planning) was de-
signed and developed to address the shortcomings identified in the state-of-the-art
algorithms. G2P2C integrated Proximal Policy Optimisation (PPO) with a model-
learning phase —as an auxiliary learning task— and a planning phase to improve
performance and safety. G2P2C did not require any prior announcement of up-
coming meals or meal CHO content. Its performance was tested in-silico using an
open-source T1D simulator based on the Food and Drug Administration-approved
UVA/PADOVA 2008 model and benchmarked against clinical treatment strategies
and the state-of-the-art RL algorithms. G2P2C achieved a time-in-range of 73% and
64% for adult and adolescent cohorts, respectively. This meant it outperformed basal-
bolus clinical treatment strategies in the adult cohort without requiring any meal
user input. The control performance and algorithmic characteristics of G2P2C show
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promise as a candidate algorithm for automating glucose control in APS.
The potential of MAPS was first explored by conducting a systematic literature

review of 17 shortlisted publications from Scopus, PubMed, and IEEE Xplore to iden-
tify and analyse input signals of MAPS. Heart rate, accelerometer readings, energy
expenditure, and galvanic skin response were the main signals found that can be
captured by non-invasive wearable devices, while evidence was also found for lac-
tate and adrenaline as potential invasive biomarkers of T1D. Invasive biomarkers
were explored less, while identified additional signals mainly focused on exercise
in people with T1D which is challenging for existing treatment due to the rapidly
changing insulin needs related to different types of exercise. Therefore, next, moti-
vated by the review findings relationship of invasive physiological signals with ex-
ercise types (e.g., Moderate-Intensity Exercise (MIE), High-Intensity Exercise (HIE),
and Resistance Exercise (RE)) that affect glucose control in T1D was investigated. A
multivariate transfer entropy approach was used to model the physiological signals
to learn the inter-relations of the glucoregulatory system. The analysis validated lac-
tate as an important biomarker in estimating exercise events, while noradrenaline
was observed to be valuable in differentiating RE from HIE and MIE. This high-
lighted the value of MAPS as the next generation of APS.

The in-silico evaluations of the RL-based APS show promise for eliminating meal
announcement and CHO estimation in glucose regulation, and the analysis on phys-
iological signals encourages future research into MAPS which are valuable outcomes
for the T1D diabetes community. The proposed novel G2P2C algorithm and solu-
tions to address challenges associated with using RL in real-world problems benefit
the RL community. This multidisciplinary research also focused on bridging exist-
ing barriers between clinicians, lived experience experts, engineers, and researchers
by publishing across broad audiences in international peer-reviewed venues and de-
veloping software tools. This kind of communication between these stakeholders
is often neglected in existing research, resulting in systems that may not reflect the
clinical objectives and expectations of people with T1D. The inherent complexity of
ML algorithms further exacerbates the situation where the understanding and ex-
plainability of the systems, their operation, outcomes, and data analysis mechanisms
are low, leading to delays and failures in adoption. Hence, as part of this thesis,
an online interactive demonstration tool named CAPSML was developed to facilitate
communication required to develop APS for T1D and a Graphical Processing Unit
(GPU)-based T1D simulation environment named GluCoEnv was developed to en-
courage research and development. The codebase and software tools developed in
the thesis were released open-source under the MIT license for reproducibility and
to encourage future work in this domain.

Keywords: Algorithms; Closed Loop Systems; Control Systems; Diabetes Mel-
litus, Type 1; Glycemic Control; Insulin Infusion Systems; Machine Learning;
Medical Informatics; Pancreas, Artificial; Open Source Software; Reinforcement
Learning.
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Notation

Below is a list of mathematical notation used in this thesis.

R set of real numbers
.
= equality relationship that is true by definition
� approximately equal
f : X ! y function f from elements of set X to elements of set y
2 is an element of ; e.g., x 2 X
ln x natural logarithm of x
ex the base of the natural logarithm, carried to power x; eln x = x
(a, b] the real interval between a and b including b but not including a
PrfX = xg probability that a random variable X takes on the value x
X � p random variable X selected from a distribution p(x)

.
= PrfX = xg

E[X] expectation of a random variable X; E[X]
.
= åx p(x)x

H(X) entropy of random variable X
x̂ estimated value of x
arg maxa f (a) a value of a at which f (a) takes its maximal value
dKL Kullback-Leiber divergence
 assignment

Application specific notation:
gt glucose sensor measurement at time t measured in mg/dL
it insulin administered at time t measure in insulin units (U)
ct meal carbohydrate estimate at time t measured in grams (g)
Ipump insulin infusion rate of the insulin pump (U/min)
Ibasal basal insulin infusion rate (U/min)
Imax maximum insulin infusion rate of the insulin pump (U/min)

In Reinforcement Learning:
S set of all states
A set of all actions
O the observation function
R the reward function
s, s0 states
a an action
r a reward
t discrete time step
at action at time t
at:t+n sequence of actions from time t to t + n
st state at time t
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xii Notation

rt reward at time t
p policy (decision-making rule)
p(ajs) probability of taking action a in state s under a stochastic policy p

h horizon, the time step one looks up to in a forward view
Ravg

t average reward at time t
g discount-rate parameter
Gt return following time t
vp(st) value of state st under policy p (expected return)
qp(st, at) value of taking action at in state st under policy p

Ap
st,at

advantage of taking action at in state st under policy p

q, f parameters of neural networks
rq the gradient of q

pq policy function parameterised by q

vf value function parameterised by f

Qf Q-value function parameterised by f
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Chapter 1

Introduction

This PhD thesis presents a transdisciplinary research focusing on computer science
in healthcare. In this chapter, a high-level introduction to the research problem of
glucose regulation in Type 1 Diabetes is presented, followed by an overview of ma-
chine learning and reinforcement learning methods explored in the thesis. Finally,
the motivation and aims of the research are presented along with an outline of the
thesis and a summary of key contributions.

1.1 The Research Problem: Glucose Regulation in
Type 1 Diabetes

Type 1 Diabetes (T1D) is a chronic disease affecting millions of people worldwide,
leading to a life-long optimisation problem of blood glucose regulation [DiMeglio
et al., 2018]. The endocrine pancreas maintains glucose homeostasis through reg-
ulated insulin secretion in healthy individuals. However, in people with T1D, this
process fails due to autoimmune destruction of the insulin-producing pancreatic islet
b-cells. Hence, an appropriate amount of insulin must be administered from exoge-
nous sources to control blood glucose concentration. Glucose control is challenging
due to the varying insulin requirements related to sleep patterns, meals, and exer-
cise. During periods of fasting (e.g., during sleep), low levels of insulin in blood
are required, whereas after meals, surges in blood insulin are necessary to maintain
normal blood glucose concentrations [Rorsman et al., 2000]. The effects of exercise
on glucose concentrations are complicated due to the different types of exercise (e.g.,
moderate-intensity, high-intensity, resistance exercise) [Paldus et al., 2022b]. An in-
ability to match insulin delivery with an individual's changing insulin requirements
results in either hypoglycaemia (low blood sugar) or hyperglycaemia (high blood
sugar). Hypoglycaemia, if severe, may lead to loss of consciousness, seizures or even
death. Long-term exposure to hyperglycaemia results in complications such as blind-
ness, limb amputations, kidney disease, and cardiovascular disease [DiMeglio et al.,
2018]. To this end, maintaining glucose homeostasis continuously is of signi�cant
importance to avoid severe short and long-term complications.

Arti�cial Pancreas Systems (APS) [Cobelli et al., 2011] are a T1D treatment ap-
proach that aims to mimic the action of the pancreas by automatically releasing
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insulin based on changing glucose levels in a closed-loop manner. APS are being
developed to improve glucose control compared to sub-optimal open-loop treatment
schemes and to remove the cognitive burden on people with T1D and their caregivers
by automating insulin treatment. APS are based on a sensor/actuator mechanism,
containing an external device to measure glucose levels and a pump to infuse the re-
quired insulin dose. A control algorithm calculates the required insulin dose, which
closes the loop between the two devices (Figure 1.1). Although the concept of APS
have been present for more than 40 years, the �rst Food and Drug Administration
(FDA)-approved commercial system (Medtronic Minimed 670G) was only released in
2016 in the United States of America1 [Sherwood et al., 2020]. In existing systems, the
glucose levels in subcutaneous interstitial �uid are continuously monitored through
a continuous glucose monitor (CGM). Then, insulin is infused subcutaneously via
a pump attached to the body [Saunders et al., 2019; Breton and Kovatchev, 2021;
Leelarathna et al., 2021].

Figure 1.1: Arti�cial pancreas system.

APS use Proportional Integral Derivative (PID) [Steil, 2013] controllers and Model
Predictive Controllers (MPC) [Bequette, 2013] to calculate the insulin requirement.
However, APS are still hybrid in nature and referred to as Hybrid Closed-Loop (HCL)
systems. They are not fully automatic and require manual meal announcement and
calculation of insulin doses ( bolus insulin), a process that leads to sub-optimal glu-
cose control due to human error [Brazeau et al., 2013; Trief et al., 2016] and adds a
substantial cognitive burden on users [Brew-Sam et al., 2021a]. In particular, users
must �rst estimate their meal's carbohydrate (CHO) content, typically 20 minutes
before consumption and enter this amount into the pump system. The accuracy of
each meal-related insulin bolus also depends on the insulin to CHO parameter set-
tings entered into the pump system by the user [Diabetes Control and Complications
Trial Research Group, 1993; Slattery et al., 2018]. Depending on the HCL system
being used, the user may also have to decide whether to manually initiate correc-

1The Therapeutic Goods Administration (TGA) in Australia approved the �rst commercial system
in 2019 [Carolyn et al., 2020].
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tion insulin boli according to insulin sensitivity factor settings [Diabetes Control and
Complications Trial Research Group, 1993; Slattery et al., 2018]. Hence, these systems
are fully automated only for controlling the background insulin levels (also known
as basal insulin), which are associated with fasting periods and underlie the meal
boli during the active part of the day based on manual user input. Furthermore,
daily events such as meals, exercise, sleep, and stress complicate the regulation of
glucose, which, as a result, degrades the performance of current systems [Cinar,
2017]. These challenges in existing HCL systems highlight the importance of fully
automated APS capable of handling complex insulin requirements to improve glu-
cose regulation and eliminate the cognitive burden. To this end, the latest research
explores the use of Machine Learning (ML) techniques [Samuel, 1959] and the inte-
gration of additional physiological signals to design Multi-input Arti�cial Pancreas
Systems (MAPS) [Cinar, 2017].

1.2 An Overview of Machine Learning and
Reinforcement Learning

Various concepts and methods are being explored to achieve Arti�cial Intelligence
(AI) [Minsky, 1961] in which ML refers to a subset of algorithms capable of automat-
ically learning and improving without explicit instructions. ML algorithms can assess
patterns in complex datasets by analysing and drawing inferences and are used in
many applications such as image recognition, speech recognition, drug discovery,
and genomics, where signi�cant improvements have been achieved [LeCun et al.,
2015]. The glucoregulatory system of the human body can be described as a com-
plex dynamical system. The recent advancements in ML [Jordan and Mitchell, 2015;
LeCun et al., 2015] techniques have increased focus on data-driven approaches to
model such dynamical systems and design control algorithms. The development of
continuous glucose sensors and pumps in T1D management provides large amounts
of valuable data which has enabled the use of ML techniques effectively in T1D appli-
cations. This highlights the appropriateness of the use of ML towards T1D manage-
ment. A signi�cant emphasis on applying ML techniques to improve diabetes man-
agement can be seen in recent years [Contreras and Vehi, 2018]. These efforts mainly
relate to glucose control [Tejedor et al., 2020], biomarker identi�cation [Kavakiotis
et al., 2017], blood glucose prediction [Hameed and Kleinberg, 2020], blood glucose
dynamics modelling [Woldaregay et al., 2019], detection of adverse glycaemic events
[Contreras and Vehi, 2018], and personalised decision support systems [Kavakiotis
et al., 2017; Woldaregay et al., 2019].

Reinforcement Learning (RL) is an emerging class of ML algorithms where an in-
telligent agent learns to make sequential decisions to solve a given problem [Sutton
and Barto, 2018]. The agent gains experience by interacting with the underlying prob-
lem environment through decision-making and receives a reward for its behaviour
based on the outcomes. The rewards are designed to re�ect the desired objective of
the problem. The agent's goal is to maximise the cumulative reward it can achieve
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which leads to the learning of a desirable behaviour [Sutton and Barto, 2018]. In
2016, an RL agent named AlphaGo was the �rst to defeat the world champion of
the game Go, which was considered a challenging problem for Arti�cial Intelligence
(AI) due to the complexity [Silver et al., 2016]. Ever since, RL algorithms have been
successfully applied in various challenging games, where they have demonstrated
superhuman performance capability/potential [Mnih et al., 2013; Schrittwieser et al.,
2020]. The latest research on RL focuses on continuous control problems such as
3D humanoid motion problems, robotics, and physics simulations [Schulman et al.,
2017; Haarnoja et al., 2018], intelligent transportation systems [Haydari and Y�lmaz,
2020], commercial cooling systems [Luo et al., 2022], and healthcare applications [Liu
et al., 2020]. The problem of glucose regulation in T1D requires sequential insulin
dosing decisions [DiMeglio et al., 2018], and due to the potential of RL algorithms
to perform well in stochastic environments under unknown delays, in learning com-
plex dynamics, and personalisation, previous work has explored the development of
RL-based APS [Bothe et al., 2013]. Real-world RL systems are presented with many
challenges, such as partial observability, high-dimension state/action spaces, large
sensor/actuator delays, safety constraints, formulation of reward functions, explain-
ability, and practical learning constraints [Dulac-Arnold et al., 2019], which are also
present in the problem of glucose regulation. Hence, glucose control can be identi�ed
as a highly suitable application for developing real-world RL algorithms.

1.3 Motivation and Aim

Recent studies have identi�ed that APS technologies have often been misunderstood,
over-promised, and under-delivered [Kesavadev et al., 2020]. This calls for the co-
creation across disciplines, where people with T1D and their caregivers, clinicians,
health experience experts, and researchers work actively towards the design and
development of APS [Desborough et al., 2022; Brew-Sam et al., 2023]. A survey con-
ducted by Brew-Sam et al. [2021b] targeting young people with T1D and their parents
regarding the experience of existing diabetes technologies further substantiates this
approach;

“I feel like you reach a point where we kind of know a bit more [than the doctor]... because
we're the ones experiencing it kind of every day.“ [Brew-Sam et al., 2021b, p.12].

Existing APS technologies are HCL systems, which require further improvements
to regulate glucose better and alleviate the cognitive burden on people with T1D and
their caregivers [Brew-Sam et al., 2021a]. Fully automated APS can eliminate the bur-
den on the user and avoid sub-optimal glucose control resulting from human error
associated with existing systems [Brazeau et al., 2013; Trief et al., 2016].

This PhD thesis in Computer Science explores the development of fully automated
APS. To this end, the primary focus is to design RL-based APS, while the secondary
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focus is on MAPS.

RL-based APS. The potential of RL algorithms to perform well in stochastic environ-
ments under unknown delays, in learning complex dynamics, and personalisation
has brought attention towards RL-based APS [Bothe et al., 2013]. However, APS
are classi�ed as high-risk medical devices, and the application of RL to real-world
problems is presented with numerous research, engineering, and practical challenges
along with critical ethical considerations [Dulac-Arnold et al., 2019]. Hence, the de-
velopment of APS and the application of RL to design APS remain an open challenge.
Therefore, this thesis �rst directs attention to exploring a suitable RL-based problem
formulation for fully automated glucose control, considering the challenges of apply-
ing RL to the real world. Next, the state-of-the-art RL algorithms are used to design
RL-based APS and evaluated based on their performance and algorithmic character-
istics. Finally, the thesis aims to develop a novel modular RL algorithm to overcome
limitations in the state-of-the-art RL algorithms, speci�cally focusing on safety and
performance improvements.

MAPS . The rapid development of wearable technologies has presented access to ad-
ditional information by capturing physiological signals such as heart rate, energy
expenditure, and galvanic skin response [Iqbal et al., 2016]. In addition, invasive
sensors capable of capturing blood biomarkers such as lactate and adrenaline are
also currently being developed. These recent advancements present an opportunity
to utilise the additional information to assist glucose control by detecting daily events
such as exercise and stress and addressing the uncertainty and disturbances which
affect existing APS. Hence, integrating additional signals to APS to design MAPS is a
promising area of research [Cinar, 2017]. Therefore, this thesis conducts a systematic
literature review to explore the effects of identi�ed additional signals. Next, based on
the review �ndings, relatively less explored invasive physiological signals are anal-
ysed in the context of different exercise types in people with T1D to understand their
effects on the glucoregulatory system.

In order to better understand the user preferences and application requirements
of T1D and better communicate the research of this thesis, a multidisciplinary re-
search approach was pursued where people with T1D, clinicians, and health expe-
rience experts were consulted throughout the research. Furthermore, software tools
were explored to improve the explainability of proposed systems to non-technical au-
diences and address engineering challenges associated with the experimental pipeline
of RL-based APS. The research objectives of this thesis can be summarised as follows:

1. Develop fully automated RL-based APS to alleviate the cognitive burden on
people with T1D.

2. Explore the use of additional physiological variables to develop MAPS.

3. Develop software applications/tools to support T1D education and research.
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1.4 Thesis Outline and Key Contributions

In this section, the structure of the thesis is presented by summarising the content
of the chapters and underlying contributions. The thesis aims to develop fully au-
tomated APS. The background and related work are presented in Chapters 2 and
3, where Chapter 2 focuses on T1D, APS, and ML, while Chapter 3 focuses on RL.
To achieve the thesis objectives, the primary focus is on RL-based APS, which is
presented in Chapters 4, 5, and 6. The secondary focus on MAPS is presented in
Chapter 7. Chapter 8 introduces two software tools developed during this thesis to
facilitate the development of APS, improve communication between the stakeholders
of this multidisciplinary research, and discuss the future of RL-based APS. Finally,
Chapter 9 concludes the thesis by summarising the research contributions, limita-
tions, and the research impact.

Chapter 1. Introduction

In this chapter, a high-level introduction to the research problem of glucose regula-
tion in T1D is presented, followed by an overview of ML and RL methods explored
in the thesis. Finally, the motivation and aims of the research are presented along
with an outline of the thesis and a summary of its key contributions.

Chapter 2. Background & Related Work I: Type 1 Diabetes, Arti�cial Pancreas
Systems, and Machine Learning

This chapter summarises the preliminary concepts and background related to the
thesis. First, an introduction to T1D and glucose regulation is provided, and the evo-
lution of treatment methods leading to APS is explored. Next, APS are introduced,
while highlighting the limitations of existing commercial systems and classical con-
trol research towards fully automating APS. Finally, the complexities associated with
glucose regulation are summarised, and ML is introduced as a technology to over-
come identi�ed challenges.

Chapter 3. Background & Related Work II: Reinforcement Learning

This chapter provides essential background material required to develop RL-based
APS. First, RL is introduced along with its concepts and applications. Next, chal-
lenges associated with applying RL to real-world problems are presented. Finally, a
literature review on the use of RL for continuous control problems and APS is pre-
sented, and limitations of existing RL-based APS are highlighted to identify areas of
improvement.
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Chapter 4. Problem Formulation and State-Of-The-Art RL for Glucose Control

This chapter presents a fully automated RL-based APS design, targeting the cogni-
tive burden associated with existing treatment related to CHO estimation and meal
announcement. First, a formulation for the glucose control problem is proposed by
focusing on the environment, state/action spaces, and reward function design. Next,
the state-of-the-art RL algorithms are explored and implemented to compare against
standard clinical treatment based on basal-bolus treatment strategies. Finally, the ex-
perimental design and evaluation metrics are presented, and the performance of the
designed fully-automated RL-based APS are evaluated.

The work presented in this chapter is based on

• Hettiarachchi, C., Malagutti, N., Nolan, C., Daskalaki, E. and Suominen, H.,
A Reinforcement Learning Based System for Blood Glucose Control without
Carbohydrate Estimation in Type 1 Diabetes: In Silico Validation , 44th An-
nual International Conference of the IEEE Engineering in Medicine & Biology Society
(EMBC), Proceedings (pp. 950-956), IEEE, July 2022.

• Hettiarachchi, C., Malagutti, N., Nolan, C., Suominen, H. And Daskalaki, E.,
Deep Reinforcement Learning for Eliminating Carbohydrate Estimation In
Glucose Regulation In Type 1 Diabetes , Diabetes Technology & Therapeutics,
Proceedings (Vol. 24, Pp. A95-A95), Mary Ann Liebert Inc, April 2022.

Chapter 5. G2P2C: A Novel Modular RL Algorithm for Glucose Control

This chapter introduces a novel RL-based algorithm to address the shortcomings of
the state-of-the-art algorithms explored in the previous chapter. The proposed al-
gorithm extends the Proximal Policy Optimisation (PPO) algorithm by introducing
two novel optimisation phases, model learning and planning. In view of these novel
added features, the algorithm was named G2P2C — Glucose Control by Glucose
Prediction and Planning and is designed to focus on the safety, explainability, and
translation of the research to real-world. This chapter presents the algorithm design
and implementation details of G2P2C and evaluates its performance against clinical
treatment benchmarks and the state-of-the-art RL algorithms.

The work presented in this chapter is based on

• Hettiarachchi, C., Malagutti, N., Nolan, C., Suominen, H. and Daskalaki, E.,
G2P2C – A Modular Reinforcement Learning Algorithm for Glucose Control
by Glucose Prediction and Planning in Type 1 Diabetes , Biomedical Signal
Processing & Control, Elsevier, May, 2023 (Pending Review).
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Chapter 6. Non-linear Continuous Action Spaces for RL in Glucose Control

Continuous action spaces are a challenge faced by RL algorithms when applied to
real-world problems (Chapter 3). In the case of glucose regulation, a large contin-
uous action space is required to re�ect the dynamic insulin needs. The standard
approach in RL is to formulate a linear action space for the agent. Therefore, this
chapter introduces non-linear continuous action spaces to overcome the challenge
associated with ef�ciently exploring the dynamic range of insulin in glucose control.
Three non-linear translation functions are proposed to map the RL action to the in-
sulin infusion rate, inspired by the basal-bolus pattern of clinical insulin treatment
practice. The proposed non-linear action spaces are compared and evaluated against
the standard linear action space used in practice for RL algorithms. An action space
designed through this proposed novel approach is used in the RL-based APS pre-
sented in Chapters 4 and 5.

The work presented in this chapter is based on

• Hettiarachchi, C., Malagutti, N., Nolan, C., Suominen, H. and Daskalaki, E.,
Non-linear Continuous Action Spaces for Reinforcement Learning in Type
1 Diabetes, 35th Australasian Joint Conference on Arti�cial Intelligence (AJCAI),
Proceedings (pp. 557-570), Springer, Cham, December 2022.

Chapter 7. Multi-input Arti�cial Pancreas Systems (MAPS)

In previous chapters, RL was explored to address technical and application-speci�c
challenges related to glucose control. This chapter explores the potential of inte-
grating additional physiological signals to address identi�ed challenges and design
MAPS. The chapter is divided into two sections. The �rst section presents a system-
atic literature review to identify additional physiological signals suitable for glucose
control. Based on the review �ndings, the following section analyses invasive physi-
ological signals in the context of exercise. Exercise is a challenging activity affecting
glucose control due to the rapidly changing insulin needs. Relationships between
invasive physiological signals and different types of exercise are explored to assist
glucose control and design MAPS.

The work presented in this chapter is based on

• Hettiarachchi, C., Daskalaki, E., Desborough, J., Nolan, C.J., O'Neal, D. and
Suominen, H., Integrating Multiple Inputs Into an Arti�cial Pancreas System:
Narrative Literature Review , JMIR Diabetes, 7(1), e28861, February 2022.

• Hettiarachchi, C., Daskalaki, E., Malagutti, N., Nolan, C. And Suominen, H.,
Model-Free Inference of Information Flow Among Physiological Signals In
Type 1 Diabetes Subjects Using Multivariate Transfer Entropy , Diabetes Tech-
nology & Therapeutics, Proceedings (Vol. 23, Pp. A99-A99), Mary Ann Liebert
Inc, June 2021.
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Chapter 8. Future of Arti�cial Pancreas Systems Development

This chapter discusses essential characteristics of APS development by �rst dis-
cussing the importance of collaboration between various stakeholders associated
with the research. Next, two software tools named CAPSML and GluCoEnv are
introduced to improve the communication barrier and research and development
processes in RL-based APS. Finally, the future of APS are discussed by highlighting
important characteristics and processes related to safety, privacy, ethical considera-
tions, and clinical trials, which need to be further explored.

The work presented in this chapter is based on

• Hettiarachchi, C., Malagutti, N., Nolan, C., Daskalaki, E., and Suominen, H.,
CAPSML: Bridging the Gap Between Clinicians, Lived Experience Experts,
and Arti�cial Intelligence Systems for Glucose Regulation in Type 1 Dia-
betes, 34th Medical Informatics Europe (MIE), May 2023, (Accepted).

• Weng, H., Hettiarachchi, C., Nolan, C., Suominen, H. and Lenskiy, A., Ensuring
Security of Arti�cial Pancreas Device System Using Homomorphic Encryp-
tion , Biomedical Signal Processing & Control, 79, p.104044, Elsevier, January 2023.

• Cui, R., Hettiarachchi, C., Nolan, C.J., Daskalaki, E. and Suominen, H., Person-
alised Short-Term Glucose Prediction via Recurrent Self-Attention Network ,
IEEE 34th International Symposium on Computer-Based Medical Systems (CBMS),
Proceedings (pp. 154-159), IEEE, June 2021.

Chapter 9. Thesis Conclusion

This chapter concludes the thesis by summarising the research contributions, lim-
itations, and the research impact on diabetes and ML communities. The chapter
highlights the developed novel RL algorithm named G2P2C, which eliminates meal
announcement and CHO estimation to minimise the cognitive burden on people
with T1D and the novel approach of non-linear action spaces to formulate the re-
search problem addressing real-world challenges of RL. This thesis was limited to
an in-silico study which used FDA-recognised simulators following best practices.
The chapter highlights these limitations and their potential impact. It concludes
by highlighting the engineering contributions through designed software tools and
open-source code contributions to replicate this work and facilitate the future devel-
opment of APS.
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Chapter 2

Background and Related Work I:
Type 1 Diabetes, Arti�cial Pancreas
Systems, and Machine Learning

This chapter summarises the preliminary concepts and background related to the
thesis. First, an introduction to T1D and glucose regulation is provided, and the evo-
lution of treatment methods leading to APS is explored. Next, APS are introduced
by highlighting the limitations of existing commercial systems and classical control
research towards fully automating APS. Finally, the complexities associated with glu-
cose regulation are summarised, and ML is introduced as a technology to overcome
identi�ed challenges.

2.1 Type 1 Diabetes (T 1D)

The pancreas is a vital organ in the human body's digestive system, which mainly
focuses on producing enzymes to digest food and hormones for blood glucose regu-
lation. Diabetesis a metabolic disease caused by the de�ciency of the hormone insulin
produced by the islet b-cells of the pancreas. There are three main types of diabetes,
namely type 1 diabetes, type 2 diabetes and gestational diabetes. Type 2 diabetes oc-
curs due to dysfunction of the b-cell and insulin resistance, and gestational diabetes
develops in women during pregnancy. T1D is caused by the autoimmune destruc-
tion of the b-cells of the pancreas. It results in complete insulin de�ciency, rendering
the need for external insulin administration to maintain glucose homeostasis vital to
survival of people living with the disease [DiMeglio et al., 2018].

In 2021, it was estimated that 8.4 million people worldwide were affected by T1D
[Gregory et al., 2022]. T1D causes a signi�cant cognitive, and economic burden as
people with T1D require daily insulin treatment, regular blood glucose monitoring,
structured diabetes education, and expert medical care [Gregory et al., 2022]. In
many low-income countries, access to these resources is limited, which leads to se-
vere disability and early death. This is evident from the estimated remaining life
expectancy of a 10-year-old diagnosed with T1D. In low-income countries, the mean

11
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remaining life expectancy was 13 years, while it was 65 years for high-income coun-
tries in 2021 [Gregory et al., 2022]. It is estimated that 20% (1.8 million) of people
with T1D are from low-income and lower-middle-income countries [Gregory et al.,
2022]. In 2040, the number of prevalent cases is expected to increase to 13.5 - 17.4 mil-
lion, which highlights the impact of T1D and its widespread nature [Gregory et al.,
2022].

T1D requires external insulin administration for survival. Various treatment
methods exist to estimate and administer insulin, where maintaining an optimal
glucose level is the main target (Figure 2.1). The inability to maintain normal glucose
levels results in either hypoglycaemia (low blood sugar) or hyperglycaemia (high
blood sugar). Hypoglycaemia is very dangerous, resulting in seizures, loss of con-
sciousness or even death. Long-term hyperglycaemia leads to complications such
as blindness, renal disease, limb amputations and cardiovascular disease [DiMeglio
et al., 2018]. To this end, maintaining glucose homeostasis continuously is of signi�-
cant importance for avoiding severe short- and long-term complications. The glucose
range of 70–180 mg/dL (3.9-10 mmol/L) has been identi�ed as the optimal region
for glucose for people with T1D, and the percentage of time spent in this range is
named Time-In-Range (TIR) , a key metric which treatment aims to improve [Dia-
betes Control and Complications Trial Research Group, 1993]. In addition to TIR,
there are several other metrics used to evaluate the performance of T1D treatment,
which focus on the time spent in hypoglycaemia and hyperglycaemia ranges and
their associated risk. These metrics were standardised (Table 2.1) by the Advanced
Technologies & Treatment for Diabetes (ATTD) Congress in 2019 through consensus
received from a panel of international physicians, researchers, and individuals with
T1D, to address the lack of consistency in the practical application of the metrics
[Battelino et al., 2019].

Figure 2.1: A daily simulation of glucose with meal events for type 1 diabetes.
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Table 2.1: Standardised type 1 diabetes metrics.

Metric
Time above Range (TAR) - Level 2 (Severe Hyperglycaemia):
Percentage time >250 mg/dL (>13.9 mmol/L)
Time above Range (TAR) - Level 1 (Hyperglycaemia):
Percentage time >180 mg/dL (>10.0 mmol/L)
Time in Range (TIR) (Normoglycaemia):
Percentage time 70–180 mg/dL (3.9-10.0 mmol/L)
Time below Range (TBR) - Level 1 (Hypoglycaemia):
Percentage time <70 mg/dL (<3.9 mmol/L)
Time below Range (TBR) - Level 2 (Severe Hypoglycaemia):
Percentage time <54 mg/dL (<3.0 mmol/L)
Low Blood Glucose Index (LBGI)
High Blood Glucose Index (HBGI)
Risk Index (RI)

2.2 Evolution of Type 1 Diabetes Treatment Methods

The discovery of insulin in 1921 led to exogenous insulin administration as a ther-
apeutic agent, which has been life-saving for people living with T1D. Pancreas and
islet cell transplants have also provided a solution for T1D more recently, though
organ donation shortage, the risks of surgery, and the need for immunosuppression
are limiting factors [Roep, 2020]. As a result, there is a continued reliance on the sub-
cutaneous administration of exogenous insulin to treat T1D. The insulin delivery is
divided into two distinct administration patterns: low-range, an almost-continuous
basal pattern of delivery, and a pattern of intermittent high-range (or bolus) delivery
of insulin used mainly to counter the glucose elevation due to meals [Nathan et al.,
1993]. There have been continuous advancements in insulin preparations, including
insulin analogues with different pharmacokinetic properties [Vliebergh et al., 2021].
The development of new insulin delivery and blood glucose measurement technolo-
gies have also driven improvements in T1D treatment methods (Table 2.2). Shah
et al. [2016] presents the evolution of insulin delivery methods and different routes
of administration, while Villena Gonzales et al. [2019] reviews the progress of glucose
monitoring.

Until recent years, best practice treatment of T1D, as was established in the Dia-
betes Control and Complications Trial [Diabetes Control and Complications Trial Re-
search Group, 1993], involved frequent Self-Monitoring of Blood Glucose (SMBG)
through using �nger-pricks to access capillary blood and Multiple Daily Injections
(MDI) of short- and long-acting insulins. Information from the SMBG, as well as
carbohydrate content of meals and planned exercise, informed titration of insulin
doses. The development of sensors for Continuous Subcutaneous Glucose Moni-
toring (CSGM) and insulin pumps for Continuous Subcutaneous Insulin Infusion
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Table 2.2: A summary of type 1 diabetes treatment methods.

Method Manual Effort Treatment Mechanism
Required

MDI Yes Clinical guidelines
SAP Yes Clinical guidelines
HCL Yes Clinical guidelines, classical control methods (Table 2.3)
APS No Classical control (Table 2.4), RL (Table 3.1) methods

Acronyms: APS - Arti�cial Pancreas Systems, HCL - Hybrid Closed Loop, MDI - Multiple
Daily Injections, RL - Reinforcement Learning, SAP - Sensor Augmented Pump.

(CSII) has improved T1D treatment. The CSGM and CSII have typically been used
in an open-loop setting, in which the operator (health care professional or person
with diabetes) needs to program a variable 24-hour basal infusion rate, as well as an
insulin to CHO ratio (required for calculating meal insulin boluses), and an insulin
sensitivity factor and target glucose range (required for calculating correction insulin
boluses). However, this open-loop system is cognitively demanding because of the
constant requirement for input from the patient (and carers). The CHO content of
each meal and blood glucose concentrations need to be manually entered into the
pump computer before initiating insulin bolus doses. In addition, basal infusion
rates must be adjusted for exercise and during intercurrent illnesses. The electronic
connectivity between glucose monitoring and insulin pumps has led to the recent
advancement of Sensor Augmented Pump (SAP) therapy, which allows for auto-
matic suspension of insulin delivery `before low' or `on low' to reduce the risk of
severe hypoglycaemia. SAP has partially relieved the cognitive strain on people with
diabetes.

Treatment of T1D based on MDI and SAP therapies uses a rule-based mechanism
designed by clinicians for insulin infusion. This is carried out by calculating patient-
speci�c characteristics such as Total Daily Insulin (TDI), Carbohydrate Insulin Ratio
(CIR), and Insulin Sensitivity Factor (ISF), which are used to derive the basal insulin
rate, correction insulin boli, and meal insulin boli 1 [Nathan et al., 1993; Slattery et al.,
2018]. These parameters are closely monitored by clinicians and adjusted periodi-
cally. The basal insulin rate (Equation (2.1)) is associated with fasting periods (e.g.,
sleeping and prior to eating). The correction boli (Equation (2.2)) are used to counter
the increase in measured glucose (Gm) from the target glucose level ( Gt). The meal
boli are used to target the increase in glucose due to meals, which is calculated by
estimating the CHO content of the meal in grams (Equation (2.3)). An example glu-
cose simulation based on SAP therapy is presented in Figure 2.2, where a �xed basal
insulin rate is applied continuously, and bolus insulin doses are to counter meal
events.

1Different basal infusion rates, CIRs, and ISFs can be set according to the time of day (e.g. morning,
afternoon, evening or over night).
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Basal Insulin Rate = 0.48� TDI U/day. (2.1)

Correction Insulin Bolus =
(Gm � Gt )

ISF
U. (2.2)

Meal Insulin Bolus =
CHO
CIR

U. (2.3)

Figure 2.2: A simulation of glucose control based on sensor augmented pump ther-
apy. Insulin (bottom) is administered to control glucose levels (top). The spikes in
insulin represent the bolus insulin, while the rest represent the basal insulin. Daily

meal events and their carbohydrate contents are presented in red.

2.3 Arti�cial Pancreas Systems (APS)

The advent of rapid-acting insulin analogues, CSGM, and CSII, have made progress
towards APS possible. The essential components of an APS are a sensor measuring
subcutaneous interstitial �uid glucose on a near-continuous basis, a pump infusing
rapid-acting insulin into the subcutaneous tissue and a control algorithm that closes
the loop between the two devices (Figure 2.3). While the concept of APS have been
around for over 40 years, with the Biostator (1977) identi�ed as the �rst closed-loop
glucose controlling system or APS [Cobelli et al., 2011], it has only been the last
few years that the use of APS have become a clinical reality. The controller is a
vital component of APS, responsible for calculating the optimal amount of insulin
required to maintain glucose homeostasis. The controller uses subcutaneous glucose
measurements as the primary input to calculate and operate the required insulin
infusion rate as the output.

The FDA has categorised APS as class III medical devices which involve auto-
mated drug delivery and are considered high-risk devices. Hence an Investigation
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Figure 2.3: Arti�cial pancreas system

Device Exemption is required prior to any clinical trial [US Food and Drug Admin-
istration, 2012]. This requires initial testing of the proof of concept through animal
trials, which is time-consuming and costly [Kovatchev et al., 2009]. A critical step
towards APS advancement was the development of physiological models and simu-
lators, which enabled the tuning and testing of different control algorithms in-silico
prior to clinical studies ensuring safety. The simulators provide the capability to
extensively test the robustness of control algorithms and large-scale simulations ac-
counting for inter-subject variability compared to animal trials. The UVA/PADOVA
simulator [Kovatchev et al., 2009] was accepted by the FDA as a replacement for
animal testing simplifying the process, and is currently the only such approved sim-
ulator. The UVA/PADOVA simulator has been widely used in pre-clinical studies to
validate proposed control algorithms.

2.3.1 Hybrid Closed-Loop Systems

The �rst commercial APS were released in 2016 in the United States of America 2

[Sherwood et al., 2020], with FDA-approval. Due to control algorithmic limitations
to address the delay present in CSII and CSGM, these approved APS are not fully
closed-loop systems but are Hybrid Closed-Loop (HCL) systems. Essentially, the
HCL system uses closed-loop for basal insulin delivery but requires the operating
person to initiate insulin boli before meals according to the CHO content and, except
for the latest HCL systems, correcting boluses to counter high blood glucose levels 3.
Hence, it is a feedback system with a feedforward loop. The requirement of meal
announcement and CHO estimation in HCL systems leads to a substantial cognitive
burden on the users [Brew-Sam et al., 2021a]. Hence, fully closed-loop APS would

2The Therapeutic Goods Administration (TGA) in Australia approved the �rst commercial system
in 2019 [Carolyn et al., 2020].

3The most recent commercial HCL systems provides automatic correction boluses and considered
as Advanced HCL systems (AHCL) (e.g., Medtronic Minimed 780G(2020), CamAPS(2020), and Control
IQ(2019)). Howver, they still require meal announcement and CHO estimation.
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signi�cantly reduce the cognitive burden on people with diabetes and their carers.
Medtronic MiniMed 670G (2016) [Messer et al., 2018], Control IQ (2019) [Forlenza

et al., 2019], CamAPS (2020) [Leelarathna et al., 2020], and Medtronic MiniMed 780G
(2020) [Silva et al., 2022] are currently available commercial HCL systems. All these
proposed systems have conducted long-term clinical trials (3-6 months) and have
been able to achieve a TIR performance of nearly 70%. Systematic reviews and meta-
analysis have veri�ed that HCL systems have shown better performance compared
to conventional pump therapy [Weisman et al., 2017; Bekiari et al., 2018; Petrovski
et al., 2021]. However, there is still signi�cant room for improvement in the TIR per-
formance. Furthermore, human errors in CHO estimation and forgetting to inform
the HCL system of meals reduce the performance and increase safety concerns.

Table 2.3: Performance of commercial hybrid closed-loop systems.

System TIR
Medtronic Minimed 670G (2016) [Messer et al., 2018] 69.0%
Control IQ (2019) [Forlenza et al., 2019] 71.0%� 6.6%
CamAPS (2020) [Leelarathna et al., 2020] 67.0%� 10.0%
Medtronic Minimed 780G (2020) [Silva et al., 2022] 76.2%� 9.1%

Acronyms: TIR - Time In Range.

2.3.2 Classical Control Algorithms

A variety of classical control algorithms have been explored in previous research
towards APS development. The majority of research has extensively explored PID
[Steil et al., 2006], MPC [Bequette, 2013] algorithms and their variants. PID was
selected as a suitable algorithm due to the argument that it can emulate the multi-
phase response of the b-cell in glucose regulation to design a more physiological
insulin delivery [Steil et al., 2011]. Equation (2.4) presents a general PID algorithm,
where Ibasal is the basal insulin rate, Gm the measure of glucose,Gt the target glucose
level, and Kc, t I , t D are tuneable parameters.

IPID = Ibasal + Kc

�
(Gm � Gt ) +

1
t I

Z t

0
(Gm � Gt)dt + t D

d(Gm � Gt )
dt

�
. (2.4)

In MPC, a model of the system is used, which predicts the responses for a pre-
diction horizon ( P) based on calculated control action (u) for a given control horizon
(M). The optimal control trajectory is identi�ed by solving a constrained optimisa-
tion problem (Equation (2.5)). The optimisation objective is to minimise JMPC(Du),
which aims to control glucose levels to a target ( rk+ i ) weighted by Wy, while min-
imising the control input weighted by WDu. The constraints on the control action and
glucose levels (y) focus on safety. Once the optimal trajectory is identi�ed, the �rst
control action step is applied, and the optimisation continues.
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JMPC(Du) =
P

å
i= 1

Wy(rk+ i � ŷk+ i jk)
2 +

M � 1

å
i= 0

WDuDu2
k+ i jk

s.t. Dumin � Du � Dumax,

umin � u � umax,

ymin � y � ymax. (2.5)

Figure 2.4: Model predictive control

Extensive comparisons between the use of PID and MPC for glucose regulation
have been conducted [Bequette, 2013; Steil, 2013]. PID and MPC techniques in HCL
systems require manual bolus insulin to counter disturbances from daily events such
as meals and exercise. In particular, pure PID-based systems are slow in reacting
to such events and, coupled with the insulin actuation delays, could lead to insulin
overdose [Bothe et al., 2013]. However, PID systems are equipped with different
safety mechanisms to avoid these adverse effects [Steil et al., 2011]. On the other
hand, MPC approaches are more proactive as they are based on an internal system
model. Generally, the underlying model used in MPC algorithms is �xed and linear
and does not capture the dynamics of the disturbances (e.g., exercise). Hence, they
are also prone to disturbances. Therefore, a good personalised model encompassing
valuable dynamics is vital to achieving good performance. Adaptive control strate-
gies such as Generalised Predictive Control (GPC), capable of adaptively improving
the internal model to better represent the system and carry out control (Figure 2.5),
have been explored for APS development [Turksoy et al., 2013d].

Linear Quadratic Gaussian (LQG) methods have also been explored in previous
work [Colmegna et al., 2018]. In LQG, the full-state estimate from Kalman �ltering
is generally used with the full-state feedback control law from the linear quadratic
regulator (Figure 2.6). In contrast to methods that rely on dynamical representations,
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Figure 2.5: Generalised predictive control

Fuzzy Logic [Yen and Langari, 1999] based controllers, which focus on replicating
the reasoning of diabetes caregivers, have also been introduced. The MD-Logic Sys-
tem [Atlas et al., 2010] is one such example. Classical control algorithms have been
augmented with specialised safety modules, and models to calculate insulin accu-
mulated in the body to adjust insulin infusion to design fully automated systems
[Turksoy et al., 2013d; Colmegna et al., 2018]. The performance of fully automated
APS research using classical control algorithms based on conducted clinical trials is
presented in Table 2.4.

Figure 2.6: Linear quadratic gaussian

The complexity, uncertainty, and disturbances associated with glucose control
can be identi�ed as key technical limitations towards the development of fully au-
tonomous APS. This thesis focuses on two approaches towards tackling this chal-
lenge. First, RL, an ML-based control approach, is explored for control algorithm
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Table 2.4: Performance of fully automated arti�cial pan-
creas systems based on clinical trials.

Research Study Control Algorithm TIR
Turksoy et al. [2013d] GPC 46.5%
Turksoy et al. [2013b] GPC 62%
Turksoy et al. [2014] GPC 58%
Turksoy et al. [2018] GPC 76.75%
Colmegna et al. [2018] LQG 74.7%

Acronyms: GPC - Generalised Predictive Control, LQG - Lin-
ear Quadratic Gaussian, TIR - Time In Range.

development. Second, the integration of additional signal sources to design MAPS is
explored. The integration of wearable and other invasive sensors is expected to pro-
vide additional information related to the glucoregulatory system and daily events
affecting glucose control.

2.4 Technical Challenges in Glucose Regulation

There are several technical challenges related to glucose regulation in T1D. These
challenges compromise APS performance and usability, and their resolution will lead
to safer APS with less cognitive burden on people with T1D. This section discusses
the technical challenges of complex dynamics, uni-directional control, delays, uncer-
tainty, disturbances, and variability and their effect on APS.

Complex Dynamics, Uncertainty, and Disturbances. The glucoregulatory system of
the human body is a complex dynamical system affected by the disturbances and un-
certainty associated with daily events (e.g., meals, exercise, stress, and illness), which
challenges glucose regulation [Kovatchev et al., 2009; Cinar, 2017]. Current systems
cannot recognise these events and take timely action to maintain normal glycaemic
levels. In addition to the activities identi�ed above, natural perturbations, circadian
variability, and other biological factors also affect physiological parameters such as
insulin sensitivity which affects the performance of APS [Gondhalekar et al., 2013;
Stewart et al., 2016].

Sensor and Actuator Delays. Delays are signi�cant limitations in the current hard-
ware, which pose great challenges to APS development. The subcutaneous route
used in APS introduces a time delay between the subcutaneous and plasma glucose
measurements (roughly 6–12 minutes) and an insulin action delay (roughly 5–15
minutes depending on the type of insulin) [Villena Gonzales et al., 2019; Vliebergh
et al., 2021]. These delays are signi�cant during activities such as exercise and meals
and affect the optimal control of glucose [Zaharieva et al., 2019]. Moreover, delays
in the onset and offset in action when insulin is delivered subcutaneously mean that
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such events require timely responses or may even need to be anticipated, resulting
in an increased risk of hypoglycaemia and hyperglycaemia [Vliebergh et al., 2021].
In order to address these limitations, researchers are currently focused on develop-
ing fast-acting insulin and much more accurate CSGM devices. The focus on sensor
failures and noise has also been increased to ensure the development of safe APS
[Villena Gonzales et al., 2019].

Uni-directional Control. The insulin-only systems have limited operation since they
are single-directional and can only reduce glucose. This limits the protection against
hypoglycaemia. Hence, additional control inputs have been introduced in existing
treatment [Peters and Haidar, 2018; Ananda Basu, 2020]. Glucagon and amylin are
two other hormones closely associated with the glucoregulatory system [Teixeira and
Malin, 2008]. Dual hormonal treatment systems [Peters and Haidar, 2018] addition-
ally incorporate glucagon, and tri hormonal systems which incorporate glucagon
and amylin have also been explored [Ananda Basu, 2020]. However, these additional
hormones are costly and require further clinical assessments to ascertain their safety
of administration to the body. Bioelectronic approaches have also been researched
in-silico to manipulate neural signals to control insulin sensitivity for better glucose
regulation [Güemes et al., 2019].

Inter- and Intra-subject Variability. The glucoregulatory system of individuals is
subject to variability due to age and other biological factors (food, exercise, psycho-
logical stress, illness, season, menses, time of day, pregnancy) [Gondhalekar et al.,
2013; Stewart et al., 2016; Cinar, 2017] and it is important to continuously improve
the glucose control strategy to adapt to these changes. Hence, there is a large inter-
and intra-subject variability in glucose control performance due to the varying glu-
cose dynamics of individuals [Kovatchev et al., 2009]. At present the personalisation
of treatment is done by calculating patient-speci�c characteristics such as TDI, CIR,
and ISF [Nathan et al., 1993; Slattery et al., 2018]. These parameters are closely mon-
itored by clinicians and adjusted periodically. Such adjustments need to be made
with care by establishing suf�cient safety conditions.

2.5 Clinical Challenges in Glucose Regulation

People with T1D and their caregivers face many daily challenges related to exist-
ing treatment. Brew-Sam et al. [2021a,b] have conducted studies to identify existing
challenges and needs of people with T1D. This section summarises open clinical chal-
lenges associated with glucose regulation.

Diabetes Education. The management of T1D is complicated and requires speci�c
knowledge related to glucose sensor, insulin pump management, training and knowl-
edge on the CHO content of different food and meals, and the calculation of insulin
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doses. Furthermore, the availability of different commercial insulin pumps and glu-
cose sensors and their unique features increases the effort required, which has moti-
vated studies to understand the user experience of the technologies [Brew-Sam et al.,
2021a].

Cognitive Burden. The current HCL systems require users' input regarding meals
and exercise; hence similar to previous treatment methods, there remains a signi�-
cant cognitive burden on the user. Users need to estimate the CHO content of their
meal prior to consumption and inform the system in advance regarding any physical
activity and the activity type [Shah et al., 2016]. This limits spontaneity and affects
the quality of life of people with T1D [Brew-Sam et al., 2021a]. Nearly 50% with T1D
consider CHO estimation as the most burdensome aspect of diabetes self-care and
often results in missed insulin doses, incorrect meal and correction bolus calcula-
tions [Medtronic, 2019]. This highlights the importance of automating the treatment
and reducing the cognitive burden. CHO estimation is a dif�cult task that requires
speci�c training and knowledge on CHO content of different food and meals and
frequently leads to errors [Roversi et al., 2020]. In Brazeau et al. [2013], the average
CHO counting error by 50 adult T1D subjects was 15.4 � 7.8g, and the common prac-
tice is to consider an error of � 10g per snack or meal acceptable [Roversi et al., 2020].
Computer vision-based systems utilising smartphones are currently being explored
towards CHO estimation [Anthimopoulos et al., 2015].

Performance and Safety. The TIR performance of existing systems is around 70%,
which can be further improved (Section 2.3.1). The safety of existing APS is chal-
lenged due to daily events. Forgetting to bolus could result in severe hypergly-
caemia, and miscalculating the doses could result in severe hypoglycaemia, which is
a possibility in current HCL systems. The performance and safety considerations of
existing treatment also call for attention towards the trust and psychosocial aspects
of existing treatment [Brew-Sam et al., 2021a].

2.6 Machine Learning (ML)

The ambition of creating intelligent machines that think dates back to ancient Greece
[Bengio et al., 2017], while the Dartmouth Summer Research Project on Arti�cial In-
telligence (1955) is widely considered as the founding event of Arti�cial Intelligence
(AI) as a research �eld [McCarthy et al., 2006]. A member of this project and Turing
Award (1969) winning computer scientist, Marvin Minsky, de�ned AI as;

“... the science of making machines do things that would require intelligence
if done by men [humans].“

- Marvin Minsky [Minsky, 1968].

The development of programmable computers in the recent past has made rapid
progress in AI, with many practical applications. The game chess was considered
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a grand challenge by a generation of AI researchers, ultimately leading to the de-
velopment of Deep Blue, a chess-playing supercomputer that beat the world chess
champion in 1997 [Campbell et al., 2002]. This was a knowledge-based approach
for AI, where the system hard-coded human knowledge and used the computational
power of computers [Bengio et al., 2017]. Machine Learning (ML) was introduced to
enable AI systems to acquire their own knowledge by extracting patterns in complex
datasets without speci�c instructions by analysing and drawing inferences [LeCun
et al., 2015]. At present, ML is used in many applications and has achieved signif-
icant improvements in image recognition, speech recognition, drug discovery, and
genomics [LeCun et al., 2015].

ML tasks are mainly classi�ed into three categories (1) supervised learning, (2)
unsupervised learning, and (3) reinforcement learning. Supervised learning uses an-
notated datasets to perform regression and classi�cation tasks by learning a function
between the input data and the target output [Kavakiotis et al., 2017]. In unsuper-
vised learning, the hidden structure of unlabeled data is discovered through associate
rule mining and clustering [Kavakiotis et al., 2017]. Reinforcement learning [Sutton
and Barto, 2018] focuses on decision-making by interacting with a dynamic environ-
ment and will be covered in detail in Chapter 3.

Deep Learning (DL) is a sub�eld in ML based on Arti�cial Neural Networks
(ANN) and is de�ned as a type of ML algorithm where multiple layers of pro-
cessing are used to learn representations with multiple levels of abstractions from
large datasets, which is a limitation in conventional ML techniques [LeCun et al.,
2015]. Convolutional Neural Networks (CNN) [LeCun et al., 1989], Temporal Con-
volution Networks (TCN) [Lea et al., 2016], Recurrent Neural Networks (RNN) [Hihi
and Bengio, 1995], and Long-Short Term Memory (LSTM) networks [Hochreiter and
Schmidhuber, 1997] are some of the most popular ANN. DL has been enabled thanks
to the advancements in computing (e.g., Graphical Processing Units (GPU), Tensor
Processing Units (TPU)).

2.7 Machine Learning in Type 1 Diabetes

The ability of ML to utilise multi-modal data streams, learn complex physiological
relationships, personalisation capabilities, and handle uncertainties has resulted in a
signi�cant emphasis on the application of ML towards T1D in recent years [Contreras
and Vehi, 2018]. These efforts mainly relate to glucose control [Tejedor et al., 2020],
biomarker identi�cation [Kavakiotis et al., 2017], blood glucose prediction [Hameed
and Kleinberg, 2020], blood glucose dynamics modelling [Woldaregay et al., 2019],
detection of adverse glycaemic events [Contreras and Vehi, 2018], and personalised
decision support systems [Woldaregay et al., 2019; Kavakiotis et al., 2017]. Several of
these research directions are speci�cally important towards developing APS. In this
section, previous research on ML in T1D is summarised based on their applicability
to APS (Figure (2.7)). This work can be mainly categorised as (1) the development
of auxiliary modules for APS, (2) glucoregulatory system modelling, and (2) control
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algorithm development.

Figure 2.7: Applications of machine learning for type 1 diabetes.

The operation of APS is challenging due to the complexities of glucose regula-
tion and the uncertainty associated with the daily events of the user. Hence, the
system requires auxiliary components in addition to the primary control strategy.
The designed auxiliary modules are expected to provide the primary control algo-
rithm with feedback to improve the insulin delivery strategy. Such modules have
been explored in previous studies aiming to develop hypoglycaemia early alarm sys-
tems [Turksoy et al., 2013c], hypoglycaemia prediction [Turksoy et al., 2016], meal
detection [Turksoy et al., 2015; Ramkissoon et al., 2018; Hajizadeh et al., 2019], and
CHO estimation [Turksoy et al., 2016]. ML techniques can be used to complement
some existing systems while improving others through the use of their improved
prediction and forecasting capabilities under uncertainty [Bengio et al., 2017]. ML
techniques have been extensively used in improving these modules. Vision-based
systems and CNNs have been used for CHO estimation systems [Vasiloglou et al.,
2018]. RNN, Support Vector Machines (SVM), and Auto-Regression with Exogenous
input (ARX) models have also been used for hypoglycaemia prediction algorithms
[Tyler and Jacobs, 2020]. The potential for novel auxiliary modules is immense as ad-
ditional wearable sensors can be used to develop such systems [Hettiarachchi et al.,
2022a]. Both invasive and non-invasive sensors can be applied to design modules for
exercise detection [Breton et al., 2014; Castle et al., 2018] and diabetes ketoacidosis
detection [Lee et al., 2019], which are expected to be valuable in glucose control. Fo-
cusing on such auxiliary modules will help design comprehensive APS since they are
expected to contribute to the safety, personalisation and explainability characteristics.

Control engineering and ML �elds share overlapping ideas and methods. System
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Identi�cation (SI) in control engineering focus on learning a model of the underly-
ing dynamical system [Yassin et al., 2013]. Methods in SI can be categorised as
(1) white-box approaches which derive models from �rst principles; (2) black-box
approaches based on data acquired from the system; and (3) grey-box approaches,
which utilise prior knowledge about the system and data [Yassin et al., 2013]. The
current glucoregulatory system models used in T1D are predominantly based on
grey-box approaches, which use compartmental models and are personalised using
data [Wilinska et al., 2010; Visentin et al., 2018]. Previous research has also focused
on black-box approaches where subspace identi�cation [Hajizadeh et al., 2017] and
ARX [Turksoy et al., 2013b] methods are used for SI. Utilising the capabilities of ML
in learning complex relationships, techniques such as Random Forest [Liaw et al.,
2002], SVM [Xuegong, 2000], ElasticNet [De Mol et al., 2009], and Gradient Boosting
Trees [Ke et al., 2017] and DL models such as LSTM [Hochreiter and Schmidhuber,
1997] networks, TCN [Lea et al., 2016] have been applied towards data-driven glu-
coregulatory system modelling [Xie and Wang, 2020, 2018]. Xie and Wang [2020]
presents a comparison study between these ML approaches and classical time series
models. It is important to note that various multi-inputs from wearable devices, in
addition to glucose and insulin, have also been used towards system modelling in
order to improve the performance [Rashid et al., 2019].

Real-world control problems are challenging due to their high-dimensional, non-
linear complex dynamics, which results in dif�culty in system modelling and de-
veloping useful control algorithms [Duriez et al., 2017; Brunton and Kutz, 2022].
Hence, data-driven approaches to control are being explored, and the power of ML
algorithms has enhanced the focus on Machine Learning Control (MLC) [Duriez
et al., 2017]. Various approaches towards MLC have been investigated. As identi�ed
above, ML is used for SI, where classical control algorithms leverage the model for
designing the control algorithm [Duriez et al., 2017]. ML has also been used to tune
parameters of classical control algorithms such as PID control [Duriez et al., 2017].
Techniques such as genetic programming [Koza et al., 1999] which is an evolutionary
algorithm, and adaptive neural networks [Palnitkar and Cannady, 2004] have been
used to design the structure and tune parameters of control algorithms [Duriez et al.,
2017]. These approaches use anoptimal control framework where the goal is to
control the dynamical system by optimising an objective function, using data in an
off-line learning loop (Figure 2.8) [Duriez et al., 2017].

RL techniques are also used for control, where a control strategy is improved
over time to achieve a de�ned objective through experience. A majority of MLC
approaches in APS development are related to RL. In contrast to other ML methods,
RL is more suited for decision-making tasks in a dynamic system environment. Also,
RL algorithms have been shown to perform well under unknown variable delays
(through delayed reward mechanisms); in learning complex non-linear dynamics;
handling uncertainties and disturbances; and in personalisation [Bothe et al., 2013].
Hence, RL-based algorithms are currently being explored in glucose control in T1D
[Daskalaki et al., 2013a]. An introduction to RL and a review of previous research on
RL-based APS are presented in Chapter 3.
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Figure 2.8: Applying machine learning in the standard framework for feedback con-
trol. The system is affected by disturbances www(t) and controlled by noisy actuators
uuu(t) based on noisy system measurementsyyy(t). The control objective is to minimise
a cost function J based on vector zzz(t), which contains required information related

to the system. The off-line learning loop provides data to train the controller.

2.8 Summary

This chapter introduced the problem of glucose regulation in T1D and presented the
evolution of T1D treatment methods. HCL systems were identi�ed as an emerging
treatment strategy based on CSGM and CSII, where PID and MPC algorithms have
been used for control algorithm development. The potential for fully autonomous
APS was identi�ed. However, there are many challenges associated with the prob-
lem of glucose regulation. The cognitive burden on people with T1D and their carers
was identi�ed as a major limitation of existing treatment, while problem-speci�c
challenges such as complex dynamics, uncertainty, disturbances, uni-directional con-
trol, delays, and high inter- and intra-subject variability are also present. The next
chapter presents the latest research on using RL algorithms for glucose control and
their suitability to address identi�ed challenges.



Chapter 3

Background and Related Work II:
Reinforcement Learning

Chess is the most widely-studied do-
main in the history of arti�cial intel-
ligence. In 2017, AlphaZero a RL-
based chess program, achieved a super-
human level of play without being taught
any chess strategies by its human cre-
ators. AlphaZero is capable of discover-
ing novel strategies, as shown in the fol-
lowing game between Stock�sh 8 vs Apl-
haZero (0-1), London 2018(12), where it
sacri�ces material and king side structure
to mobilise its pieces [Sadler and Regan,
2019].

This chapter provides essential back-
ground material required to develop RL-
based APS. First, RL is introduced along
with its concepts and applications. Next,
challenges associated with applying RL
to real-world problems are presented. Fi-
nally, a literature review on the use of RL
for continuous control problems and APS
is presented, and limitations of existing
RL-based APS are highlighted to identify
areas of improvement.

8 0s0l0s0j
7 a0o0Z0Zp
6 BZ0o0Z0o
5 Z0Z0oPZb
4 PZ0Z0m0Z
3 Z0OPZNZP
2 0O0M0OPZ
1 S0ZQZRZK

a b c d e f g h

Stock�sh 8 vs AlphaZero
London 2018(12) (0-1)

“Chess has been shaken to its roots by
AlphaZero, but this is only a tiny example of
what is to come. Hidebound disciplines like
education and medicine will also be shaken,
if slowly, by the improved results promised

by AI analysis, if we allow them to.“
- Garry Kasparov

(World Chess Champion, 1985-2000)
[Sadler and Regan, 2019, p.16].
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3.1 Reinforcement Learning (RL)

The �eld of Reinforcement Learning is concerned with learning how to act in an
environment to achieve a speci�ed objective. The origins of RL are mainly from
psychology and optimal control, which have been pursued independently [Sutton
and Barto, 2018]. The “Law of Effect" in psychology introduced learning by trial
and error, which described the effect of reinforcing events based on the tendency to
select actions [Thorndike, 1911]. The underlying theory and algorithms in optimal
control were also essential in developing RL. A stochastic optimal control problem
in optimal control deals with uncertainties present in the system and is formulated
as a Markov Decision Process (MDP). Dynamic programming is used to solve these
problems. However, it suffers from the curse of dimensionality, where computa-
tional requirements grow exponentially with the number of state variables [Sutton
and Barto, 2018]. RL focus on problems related to optimal control and, speci�cally,
on stochastic optimal control problems. Integrating learning by trial and error and
optimal control concepts around temporal difference methods [Samuel, 1959] in the
late 1980s led to modern RL [Sutton and Barto, 2018]. Temporal-difference methods
focus on deriving predictions for a quantity based on temporally successive estimates
of the given quantity through bootstrapping. It was successfully used in a learning
algorithm to develop a checkers-playing program [Samuel, 1959]. At present, RL can
be identi�ed as an intertwining of many �elds such as ML, control, psychology, neu-
roscience, mathematics, economics, and engineering [Sutton and Barto, 2018].

Concepts and Terminology. RL is a computational approach where a decision-
maker, called an agent, interacts with an environment to learn a strategy (policy )
to achieve a speci�c goal. The interaction between the agent and environment is for-
mulated using the formal MDP framework [Sutton and Barto, 2018]. A policy maps
eachstate (st) of the environment to an action (at). At a given state, the agent takes an
action, which results in a state transition and a feedback called a reward (r t), which
evaluates the transition related to the goal pursued. The agent uses its experiences
(s1, a1, r1, s2, a2, r2 � � � transitions) to learn a policy to maximise the expected cumula-
tive reward (return) from any given initial state. The expected return for a given state
is also called the value. Unlike other approaches, RL emphasises learning through
direct interaction with the environment without requiring supervision or complete
models of the environment [Sutton and Barto, 2018]. A formal de�nition is presented
in Chapter 4.

Model-based and Model-free RL. Model-based RL algorithms rely on learning a
model of the environment in order to optimise their control policy. They are more
sample-ef�cient than model-free methods and bene�t from generalising well to new
tasks and environments [Bansal et al., 2017]. On the other hand, they heavily depend
on the accuracy of the learnt model [Xiao et al., 2019]. Model-free RL algorithms
have outperformed model-based algorithms in domains where model learning is
challenging. However, they require millions of trials for learning [Bansal et al., 2017;
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Figure 3.1: Reinforcement learning framework. At each time step, an agent interacts
with an environment by taking an action ( at) based on the environment state (st) and

receives a feedback called a reward (r t).

Schrittwieser et al., 2020]. Several prior works have focused on combining model-
free and model-based paradigms to design RL systems [Sutton, 1991; Gu et al., 2016;
Bansal et al., 2017; Schrittwieser et al., 2020].

On-policy and Off-policy RL. RL algorithms can also be classi�ed as on-policy and
off-policy algorithms. In on-policy learning, the policy which is being learned is
also used for action selection. In contrast, in off-policy learning, a different policy is
used for action selection (called a behaviour policy). Off-policy algorithms are more
sample ef�cient due to the ability to re-use collected experiences, while on-policy
algorithms are more stable and easy to use [Gu et al., 2017].

Exploration and Exploitation in RL. In order to learn a suitable policy, the RL agent
should suf�ciently explore different strategies for better action selection and also
exploit already learned strategies to increase its reward. Hence, the trade-off between
exploration and exploitation is vital in RL.

3.2 Reinforcement Learning Applications

Board games are the most popular application �eld in Modern RL. It started gain-
ing attention through the development of the TD-Gammon program in 1992, which
achieved the Master Level in the game of Backgammon [Tesauro, 1994]. Next, RL was
applied to the game of Chess, where the program DeepBlue defeated the world chess
champion in 1997 [Campbell et al., 2002]. The introduction of DL accelerated RL and
enabled scale to problems previously thought intractable [Arulkumaran et al., 2017].
This led to the focus on more complicated and challenging games such as Go and
computer games such as Atari, which contained games like Pong, Breakout, and
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Space Invaders. Deep Reinforcement Learning (DRL) algorithms were designed to
play Atari games using display pixel input to achieve human expert performance
[Mnih et al., 2013]. In 2016, the algorithm AlphaGo [Silver et al., 2016] beat the world
Go champion. Since then, advanced algorithms such as AlphaZero (2017) [Silver
et al., 2017], which achieves a superhuman level of playing in games (Chess, Shogi,
Go) solely by self-play without handcrafted evaluation functions, and MuZero (2020)
[Schrittwieser et al., 2020] which achieves superhuman performance without the use
of any knowledge of the game dynamics (i.e., rules of the game) have been intro-
duced. The latest research focus is on imperfect information games such as Stratego
(DeepNash (2022) [Perolat et al., 2022]) and Multi-Agent Reinforcement Learning
(MARL), where algorithms are designed to play multi-player games such as Star-
Craft (AlphaStar (2019) [Vinyals et al., 2019]) and No-press Diplomacy (Diplodocus
(2022) [Bakhtin et al., 2022]).

The application of RL is explored in continuous control problems [Schulman
et al., 2017; Haarnoja et al., 2018], intelligent transportation systems [Haydari and
Y�lmaz, 2020], commercial cooling systems [Luo et al., 2022], and healthcare ap-
plications [Liu et al., 2020]. Continuous control has gained much attention due to
applications such as 3D humanoid motion problems, self-driving, and dexterous
manipulation tasks [Lillicrap et al., 2015; Haarnoja et al., 2018; Kendall et al., 2019;
Akkaya et al., 2019]. RL applications in healthcare include glucose control in T1D
[Daskalaki et al., 2013a], propofol dosing in general anaesthesia [Vajapey, 2019], and
multi-cytokine therapy for sepsis [Petersen et al., 2018]. Reinforcement Learning
through Human Feedback (RLHF) approaches was also recently used to �ne-tune
large language models such as instructGPT and chatGPT [Ouyang et al., 2022]. The
following section presents the challenges associated with these real-world RL appli-
cations.

3.3 Challenges in Real-world Reinforcement Learning

Signi�cant technical challenges are associated with using RL algorithms in real-life
applications [Dulac-Arnold et al., 2019, 2020]. Hence, it is crucial to identify these
limitations before applying RL to the safety-critical application of glucose control.
This section analyses these challenges to help design improved practical systems.

Complex Environments. Real-world environments are complicated compared to
game environments, as they could be only partially observable, stochastic, with noisy
sensor/actuator systems with delays, and non-stationary. These problems are formu-
lated as Partially Observable MDP (POMDP), where either the history is incorporated
in the agent [Mnih et al., 2015] or RNNs used within the agent [Hausknecht and
Stone, 2015]. The modelling of the system as non-stationary with a time-varying re-
ward function was explored in Nagabandi et al. [2018a]. System delays have been ad-
dressed by incorporating recent history in agents [Hester et al., 2018], using memory-
based agents [Hung et al., 2019], and using a backward-view of a task to generate
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the return-equivalent MDP [Arjona-Medina et al., 2019].

Reward Function Design. RL agents are optimised to achieve a speci�ed goal which
is formulated based on a reward function. The reward function is trivial in simple
tasks. However, in real-world problems, the formulation of reward functions is much
more complicated. In some tasks, a clear reward might not be present, requiring do-
main experts and RL practitioners to work closely to formulate reward functions.
Tasks may also be more complex due to the existence of multiple objectives. Previ-
ous work has explored Inverse Reinforcement Learning (IRL) approaches to recover
an underlying reward function from demonstrations [Ng et al., 2000; Abbeel and Ng,
2004]. However, in some problems, the expert demonstration may not be perfect
(e.g., existing clinical treatment strategies for glucose regulation).

High-dimensional Continuous State and Action Spaces. Real-world problems are
often associated with large, continuous state and action spaces compared to tasks
such as games which contain small discrete action spaces. This results in challenges
related to the ef�cient exploration [Lazaric et al., 2007] and the existence of redun-
dant or irrelevant actions [Zahavy et al., 2018], which makes it hard to learn a suitable
strategy. In previous work, Lazaric et al. [2007] used a novel actor-critic algorithm
based on a Sequential Monte Carlo approach to improve exploration, while Zahavy
et al. [2018] proposed an approach that combined the RL algorithm with an action
elimination network to eliminate sub-optimal actions.

Safety Requirements. Safety is paramount in real-world systems, especially in
healthcare applications concerning vital core functions such as glucose regulation,
where patients' lives may be at stake. RL algorithms are required to suf�ciently
explore potential strategies to learn a suitable strategy for the underlying task. How-
ever, this process could lead to catastrophic failures. Previous research on safe explo-
ration has focused on Constraint MDPs [Dalal et al., 2018; Achiam et al., 2017], Prob-
abilistic Goal MDPs [Mankowitz et al., 2016], Lyapunov functions [Turchetta et al.,
2016; Chow et al., 2018; Wachi et al., 2018], additional safety layers for systems [Dalal
et al., 2018; Pham et al., 2018], and the use of human feedback for avoiding failures
[Saunders et al., 2017]. In some applications, safety violations during training may
be acceptable (e.g., using simulators for training RL algorithms before deployment).
For such applications, methods that can enforce safety conditions for trained policies
have been proposed [Achiam et al., 2017; Tessler et al., 2018; Bohez et al., 2019].

Explainability. The learned policies of agents are complicated and hard to explain.
However, when applying learned policies to the real world, the users and operators
of the underlying systems require assurances of the operation and insights into the
policy. Hence, explainability is of utmost importance. Previous work has explored
model-based methods, which use rollouts for planning to provide insights into the
policy [Chua et al., 2018; Hafner et al., 2019].
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On-line / Off-line Learning and Transfer Learning Constraints. Typically, RL agents
require millions of interactions towards learning. Through these interactions, RL
agents obtain the experiences required for learning (Section 3.1). Hence, learning on-
line (i.e., in-vivo, on-patient) may be infeasible in some real-world applications due to
the system's slow-moving nature and fragility (For example, in APS, insulin infusion
actions are typically made every 5-minutes, which would require 9.5 human years to
complete 1 million interactions, while safety constraints would limit the quality of
the experience). Furthermore, it could be expensive to collect experiences, and the
quality of experiences might be low. Previous work has explored expert demonstra-
tions [Mnih et al., 2015] and improving sample-ef�ciency of algorithms to overcome
this challenge [Finn et al., 2017]. However, when expert demonstrations are unavail-
able, simulators are required to train and develop data-ef�cient agents. Furthermore,
the simulators enhance the exploration capabilities of RL agents. However, the simu-
lators used in the target problems may not be perfect, which presents a challenge of
safely transferring the learnt policy and continually learning on the real system for
�ne-tuning. Finn et al. [2017] explored using few-shot learning to ef�ciently adapt to
new in-distribution tasks.

As an alternative to the online learning approach, off-line off-policy learning ap-
proaches, which use existing system logs, can be explored. This is challenging when
the difference between the behaviour policy (in which the data was collected) and
the target policy (learned by the agent) is large, which results in different state distri-
butions. Importance sampling [Precup et al., 2000], the direct method which uses a
learned transition model for evaluation, and doubly robust estimators [Dudík et al.,
2011; Jiang and Li, 2016] have been introduced to address this challenge. These prac-
tical constraints must be carefully evaluated to design a feasible RL system.

3.4 Reinforcement Learning for Continuous Control

Glucose regulation in T1D is a continuous control problem. Hence, this section
presents RL techniques developed for continuous control tasks. The use of RL for
continuous control has gained much attention due to applications such as locomo-
tion, self-driving, and dexterous manipulation tasks [Lillicrap et al., 2015; Haarnoja
et al., 2018; Akkaya et al., 2019; Kendall et al., 2019]. Both on-policy (Advantage Ac-
tor Critic (A2C) [Mnih et al., 2016], PPO [Schulman et al., 2017]) and off-policy (Soft
Actor Critic (SAC) [Haarnoja et al., 2018]) algorithms have been used in model-based
[Nagabandi et al., 2018b] and model-free [Mnih et al., 2013] schemes. PPO [Schulman
et al., 2017] is a widely used model-free on-policy algorithm that has shown promise
in many RL tasks [Andrychowicz et al., 2021]. It is an actor-critic method consisting
of policy and value functions. The optimisation objective of the policy function is
to learn a stochastic policy, while the objective of the value function is to learn the
value of the system state. In standard on-policy policy gradient methods, past data
cannot be used to improve the current policy. Hence, they are sample-inef�cient. The
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PPO algorithm improves the sample ef�ciency by using a clipped objective function,
which enables multiple updates for a given data sample. This objective also avoids
excessive changes to the policy while training. PPO is implemented using either a
shared neural network for the policy and value functions or separate neural networks
[Cobbe et al., 2021]. The former facilitates feature sharing between the two functions,
while the latter avoids interference between the two optimisation objectives.

Auxiliary Learning. The Phasic Policy Gradient (PPG) algorithm [Cobbe et al., 2021]
is a variant of PPO, which uses separate neural networks and introduces an addi-
tional auxiliary learning task of value function estimation. The auxiliary learning
facilitates the distillation of features between the two networks and further improves
the sample ef�ciency. Similar ideas based on auxiliary learning tasks have been ex-
plored in deep Q-learning approaches where the sample ef�ciency and policy adap-
tation during deployment were improved [Hansen et al., 2020; Schwarzer et al., 2020].
Hence, auxiliary learning tasks are increasingly being used in deep RL algorithms.
Model learning is a popular auxiliary learning task useful in updating policy and
value functions through planning and action selection [Hessel et al., 2021]. Previous
work in RL carries out auxiliary model-learning by predicting latent state representa-
tions [Lee et al., 2020a; Schwarzer et al., 2020], predicting observations/system states
[Bansal et al., 2017; Schrittwieser et al., 2020], and through estimating future rewards,
value and policy functions [Hessel et al., 2021].

Planning. A learnt model of the environment can be used for simulations and plan-
ning. Planning is a process that uses a learned model to improve the policy, where
the RL algorithm interacts with the modelled environment. The two distinct ap-
proaches to planning are state-space planning and plan-space planning [Sutton and
Barto, 2018]. In state-space planning, the RL algorithm uses the model to simulate
experiences, which are then used to update the value function and, ultimately, the
policy function. Simulating experiences is valuable when real experiences are costly
and limited. Dyna-Q [Sutton, 1991] is such an algorithm where the experiences of
the RL algorithm are used for both model-learning and planning in an online man-
ner. In plan-space planning, the planning is conducted as a search over the space
of plans (e.g., partial order planning). Previous work has introduced such methods
based on Monte Carlo Tree Search (MCTS), where an expert policy is used for plan-
ning [Anthony et al., 2017]. The planning horizon re�ects the objective of the control
task. Most real-life control problems often have both short-term and long-term ob-
jectives. Designing reward functions to capture both objectives is challenging or even
infeasible [Khorasgani et al., 2019]. Khorasgani et al. [2019] have proposed a model-
based RL approach based on the Q-learning algorithm to focus on the two objectives
by modelling short/long-term prediction models. In the discounted RL setting, a
discount factor ( g) is used to optimise an exponentially decreasing function of the
future return. The magnitude of g establishes an effective horizon for optimising the
agent [Sutton and Barto, 2018]. Several prior studies have also focused on learning
value functions over multiple time horizons [Sutton, 1995; Fedus et al., 2019; Romoff
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et al., 2019] to address short/long-term objectives.

3.5 Reinforcement Learning based Arti�cial Pancreas Systems

In the problem of glucose control, the goal can be formulated based on the clinical
objective to improve TIR. The agent is called to make decisions regarding the con-
tinuous insulin infusion rate. The environment refers to a person with T1D (either
real or in-silico), their management conditions (e.g., using a CSGM, CSII pump with
resulting delays), and their external disturbances (e.g., meals, exercise) (Figure 3.2).
The agent's observations relate to continuous glucose information and other param-
eters that are potentially monitored (e.g. ketones, heart rate), and the actions refer
to the infusion of insulin, as well as other potential interventions that may be con-
sidered (e.g. glucagon infusion). After an action is performed, the agent receives
feedback, re�ecting the control strategy's quality based on the formulated goal.

Figure 3.2: Basic structure of an RL setting in glucose control.

3.5.1 Literature Review

The pioneering study on using RL for glucose control in T1D dates back to 2009,
where Yasini et al. [2009] explored Q-Learning for controlling hyperglycaemia [Bothe
et al., 2013]. In 2012, Daskalaki et al. [2013a,b] explored the use of Actor-Critic meth-
ods. However, due to the limitations of the available simulators, the task was re-
stricted to daily updates to the control strategy [Daskalaki et al., 2013b; Sun et al.,
2018, 2019]. The development of the UVA/PADOVA (2014) simulator [Dalla Man
et al., 2014] and the Simglucose (2018) simulator [Xie, 2018] has resulted in re-
cent studies where insulin updates have been possible in near real-time. In the
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UVA/PADOVA simulator, the control algorithm must be designed within a Mat-
lab Simulink block, which limits the application of RL. Hence, Simglucose [Xie,
2018] was designed as an open-source python implementation of the FDA-approved
UVA/PADOVA (2008) simulator. The Simglucose simulator can leverage the existing
PyTorch [Paszke et al., 2019] machine learning framework to develop control algo-
rithms for APS and allow reproducibility of proposed algorithms. This also provided
the capability to easily and ef�ciently experiment with advanced RL algorithms (e.g.,
algorithms based on deep neural network architectures and using parallel agents
during training). The simulators comprise adult, adolescent, and children T1D co-
horts with ten subjects each, representing patient variability found in a real T1D
population and allowing for simulating different meal scenarios. Section 4.2.1.1 pro-
vides an in-depth overview of the simulators.

The studies which propose RL-based APS can be classi�ed as (1) hybrid systems
which only control basal insulin and (2) fully automatic APS. A majority of the pre-
vious work focused on hybrid approaches where Q-learning [Myhre et al., 2018; Ngo
et al., 2018a,b] and Deep Q-learning (DQN) [Zhu et al., 2019, 2020; Fox and Wiens,
2019] was used. Q-learning is one of the oldest algorithms in RL, and integrating
DL has resulted in DQN. As Q-learning-based approaches require discrete actions,
these studies used handcrafted discrete actions of the insulin infusion rate. The SAC
algorithm [Haarnoja et al., 2018], which focused on a continuous action space, was
introduced in 2018 and Lim et al. [2021] proposed a system based on SAC to estimate
insulin, guided by a PID controller. The system also used a random forest regres-
sor and a dual attention network for glucose prediction. All of the above systems
require meal announcement, CHO estimation or both. Hence they cannot eliminate
the cognitive burden on the users associated with the tasks.

Recent studies have focused on fully automatic RL-based systems for glucose
regulation. Fox et al. [2020] proposed a SAC-based system that used historical glu-
cose and insulin values as input for glucose control. However, the system only fo-
cused on daily meals with low CHO contents. Lee et al. [2020b] proposed a bio-
inspired RL approach using the PPO algorithm [Schulman et al., 2017] proposed in
2017, where reward functions and discount factors of the algorithm re�ected subject-
speci�c pharmacological characteristics and temporal homeostatic objectives (e.g.,
discounted rates derived from individual pharmacokinetics and pharmacodynamics
(PK/PD)). The system was only evaluated based on the in-silico adult T1D patient
population of the simulator. Both Fox et al. [2020] & Lee et al. [2020b] aims to elimi-
nate CHO counting. Table 3.1 summarises these fully autonomous RL-based systems
and includes the recent hybrid system proposed by Lim et al. [2021] for comparison.
A comprehensive review of RL in glucose control is presented in Tejedor et al. [2020].
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Table 3.1: Performance of reinforcement learning based control systems.

Study System Performance† Simulator
Adults Adolescents

Fox and Wiens [2019]a

SAC FA Full cohorts Simglucose 2018
not considered (UVA/PADOVA 2008)

Fox et al. [2020]b

SAC (RL-MA) Hybrid * 77.12 Simglucose 2018
SAC (RL-Scratch) FA 72.68 (UVA/PADOVA 2008)

Lee et al. [2020b]
PPO FA 89.30� 4.19 - Custom platform based

on UVA/PADOVA 2014
Lim et al. [2021]

SAC Hybrid * 65.93� 17.29 62.20� 19.99 Custom platform based
on UVA/PADOVA 2014

†Metrics : The median TIR is presented for Fox et al. [2020], while TIR presented as mean� std for
Lee et al. [2020b] and Lim et al. [2021].
†Meal Protocol : Fox and Wiens [2019] and Fox et al. [2020] used low CHO meals (values not pro-
vided) while Lee et al. [2020b] and Lim et al. [2021] used meals with average daily CHO of 180g.
a Experiments were conducted only on three handpicked subjects, bResults presented as the median

TIR across all cohorts and is the only RL-based study which includes the Child cohort. *Require at
least meal announcement.
Acronyms: CHO - Carbohydrates, FA - Fully Autonomous, MA - Meal Announcement, PPO - Proxi-
mal Policy Optimisation, RL - Reinforcement Learning, SAC - Soft Actor Critic, TIR - Time In Range.

3.5.2 Limitations and Areas of Improvement

Only a handful of RL-based studies have focused on designing fully autonomous
systems. RL-based APS designs need to focus on realistic meal scenarios with large
CHO contents to stress-test the system, which is a limitation in existing research [Fox
and Wiens, 2019; Fox et al., 2020]. In addition, there is a large variability among
people with T1D; speci�cally, the adolescent patient cohort is more challenging to
control [Kovatchev et al., 2009]. Hence, proposed systems must be validated on all
subjects across multiple in-silico cohorts to evaluate their performance, which is a
limitation of some previous work [Lee et al., 2020b]. It is also essential to focus on
generalised formulations, as methods that over-personalise based on in-silico subjects
may not be translatable to real life [Lee et al., 2020b]. Therefore, future research
efforts in RL-based APS are vital to developing generalised methods for handling
patient variability and realistic meal scenarios.

Applying RL to APS must contend with real-world challenges identi�ed in Sec-
tion 3.3. The glucoregulatory system is a highly complex biological system with
uncertainties, disturbances, and unknown delays in glucose sensing and insulin ac-
tion. It is a safety-critical application that requires expert clinical knowledge for
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reward function formulation and faces challenges related to explainability and real-
world learning constraints. The problem also is associated with large state and action
spaces. The aspects of safety, explainability, and translation to real life in RL-based
APS need to be further explored. These characteristics must be built into the prob-
lem formulation and RL algorithm design. This can be achieved by focusing on
catastrophic failures, stability, architecture, and ef�ciency of RL algorithm design.

RL is an emerging and rapidly evolving area of research. Developing fully auto-
mated RL-based APS requires coordinating multidisciplinary teams involving people
with T1D, health experience experts, clinicians, engineers, and computer science re-
searchers. Hence, bridging the communication barriers between these stakeholders
is vital. The black-box nature of ML methods restricts the explainability of the con-
trol strategies [Tjoa and Guan, 2020]. Existing static treatment strategies are easy to
understand due to the distinct insulin infusion patterns related to meals and back-
ground insulin actions. However, the RL-based glucose control strategies are more
complex, with varying insulin levels. Current APS based on PID and MPC control
strategies presents tunable parameters which clinicians understand (e.g., glucose tar-
get, insulin factor) [Steil et al., 2011; Bequette, 2013]. Hence, RL-based APS could
focus on designing tunable parameters with clinical feedback while focusing on un-
derlying biological concepts of the glucoregulatory system [Kovatchev et al., 2009].
These parameters would help with explainability and are expected to help clinicians
experiment with RL-based APS and understand their operation. The feedback would
also be valuable to design RL-based APS to cater to the application's speci�c needs
and thus could result in better performance. Hence, explainability can be viewed as
both the ability of the engineer to understand the clinical requirements as well as the
ability of the clinicians to understand the control strategy learnt.

3.6 Summary

This chapter introduced RL concepts, terminology, and applications. RL challenges
towards real-world applications were identi�ed, and previous work on RL-based
APS for glucose control was explored to identify existing limitations and areas of
improvement. The following chapters of this thesis focus on presenting an RL-based
problem formulation, RL algorithm design, and approaches to address identi�ed
challenges.
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Chapter 4

Problem Formulation and
State-Of-The-Art RL for Glucose
Control

In previous chapters, clinical and technical challenges of APS were discussed. The
cognitive burden on people with T1D and their carers was identi�ed as an important
area for improvement.

“Pretty much constantly managing it. I weigh her food. I have a carb scale that tells the
carbs. So for every meal I'm weighing things, telling her how much insulin to give and on

her CGM [ ... ] So I'm constantly looking at my phone to see what her blood sugar is.“
[Hughes et al., 2020, p.913]

Existing APS are hybrid hybrid closed-loop systems which requires meal an-
nouncement and CHO estimation. Closed-loop systems have the potential to im-
prove glucose regulation and are also requested by people with T1D to minimise the
user burden as identi�ed by the study conducted by Brew-Sam et al. [2021b].

“What is needed is an all in one device (CGM, insulin pump and control system) that
doesn't require tubes and can be controlled via an app with an algorithm that constantly

regulates blood sugars that can operate as a closed loop system.“
[Brew-Sam et al., 2021b, p.11].

This chapter presents a closed-loop RL-based APS design, targeting the cogni-
tive burden associated with existing treatment related to CHO estimation and meal
announcement. First, a formulation for the glucose control problem is proposed by
focusing on the environment, state/action spaces, and reward function design. Next,
the state-of-the-art RL algorithms are explored and implemented to compare against
standard clinical treatment based on basal-bolus treatment strategies. Finally, the ex-
perimental design and evaluation metrics are presented, and the performance of the
designed fully-automated RL-based APS are evaluated.

39
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4.1 Introduction

Existing T1D treatment adds a signi�cant cognitive burden to people with T1D and
their carers. ML techniques have been explored in different aspects of treatment to
alleviate this burden, as identi�ed in Chapters 2 and 3. Eliminating meal CHO es-
timation and meal announcement and automating correction insulin doses provides
an opportunity to dramatically reduce a key contributor to the cognitive burden on
T1D users. This chapter explores the use of RL towards fully automating T1D treat-
ment. As identi�ed in Chapter 3 the majority of proposed RL-based APS to date
require manual intervention. Only two fully automated systems have been proposed
[Lee et al., 2020b; Fox et al., 2020].

Formulating the glucose control problem considering the application-speci�c and
technical requirements is essential to developing RL-based control algorithms. The
problem formulation mainly focuses on the state space, action space, and reward
function designs. The RL-based approaches proposed in previous work have for-
mulated the glucose problem in a variety of different ways. The state space and
underlying MDPs of the RL problem are also formulated using different approaches
[Lee et al., 2020b; Fox et al., 2020; Zhu et al., 2019, 2020]. Some studies focus on
handcrafted discrete action space [Zhu et al., 2019, 2020; Fox and Wiens, 2019], while
others focus on continuous action spaces for insulin [Fox et al., 2020]. Also, a vari-
ety of different reward function formulations have been proposed based on clinical
risk indices [Fox and Wiens, 2019; Fox et al., 2020], sparse reward formulations [Zhu
et al., 2019, 2020], and experimental approaches [Lee et al., 2020b]. Section 4.2.1
of this chapter presents a novel formulation of the glucose problem, which aims to
address the challenges of fully automating T1D treatment.

In recent years, many RL algorithms have been proposed and tested on various
problem domains. In Section 4.2.2 of this chapter, the state-of-the-art algorithms
A2C (2016) [Mnih et al., 2016], PPO (2017) [Schulman et al., 2017], and SAC (2018)
[Haarnoja et al., 2018] are explored to evaluate their suitability to design RL-based
APS. These algorithms are selected due to their applicability to continuous control
problems, which focus on continuous action spaces. Following established best prac-
tices in the �eld, clinical benchmarks, experimental protocols, and evaluation metrics
are identi�ed to compare the proposed methods. Finally, the characteristics of the
candidate algorithms are analysed based on their clinical performance and learning
behaviour.

4.2 Methodology: Eliminating Meal Announcement
and Estimation

The methodology is divided into problem formulation and RL algorithm design.
In the problem formulation section, the glucoregulatory system is identi�ed as a
dynamical system, and the environment is de�ned based on state/action space and
reward function designs. The RL algorithm section identi�es suitable algorithms for
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the task and presents their derivations, design, and implementation details.

4.2.1 Problem Formulation

This section �rst introduces the glucoregulatory system, available simulator models,
and the simulator selected in this thesis. Next, the environment of the glucose control
problem is formulated, and its characteristics are highlighted. Finally, designs for the
state/action space and reward function are presented.

4.2.1.1 The Glucoregulatory System

The glucoregulatory system of the human body can be viewed as a time-varying
dynamical system (Equation 4.1) and is commonly described mathematically using
compartmental models. Compartmental models divide the body into several com-
partments to model characteristics of the overall system [Sanchez, 2019]. The dy-
namical system states (x) represent the state of these compartments (e.g., The UVA/-
PADOVA model consists of states associated to glucose intestinal absorption, glu-
cose renal extraction, endogenous glucose production, ... [Kovatchev et al., 2009]),
and the control input ( u) represents the administered insulin. The system under-
goes disturbances (wd) due to activities such as meals and exercise and also features
time-varying biological parameters ( w b).

dx(t)
dt

= f (x, t, u, w b, wd). (4.1)

Several glucoregulatory models have been proposed in previous work, where the
Minimal Model for Glucose Kinetics (1981) [Bergman et al., 1981], Sorenson's model
(1985) [Sorensen, 1985], Hovorka's Model [Wilinska et al., 2010], and the UVA/-
PADOVA simulator [Kovatchev et al., 2009; Visentin et al., 2018] are some of the
widely used models. The recent focus on additional inputs for APS improvement
has prompted the development of simulators incorporating supplementary physi-
ological signals and is discussed in detail in Chapter 7. The mGIPsim simulator
(2019) [Rashid et al., 2019] has incorporated physiological variables such as Heart
Rate (HR), skin temperature, accelerometer, and Energy Expenditure (EE). Resalat
et al (2019) [Resalat et al., 2019a] have also incorporated an exercise model in their
virtual patient population.

The UVA/PADOVA simulator [Kovatchev et al., 2009] was approved by the FDA
as a replacement for animal testing, simplifying the process of pre-clinical proof-of-
concept testing. The UVA/PADOVA simulator is currently the only such approved
simulator. It comprises adult, adolescent, and children T1D cohorts with ten subjects
each. The availability of a cohort rather than a single patient model aids in represent-
ing patient variability found in a real T1D population, making meaningful statistical
results available for evaluation. The simulator is developed using Matlab [Li, 2001]
and can simulate the effects of both insulin and glucagon in open-loop and closed-
loop con�gurations. Different meal scenarios (meal amount, mealtime, and duration)
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can be simulated using different commercially available insulin pumps and continu-
ous glucose sensing hardware models [Dalla Man et al., 2014]. It also simulates the
errors associated with the selected sensors and pumps. Additional information on
the in-silico subjects, such as the weight, metabolic tests, and T1D treatment ratios
(TDI, Basal Rate), are also provided. The latest version of the simulator can simulate
exercise, model the impact of medications, intra-day variability of insulin sensitivity,
and the dawn phenomena, and includes updated models of glucagon and insulin
delivery [Visentin et al., 2018].

This thesis uses the Simglucose simulator [Xie, 2018], which is an open-source
Python implementation of the FDA-approved UVA/PADOVA (2008) model [Ko-
vatchev et al., 2009]. In contrast to other simulators, Simglucose can leverage the
existing PyTorch [Paszke et al., 2019] ML framework to develop control algorithms
for APS, which allows the integration of RL. Furthermore, Simglucose is freely avail-
able compared to others which require the purchase of licenses [Dalla Man et al.,
2014; Visentin et al., 2018]. This enables the reproducibility of the work presented in
this thesis.

4.2.1.2 Environment Design

In RL, the environment is typically an MDP where all states are known. The en-
vironment for the closed-loop glucose control problem in T1D is the glucoregula-
tory system of the human body, which is a partially observable complex dynamical
system [Kovatchev et al., 2009]. The glucoregulatory system is observed through
noisy glucose sensor measurements and controlled via an insulin infusion pump.
A Partially Observable Markov Decision Process (POMDP) is de�ned as a tuple
hS?, S,O, A , P, Ri , where S? is the set of true environment states, S the set of states
observed by an observation function O, and A the set of actions. The transition
function P: (s?, a) ! s0 represents the system dynamics, where at each step, the RL
agent is in a state s? 2 S?, takes an action a 2 A , and moves from s? to the next
state s0 2 S?. The observation function O : s? ! s maps the true environment states
to the observed states s 2 S, while the reward function R: (s, a) ! r provides a
reward r 2 R for taking action a at an observed states. The task of the RL agent is to
achieve a de�ned goal by learning a mapping from states to actions which is called a
policy

�
p (ajs)

�
. The characteristics of the environment are summarised in Table 4.1.
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Table 4.1: Summary of environment characteristics.

Dimension Characteristic
Observations Continuous
Actions Continuous
Time Discrete
Dynamics Stochastic
Observability Partial
Agency Single agent
Uncertainty Uncertain
Termination Continuing
Stationarity Non-stationary
Synchronicity Asynchronous
Delays Yes
Reality Simulated

4.2.1.3 State Space Design

The observation function O: s?
t ! (gt � k:t , i t � k:t ) is designed to map the true states s?

t
at time t to glucose sensor observation gt and administered insulin i t augmented by
their past k historical measurements. Hence, the observed state space is de�ned as,

st = ( gt � k:t , i t � k:t ). (4.2)
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Figure 4.1: State space design. (a) represents the state space at (st), while (b) repre-
sents the state space at (st+ 1). The state space includes glucose (g) (top) and insulin
(i) (bottom) measurements based on the sampling frequency of the sensor and pump.

4.2.1.4 Action Space Design

Most previous work focused on only controlling basal insulin and used handcrafted
discrete insulin actions. However, this thesis aimed to automate both basal and
bolus insulin to design fully-automated APS. Therefore, a continuous action space
A ([� 1, 1]), which included both the basal and bolus insulin ranges, was used in this
work. The choice of a continuous action space was made to provide additional �exi-
bility to the RL agent to learn a control strategy as opposed to a handcrafted discrete
action space. The insulin infusion rate of the insulin pump Ipump 2 [0, 5] U/min was
de�ned as the control space. The action space was mapped to the control space using
a non-linear translation function introduced in Chapter 6 according to Equation (4.3),
where the parameter h was set to 4.0 and Imax to 5 U/min. A thorough analysis of
the proposed design and action-space representations are presented in Chapter 6.

Ipump = Imax � eh(a� 1) , a 2 [� 1, 1]. (4.3)
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4.2.1.5 Reward Function Design

The reward function is formulated based on the blood glucose Risk Index (RI), sim-
ilar to the work of Fox et al. [2020]; Hettiarachchi et al. [2022b]. The RI proposed by
Kovatchev et al. [2005] weights the risk of blood glucose levels based on the clinical
metrics Low Blood Glucose Risk Index (LBGI) and High Blood Glucose Risk Index
(HBGI) (Figure 4.2). Additionally, a penalty for hypoglycaemia ( g � 39 mg/dL) is
introduced, and the RI normalised ( RI) to [0, -1] for the rest of the glucose range
(Equation (4.4)). The penalty is introduced to discourage severe hypoglycaemia,
which could result in the death of a person.

R(st , at ) =

(
� 15 gt+ 1 � 39 mg/dL

� 1 � RI(gt+ 1) else
. (4.4)

Figure 4.2: Blood glucose risk index.
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4.2.2 Implementing State-Of-The-Art RL Algorithms

RL algorithms can be broadly classi�ed as value-based and policy-based methods.
Actor-critic is a type of method that lie in the intersection between value- and policy-
based methods leveraging the advantages of both. The majority of previous work
used value-based RL approaches to design hybrid APS, which focused on only con-
trolling basal insulin formulated as a handcrafted small discrete action space. How-
ever, bolus insulin requires a dynamic range to counter meals with different CHO
contents, which presents a large continuous action space. This thesis aims to de-
sign RL-based APS capable of fully automating insulin infusion (i.e., basal and bolus
insulin). Policy-gradient is a type of policy-based RL method that offer practical ad-
vantages for leveraging large continuous action spaces and learning stochastic poli-
cies [Sutton and Barto, 2018]. Hence, this work focuses on policy-gradient methods.
Speci�cally, the focus is on A2C, PPO, and SAC algorithms which are also actor-critic
methods. Actor-critic methods consist of two networks: (1) an actor network to learn
a policy and (2) a critic network to learn the value function. Thus, these methods can
be considered as a combination of value-based and policy gradient approaches.

RL tasks can be classi�ed asepisodic tasks , which can be naturally broken down
into identi�able episodes and continuing tasks , those which go on continually with-
out limit [Sutton and Barto, 2018]. The glucose control problem can be identi�ed as a
continuing task. The RL objective can be formulated using either (1) the standard RL
objective or (2) the maximum entropy RL objective. The A2C and PPO algorithms
are constructed based on the standard RL objective, while SAC is based on the max-
imum entropy RL objective. This section �rst presents the standard RL objective to
formulate the A2C and PPO algorithms. Next, the maximum entropy objective is
presented to formulate the SAC algorithm.

The standard RL objective aims to maximise the expected sum of the rewards. In
continuing tasks, the standard RL objective can be formulated either using the dis-
counted or average reward RL setting. Discounted RL is a popular approach, where
a discount rate 0 � g � 1 is introduced to discount the future rewards. Depending
on the value g, the agent could be either myopic or farsighted. Selecting the correct
g is important in this approach [Naik et al., 2019]. In the average reward RL setting,
immediate and delayed rewards are equally important to the RL agent. In glucose
control, immediate glucose levels are equally important to overall glucose levels as
failures in the short-term to manage glucose could lead to catastrophic failures (e.g.,
short-term severe hypoglycaemia / severe hyperglycaemia). Identifying the optimal
discount rate is complicated, as it would depend on individual glucose dynamics.
In previous work, Lee et al. [2020b] personalised the discount rate by conducting
glucose clamp tests. However, such personalised tuning is challenging in real-world
applications. Hence, this thesis focuses on the average reward RL setting, which is
more naturally suited for the glucose control problem. Average reward RL can also
be identi�ed as a more generalised formulation of the discounted RL problem [Naik
et al., 2019; Sutton and Barto, 2018]. A thorough analysis of the discounted and av-
erage reward RL is presented in Naik et al. [2019]; Sutton and Barto [2018].
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Average Reward Reinforcement Learning Objective. The goals of the average re-
ward RL objective is to maximise the average reward [Naik et al., 2019; Sutton and
Barto, 2018] while following a control policy p de�ned as,

Ravg(p ) .= lim
h! ¥

1
h

h

å
t= 1

E[r t js0, a0:t � 1 � p ]. (4.5)

The policy p induces a value function

vp (st )
.= E[Gt jst ], (4.6)

which estimates the expected return Gt when starting from state st and following the
policy p . The return Gt is estimated according to

Gt
.= ( r t+ 1 � R̂avg

t ) + ( r t+ 2 � R̂avg
t ) + � � � + ( r t+ n � R̂avg

t ) + v̂p (st+ n), (4.7)

where n denotes the number of transition steps, and v̂p (st+ n) is the bootstrapped
value function estimate at end state st+ n. R̂avg

t is an estimate of Ravg(p ) at time t.
The advantage function

Ap (st , at )
.= Gt � vp (st ) (4.8)

is de�ned as the difference between the return and the value function estimate and
measures whether a target action is better or worse than the average actions. Then
step returns were used to compute the advantage function and value function targets
(v̂target

t ). The aim of the critic network ( vf ) is to learn the value function to predict the
expected return for a given state. The critic network was optimised to minimise the
objective function:

Lv(f ) = Ê t

2

4 1
2

 

vf (st ) � v̂target
t

! 2
3

5 . (4.9)

4.2.2.1 Advantage Actor Critic (A 2C)

In policy-gradient methods, a parameterised policy ( p (ajs, q) is optimised based on
the gradient of a scalar performance measure according to the policy gradient theo-
rem to learn an optimal policy [Sutton and Barto, 2018]. In A2C and PPO algorithms
the performance measure is based on the advantage function. Then step returns were
used to compute the advantage function targets ( Â t). The actor network objective for
A2C is to maximise the objective function ( Lp

A2C(q)) de�ned in Equation (4.10). The
entropy of the policy ( H (p (�jst )) ) is added to the objective to facilitate exploration
weighted by a hyperparameter bs.

Lp
A2C(q) = Ê t

"

logp q(at jst ) Â t + bsH
�

p (�jst )
� #

. (4.10)
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4.2.2.2 Proximal Policy Optimisation (PPO)

The PPO algorithm [Schulman et al., 2017] imposes constraints on policy updates
to avoid excessive changes between the old policy (p qold

) and the new policy (p q),
which is valuable in safety critical applications, where excessive changes in the con-
trol strategy could lead to unexpected behaviour. This is achieved by clipping the
probability ratios of the new and old policies at 1 � e or 1 + e as shown in Equa-
tion (4.11). The constrained optimisation also improves the sample ef�ciency of the
algorithm, by enabling multiple updates for a given data sample. The actor network
objective for PPO is to maximise the objective function ( Lp

PPO(q)).

Lp
PPO(q) = Ê t

"

min

 
p q(at jst )

p qold
(at jst )

Â t , clip
�

p q(at jst )
p qold

(at jst )
, 1� e, 1+ e

�
Â t

!

+ bsH
�

p (�jst )
� #

.

(4.11)

4.2.2.3 Soft Actor Critic (SAC)

Maximum Entropy Reinforcement Learning Objective. The SAC algorithm [Haarnoja
et al., 2018] is an off-policy algorithm designed based on the maximum entropy ob-
jective which generalises the standard RL objective by augmenting it with an entropy
term (Equation (4.12)). The goal is to learn an optimal policy which also maximises
its entropy at each visited state. The temperature parameter a determines the relative
importance between the entropy term and the reward.

Rentropy(p ) .=
¥

å
t= 1

E

" �
r t + aH

�
p (�jst )

�
js0, a0:t � 1 � p

#

. (4.12)

The action-value function or Q-function is de�ned as the value of taking action at in
state st under a policy p and denoted as qp (st , at ) (Equation (4.13)).

qp (st , at )
.= E[Gt jst , at � p ]. (4.13)

The return Gt is de�ned based on the discounted RL setting,

Gt
.= r t + gr t+ 1 + g2r t+ 2 + � � � + g t+ n� 1r t+ n� 1 + g t+ nv̂p (st+ n). (4.14)

Unlike A2C and PPO, in SAC the critic network aims to learn the soft Q-function.
The critic is implemented using two soft Q-functions ( Qf j ) and two target Q-functions
(Q ¯f j

) to mitigate the positive bias. The n step returns were used to compute the

action-value function targets ( Q̂target
t ). The soft Q-function is learnt through minimis-

ing the objective function ( LQ
SAC(f j )) in Equation (4.15). The parameters of the target

Q functions are updated using soft replacement as shown in Equation (4.16).
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LQ
SAC(f j ) = Ê t

2

4 1
2

 

Qf j (st ) � Q̂target
t

! 2
3

5 for j 2 f 1, 2g. (4.15)

¯f j = tf j + ( 1 � t ) ¯f j for j 2 f 1, 2g. (4.16)

The objective of the actor network is to update the policy towards the exponential
of the new soft Q function and the resulting optimisation objective is presented in
Equation (4.17).

Lp
SAC(q) = Ê t

"

alog(p q(at jst )) � Qf (st , at )

#

. (4.17)

The parameter a is learned automatically by minimising the objective function in
Equation (4.18). This ensures that the policy explores more the regions where the
optimal actions are uncertain and remain more deterministic in other regions. H̄ is a
hyperparameter representing the target entropy.

La
SAC(a) = Ê t

"

� alogp t (at jst ) � aH̄

#

. (4.18)

4.2.2.4 Design and Implementation Details

The neural network architectures of the three candidate RL algorithms are similar in
design. The actor and critic networks were implemented as two separate networks
and consisted of a feature extractor module implemented using a single-layer LSTM
network with 16 hidden units. The policy, value, and Q-function modules were
implemented using 3 dense layers with 32 units each and connected to the hidden
state of the LSTM network. The networks were implemented using PyTorch [Paszke
et al., 2019] and optimised using the Adam optimiser [Kingma and Ba, 2014]. ReLU
activation functions were used in the two networks.

In A2C and PPO the policy p was implemented as a Gaussian distribution where
tanh and sigmoid activation functions were used to predict the mean and standard
deviation of the policy. SAC used a similar structure. However the gaussian pol-
icy implemented was unbounded and an invertible squashing function was used as
presented in the original work of Haarnoja et al. [2018]. The hyperparameters of the
algorithms are presented in Table 4.2.

4.2.3 Clinical Benchmarks

The candidate RL algorithms were benchmarked against a basal-bolus (BB) clinical
insulin treatment strategy with meal announcement. For BB, a basal insulin infu-
sion rate is used to provide background insulin requirements, while a meal insulin
bolus dose is used to counter meals and a correction insulin bolus dose to counter
high blood glucose levels. BB treatment was used as the gold standard benchmark
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Table 4.2: Hyperparameters for A2C, PPO, and SAC.

Hyperparameter Value
Shared (A2C, PPO, SAC)

Sample time 5 minutes
Glucose sensor Guardian RT
Insulin pump Insulet
Augmented state history 12 (1-hour)
Total number of Interactions 800, 000
Optimiser Adam [Kingma and Ba, 2014]
Number of steps per rollout ( n) 256
Number of workers 16
Learning rate of policy/value 3 x 10� 4

PPO
Batch size of policy/value 1, 024
No. of policy/value epochs 5
Entropy Coef�cient ( bs) 0.001
PPO clip range (e) 0.1
Target Kullback-Leiber divergence threshold 0.01

SAC
Replay buffer size 100, 000
Discount rate (g) 0.997
Batch size 256
Target smoothing coef�cient ( t ) 0.005
Target update interval 1
Gradient steps 1
Initial entropy coef�cient 0.1
Target entropy ( H̄) � 1

Acronyms: A2C - Advantage Actor Critic, PPO - Proximal Policy Optimisation, SAC - Soft
Actor Critic.

for evaluation due to its widespread recognition among clinicians [Bergenstal et al.,
2010]. This treatment strategy is based on patient-speci�c characteristics and requires
prior knowledge about the CHO content of future meals (typically 20 minutes in ad-
vance).

Two versions of the BB treatment were replicated based on the previous work
of Fox et al. [2020]; the Basal-Bolus Ideal (BBI) case, where the CHO of announced
meals was provided accurately, and the realistic case, which considered the human
inaccuracy in CHO estimation named Basal Bolus Human Error (BBHE). The CHO
counting error was calculated using a mathematical model developed to conduct in-
silico trials [Roversi et al., 2020]. The model used the real CHO content of the meal
and meal type to simulate the decision of the patient with T1D.

For the replication of the two BB methods, the patient-speci�c characteristics
provided by the T1D simulator and parameters proposed in previous work [Fox
et al., 2020] were used. The �nal insulin delivered over time It is presented in Equa-
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tion (4.19). Here ct represents the meal CHO estimate, gt the current glucose value,
and gtarget (140 mg/dL) the target glucose for correction boli. The Total Daily Insulin
(TDI) provided by the simulator for each subject was used to personalise the Basal
Rate

�
BR = 0.48� TDI U/day

�
, Carbohydrate Insulin Ratio

�
CIR = 500

TDI g/U
�
, and

Insulin Sensitivity Factor
�
ISF = 1800

TDI mg/dL per U
�

[Walsh et al., 2011]. The meal
bolus was calculated as ct

CIR U, and delivered 20 minutes before a meal.

The correction insulin bolus was calculated as
(gt � gtarget)

ISF U, and was delivered
when the glucose level increased above the correction threshold of 150 mg/dL. The
correction insulin dose was replicated according to Fox et al. [2020] and was only
applied during meal events ( ct > 0). The application of the correction bolus had a
further condition, where it was only applied when no other meals were present for a
past 3-hour duration. This ensured that each meal was only corrected once. The cool
parameter was set to match this criterion, where coolwas set to 1 if no other meals
were present for the 3-hour duration and to 0 otherwise.

It = BR+ ( ct > 0) �
�

ct

CIR
+ cool�

gt � gtarget

ISF

�
. (4.19)

4.2.4 Evaluation Metrics

Both clinical metrics and RL-based metrics were used for the evaluation. The clinical
metrics included the standard T1D metrics of glucose risk indices (RI, HGBI, LGBI)
[Kovatchev et al., 2005] and the percentage of time spent in different glucose regions.
The de�nitions of the clinical metrics were presented in Table 2.1. The clinical objec-
tive was to minimise all risk indices, improve the time spent in the normoglycaemic
range (TIR), and minimise the time spent in other glucose regions (severe hypogly-
caemia, hypoglycaemia, hyperglycaemia, and severe hyperglycaemia). Additionally,
catastrophic failures were de�ned as those simulations that recorded glucose levels
outside the detectable range (40–600 mg/dL) of the glucose sensor1. Such simu-
lations were terminated, and a Failure Rate (FR) was calculated as the number of
catastrophic failures over the total evaluation simulations.

As the RL metric, the total reward achieved by an RL algorithm in evaluation
simulation ( Reval 2 [� 15, 288]) was used. The theoretical maximum total reward
achievable by following a perfect glucose control strategy was bounded by Reval

max =
288. The total reward achieved by an RL algorithm in an evaluation simulation
(Reval), as a percentage of the maximum achievable reward (R?), was de�ned as the
Percentage Reward (PR = ( Reval

R? ) � 100). The RL objective was to maximise the PR
metric.

1A glucose level � 40 mg/dL is life-threatening and can result in major cardiovascular and cere-
brovascular problems [Kalra et al., 2013]. A glucose value � 600 mg/dL is also a life-threatening
emergency referred to as the Hyperosmolar hyperglycaemic state [Stoner, 2005].
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4.2.5 Experiments

The candidate RL algorithms were trained in-silico using the 10 adult and 10 adoles-
cent cohorts of the Simglucose T1D simulator [Xie, 2018]. The Insulet pump and the
GuardianRT glucose sensor provided by the simulator were used with a sampling
time of 5 minutes and a meal protocol was implemented to conduct simulations
[Hettiarachchi et al., 2022b].

This thesis de�nes two meal protocols; a training protocol for training the RL-
based algorithms and an evaluation protocol to evaluate treatment strategies. For
the training, a challenging yet realistic meal protocol where meals were uniformly
randomised based on CHO content and time was designed (Table 4.3). The randomi-
sation of the meal content and occurrence increased the uncertainty, and the large
CHO meals increased the disturbance to glucose control. The probability of occur-
rence of a meal was set to 0.95 to replicate missed meals by the user. The evaluation
meal protocol used in Lee et al. [2020b] was chosen for all algorithms to support com-
parisons with other works. The evaluation meal protocol spanned 24 hours starting
at 00:00hrs �xed with three meals: 40g of CHO for breakfast at 8:00hrs, 80g of CHO
for lunch at 13:00hrs, and 60g of CHO for dinner at 20:00hrs.

Table 4.3: Training meal protocol.
Meal Type Time [ hours] Carbohydrate (CHO) content [ g]
Breakfast 07:00–09:00 30–60
Lunch 12:00–14:00 70–100
Dinner 19:00–21:00 50–110

The RL algorithms were trained for multiple iterations until 800, 000 interactions
were completed, and separate algorithms were trained for each in-silico subject. An
interactionwas de�ned as an insulin delivery action taken every 5 minutes. For each
subject, the experiments were conducted for three different random seeds. The train-
ing of the candidate RL algorithms alternated between sampling and optimisation
phases conducted for multiple iterations. After the conclusion of each training itera-
tion, 60 evaluation simulations (i.e., 3 random seeds x 20 simulations/iteration) were
conducted for each subject. These simulations provided insights into the training
characteristics of the RL algorithms. Once training was fully complete (at 800, 000
interactions), the RL algorithms were evaluated using 1, 500 evaluation simulations
(i.e., 3 random seeds x 500 simulations/subject) conducted for each subject. Hence,
the evaluation protocol was used to analyse the performance of RL-based algorithms
during training and to compare all candidate algorithms upon the conclusion of
training. The evaluation of candidate RL algorithms and benchmark clinical treat-
ment methods was performed using the same two cohorts of the simulator. The
initial blood glucose level was restricted between 110–130 mg/dL for the evaluation
simulations to ensure fair comparisons between the methods. The BBI and BBHE ap-
proaches were also evaluated based on 1, 500 evaluation simulations conducted for
each subject for comparison.
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4.3 Results

RL Analysis . The PPO algorithm performed best compared to A2C and SAC in terms
of the �nal reward performance on both adult and adolescent cohorts achieving a PR
of 91.54% and 86.53% respectively (Table 4.4). The comparatively lower PR on the
adolescent cohort highlights the challenging nature of glucose control in adolescents.
The training curves of the in-silicosubjects provide insight into the learning behaviour
of the RL algorithms (Figure 4.3, 4.4). Stable learning was observed for PPO across all
subjects and was able to outperform A2C and SAC for all 20 in-silico subjects while
also being the most ef�cient.

The SAC algorithm performed worst and failed to converge in some subjects (e.g.,
Adult7, Adolescent4, Adolescent 5), while an unstable learning behaviour was ob-
served in almost all subjects, where large �uctuations in total reward were observed
(Figure 4.3, 4.4). This could be due to the off-policy nature of the algorithm. The SAC
algorithm also recorded a much higher FR compared to the PPO and A2C algorithms
for both cohorts, where the FR was 59.49% and 82.06% for the adult and adolescent
cohorts respectively.

A2C performed well compared to SAC. However, the ef�ciency in learning was
low compared to PPO, where a larger number of steps were required for conver-
gence (e.g., Adult0, Adolescent0) (Figure 4.3, 4.4). This could be due to the enhanced
sample ef�ciency of PPO. The FR in A2C was also higher compared to PPO, which
was 9.11% and 14.41% compared to the 2.79% and 4.93% in PPO for the adult and
adolescent cohorts respectively.

Table 4.4: Performance comparison of candidate glucose control algo-
rithms averaged for adult and adolescent cohorts. Detailed clinical results

are presented in Table 4.5, 4.6.

Algorithm TIR (%) Failure Rate (%) Percentage Reward (%)
Adults
BBI 71.02� 11.29 0.39 -
BBHE 69.78� 11.29 0.35 -
A2C 59.06� 14.31 9.11 84.86� 16.23
PPO 69.12� 10.53 2.79 91.54� 8.88
SAC 61.76� 21.01 59.49 50.71� 33.97
Adolescents
BBI 71.43� 12.31 0.00 -
BBHE 70.23� 12.52 0.00 -
A2C 56.03� 14.40 14.41 78.70� 16.51
PPO 63.72� 13.95 4.93 86.53� 10.67
SAC 65.62� 20.16 82.06 37.22� 30.82

Acronyms: A2C - Advantage Actor Critic, BBHE - Basal Bolus Human Error, BBI
- Basal Bolus Ideal, PPO - Proximal Policy Optimisation, SAC - Soft Actor Critic,
TIR - Time In Range.



54 Problem Formulation & State-Of-The-Art RL for Glucose Control

Figure 4.3: Comparison of A2C, PPO, SAC algorithms during training on the adult
cohort. The mean and standard deviation (shaded area) of the total cumulative re-
ward for evaluation simulations (3 random seeds x 20 evaluation scenarios / itera-

tion) achieved is presented against 800, 000 learning interactions.
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Figure 4.4: Comparison of A2C, PPO, SAC algorithms during training on the adoles-
cent cohort. The mean and standard deviation (shaded area) of the total cumulative
reward for evaluation simulations (3 random seeds x 20 evaluation scenarios / itera-

tion) achieved is presented against 800, 000 learning interactions.
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Clinical Analysis . As expected, re�ecting the reward performance, PPO performed
better in terms of the clinical metrics of TIR and failures compared to A2C and SAC
(Table 4.4). BBI and BBHE methods based on basal-bolus clinical treatment were
used as the gold standard benchmark. It is essential to highlight that these methods
use meal announcements 20 minutes in advance to mitigate the disturbances of meal
events and CHO estimation. Hence, the direct comparison of BBI and BBHE is very
challenging for the autonomous RL-based methods explored in this thesis. Thus,
there is a trade-off between the control performance and the cognitive burden on
people with T1D. Therefore, this thesis, aims to achieve the established gold standard
performance while eliminating the cognitive burden.

The TIR performance of PPO (69.1%) was slightly below BBI (71.0%) and BBHE
(69.8%) approaches in the adult cohort, while it was lower in the challenging ado-
lescent cohort, where PPO only achieved 63.7% compared to 71.4% and 70.2% in the
BBI and BBHE respectively. The failure rate was also higher in PPO compared to the
BB approaches. As expected, the TIR performance of BBHE was lower than BBI due
to the replicated human error in BBHE. A detailed comparison of clinical metrics
between the candidate algorithms is presented in Table 4.5 and 4.6.

The insulin administration strategies learnt by the RL-based algorithms were
much more complex compared to the BB strategies (Figure 4.5). This highlights the
importance of focussing on the explainability of RL-based APS. Example simulated
glucose control trajectories for the candidate algorithms focusing on Adolescent0 are
presented in Figure 4.5 (in Chapter 8, an online demonstration tool is introduced,
which can be used to run custom simulations for the in-silico T1D subjects to visu-
alise the performance of the candidate algorithms).
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Figure 4.5: Sample glucose simulation trajectories for BBI, BBHE, A2C, PPO, and
SAC based on Adolescent0.
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4.4 Discussion

In this chapter, �rst, the glucose control problem was modelled as a POMDP and
state/action space, and the reward function was designed to formulate it as an RL
task. Next, three state-of-the-art RL algorithms (A2C, PPO, and SAC) were selected
for comparisons and benchmarked against standard BB clinical treatment. The PPO
algorithm demonstrated superior performance, ef�ciency, and smooth learning com-
pared to A2C and SAC algorithms. The comparative superior performance of PPO
over the other candidate RL algorithms can be attributed to the on-policy constrained
policy optimisation procedure, which improves sample ef�ciency compared to A2C
and stability compared to SAC. PPO showed promise in eliminating CHO estima-
tion and meal announcement. Hence, PPO can be shortlisted as a suitable algorithm
to explore the development of RL-based APS. Even though the PPO algorithm has
potential to reduce the cognitive burden compared to the standard BB clinical treat-
ment approaches, the performance of PPO was lower. Therefore, PPO requires fur-
ther performance improvements. Speci�cally, the TIR performance can be improved,
and catastrophic failures must be reduced. In the next chapter, a novel RL algorithm
named G2P2C is developed based on PPO and its identi�ed favourable characteris-
tics to address these challenges.

The best practice in control algorithm development for APS is �rst to use FDA-
approved simulators Kovatchev et al. [2009], which is also essential in the context of
RL-based systems due to safety constraints and the requirement of large amounts of
interactions restricting in-vivo training. Then as a next step, periodical personalisa-
tion of treatment is carried out by clinicians [Nathan et al., 1993]. Hence, designing
general algorithms during in-silico training that can be personalised during in-vivo
translation is essential. The proposed problem formulation does not use person-
alised measures of the in-silico subjects compared to previous work [Fox et al., 2020;
Lee et al., 2020b]. Lee et al. [2020b] tunes a discount rate based on personalised nor-
moglycaemic glucose clamp tests, and Fox et al. [2020] personalises the action space
based on individual basal rates. The average reward RL setting used in this work
eliminates the need for a discount rate, and the proposed action space formulation
does not require personalisation (a detailed analysis of the proposed action space for-
mulation is presented in Chapter 6). Hence, the proposed generalised formulation is
expected to be valuable in translating the research to the real world. However, it is
essential to highlight that a data-driven personalisation approach would be valuable
for APS (e.g., using a learned glucose dynamics model of an individual for glucose
control). This aspect will be explored in the next chapter. Also, it is important to
highlight that RL algorithms require signi�cant compute during training and param-
eter tuning, which makes personalisation for each individual in-silico subject highly
inef�cient and unscalable.

Previous work on RL-based APS mainly focused on Q-learning and DQN-based
RL algorithms to design hybrid systems, where the agent was provided handcrafted
discrete insulin actions only to control basal insulin [Ngo et al., 2018a,b; Zhu et al.,
2019; Fox and Wiens, 2019; Zhu et al., 2020]. Recent advancements in RL algorithms
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have focused on continuous control through continuous action spaces (Section 3.4).
Hence, the state-of-the-art A2C, PPO, and SAC algorithms were selected in this anal-
ysis to control both basal and bolus insulin. PPO and SAC algorithms have also
been explored in recent work on RL-based APS [Fox et al., 2020; Lee et al., 2020b;
Lim et al., 2021]. A comparison of the RL-based APS proposed in this thesis against
previous work is provided in the next chapter. In this study, even though similar
neural network architectures and learning parameters were used (Section 4.2.2.4),
the performance of SAC was inferior to A2C and PPO algorithms. The stability dur-
ing training was also inferior in SAC (Figure 4.3, 4.4), which could be due to the fact
that it is an off-policy algorithm compared to A2C and PPO, which are on-policy
algorithms (Section 3.1). The SAC algorithm is based on a maximum entropy RL
objective and was designed using a discounted RL setting. In contrast, the A2C and
PPO algorithms were designed using an average reward RL objective.

In popular RL problems and benchmarks, the problem formulations are well es-
tablished. Hence, they do not require effort to explore different state/action spaces
and reward function formulations. However, this task required the exploration of dif-
ferent designs. Moreover, RL algorithms are often brittle to hyperparameter settings
(e.g., learning rate, batch size, entropy coef�cient). In established benchmarks, stable
algorithm implementations and hyperparameter settings are often publicly available
and presented in the literature. However, in the problem of glucose control, such im-
plementations and algorithm settings are not available due to the less exploration of
the problem. Hence, to facilitate the research in this domain and for reproducibility,
this work's implementations and hyperparameter settings are published on GitHub
(https://github.com/chirathyh/G2P2C ) as open-source under the MIT license.
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Chapter 5

G2P2C: A Novel Modular RL
Algorithm for Glucose Control

This chapter introduces a novel RL-based algorithm to address the shortcomings of
the state-of-the-art algorithms explored in the previous chapter. The proposed al-
gorithm extends the PPO algorithm by introducing two novel optimisation phases,
model learning and planning. In view of these novel added features, the algo-
rithm was named G2P2C — Glucose Control by Glucose Prediction and Planning.
This chapter presents the algorithm design and implementation details of G2P2C
and evaluates its performance against clinical treatment benchmarks and the best-
performing state-of-the-art PPO algorithm from the previous chapter.

5.1 Introduction

In the previous chapter, the state-of-the-art RL algorithms were explored to de-
sign RL-based APS while addressing the challenges of partial observability, high-
dimensional state/action spaces, large sensor/actuator delays, and reward function
design through the proposed problem formulation. However, the performance of the
proposed system can be further improved compared to basal-bolus clinical treatment,
and challenges associated with safety, explainability, and transferability remain. This
chapter investigates improvements to APS safety by focussing on practical limitations
of the standard RL optimisation objective, which arise from the lack of knowledge to
formulate an ideal reward function.

Most real-life control problems often have short-term and long-term objectives,
and formulating reward functions to capture both objectives is challenging or even
infeasible [Khorasgani et al., 2019]. To focus on the two objectives, model-based RL
approaches which leverage short/long-term prediction models have been proposed
Khorasgani et al. [2019], while several studies have focused on learning value func-
tions over multiple time horizons [Sutton, 1995; Fedus et al., 2019; Romoff et al.,
2019].

The glucose regulation task also has both long- and short-term objectives. The
long-term objective is to improve the time spent in the desirable normoglycaemic
range, whereas short-term hypoglycaemia and hyperglycaemia are detrimental to

63
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health [DiMeglio et al., 2018]. Ideally, optimising for the long-term through an in�-
nite horizon RL objective is expected to result in learning a policy that is also optimal
in the short term. However, in the previous chapter, it was observed that the learnt
policies for glucose control are sub-optimal in the short term due to the presence of
catastrophic failures. Even though infrequent, these failures are unacceptable for a
high-risk medical application since they could result in death (e.g., severe hypogly-
caemia in the short term).

APS are categorised as high-risk medical devices, and the best practice for de-
veloping control algorithms is �rst to use FDA-approved simulators Kovatchev et al.
[2009]. These algorithms are later �ne-tuned and personalised periodically to in-
dividuals [Nathan et al., 1993]. Designing RL-based APS, which learns online on
real-world people, is practically infeasible as RL algorithms typically require large
amounts of experience to learn a stable policy for which years of training is required
(At the rate of 5 minutes per learning experience adopted in Chapter 4, training
would require more than 9.5 years). Of�ine strategies would still require extensive
experience, and current clinical treatment strategies used to collect such experience
may not provide valuable information. This is due to their static rule-based nature
[Nathan et al., 1993], where a �xed basal rate is used together with sparse bolus in-
sulin doses, which limits the exploration required in the action space for RL agents.
Hence, using simulators as a �rst step to train RL-based APS is a more suitable ap-
proach, while personalising and �ne-tuning can be carried out as the next step. It
is essential to learn a safe control policy during in-silico initial training and focus
on safe personalisation during in-vivo �ne-tuning. This chapter focuses on learn-
ing a safe control policy in-silico, while research on strategies to safely transfer and
personalise the learnt policy to the real world is reserved for future work.

A novel modular RL algorithm was designed to address safety and improve the
performance of APS. The proposed algorithm extends PPO with two additional opti-
misation phases, model learning and planning. In view of these added features, the
algorithm was named G2P2C — Glucose Control by Glucose Prediction and Plan-
ning (Figure 5.1). In the model learning phase, a glucose dynamics model is learned
as an auxiliary learning task, followed by the planning phase to �ne-tune the learned
control policy to a short-time horizon by conducting model-based simulations to
improve safety. Therefore the proposed approach could combine the characteristics
of both model-free and model-based methods. Furthermore, G2P2C improves sam-
ple ef�ciency and possesses desirable characteristics towards of�ine personalisation,
which is expected to be valuable. The performance of G2P2C was assessedin-silico
and comparatively evaluated against the state-of-the-art PPO algorithm and basal-
bolus clinical treatment benchmarks.
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Figure 5.1: G2P2C - Glucose Control by Glucose Prediction and Planning. (A) a glu-
cose sensor and an insulin pump attached to a Type 1 Diabetes (T1D) patient, and (B)
the proposed Reinforcement Learning (RL)-based control algorithm G2P2C. G2P2C
uses its experience to learn a control policy (direct RL) while storing its experience
in a replay buffer. It uses stored data to learn a glucose dynamics model (model

learning), which is then used to improve the policy (planning).

5.2 Methodology: Glucose Control by Glucose Prediction and
Planning

This section introduces the G2P2C algorithm by presenting its neural network archi-
tecture, algorithmic improvements, and implementation details. This section uses the
problem formulation (Section 4.2.1), clinical benchmarks (Section 4.2.3), and evalua-
tion metrics (Section 4.2.4) presented in Chapter 4.

5.2.1 Architecture

G2P2C is a modular RL algorithm based on PPO, which introduces two additional
optimisation phases, namely, model learning and planning . PPO was selected as
the basis for designing G2P2C due to its demonstrated superior performance (Chap-
ter 4) and ef�ciency in safety-critical applications, where excessive changes in the
control policy could lead to unexpected behaviour. G2P2C is implemented using
two separate neural networks with similar architecture; the Actor-Network (P q) and
the Critic-Network (Vf ). Each network has three modules as shown in Figure 5.2,
a feature extractor module ( EP , EV ), a glucose prediction module ( M P , M V ) and a
policy( p )/value( v) module respectively. The feature extractor modules EP and EV

are based on an LSTM network [Hochreiter and Schmidhuber, 1997], where the in-
put is the observed state (sn) and the output is the hidden state vector (hn) of the
LSTM. The P q network included the policy module p , representing the policy func-
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tion, while Vf included the value module v, which represented the value function.
They used hn as the input. The output of the policy module (p ) was formulated as
a normal distribution ( N (m, s)) over the action space, where both mand s param-
eters were learned. The output of the value module (v) was trained to predict the
expected return (vf (st )) . The glucose prediction modules (M P and M V ) are trained
to learn the glucose dynamics of the target T1D subject. The functionality of M P and
M V will be discussed in Section 5.2.2.2.

Figure 5.2: Schematic diagram of actor and critic networks.

5.2.2 Algorithm

G2P2C alternates between sampling and optimisation. During sampling, the current
policy was used by w parallel agents and simulations were rolled out for n time
steps. The resulting trajectory (s1, a1, r1, s2, a2 � � � ) information was stored in a data
buffer (D). Once the sampling procedure was complete, the optimisation procedure
commenced, consisting of three sequential update phases. The �rst phase used the
standard policy and value update of PPO [Schulman et al., 2017], the second phase
was the model learning update, and the third phase was the planning update. The
second and third update phases were designed to extend the PPO algorithm to in-
corporate a short-horizon �ne-tuning of the policy.

5.2.2.1 PPO Phase

During the �rst phase, the standard PPO optimisation update was carried out, where
the optimisation objective of the policy module was to maximise the objective func-
tion Lp (q) de�ned in Equation (5.1):

Lp (q) = Ê t

"

min

 
p q(at jst )

p qold
(at jst )

Â t , clip
�

p q(at jst )
p qold

(at jst )
, 1� e, 1+ e

�
Â t

!

+ bsH
�

p (�jst )
� #

,

(5.1)
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where p qold
is the policy prior to the update. Excessive changes between the new and

old policies were constrained by clipping the probability ratios of the policies to the
interval [1 � e, 1+ e]. H (p (�jst )) represents the entropy term used in the optimisation
to facilitate exploration where bs was a hyperparameter. The return Gt de�ned in
Equation (4.7) was used to calculate the advantage function estimate Â t and value
function targets v̂target

t . The value module objective was to minimise the objective
function Lv(f ) de�ned in Equation (5.2).

Lv(f ) = Ê t

2

4 1
2

 

vf (st ) � v̂target
t

! 2
3

5 . (5.2)

5.2.2.2 Model Learning Phase

The model learning phase succeeded the PPO phase. The glucose prediction mod-
ules M P and M V introduced in the actor and critic networks, respectively, were used
in this phase. As an auxiliary learning task, the M P and M V modules were trained to
learn the glucose dynamics of the target T1D subject. The hidden states of the LSTM
(hn) and an were integrated as inputs to the glucose prediction modules, where the
output was the one-step ahead glucose estimate (gn+ 1) represented as a normal dis-
tribution. This design was expected to further facilitate the learning of a dynamical
system state representation (s?

n) at the hidden state (hn) of the LSTM networks, as
hidden states (hn) of LSTM networks are capable of learning a representation of the
state space(s?

n) of a dynamical system [Ljung et al., 2020]. The glucose prediction
modules were implemented using the same architecture and trained for the same
task to facilitate feature distillation between the networks, inspired by Cobbe et al.
[2021]. Furthermore, the learned glucose dynamics model in the actor-network was
later used in the planning phase.

A replay buffer ( B) was introduced to store the latest trajectories experienced by
the algorithm as triplets of st , at , and gt+ 1. The model-learning update commenced
once B was �lled (25, 000 interactions). The optimisation objective was based on
maximum likelihood estimation, where the objective was to minimise LM P

(q) and
LM V

(f ) de�ned in Equation (5.3), (5.4). The Kullback-Leiber divergence (dKL) and
Mean Squared Error (MSE) penalties applied in LM P

(q) and LM V
(f ) respectively

aimed to minimise the divergence from the already learned policy p qppo and value
function vf ppo after the PPO update phase. Hyperparameters b1 and b2 were intro-
duced to regularise the respective penalties.

LM P
(q) = Ê t

"

� log
�

M P
q (gt+ 1jst , at )

�
+ b1dKL

�
p qppo(�jst ), p q(�jst )

� #

. (5.3)

LM V
(f ) = Ê t

"

� log
�

M V
f (gt+ 1jst , at )

�
+ b2

1
2

�
vf ppo(st ) � v̂f (st )

� 2
#

. (5.4)
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5.2.2.3 Planning Phase

Following the model-learning phase, the third and �nal update was performed dur-
ing the planning phase. A plan-space planning [Sutton and Barto, 2018] approach
was introduced to improve the learned policy by integrating a short-term optimisa-
tion objective. The planning phase only used the P q network since it focused on
�ne-tuning the learned policy module. Once M P achieved a prediction accuracy
of Root Mean Squared Error (RMSE) < etarget (15mg/dL), the planning phase com-
menced. M P was used to carry out m number of short-horizon ( nplan = 6 simulation
steps (30 minutes)) Monte Carlo rollouts ( t ) for each state stored in the buffer D. For
each state, the rollout with the best simulated-return(t � ) was identi�ed according to
Equation (5.5). The planning phase �ne-tuned the policy toward the best action ( a�

t )
associated with the target state (st). The planning objective was to minimise Lplan(q),
which was designed based on maximum likelihood estimation (Equation (5.6)). Dur-
ing the planning phase, the P q network weights associated with EP and M P modules
were kept �xed, and only the weights associated with the p module were updated.
This was done to ensure that the planning phase re�ected a �xed M P . The steps of
the G2P2C algorithm are summarised in Algorithm 1.

t � = arg max
t

"

(
nplan

å
q= 1

Rq) + v(snplan)

#

. (5.5)

Lplan(q) = Ê t

"

� log
�

p q(a�
t jst )

� #

. (5.6)

Figure 5.3: Illustration of the planning phase in G2P2C. During planning, short-
horizon trajectories are simulated using the learned glucose dynamics model for the
states stored in the rollout buffer D. Planning updates use the initial action with the

best trajectory for each state.
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Algorithm 1 G2P2C
Initialise an empty auxiliary buffer ( B) of the size NB.
Initialise the average reward estimate ( R̂avg = 0,Ntotal = 0).
Initialise Actor-Network ( P ) and Critic-Network ( V) weights (q, f ).
for iteration = 1, 2, 3,� � � do

Initialise an empty data buffer ( D) of the size ND .
Perform n-step rollouts for w parallel workers under current policy p qold

and
store (sn, an, rn) transitions ! D.
Store (sn, an, gn+ 1) transitions ! B .
Compute the advantages Â t & value function targets v̂target

t .
Update the average reward estimate (R̄D = å r2 D

ND
):

Ntotal  Ntotal + ND ,
R̂avg  R̂avg + ND

Ntotal
(R̄D � R̂avg).

(1) PPO Phase:
for epoch= 1, 2, 3,� � � , Ep do

optimise LP wrt q, on all data in D:
q  q+ a2 � r qLP (q).

Early stop:
dKL[p qold

(�jst ), p q(�jst )] > dtarget.
end for
for epoch= 1, 2, 3,� � � , EV do

optimise Lv wrt f , on all data in D:
f  f � a3 � r f LV (q).

end for

(2) Model Learning Phase:
if B is �lled then

for epoch= 1, 2, 3,� � � , EM do
optimise LM P

wrt q, on all data in B:
q  q � a4 � r qLM P

(q).
optimise LM V

wrt f , on all data in B:
f  f � a5 � r f LM V

(f ).
end for

end if

(3) Planning Phase:
if M P

pred� error < etarget then

Fix parameters related to EP , M P modules of the actor network (P ).
for epoch= 1, 2, 3,� � � , Eplan do

optimise Lplan wrt q, on all data in D:
q  q � a5 � r qLplan(q).

end for
end if
qold  q.
f old  f .
if Ntotal > Itotal then

Stop.
end if

end for
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5.2.3 Implementation Details

To support comparisons, the neural network implementation and optimisation algo-
rithm of G2P2C is similar to the state-of-the-art algorithm implementation presented
in Section 4.2.2.4. The hyperparameters of G2P2C and their values are summarised
in Table 5.1.

Table 5.1: Hyperparameters for G2P2C.
Hyperparameter Symbol Value
Sample time 5 minutes
Glucose sensor Guardian RT
Insulin pump Insulet
Augmented state history k 12 (1-hour)
Total number of Interactions Itotal 800, 000
Batch size of policy, value, model-learning,
and planning

1, 024

Number of steps per rollout nrollout 256
Number of workers w 16
Data buffer ( D) size ND nrollout � w
Replay buffer ( B) size NB 25, 000
No. of policy epochs / value epochs /
model-learning epochs

EP , EV , EM 5

No. of planning epochs Eplan 1
Entropy Coef�cient bs 0.001
Penalty Coef�cient aux-policy / aux-value b1, b2 0.01
Learning rate of policy / value / model-
learning / planning

a2, a3, a4, a5 3 x 10� 4

PPO clip range e 0.1
Target Kullback-Leiber divergence (dKL)
threshold

dtarget 0.01

Target glucose prediction error threshold etarget 15mg/dL
Planning trajectories m 50 (per state)
Planning horizon nplan 6 (30-minutes)
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5.2.4 Experiments and Evaluation Metrics

The experimental procedure discussed in Section 4.2.5 was used to evaluate G2P2C.
G2P2C used the same number of training interactions (800, 000), which was assumed
suf�cient for the policies to converge. The similar experimental procedure and learn-
ing parameters provided fair comparisons between G2P2C and PPO.

The RL performance of G2P2C and PPO algorithms were analysed using their
training curve characteristics and the Percentage Reward (PR) metric, as discussed
in Sections 4.2.4 and 4.2.5. In addition, a modi�ed version of the post-convergence
instability (PCI) metric proposed in Dulac-Arnold et al. [2020] was used to compare
the instability of the converged policies between PPO and G2P2C. To derive PCI,
�rst, the evaluation simulations of both PPO and G2P2C (1, 500 each) were used to
calculate the 95% con�dence interval ( [Reval

lower, Reval
upper]) for Reval, across the algorithms

for each subject. Next, PCI was calculated as the percentage of evaluation simulations

where Reval is below Reval
lower. Hence, PCI(p ) =

� å 1500
i= 1 1(Reval

i < Reval
lower)

1500

�
� 100, where 1(.)

was an indicator function. The objective was to minimise PCI, which re�ects better
stability. Furthermore, in addition to the cohort-level analysis, a statistical analysis
was conducted to compare the PR performance between PPO and G2P2C algorithms
for each in-silico subject accounting for the inter- and intra- population variability.

Following best practices, a cohort-level clinical analysis of G2P2C was conducted
using the BBI and BBHE clinical treatment strategies and clinical metrics presented in
Section 4.2.4, which included Time-In-Range (TIR) and Failure Rate (FR) metrics. A
statistical analysis was conducted to compare the TIR performance of G2P2C against
BBI and BBHE.

The statistical analysis were conducted using the IBM SPSS Statistics Software
(Version-28.0.1.1). A Shapiro-Wilk Test [Shapiro and Wilk, 1965] was performed to
check the normality, Mann-Whitney U Test [Mann and Whitney, 1947] was conducted
to evaluate signi�cance, and effect size calculated using the Pearson product-moment
correlation coef�cient ( r) [Fritz et al., 2012].
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5.3 Results

RL Analysis. G2P2C achieved a statistically signi�cant ( P < 0.05) PR improvement
compared to PPO for 18 of the 20 subjects (Table 5.2). The performance improvement
was non-signi�cant for Adolescent0 and Adolescent4. Adolescent0 was the easiest to
control under both RL-based methods (97.50%, 97.99%), leaving almost no margin for
improvement for G2P2C. The inability of G2P2C to achieve signi�cant PR improve-
ments in Adolescent4 could be related to the observed instability compared to PPO,
which should be further investigated. Adolescent6 (72.89%, 80.55%) was the hardest
to control for both RL algorithms. G2P2C gave the largest improvement in the PR
performance for Adolescent6, where it achieved a PR of 80.55% compared to 72.89%
in PPO. Figure 5.4 summarises the PCI metric for the target subjects. PPO showed
higher instability compared to G2P2C in all subjects except for Adult9 and Adoles-
cent4. For some subjects (Adult0, Adult4, Adolescent1, Adolescent3, Adolescent6),
G2P2C showed a very large improvement (> 25%) in PCI.

Figure 5.4: Post-convergence instability (PCI) comparison between PPO and G2P2C
algorithms calculated based on evaluation simulations.

The standard deviation of the PR of the evaluation simulations was reduced in 18
out of the 20 subjects (except for Adult5 and Adult6) (Table 5.2); this behaviour is ben-
e�cial for the glucose control task to reduce uncertainty. The reduction in the stan-
dard deviation was also visible through a qualitative analysis of the reward curves.
The reward curves present the learning behaviour of RL algorithms during training
(Figures 5.5 and 5.6). The reduction in the standard deviation was attributable to
the effect of the planning phase proposed in G2P2C. At the beginning of training,
the reward curves had a similar standard deviation for both PPO and G2P2C (Fig-
ures 5.5 and 5.6). However, the planning phase of G2P2C was automatically initiated
at approximately 200, 000 learning interactions once the learned glucose prediction
module ( M P ) achieved the prede�ned accuracy threshold. By analysing the reward
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curves, it can be observed that the standard deviation began to reduce in G2P2C
compared to PPO once the planning was initiated. This reduction in the standard
deviation was more prominent in some subjects (e.g., Adult0, Adolescent0) compared
to others (e.g., Adult3, Adolescent6).

The experimental results indicate that changes in the learning horizon from long-
term only (PPO) to additional short-term �ne tuning (G2P2C) bene�ted toward the
performance by reducing catastrophic failures. The �ne-tuning of the policy to the
short-term (Equation (5.6)) also reduced the variability in performance (Figure 5.5,
5.6). High variability in performance was observed among subjects (Adolescent0 was
the easiest (Figure 5.8), while Adolescent6 was the hardest to control (Figure 5.8) (Ta-
ble 5.2). Hence, an average reward RL objective was used in G2P2C, compared to the
popular discounted RL setting, which requires personalised tuning of the discount-
ing rate to learn satisfactory control policies.

Table 5.2: Comparison of percentage reward for all subjects based on evalua-
tion simulations.

Subject PPO G2P2C Signi�cance (PPO - G2P2C)
Adult0 * 94.00� 4.42 95.50� 1.02 P < .001,r = 0.34
Adult1 * 95.69� 3.39 96.31� 0.99 P < .001,r = 0.14
Adult2 * 87.33� 14.822 91.92� 6.53 P < .001,r = 0.44
Adult3 * 88.71� 12.13 90.64� 9.86 P < .001,r = 0.21
Adult4 * 92.40� 9.21 94.73� 5.03 P < .001,r = 0.51
Adult5 * 88.17� 9.49 88.19� 14.80 P < .001,r = 0.30
Adult6 * 92.07� 7.51 92.32� 9.91 P < .001,r = 0.22
Adult7 * 94.77� 3.39 95.57� 1.77 P < .001,r = 0.22
Adult8 * 89.82� 6.26 91.18� 1.41 P < .001,r = 0.19
Adult9 * 92.46� 5.85 92.85� 1.08 P < .001,r = 0.06
Adolescent0 97.50� 5.14 97.99� 0.52 P = .686,r = 0.01
Adolescent1* 79.58� 6.67 81.63� 5.57 P < .001,r = 0.30
Adolescent2* 89.68� 5.14 90.01� 3.44 P = .01, r = 0.05
Adolescent3* 87.44� 7.41 90.08� 4.42 P < .001,r = 0.42
Adolescent4 87.98� 7.48 88.17� 3.77 P = .831,r = 0.00
Adolescent5* 90.09� 11.12 91.10� 9.34 P < .001,r = 0.21
Adolescent6* 72.89� 12.57 80.55� 7.59 P < .001,r = 0.44
Adolescent7* 80.52� 9.11 82.67� 3.15 P < .001,r = 0.17
Adolescent8* 92.99� 4.33 93.10� 2.06 P < .001,r = 0.09
Adolescent9* 86.60� 9.42 87.81� 8.55 P < .001,r = 0.18

* Statistical signi�cance ( P < 0.05), N = 1, 500 simulations are conducted for each
subject under each method. The effect size, r > 0.1: small effect, 0.3 < r < 0.5:
moderate effect, r > 0.5: large effect.
Acronyms: G2P2C: Glucose Control by Glucose Prediction and Planning, PPO:
Proximal Policy Optimisation.
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Figure 5.5: Comparison of PPO, G2P2C algorithms during training on the adult co-
hort. The mean and standard deviation (shaded area) of the total cumulative reward
for evaluation simulations (3 random seeds x 20 evaluation scenarios / iteration)

achieved is presented against 800, 000 learning interactions.
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