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Abstract

Despite their presence in almost all real-world navigational environments, finding stereo disparity in large,
weakly textured regions is a difficult task. In this paper, we present a method which constructs a novel
segmentation of an image into separate planar regions prior to disparity calculation. This segmentation
allows us to fit planar models to disparity estimates calculated using a graph cut approach within each
segment, producing smooth, accurate disparity maps in ordinarily difficult areas. Our method achieves
good results using intensity features in a variety of indoor and outdoor navigational scenes. A comparison
of our results with other benchmark approaches is presented, in which the advantages of our technique
can be clearly seen.
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1 Introduction

Using visual information to find the relative or
absolute distance of objects in the environment is
a challenging problem in computer vision. Depth
cues are particularly valuable in navigation tasks,
providing information that can allow an agent to
successfully avoid obstacles and plan a collision-
free path. Many techniques exist for extracting
a depth map from an environment, ranging from
dedicated hardware solutions such as laser or sonar
range finders to complex probabilistic techniques
that infer approximate depth from a single image.
Most common techniques used to calculate depth
from visual information use multiple cameras to
provide sufficient clues as to the distance between
the camera pair and objects within the scene. Such
techniques generally work by finding a disparity
map of the scene, which indicates how much a par-
ticular pixel moves between images. At any point,
this disparity correlates strongly to the distance
between the camera pair and the corresponding ob-
ject in the image. Many methods exist for finding
this disparity, a subset of which are presented in
Section 2.

In urban environments, many surfaces and objects
are both planar and weakly textured. Examples in-
clude road and floor surfaces, to buildings, interior
walls and many common large obstacles. In these
regions, the distance from a point in the object

to the camera changes in a linear fashion, based
on the direction in which the surface is oriented
relative to the observer. In addition, non-planar
surfaces can be broken down into small facets, each
of which can be modelled as a plane. This faceting
of objects is an underlying assumption of most
3D modelling techniques. Provided the facets are
small enough, we are still able to get disparity
values which closely resemble the true disparity
distribution.

Most navigation tasks take place in these types
of multi-planar, real-world environments, and yet
many modern stereo disparity methods have dif-
ficulty finding good disparity estimates in exactly
these scenarios. In this paper, we develop a tech-
nique which exploits the natural behaviour of pla-
nar surfaces when constructing a disparity map
of a scene by making use of Informative Image
Partitioning [1]. This enables us to deliver better
performance in realistic navigational scenes.

In an Informative Image Partitioning (IIP), the
image is partitioned in such a way that ‘interesting’
objects are divided into a fine partitioning while
‘uninteresting’ objects have a coarser partitioning.
Unlike most segmentation methods, the user inter-
action involved in IIP generation allows for visually
distinct coplanar objects to be readily merged into
a single partition, allowing us to avoid the disparity
discontinuities that frequently appear at segment
boundaries.



This paper exploits this technique by defining pla-
nar, or near planar, objects as uninteresting and
more complex objects as interesting. This results
in an image partitioned into regions which we are
able to assume are planar, as the finer partitioning
of non-planar objects will result in the faceting
type behaviour described earlier.

By assuming that we have a planar distribution of
disparity values within each partition, we are able
to fit a plane to disparity values determined using
traditional methods to each patch. This produces
very smooth results within each partition, allowing
us to avoid problems which occur in many methods
along large, relatively featureless planar surfaces
such as the ground plane. The complete approach
taken in this paper is outlined more completely in
Section 3.

The algorithm presented in this paper is designed
to function best on scenes that are likely to arise in
a navigational context. Depth cues are important
for navigation, as they provide information on the
relative distance between the observer and objects
in the environment. In our approach, the initial
oversegmentation size is chosen to be quite large,
which hinders the performance of the approach in
highly non-planar areas. In real-world test images
to be used for navigation, this lack of fine disparity
resolution does not cause a significant issue.

Our technique shows promising results in many
real-world images, both indoor and outdoor, as
shown in Section 4. The nature of our algorithm
makes it poorly suited to the complex but unrealis-
tic non-navigational environments presented in po-
pular ground-truth data sets, such as Middlebury
[2], unsuitable. Generation of suitable images with
accurate ground truth was unfeasible for this pa-
per, so we are not able to quantitatively illustrate
our technique. Instead, we compare our method to
benchmark disparity calculation techniques [3, 4]
and show that we achieve significant qualitative
improvement in many areas, particularly in low
textured planar surfaces.

2 Related Work

Finding disparity in stereo image pairs is a major
problem of computer vision. There are a large
number of methods used for calculating disparity,
ranging from simple correlation based pixel mat-
ching to sophisticated energy minimisation methods.

The work of Scharstein and Szeliski [2] provides an
excellent overview of stereo disparity methods, des-
cribing and ranking a number of dense, pixel based
stereo matching techniques. Common to the tech-
niques described is an underlying assumption of
piecewise smoothness. Numerous recent methods

take this assumption a step further, incorporating
a segmentation based approach to codify and take
advantage of this smoothness.

Many such [5, 6, 7, 8] make use of an unsupervised
colour segmentation algorithm, such as mean-shift
[9] to generate a set of segments which are then
used in a variety of techniques. Bleyer and Gelautz
[6] perform explicit segment correspondence and
underlying plane detection in addition to utilising
segmentation to generate a disparity map. The
work of Woodford et al. [10] uses an automated
method to segment an image into planar regions
by iterated coarse disparity estimation. Using this
technique and a second order smoothness prior,
they are able to generate high-quality disparity
estimates.

Unlike these methods, our approach makes use of
an intelligent segmentation method which collects
regions belonging to a particular planar segment a
priori, see Figure 1. This provides three notable
advantages. Firstly, it allows us to fit a single
planar model through regions with large visual dif-
ferences that may otherwise be divided into mul-
tiple segments under colour segmentation methods.
Secondly, it allows us to assume large scale planar
behaviour without intermediate disparity calcula-
tion to find regions with similar disparity distribu-
tions. Finally, the segmentation approach used is
able to maintain a fine partitioning in non-planar
areas despite visual similarity, which is difficult for
colour segmentation approaches to achieve.

We compare our results to the benchmark disparity
calculation methods of Kolmogorov and Zabih [4]
and Boykov, Veksler and Zabih [3], together with
a sum of absolute differences correlation-based ap-
proach based on that provided by with the Bum-
blebee 2 stereo camera [11].

3 Disparity Calculation Approach

The disparity calculation method described in this
paper involves a multi-step process to develop and
refine a disparity calculation, specifically in real-
world navigational environments.

We have two input pixel images, IL and IR, cor-
responding to the left and right images in a stereo
pair, respectively. We assume that IL and IR have
been rectified prior to beginning our process. Ad-
ditionally, we assume that there is a known maxi-
mum pixel disparity value present in the image
max disp. This value does not have to be the true
maximum disparity between IR and IL, but poor
choice will either limit the disparity estimation or
unnecessarily increase the search space.

In order to maintain positive disparity values, we
use IR as our reference image, and IL as our mat-



ching image. Disparities are measured as the num-
ber of pixels in the y direction an object imaged at
a pixel in IR moves when observed in IL.

3.1 Generating an Oversegmentation

Oversegment generation is an important part of
the Informative Image Partitioning process, as it
defines the finest scale that the image will be re-
presented in. As detailed in [1], the oversegmenta-
tion method used strongly affects the partitioning
generated.

While simple colour segmentation methods, such
as the popular mean shift algorithm, are frequently
used in stereo disparity methods, they are not well
suited to our task, as they do not produce consis-
tently sized oversegments. Additionally, it is quite
possible for objects with a consistent colour to have
non-planar disparity behaviour. In this paper, we
use the superpixel algorithm defined by [12] to ge-
nerate ∼1000 fine-scale partitions over our image.

An oversegmentation needs only be found for our
reference image, IR, as our technique does not in-
volve matching pre-defined partitions from the re-
ference image to partitions in the matching image.

3.2 Informative Image Partitioning

Informative Image Partitioning [1] is an image seg-
mentation technique which incorporates user de-
fined ‘interestingness’ into the construction of an
image segmentation. The method works by mer-
ging together oversegments in ‘uninteresting’ areas
while preserving the initial oversegmentation in ‘in-
teresting’ areas. It does this by taking a set of user
input in the form of instructions, either instructing
oversegments to merge into one larger segment or
explicitly prohibiting two oversegments from mer-
ging. From this user input, the method infers a mo-
del which describes the action to be taken between
any two oversegments in the image, resulting in a
multi-scale partitioning across the image. Models
trained in this way are able to be applied on not
only the image they are trained on, but also other
images with similar contents. Images partitioned
using this process are shown in Figure 1.

In order to extract the extent of planar surfaces
present in the image, we conduct an informative
image partitioning in which large, planar regions
are defined as uninteresting objects, while non-
planar surfaces are defined as interesting. Genera-
ting an informative image partitioning of this type
requires user input to determine which elements
are planar. For this paper, we have trained a spe-
cific model for each image, but the authors of [1]
indicate that it is possible to train a model for a
class of images, which would largely eliminate the
need for human intervention when generating an

(a) (b)

(c) (d)

Figure 1: (a) An oversegmented image from the

MSRC data set [13]. (b) The result of applying

Informative Image Partitioning to (a). Note that the

visually different foreground and background grass are

successfully merged. (d) The result of IIP on (c). The

orange and white coplanar areas on the left have been

successfully merged to a single partition.

image partitioning for navigation. An informative
image partitioning is only generated for IR.

Following the partitioning process, we have a set of
non-overlapping partitions which cover the entire
image, P. Each partition Pa ∈ P is defined by the
set of pixel coordinates (x,y)Pa it contains.

3.3 Coarse Disparity Calculation

In order to limit the number of labels that we need
to optimise in later stages, we wish to generate
a baseline disparity for each partition. Effects of
occlusions are small when the size of the partition
is significantly larger than the occluded portion of
the partition. As each partition represents a rela-
tively large image patch, even at the finest scale,
we can use a simple statistical correlation method
to find a disparity for the partition.

We use the Normalised Cross Correlation between
a partition Pa in IR and a set of candidate re-
gions in IL containing pixels (x,y + β)Pa , β ∈
{0, 1, ...,max disp} to find a coarse disparity for
each partition.

Formally, we find a coarse disparity value DPa as
follows:

DPa = argmax
β

[
1

3(n− 1)
.

∑
(x,y)Pa ,c

(IR(x,y, c)− P̄a)(IL(x,y + β, c)− P̄ ′
a)

σPaσP ′
a

] (1)



where P̄ ′
a is the mean intensity of the partition

at location (x,y + β)Pa in IL, σP ′
a
the intensity

standard deviation within the same region and n
the number of pixels in partition Pa. c is a para-
meter which defines the number of colour intensity
channels used. In this paper, we use the RGB
intensity space. Figures 4 and 5 (c) show the coarse
disparity found in example images.

3.4 Per-partition Graph-Cut Refinement

Within each partition, we search for a refinement
to the simple per-partition disparity value found
above by performing a multi-label graph cut on
the values inside each partition [14, 15, 16].

To do this, we define a graph GPa = (VPa , EPa),
with vertices VPa corresponding to the pixels contai-
ned in partition i, and edges EPa between vertices
that are 4-connected in the image space.

Each vertex within VPa can take a range of values,
α, defined by the maximum disparity within the
image and the disparity assigned to the partition,
DPa . We also allow the pixel to take a null value
if there is no pixel within range with a high corres-
pondence. For a given partition, the label space is
defined as α ∈ {−DPa

),−DPa)+1, ..., (max disp−
DPa), NULL}. We allow for negative disparity va-
lues here to allow pixels within a partition to have
a lower disparity than DPa . These labels reflect a
refinement to the coarse estimate calculated above,
rather than an absolute disparity.

We then use the α-expansion graph-cut algorithm
to infer the minimum energy of the equation:

U(α; (xi,yi)) = λ
∑

i∈VPa

U1(αi; (xi, yi))

+
∑

ij∈EPa

U2((xi, yi); (xj , yj))δ[(αi ̸= αj), αi,j ̸= NULL]

(2)

In which the data term U1 represents the cost of
assigning vertex i to a particular disparity level.
The local smoothing term U2 represents the cost
associated with assigning different labels to adja-
cent nodes. We relax the smoothness constraint
between nodes assigned to null disparity and other
nodes.

The data term U1 is given by the average intensity
difference between the RGB pixel at (xi, yi) in IR
and the RGB pixel at the location in IL at (x, y +
α).

U1(αi ̸= NULL; (xi, yi)) ={
∞, yi + αi +DPa < yi

|IR(xi, yi), IL(xi, (yi + αi +DPa))|2, otherwise
(3)

The data term value for the special case α = NULL
is derived from the minimum data term value at all
other values of alpha:

U1(αi = NULL;(xi, yi)) =

1−min [U1(αi ̸= NULL; (xi, yi)]
(4)

We use a simple Potts model smoothing term for
U2 with a relatively low smoothing constant λ, as
we do not want to over smooth the disparity results
within the partition.

U2((xi, yi); (xj , yj)) = λ|IR(xi, yi), IR(xj , yj)|2
(5)

For very large planar regions, the smoothing term
becomes less important, as the robust plane fitting
technique can itself reduce the effect of outliers.
We make use of Shai Bagon’s matlab wrapper for
the graph cut algorithm [17] to perform inference.

3.5 Per-partition Plane Fitting

We want to fit a plane model d = ax+by+c to the
disparity values calculated above, where a, b and
c are plane parameters and d is the corresponding
disparity at pixel (x, y). We fit this plane using the
well-known least squares approach [18].

Once we have a plane fitted to the data, we check
to ensure that disparities assigned to pixels within
the partition by the fitted plane do not violate
obvious constraints on the disparity. Clearly, it
is not possible for the disparity at any point in the
image to be less than zero. Similarly, disparity va-
lues greater than the defined maximum max disp
violate our initial assumptions, and should not be
included.

If a fitted plane violates either of these constraints,
we assume that the patch is significantly non-planar,
and use the disparity estimates obtained from the
graph cut directly for regions of the patch that
violate our assumptions.

3.6 Generating a Complete Disparity Map

The complete disparity map is generated in a piece-
wise fashion by applying the steps described in sec-
tions 3.3 to 3.5 to each partition in the image. This
approach can lead to irregularities at the bounda-
ries of partitions, which results in a ‘mosaic’ appea-
rance in the disparity map. As this effect is most
pronounced at boundaries of small segments, and
may be the result of actual disparity edges in the
image, we do not apply any additional smoothing
to reduce this effect.



(a) (b)

Figure 2: (a) Sample input image from our office

environment data set. (b) Calculated disparity map

for (a). Disparity values have been scaled for clarity.

4 Results

Our approach aims to produce disparity maps to
assist in navigation, making the commonly used
Middlebury disparity test set impractical for esti-
mation of the true performance of our algorithm.
To test our approach in the context for which it
has been developed, we have captured a set of real-
world scenes using a Bumblebee 2 stereo camera to
test our disparity calculation algorithm.

4.1 Office Environment Scenes

Indoor scenes in an office environment consist lar-
gely of planar surfaces, such as floors, walls, desks
and doors. Non-planar objects within an office are
typically relatively small, exhibiting little change
of disparity within the object. This indicates that
a single disparity value will be sufficient to indicate
the relative distance between the observer and the
object.

Five images have been taken along various corri-
dors within the research lab under normal, daytime
lighting conditions. In several cases, glass walls are
also present in the image. Figure 4 illustrates a
step-by-step walkthrough of our algorithm, along
with the results of three competing stereo disparity
calculation methods on an image from our indoor
data set. Figure 2 shows the result of our dispa-
rity calculation algorithm on two additional images
from this data set.

4.2 Urban Scenes

Outdoor scenes in an urban environment also consist
of a large number of planar or near-planar ob-
jects, such as roads, pavement, walls, advertising
boards and fencing. Non-planar objects in outdoor
scenes, such as other pedestrians, trees, lampposts
and vehicles, are generally larger than those in an
indoor environment, and thus will be represented
by multiple partitions within our framework. The
disparity behaviour of such objects can be well
represented by faceted disparity planes.

We have a set of eight images taken on local streets

(a) (b)

Figure 3: (a) Sample input image from our street

scene data set. (b) Calculated disparity map for (a).

Disparity values have been scaled for clarity.

in daylight conditions, with a variety of challenging
buildings. Figure 5 shows the performance of seve-
ral disparity calculation methods, including ours,
on a sample scene from this data set. Figure 3
shows the disparity maps generated by our method
on two additional images from this data set.

4.3 Discussion

The results in both indoor and outdoor scenes are
quite good, particularly in the ground plane. Un-
fortunately, the IIP process does not perfectly seg-
ment planar regions, resulting in some regions with
undesired segmentation and incorrect disparity va-
lues. While the method is good at finding appro-
priate disparity values in weakly textured areas, in
some cases errors in the per-plane disparity calcula-
tion (Section 3.4) strongly affect the parameters of
the plane, resulting in a skewed distribution from
plane fitting. Despite these problems, the disparity
maps we generate outperform benchmark methods
[4, 3].

5 Conclusions

By segmenting the image into regions which fol-
low a planar disparity distribution, we are able
to produce qualitatively improved disparity esti-
mates in low-textured planar regions, which pose
problems for traditional disparity calculation me-
thods. We show that our approach produces good
stereo disparity estimates in a variety of challen-
ging real-world environments, both indoor and out-
door. This supports the use of IIP segmentation
and the assumption of an underlying planar dispa-
rity distribution when generating disparity maps.
We demonstrate that our method qualitatively out-
perform benchmark methods on real-world data.

5.1 Future Work

The performance of our method on small segments
is not better than some state-of-the-art techniques.
Given that small segments are generally non-planar,
it is possible to apply an alternate, non plane-
fitting disparity calculation method in these re-



gions to improve the corresponding disparity es-
timate.

In this paper we use only intensity information
to determine disparity. Use of texture or other
more sophisticated features, such as the DAISY
descriptor [19] would improve matching accuracy
and thus disparity calculation performance.

Additionally, we use a simple outlier elimination
method in plane fitting. Use of a RANSAC method
[20] would more robustly fit planes to our data,
potentially improving the result.

Finally, use of an inter-segment smoothing method
to reduce the mosaic appearance of the final dis-
parity map, would potentially eliminate false dis-
parity edges in our results.
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(a) Input image IR (b) Segments generated using IIP [1]

(c) NCC disparity results for each segment (Subsection
3.3)

(d) Graph Cut disparity results for each segment (Sub-
section 3.4)

(e) Full disparity map generated using our method
(Subsection 3.5)

(f) Disparity map generated using stereo correlation

(g) Disparity map generated using [4] (h) Disparity map generated using [3]

Figure 4: The proposed disparity estimation process applied to a typical scene from within an office environment

captured with a Bumblebee 2 stereo camera. Our method performs significantly better on the weakly textured

walls and ceiling than benchmark methods.



(a) Input image IR (b) Segments generated using IIP [1]

(c) NCC disparity results for each segment (Subsection
3.3)

(d) Graph Cut disparity results for each segment (Sub-
section 3.4)

(e) Full disparity map generated using our method
(Subsection 3.5)

(f) Disparity map generated using stereo correlation

(g) Disparity map generated using [4] (h) Disparity map generated using [3]

Figure 5: An outdoor image captured with a Bumblebee 2 stereo camera under normal, daytime conditions.

Performance of our method is visually excellent, particularly in the weakly textured road and path regions, and

along the adjacent wall.


