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This paper develops a sequential trans-dimensional Monte Carlo algorithm for geoacoustic inver-
sion in a strongly range-dependent environment. The algorithm applies advanced Markov chain
Monte Carlo methods in combination with sequential techniques (particle filters) to carry out geoa-
coustic inversions for consecutive data sets acquired along a track. Changes in model parametriza-
tion along the track (e.g., number of sediment layers) are accounted for with trans-dimensional
partition modeling, which intrinsically determines the amount of structure supported by the data
information content. Challenging issues of rapid environmental change between consecutive data
sets and high information content (peaked likelihood) are addressed by bridging distributions
implemented using annealed importance sampling. This provides an efficient method to locate
high-likelihood regions for new data which are distant and/or disjoint from previous high-likelihood
regions. The algorithm is applied to simulated reflection-coefficient data along a track, such as can
be collected using a towed array close to the seabed. The simulated environment varies rapidly
along the track, with changes in the number of layers, layer thicknesses, and geoacoustic parameters
within layers. In addition, the seabed contains a geologic fault, where all layers are offset abruptly,
and an erosional channel. Changes in noise level are also considered. © 2011 Acoustical Society of

America. [DOI: 10.1121/1.3557052]

PACS number(s): 43.30.Pc, 43.30.Ma, 43.60.Pt, 43.60.Wy [AIT]

. INTRODUCTION

Prediction of shallow-water transmission loss uncer-
tainty intrinsically relies on knowledge of the spatial vari-
ability and uncertainty of the sediment geoacoustic
parameters along the track of interest. Knowledge of sedi-
ment spatial variability and uncertainty also plays a crucial
role in understanding and predicting reverberation and clut-
ter. Most geoacoustic-inversion work to date has focused on
one-dimensional environmental models that average the
environment laterally over the seabed-footprint area of the
experiment which can range from ~100 m (Refs. 1 and 2) to
many kilometers.>’ Some work has examined the spatial
variability of sediment parameters by inverting multiple data
sets collected at sparse sampling locations along a track.®'°
A central issue here that is sometimes overlooked is that
variability can only be examined meaningfully once parame-
ter uncertainties are properly and quantitatively understood
at each sampling location.'”

Model parametrization (e.g., the number of seabed
layers) plays a fundamental role in obtaining meaningful
environmental uncertainty estimates.*'°"'? The Bayesian in-
formation criterion has been applied to address model para-
metrization selection'' but represents a point estimate
[computed at the maximum a posteriori (MAP) estimate]
which may not adequately represent the model space. In a
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more rigorous and quantitative approach, Bayesian evidence
(the likelihood of the model gives the measured data) can be
computed*'? using methods such as annealed importance
sampling'? (AIS). Bayesian evidence does not rely on point
estimates but takes into account the full posterior probability
distribution (PPD) of the problem. However, computations
of evidence and point estimates thereof require carrying out
inversions for each individual model in a group of models of
interest.

To further generalize the model selection approach,
Dettmer ez al.'* applied a trans-dimensional partition model
parametrization to geoacoustic inversion, where the number
of unknowns in the problem is itself an unknown. Trans-
dimensional inversion is an efficient and effective approach
to model selection, since the fixed-dimensional sub-space of
each allowed model parametrization is sampled proportional
to its marginal likelihood. Hence, the uncertainty about the
choice of environmental parametrization is accounted for in
the inversion in a hierarchical Bayesian sense.'” In such an
approach, the environmental model is regularized by the
data, which limit the overall amount of the structure and
determine where the structure is supported over the depth
interval of interest.'*'® The amount of structure allowed can
vary with the depth. For example, gradients in sound
velocity may be approximated by the ensemble structure of
several interfaces spread over some parts of the partition
model while other areas can have homogeneous structure
and sharp discontinuities characterized by ensembles of
interfaces confined tightly in depth.
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Sequential Bayesian Monte Carlo (SMC) methods'”"'®

are commonly applied to follow PPDs of interest (target dis-
tributions) as they evolve over time such as in source track-
ing'®! and a wide range of other applications where data
are continuously accumulated over time.'® In this context,
“time” is used as a general term to index the evolution of a
target in some way and is not limited to actual time but could
also refer to, for example, space. Since the target distribution
evolves in time, such problems are commonly termed
dynamic Bayesian systems, and following the target distribu-
tion, is generally referred to as tracking. In such problems,
pure Markov chain Monte Carlo®?*724 (MCMC) methods
can be prohibitively expensive computationally since chains
need to be restarted (including burn-in) whenever the exist-
ing data set is augmented by a new data. In contrast, SMC
updates an existing probability distribution to follow its evo-
lution over time while new data are introduced, with the pa-
rameter space allowed to expand or contract, depending on
the problem. Sequential Monte Carlo algorithms typically
involve a set of points in the state space (referred to as a
cloud of particles) that is propagated from one data set to the
next and updated according to the additional data informa-
tion that arrives over time. As an application of this general
methodology, Yardim er al.*> applied a particle filter to a
simulated matched-field inversion example where data were
accumulated over time and showed that geoacoustic target
distributions can be successfully tracked while significantly
reducing computational effort compared to separate geoa-
coustic inversions carried out for individual data sets.
Yardim et al.*' also applied a sequential importance resam-
pling filter (the bootstrap filter'”) to a matched-field tracking
problem where a low-dimensional geoacoustic model and a
source model were tracked over time.

SMC methods are computationally more challenging
when the parameter values change substantially between
steps and /or when the data are very informative (i.e., tightly
constrain parameters).'®> When the change in parameter val-
ues between steps is large (e.g., when parameters of interest
are highly variable), the measured data will typically also
change rapidly between steps. This results in a target distri-
bution that is difficult to follow since particle filters rely on
parameter estimates for past data sets to provide starting pa-
rameter estimates for current data. This problem is greatly
exacerbated when the data are also highly informative: If the
data information content is high, the likelihood is very
peaked; that is, the posterior mass of interest is concentrated
in a small volume of the state space and is difficult to find.?®
In such cases, particle filters such as the bootstrap filter can
fail as the particle cloud rapidly degenerates and is not able
to follow the target. To address these issues, a wide range of
MCMC methods have been applied in SMC algorithms to
add sample diversity to the particle cloud as well as to assist
in tracking peaked likelihoods for highly informative
dynamic Bayesian systems.'

This paper develops a particle filter that utilizes several
advanced MCMC methods to track a trans-dimensional tar-
get distribution for highly informative acoustic data with
peaked likelihoods in a rapidly changing ocean environment.
The particle filter accounts for changes in the sediment
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layering structure, including changes in the number of
layers, with a reversible jump Markov chain Monte Carlo
(rjMCMC) partition model.'* In addition, problems of
peaked likelihood and sample impoverishment? are
addressed by introducing bridging distributions to connect
target distributions at the previous and current steps. The
bridging is accomplished using AIS'*'? to define a series of
interpolating distributions and computing importance
weights along each annealing trajectory which are used in
the resampling step of the particle filter.”® Resampling with
replacement is then carried out according to the weights of
the importance sampling distribution given by the series of
interpolating distributions.

The algorithm is applied here to simulated seabed
reflection-coefficient data as a function of frequency and
angle. The specific experiment geometry corresponds to an
acoustic source and horizontal line array (HLA) towed at a
fixed altitude above the water—sediment interface. The simu-
lation represents a large number of 170 consecutive data sets
that here represent a track length of several kilometers. A
different realization of normally distributed, random noise is
added for each ping. The seabed environment for this simu-
lation varies rapidly along the track, with changes to the
number of layers, layer thicknesses, and geoacoustic param-
eters within layers. In addition, the seabed contains a geo-
logic fault, where all layers are offset abruptly, and an
erosional channel. Changes in the noise level on the data,
including pings with poor data quality, are also considered.

Il. SEQUENTIAL MONTE CARLO AND BAYESIAN
INFERENCE

Bayesian inference on a dynamic system, where the
PPD evolves as additional data are acquired over time, is a
challenging problem. Classic MCMC methods are often
inappropriate as computational demand can be prohibitively
high. SMC methods have been developed to address Bayes-
ian inference on dynamical systems in a computationally
feasible manner by estimating the posterior distribution
recursively. This section formulates the basic Bayesian
framework for the SMC algorithm described in Sec. III
based on Doucet et al.,18 where a more detailed treatment
can be found. The observed data in a dynamical system are
acquired over time ¢ which can be considered a natural
number ¢ € N. The accumulated data up to time ¢ are
d,.,=(dy, ..., d,). The unknown parameters of interest (com-
monly referred to as hidden parameters or hidden states) X,
can be treated as a Markov process with an initial probability
distribution P(x) and transition density P(x,|x,_;) from state
t — 1 to state . The parameters also accumulate over time
such that xy.,= (Xg, ..., X;). The PPD at time ¢ can then be
expressed with Bayes’ theorem as

P(Xou|d,) = P(xo:)P(dis[Xor) N

JP(xO;oP(dl:,|xO;,)de:t

The parameter vector Xq. containing all unknowns of the
dynamic system up to time ¢ increases in dimension rapidly
with time. Hence, the target distribution Eq. (1) (also
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referred to as the smoothing density) also expands rapidly
and becomes intractable for many problems. Sequential
methods address this problem by recursively estimating the
target, in particular, by estimating the marginal filtering
distribution P(x,/d;.). Equation (1) can be expressed
recursively as

P(d;|x;)P(X/|X/—1)

P(Xo;t|dl:t) :P(XO:tfl‘dl:tfl) P(d |d1 1)
t =

2

where new data are introduced through the likelihood
P(d;|x;) and the denominator is the normalizing constant.
The filtering distribution can be recursively expressed as

P(xldrs 1) = JP(xl|x,_,>P<x,_l|d1:[_l)dxf_l, 3)

P(x;|dy.,—1)P(d,|x
P(xldry) = (x| dy—1)P(d;|x;)

: “)
JP(Xt|dl:t—l )P(dt|xt)dx,

These recursions are the basis of sequential Bayesian methods
and must be estimated numerically (e.g., SMC) for nonlinear
non-Gaussian systems. Equation (3) can be considered the
predictive step and Eq. (4) the update step that takes newly
arrived data into account through the likelihood P(d,|x;).

Inference on a dynamic Bayesian system can be carried
out with the predictive and update equations using particle
filters. Let {x(()f)f;i =1,..,N,} denote a group of points or
particles drawn independently from the smoothing distribu-
tion P(Xo,|d;.). In many cases, independent draws from
P(xo,|d;.)) are not possible and an importance sampling
function 7(Xo.|d;.,) is introduced [which must include sup-
port for P(xy.,|d;.) but can otherwise be arbitrary] from
which independent samples are drawn. Importance weights
for particle i are computed as

(1)) o P(X01t|d1:t)

o(xy)) = )
000 = xoldi)
and normalized as (z)ﬁi) = w(xg)t)O/ Z;VZ’I a)(x(()’),) The parti-
cle approximation to the target is then given by
Ny _
P(X0zt|d1:t) ~ Z (I)El)é(xlzt - X§1;2‘>7 (6)
i=1

where ¢ is the Dirac delta function. However, all data d;.,
are needed to carry out the importance sampling and the
importance sampling function must be rewritten to carry out
recursive estimation:

(X0 |d1) = T(Xou—1]d1.—1) (X [Xo:—1, diy). (7

Hence, the importance weights can be written recursively as

o PP

() ~
W= Oy AING
n(x” |XE):),71 ydiy)

®)
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Using the prior distribution as the importance distribution
yields the particular case of

!

m(Xoqldis) = P(Xo1) =P(xo) [ [ P(xexe-1), )
k=1

resulting in weights
o = o P(d/x"), (10)

which is widely used as the simplest form of sequential im-
portance sampling. However, pure sequential importance
sampling such as this can cause a degenerate particle cloud
even for small ¢, since new data information will cause only
very few particles to carry significant weight, while most
other particles carry near-zero weight. This problem is par-
ticularly prominent when new data introduce parameter in-
formation that changes estimates substantially from previous
values. Hence, sequential importance sampling is generally
extended by resampling (weighted resampling with replace-
ment>’?®), which was later introduced to SMC methods in
the bootstrap filter.'” A resampling operation multiplies par-
ticles with high weights and deletes particles with low
weights, resulting in an equally weighted particle cloud that
concentrates in the high-likelihood region of the state space.
This method is particularly attractive when only the filtering
distribution P(x,|d,.,) is of interest, since the path of each
particle through time need not be stored. The bootstrap filter
can be computationally costly for many problems, and many
extensions to this basic filter have been published.'®2°%°

lll. SEQUENTIAL TRANS-DIMENSIONAL BAYESIAN
INVERSION

This section gives the theoretical background for the
different Monte Carlo strategies used here to formulate an
efficient trans-dimensional particle filter for tracking rapidly
changing sediment environments.

A. Bridging distributions for resampling

SMC methods are most efficient when the dynamic sys-
tem changes slowly enough between data sets that there is a
significant overlap between the prediction and target distri-
butions. However, typical sediment layering structures can
exhibit sudden and large changes due to geological events
such as faults or erosional channels filled in with material
that differs significantly from the surrounding sediments.
Sensitivity to environmental variations is greatest for experi-
mental methods that have a small footprint on the seafloor
and hence do not average over large seabed areas. Further,
multi-frequency reflection-coefficient data collected on a
HLA close to the seabed can have very high information
content and low data errors since environmental effects such
as oceanographic variability do not play an important role.
Hence, this type of data is challenging to analyze using SMC
methods due to the high data information content and the
possibility that new data may introduce significantly differ-
ent environmental information such that the particles from a
previous step may not be representative of new data. These
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difficulties are exacerbated when trans-dimensional inverse
problems are considered or multi-modal target distributions
are encountered.

The issues described above are also encountered in geo-
acoustic inversion for highly nonlinear stationary systems
that do not evolve over time but have strongly multi-modal
posterior distributions where modes are separated by exten-
sive low likelihood regions.'? For such problems the simu-
lated annealing heuristic®® was developed to address
optimization problems with many posterior modes and avoid
getting trapped in local minima. In simulated annealing, a
sequence of probabilities P;(x) oc Po(x)" is defined, where
B; € [0, 1] is often referred to as the inverse temperature. The
algorithm ‘““anneals” by moving through the sequence of
interpolating distributions, increasing f§ from O to 1. Accep-
tance of moving from one state to the next is decided accord-
ing to Eq. (15), with low f values causing the algorithm to
move freely between isolated modes but becoming increas-
ingly confined with increasing f. However, simulated
annealing does not provide unbiased sampling of the PPD.

AIS (Refs. 12 and 13) combines ideas of simulated
annealing, MCMC, and importance sampling to assign im-
portance weights to many simulated annealing runs. As the
number of runs increases, the end points of the annealing tra-
jectories weighted by the importance weights provide an
unbiased sample of the PPD. In a sequential framework, AIS
can be used to provide highly effective bridging distributions
from the prediction distribution to the filtering distribution
(the target at time ¢), and this paper applies AIS in this way
as proposed in Godsill and Clapp.?® The bridging is defined
through a sequence of interpolating distributions, such as

filtx) = m(x) PP (x,|dy )P (11)

where the algorithm proceeds from f, to fy with
0=p, <Py <-+<fy=1 and n(x,) is the importance
sampling distribution which can be set to 7(x,) = P(X,|X.;)
P(x,_1|d;..—1), giving a sequence of interpolating distributions
that gradually introduce the information of new data through
the likelihood P(d.|x,)

Fi(x) = P(X1|dyy 1 )P (X |x, 1 )P (dyg|x,) P (12)

In addition, MCMC operators are used that leave each distri-
bution in the sequence invariant."* The associated weight
o for particle x” is computed along the trajectory as

L1 f (x}”‘”)
1=0 fi+1 (X§i>(1)> .

This scheme uses the sequence of bridging distributions f; to
move the particle cloud from one step to the next and
improves the particles convergence to the new high-likeli-
hood region which may be distant and disjoint from the past
high-likelihood region. The resulting particle cloud approxi-
mates the filtering distribution P(x;|d.,) by a weighted sam-
ple, and the weights can be used for resampling operations.
In addition, resampling can be applied at any point along the

o) = (13)
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trajectory, but this is not done here since it is expected to
degrade performance on a parallel computer.

B. Trans-dimensional partition model

Sequential inference for spatially varying sediment
properties must account for changes in the layering structure,
including events where new layers appear or disappear over
the depth of interest. Dettmer er al.'* showed that such
model selection problems can be addressed efficiently in a
trans-dimensional formulation,3 ! meaning that the number of
unknown parameters is itself an unknown hyper-parameter
that is integrated over in a hierarchical Bayesian sense,
resulting in a posterior that spans multiple parameter spaces
of different dimensions. A key advantage of the trans-dimen-
sional approach is that the posterior includes the uncertainty
due to the limited knowledge of the model parametrization.

Let d € RY be a random variable consisting of N
observed data containing information about a physical sys-
tem. Further, let Z; denote a group of models specifying par-
ticular choices of physical theory, model parametrizations,
and error statistics to explain that system, where k& € K and
K is a countable set. Let m; € RM* be a random variable of
the M, free parameters representing a realization of model
T,. Green" shows that Bayes’ rule can be written for a
Bayesian hierarchical model to include parameter £

P(k)P(d|k, m; )P (myl|k)

ZJ P(K)P(d|K',m},)P(m],|K')dm),
kel oM

3

P(ka mk|d) =

(14)

where k can be interpreted as indexing possible choices of
models (as commonly used in model selection via evidence
or point estimates thereof) or as variable dimension parame-
ter of a single model that spans several multi-dimensional
spaces. In Eq. (14) P(k) is the prior over the models in /C to
be considered. The state variables of the inversion for the
trans-dimensional case are then given by x = (k, m;) and are
of dimension M,. The state space is trans-dimensional and
given by the union of all fixed-dimensional spaces in /C, i.e.,
Urex ({6} x RM). A Markov chain that samples this state
space can be defined which converges to the trans-dimen-
sional joint posterior P(k, m;|d) (see Sec. Il B 1).

A partition modeling approach is applied here to para-
metrize the positions of sediment interfaces in the sediment
model extending from the seafloor to a maximum depth of
interest. Perturbing one interface in a partition model only
changes the neighboring two layers and leaves the rest of the
model invariant; this is consistent with the idea that rela-
tively small perturbations to the model result in a higher
probability of accepting the perturbation as a new state in a
MCMC algorithm. The perturbations are generally small
compared to the distance to the nearest interface neighbor,
and the crossing of interfaces is not allowed. Inference on
the partition model PPD can be carried out with ensemble
averages over the sediment structure. The results are similar
to regularized inversions®> but without the requirement of
specifying subjective regularization terms (such as requiring
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model smoothness).'*** The number of sediment interfaces
is given by the model index & in Eq. (14).

1. Reversible jump MCMC

A Markov chain that samples the trans-dimensional pos-
terior in Eq. (14) must be able to undergo dimension changes
(jumps) in the state space while not violating the requirement
of detailed balance (the probability of a step from a current
state to a new state must be equal to the probability of
reversing the step) to ensure unbiased sampling.** In the
fixed-dimension case (k=4k"), the Metropolis—Hastings
(MH) algorithm can be used to sample from the posterior by
implementing the MH acceptance criterion for a step from
the current model m, to a proposed model my,

P(my,) (P(dlmb)) "0 (my|my},)

O‘:minll’P(mk) P(dmy) /O (mj,[my)

], 15)

where f§ is an annealing parameter (see Sec. III A) that can
be considered unity here. The proposal distribution Q is cen-
tered on the current model (my) and is used to propose a
model mj, as a new state of the Markov chain. In this paper,
the proposal distribution is chosen to be Gaussian, however,
other choices are possible. Green'”*' shows that a jMCMC
algorithm can be implemented similar to the MH algorithm
by generalizing the MH acceptance to apply to a step from
the current model (k, m;) to a proposed model (K, mj,),
where &’ can be different from k, as

_ | P(mp) (PR, my,)\ "Gk, myK, m)
a_mm[l’P(k,mk) (P(dk,mk) o m.lemy) |

(16)

where |J| is the determinant of the Jacobian for a diffeomor-
phism from (k, my) to (', m},) (see Ref. 14 for details). The
most commonly applied form of rjMCMC is the birth—death
sc:he>me,14’34 in which case the determinant of the Jacobian
is unity. The scheme must be implemented in a manner that
ensures unbiased sampling and equal probability of birth
and death moves to maintain detailed balance. In this
scheme, a birth move is defined to be the introduction of
new parameters. For example, in the partition model a new
layer can be created by introducing a new interface at a ran-
dom position in the seabed model, increasing the model
indexing parameter k by one. Alternatively, a death move
randomly picks and deletes an interface, reducing k by one.
This paper implements the birth—death approach such that
the geoacoustic model is represented as (k, my) = (k, z, v,
o), where z denotes the sediment-depth partitioning, y con-
tains the geoacoustic properties of all layers (i.e., y=(c, p,
o), where ¢, p, and a are vectors of sound velocities, den-
sities, and attenuations, respectively). Expressing the sedi-
ment model in terms of interface depths (z) and geoacoustic
layer parameters y is useful to implement the rjMCMC
algorithm. Note that this is done without loosing any gener-
ality with regard to the geoacoustic model. The data-error
model is denoted .
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2. MCMC prior information

The prior information used in this paper consists of
bounded, uniform probability distributions with the range of
parameter values chosen to represent physically reasonable
values and set wide enough that the data predominantly
determine the posterior. Since (k, my) = (k, z, ¥, ©), the prior
probability is P(k)P(my|k) = P(k)P(z|k)P(y|k)P(o|k). In par-
ticular, the prior distribution for the model index parameter
is given by (assuming equal preference for all models)

P(k) _ {(kmax _ kmin)*l if kmin S k S kmax7 (17)
0 else.

The prior distribution for vy is given by

3(k+1)
iny—1
IT Gr—yrm
i=1
0 else,

. Ar}nin< . < pymax
P(V|k): if Vi =SV

(18)

and the prior distribution for the data-error model is given by

=

;
o ,

(g™ — ™) if oM <g; < g™,
1

P(olk) = q

(=)

else,
(19)

where superscripts min and max indicate the lower and
upper bounds applied. The o; refers to the N, parameters of
the data-error model which may include data-error standard
deviations and parametric expressions for serial data-error
correlations (such as autoregressive parameters). The prior
distribution for z is>*

-1
e = ey >

which can be shown to simplify when formulating the birth-
and death-acceptance ratios such that the temporarily
assumed grid dimension K cancels.'*

IV. TRANS-DIMENSIONAL PARTICLE FILTER WITH
BRIDGING

In this section, the components outlined in Secs. III A
and III B are implemented in a particle filter to estimate the
filtering distribution along a track where the dimension of
the environmental model can change and large, abrupt
changes in parameters can be addressed. Bridging distribu-
tions based on AIS are applied between the predictive and
filtering distributions to address the abrupt changes and
peaked likelihoods that are typical for sediment environ-
ments and reflection-coefficient data. The algorithm is illus-
trated schematically in Fig. 1 and implemented as follows.
The filter is initialized with an equally weighted particle
cloud {xo®”® wy® i=1,..,N,}, where k indicates the
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‘i)(x!|di:s)

P(x¢-1|d1-1)

}2 Particles die

t—1 AlS bridging

resampling

riMCMC

model index parameter. The initial particle cloud is taken
from a large sample of P(x|d), obtained from a rjMCMC
inversion that applies strong chain thinning®® (intermittently
saving samples from the chain, to reduce serial correlation
between saved samples). The particle cloud at step t — 1 is
then propagated through the algorithm by gradually intro-
ducing the new data information P(d,|x,) through a sequence
of bridging distributions {f;, /=0, ..., L} as discussed in
Sec. III A. The resulting particle cloud {x,)®) 0} is an
approximate, weighted sample ﬁ(xf|d1;f) of the target
P(x,/d;.;). Resampling can then be carried out for this
weighted sample.

The number of interpolating distributions and the scal-
ing determined by the f5; sequence is chosen dynamically to
ensure that a wide range of difficult transitions between steps
can be accommodated while maintaining high efficiency
when the dynamic system does not change significantly
between steps. An iterative approach is used that starts with
a small number of interpolating distributions and increases
the number of distributions, as needed, until the resulting
particle cloud reaches a sufficiently high-likelihood region.
This target likelihood region is chosen to be’”

P(d/|x,) = exp(N/2) | =V2N, 1)

1
@n)"e |

where o, ; is the mean data standard deviation obtained at
step t — 1 and N is the total number of data in d,_;. When a
sufficiently large number of particles (arbitrarily set to 5%)
is in that target region, the bridging iteration is considered
successful and resampling is carried out. Resampling is car-
ried out for each dimension k to preserve the distribution
over k.

After resampling, a ijMCMC chain is carried out for
each particle to further balance the particle cloud to the new
filtering distribution P(x,|d;.,), which concludes one step for
the particle filter. A challenging aspect of the problem is
trans-dimensional mixing of the chains, and a sufficiently
long rj)MCMC chain must be run to allow acceptance of
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Px|d1)

FIG. 1. (Color online) Concept of the reversi-
ble jump particle filter with bridging distribu-
tions for six particles. Bridging distributions are
indicated as dotted lines, AIS trajectories and
rjMCMC paths are indicated by arrows. The
size of points indicates the weight associated
with a particle.

several birth and death moves. If the chain is too short, the
algorithm may not balance properly to the new target when
the number of layers changes between steps.

V. INVERSION EXAMPLES

This section applies the trans-dimensional sequential
inversion algorithm developed in Secs. III and IV to simu-
lated reflection-coefficient data along a strongly range-de-
pendent track. The geometry of the simulation is chosen
such that each data set collected along the track consists of
32 reflection-coefficient measurements®® over a grazing-
angle range of 28°—66° at 4 frequency bands with center fre-
quencies of 1000, 1200, 2000, and 2400 Hz with a 25-Hz
bandwidth. Such data could, for example, be collected with a
source and HLA towed by a ship, see Fig. 2. The angular
range is chosen here to be relatively small to represent
practicable experimental setups with towed arrays.

A. Range-dependent environment

The simulated seabed environment is modeled after typ-
ical sediments that are found in many shallow-water settings
and are of interest for transmission loss prediction. Shallow-
water seabeds have been shown to exhibit'® range

FIG. 2. Experimental setup used to acquire spatial geoacoustic data using a
towed source and array configuration.
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dependence in terms of the number of layers, layer thick-
nesses as well as changes of geoacoustic parameters within
layers. The track considered here is sampled by 170 consecu-
tive data sets which are identified in the following by their
ping number, since a typical application with a towed array
would include a towed sound source that generates a signal
(“ping”) at fixed time intervals. Each data set represents a
spatially confined part of the seabed that is considered range
independent. In an experiment with a towed array, pings
could occur at intervals as small as a few meters. The spatial
structure in the simulation was designed with a ping separa-
tion of order 10 m. The true environment used to generate
the data involves a complicated range-dependent seabed,
where all parameters change along the track. The true envi-
ronment is shown in Fig. 3 and includes both smooth varia-
tions in geoacoustic properties along the track as well as
several large and abrupt changes. The uppermost layer of
soft sediment thins slowly along the track while at the same
time an underlying high-velocity layer also changes in thick-
ness and increases in velocity by 100 m/s. Between pings 28
and 70, a thin high-velocity (~1610 m/s) sediment lens is
introduced below three thicker layers. From ping 45 to 46, a
geological fault is simulated, where all layers drop 60 cm
and the topmost 60 cm are filled in by a low-velocity sedi-
ment not discernible from the layer immediately below. The
velocity in the upper layer then increases gradually along the
track until the layer pinches out at ping 124. Most layer
interface depths also have random variability of a few centi-
meters from ping to ping. The overall number of layers (not
counting the basement) starts with k=3 layers at ping 1,
then increases to k= 6 at the fault, decreases to k =2 at ping
124, and again increases to k=3. A second prominent fea-
ture is an erosional channel at the water—sediment interface
from ping 148 to 154. Here, the relatively high-velocity sedi-
ment is eroded and the channel is filled in with low-velocity
sediment. The change is abrupt, increasing the number of
layers by one and causing a dramatic change in layer thick-
ness for the higher velocity sediment. Finally, a rapid change

1800  J. Acoust. Soc. Am., Vol. 129, No. 4, April 2011

in layer thickness occurs after ping 127 in layer 3, where the
layer thickness decreases by 20 cm and then abruptly
increases again by the same amount over a series of 6 pings.
Throughout the model, the density changes in a manner con-
sistent with the sound velocity®’ but attenuation variation is
chosen to be simpler since the sensitivity of acoustic
reflectivity data to attenuation is generally much lower than
to velocity and density.

Data were computed for the environmental model in
Fig. 3 using a recursive plane-wave reflection-coefficient
model*® and random Gaussian errors with standard deviation
of 0.033 were added to each data set. The standard deviation
was chosen to be representative of errors typically observed
for measured data by the authors. Data for four selected
pings are shown in Fig. 4, highlighting the significant
changes the fault and erosional channel cause in the data.
The overall fit of the particle cloud as represented by 200
randomly drawn particles and 95% highest probability den-
sity (HPD) credibility intervals for the replica data for all
particles are also shown. The fit to the data is good relative
to the noise level, and the algorithm properly fits the data
even after large, abrupt environmental changes. Such
changes require the particle cloud to access distant parts of
the data space as well as properly balance the particles in
high-likelihood regions of the state space that are separated
from previous locations of high target likelihood by exten-
sive low-likelihood regions.

B. Posterior inference

The sequential Monte Carlo algorithm is applied to the
data described in Sec. V A using a fairly large set of 10000
particles, since the primary interest here is to estimate poste-
rior probability (filtering) distributions for each ping. If only
mean parameter estimates and standard deviations are of in-
terest, the number of particles could be much smaller.*® The
final result of the geoacoustic inversion along the track is a
sequence of 170 trans-dimensional posterior distributions,
which capture the data information content for the sediment

FIG. 3. (Color online) The true 170-
ping environment for the simulation.
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structure as sampled by the reflection-coefficient data. This
section explores some of the possibilities to carry out infer-
ence on these distributions. In particular, inference is carried
out for trans-dimensional partition model ensembles that
quantify geoacoustic parameter uncertainty as a function of
depth and on interface probabilities as a function of depth
and ping resulting in interface probability maps. Figure 5(a)

{a)

I

20 40 60 80 100 120
Ping no.
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shows the marginal probability for the number of sediment
interfaces or layers (the model indexing parameter k) along
the track. The inversion results closely track the true number
of interfaces; however, in some instances, where small im-
pedance contrasts between layers exist, the maximum of the
k-probability underestimates the true number of interfaces
(as it should due to the natural parsimony of the method). An

e o
o ©

bility

o o
[
k

FIG. 5. (Color online) Marginal
probability distributions along the
track for (a) number of interfaces
and (b) data standard deviation (true
number of layers and standard devia-
tions are given as dashed lines). (c)
The log-likelihood along the track.

Std. dev. probability

logiL) probability
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FIG. 6. (Color online) Interface-depth probability distributions along the track. True interface locations are shown as dashed lines which are offset slightly for

display purposes.

example of this occurs just after the fault event (ping 46),
where the top 60 cm of sediment are filled in with a material
of very similar sound velocity and density to that below it.
Marginals for the data standard deviation, which is treated as
an unknown in the problem, are shown in Fig. 5 (b) and indi-
cate that the inversion results along the track are close to the
true values used in the simulation. Log-likelihood marginals
are shown in Fig. 5(c). The results in Figs. 5(b) and (5c¢) indi-
cate that the inversion is stable along the track and that a rea-
sonable fit to the data is achieved for all pings.

Figure 6 shows the probability of interfaces as a func-
tion of depth along the track. This form of marginalization
recovers layering structure in a manner similar to sub-bottom
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profilers. However, unlike standard sub-bottom profilers,
Fig. 6 represents a quantitative map of true interface-depth
probabilities that does not require an arbitrary scaling veloc-
ity to convert two-way time to sub-bottom depth. In addition,
the interface-depth probability also indicates the sharpness
of the discontinuity (i.e., the size of the impedance contrast
and the depth interval over which it occurs). The results
show that interfaces are successfully identified by the
partition model and are tracked from ping to ping where
supported by the data.

Figure 7 compares the posterior mean model results for ve-
locity and density [Figs. 7(a) and 7(c), respectively] to the true
model for the corresponding parameters [Figs. 7(b) and 7(d)].

Velocity (m/s)

FIG. 7. (Color online) Inversion
results in terms of posterior mean
models for (a) velocity and (c)
density along the track compared to
true (b) velocity and (d) density
structures.

Density (g/cm3)

Density (g/em?3)

i
]
i
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The mean models provided by the inversion algorithm are in
excellent agreement with the true model and recover the
compete structure of the true model, including the fault and
erosional channel events. In addition, some more subtle envi-
ronmental variations are successfully tracked, including the
slow increase in velocity and density in the thin high-
velocity layer until it pinches out at ping 105. The thin high-
velocity lens between pings 28 and 70 is also recovered with
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good velocity and density estimates. When the new layer
appears along the track (a large change in information con-
tent), the algorithm needs a few pings to fully incorporate
the new information in the posterior. Once the layer is estab-
lished, the algorithm tracks it well until it pinches out.

The inversions carried out along the range-dependent
track result in posterior distributions that allow for detailed in-
ference of various parameter properties, including parameter

Probability
o
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FIG. 8. (Color online) Profile marginal distributions for (a) ping 44 before the fault and (b) ping 46 immediately after the fault. True parameter values are
given as dashed lines and the location of the pings is indicated as a dashed line along the track.
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uncertainties and inter-relationships. Figure 8 shows a
detailed analysis of the parameter uncertainty (a) just before
and (b) just after crossing the geologic fault. Geoacoustic
parameter uncertainties are shown in terms of marginal pro-
file distributions that illustrate the uncertainty of geoacoustic
parameters as a function of depth. Profile marginals are con-
sidered for velocity, density, and attenuation. The true envi-
ronment is given as a dashed line in the profile marginals.
Further, the location of the results for the pings is marked as
a dashed line along the track to emphasize that such poste-
rior analysis can be carried out for any ping of interest. In
addition, interface probability marginals are plotted as a
function of depth, quantifying the probability of interface
locations. Interface probability marginals such as these are
the basis for interface probability maps (Fig. 6). Marginal
distributions of the number of interfaces in the partition
show the support of the data for the different model para-
metrizations. The number of interfaces detected by the
trans-dimensional SMC algorithm does not change when the
fault is crossed since the velocity and density contrasts are
very small between the topmost sediment before the fault
and the topmost sediment after the fault. However, the inter-
face probability in Fig. 8(b) shows a wider spread and the
profile marginals show some complicated (multi-modal)
structure that is likely due to the difficulty the fault poses for
algorithm convergence. However, the results quickly stabi-
lize over the next few pings following the fault.

The overall uncertainty of the inversion as a function of
depth and ping number is represented in Fig. 9 as a map of
the width of the 95% HPD credibility intervals for (a) veloc-
ity, (b) density, and (c) attenuation. It should be noted that
the high uncertainties along layer interfaces in Fig. 9 are arti-
facts due to the computation of the HPD credibility intervals.
The width of the HPD is large when a layer interface with a

Ping no.

sharp contrast is encountered. Several observations typical
for reflection-coefficient inversion can be made. Parameter
uncertainty is generally higher in thin (relative to wave-
length) layers, which is particularly prominent for the veloc-
ity structure but can also be seen clearly for attenuation
uncertainty. The uncertainty for all parameters in the under-
lying half-space is high when compared to layers that are
bound by two reflecting interfaces. The uncertainty in den-
sity parameters generally increases with depth and is large
for layers underlying a layer with high impedance. The op-
posite effect of low impedance sediments provides a
“window” into the sediment that is clearly illustrated by low
uncertainties in the neighborhood of ping 120 [particularly
Fig. 9(b)]. In addition, parameter uncertainty is smaller
when the amount of structure in the true environment is
small (few layers), which is also clearly visible around ping
120, where k =2 and the sediment has relatively low imped-
ance until the half-space is encountered at ~3-m depth,
resulting in low uncertainty.

Finally, to study the effect of data quality along the
track, the simulation and inversion were repeated for the
same environment (Fig. 3), but a different data-error stand-
ard deviation was applied to the data at each ping. The
standard deviation generally varied smoothly along the
track [Fig. 10(b)] but increased abruptly several times to
simulate poor data quality for some pings. The range of
standard deviation used to simulate the data was between
0.025 and 0.046. In this case, the application of Eq. (21)
is particularly important for the efficiency of the algorithm
and the quality of the results since likelihood values of the
inversions can change significantly between pings [Fig.
10(c)]. Inversion of the whole track was almost a factor of
2 slower in this case since converging to a new target can
be challenging due to changes in data quality even when

Velocity (m/s)

Density (g/cm3)

Attenuation (dB/m/kHz)

FIG. 9. (Color online) Map width of 95% HPD credibility interval widths as a function of depth and ping number for velocity, density, and attenuation

in (a)—(c), respectively.
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the environment does not significantly change. However,
the use of bridging distributions resulted in comparable
quality of inversion results without any other changes to
the algorithm.

VI. SUMMARY AND DISCUSSION

This paper developed a sequential Monte Carlo algo-
rithm for trans-dimensional dynamic Bayesian systems.
Such systems are commonly encountered in geoacoustic
inversion applications where the unknown environmental
structure is more complex than the data information content
can support. In such situations, it is advantageous to use the
natural parsimony intrinsic to Bayes’ theorem and let the
data determine the amount of seabed structure that is sup-
ported. This issue is particularly important when the lateral
spatial variability of sediments is of interest. The problem is
addressed here by considering the inverse problem as se-
quential'® and trans-dimensional.'* The sequential Monte
Carlo algorithm applies elements of importance sampling,
simulated annealing, bridge sampling, and reversible jump
Markov chains'” to track a complicated simulated sediment
environment that includes gradual changes as well as large
abrupt changes such as geological faults and erosional chan-
nels. For efficient inversion of the 170 data sets along the
track considered here, the basic bootstrap particle filter'” is
augmented by bridging distributions'*?® before the resam-
pling step to allow the SMC algorithm to quickly find high-
likelihood regions when new data are introduced to the algo-
rithm. The bridging distributions are implemented using AIS
(Refs. 12 and 13) which provides an efficient approach to
obtain a weighted sample of the filter distribution for diffi-
cult problems. Difficult problems are encountered when the
data information content is high (peaked likelihoods) or
when the information content changes rapidly between
pings. In such cases, the high posterior probability region of
interest at the current step can be far from the corresponding
region at previous steps and these regions can be separated
by extensive low likelihoods. Particle filters that do not
apply MCMC steps may fail in such cases, and particle fil-
ters that only include simple MCMC steps®® may require
very long Markov chains to find the new high-likelihood
region, causing prohibitively high computational demands.
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FIG. 10. (Color online) Marginal
probability distributions along the
track for (a) number of interfaces
and (b) data standard deviation (true
number of layers and standard devi-
ations are given as dashed lines). (c)
The log-likelihood along the track
for the case where data errors
change from ping to ping.
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After resampling, a trans-dimensional Markov chain is
used to further balance the particle cloud to the target dis-
tribution. The trans-dimensional chain is implemented
using a birth—death scheme with a reversible jump MH ac-
ceptance and a partition model which allows the number
of sediment layers to change along the track as determined
by the data. In this approach, only the range of the
expected number of sediment layers needs to be specified
(e.g., ke[0, 20]); hence, the required prior information is
small and applying the algorithm to complex data sets is
straightforward.

The trans-dimensional particle filter inversion algo-
rithm was applied to simulated acoustic data representing
reflection coefficients as a function of angle and frequency
as would be measured with, e.g., towed HLAs. However,
the algorithm is general and can be applied to many dif-
ferent types of data including experimental configurations
typically used for matched-field inversion experiments. In
the present application, the simulated seabed environment
consisted of a layered model of sound velocity, density,
and attenuation with lateral variations in geoacoustic pa-
rameters within layers and changes in the number of
layers. The sequential algorithm successfully recovered the
geoacoustic parameter estimates and probability distribu-
tions along the track using 10000 particles. The relatively
large number of particles was chosen to track of the com-
plicated, multi-modal, trans-dimensional distributions of
high dimension, but could be chosen much lower when
the primary interest is not in the filtering distributions but
rather some of its moments [e.g., parameter MAP or (en-
semble) posterior mean estimates and standard deviations].
Computational cost scales approximately linearly with the
number of particles. The algorithm also inverts for the
data-error standard deviation along the track and hence
can handle tracks where data quality changes significantly.
The computational cost increases due to the added com-
plexity of such inversions but can handle the problem
without any other changes to the algorithm and without
the need to introduce other prior knowledge.

Although detailed benchmarking was not carried out,
the computational time required for geoacoustic inversion
along the whole track was a small fraction of what would

Dettmer et al.: Sequential trans-dimensional Monte Carlo 1805



have been needed to analyze each data set individually
(estimated to be at least 2 orders of magnitude longer). A
simultaneous inversion of all data for all parameters would
not have been possible with the computational facilities
available to the authors.
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