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Abstract

The SHYSTER project is concerned with the development of a hybrid legal expert
system. The case-based part of SHYSTER chooses the cases upon which to base
its opinion by measuring the similarity between previously-decided cases and the
case in question.

Statisticians make use of many di�erent similarity measures, however|for
SHYSTER|each of the commonly used similarity measures reduces to one of
three measures. These measures can be weighted so that some facts in the cases
can be given more importance than others.

SHYSTER uses one of these weighted measures (a distance measure) to con-
struct it opinion. Early testing shows that SHYSTER's approach to �nding the
distance between cases allows it to produce useful advice. Further testing will
attempt to validate this approach empirically.
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Expert Systems|law ; I.2.5 [Arti�cial Intelligence]: Programming Languages and Software|
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1 Introduction

The SHYSTER project is concerned with the development of a hybrid legal ex-
pert system: one which uses rule-based techniques to represent statute law and
case-based techniques to represent case law. A prototype has been developed,
implementing the case-based part of SHYSTER (Popple 1990, 1991, 1992).

SHYSTER reads programs written by a legal expert in a case law speci�cation
language. Each program speci�es an area of case law in terms of the leading
cases in that area, and the facts|the attributes|in each of those leading cases.
In each case, each of the attributes can have a value of YES, NO or UNKNOWN.

SHYSTER interrogates the user as to the facts in the case in question|the
instant case|and constructs a legal opinion as to the likely result in the instant
case, based on the leading cases.

In order to construct its opinion, SHYSTER needs to determine which of the
leading cases are most similar to the instant case. To do this, it assigns a weight
to each of the attributes, and calculates the distances between the instant case
and each of the leading cases. The smaller the distance between two cases, the
more similar those two cases are.

SHYSTER calculates two di�erent types of distance: the known distance is
de�ned as the sum of the weights of every attribute for which those two cases
have di�erent known values; the unknown distance is de�ned as the sum of the
weights of every attribute for which either of the two cases has an unknown value.

A known distance of zero indicates that the two cases are identical|at least
as far as the known attributes are concerned. A large unknown distance indi-
cates that the values of some important (i.e. heavily weighted) attributes were
unknown, casting some doubt on the accuracy of the known distance calculation
for that case. The unknown distance can be thought of as a measurement of
possible error: it is the maximum distance that could be added to the known
distance if all of the unknown attribute values were known.

SHYSTER's method is not the only method of measuring similarity; statisti-
cians make use of many di�erent similarity measures. However, because

� SHYSTER's known values are binary (each YES is treated as a \1", each NO
as a \0"), and

� SHYSTER deals with the relative distance/similarity between cases (it quan-
ti�es the distance between cases, and has regard to the fact that a case j

is further from a case k than a case `, but not how much further),

each of the commonly used similarity measures reduces to one of three measures.

This technical report discusses those commonly used similarity measures and
how they are reduced for SHYSTER. It also discusses how these measures can be
weighted to give some attributes more importance than others.
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2 Similarity measures

Cluster analysis is the separation of data into groups on the basis of \similarity".
Entities are grouped so that two entities in the same group are more similar
than two entities in di�erent groups. Similarity measures are used to quantify
the similarity between every entity and every other entity. SHYSTER does not
perform cluster analysis, but it does quantify the similarity between the instant
case and each of the leading cases. This process takes O(n) time, where n is the
number of cases, whereas cluster analysis takes O(n2) time.

Many di�erent types of similarity measure have been developed. The most
widely used measures are called metrics.

The quantitative estimation of similarity has been dominated by the con-
cept of metrics; this approach to similarity represents cases as points in a
coordinate space such that the observed similarities and dissimilarities of
the points correspond to metric distances between them : : : The dimen-
sionality of the space is determined by the number of [attributes] used to
describe the cases.1

For a similarity measure to be a metric it must satisfy the following four
criteria:2

� Given two cases j and k, djk = dkj � 0, where djk is the distance between
case j and case k.

� Given three cases j, k and `, djk � dj` + dk` (this is called the triangle

inequality or the metric inequality).

� Given two cases j and k, if djk 6= 0, then j is not identical to k.

� Given two identical cases j and j0, djj0 = 0.

Many researchers have argued against the use of similarity measures which
do not meet these criteria. Aldenderfer and Blash�eld (1984) point out that

[Measures] that are not metrics may not be jointly monotonic; that is, the
values of di�erent [measures] used with the same data will not necessarily
vary conjointly, raising the disturbing issue that these [measures] could
suggest quite di�erent relationships among the entities.3

1Aldenderfer and Blash�eld 1984, p. 18, emphasis omitted.
2Aldenderfer and Blash�eld 1984, p. 18. Everitt 1974, p. 56 lists all but the third criterion.
3Aldenderfer and Blash�eld 1984, pp. 18{19.
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However, it is not essential that a similaritymeasure be a metric. For example, the
Pearson product-moment correlation coe�cient (\a popular similarity measure",4

discussed in x2.3) is not a metric.
There are four di�erent kinds of similarity measures: distance measures, as-

sociation coe�cients, correlation coe�cients, and probabilistic similarity coe�-
cients.

Strictly speaking, probabilistic similarity coe�cients do not actually calculate
the similarity between two cases. They take into account the distribution of the
frequencies of the attribute values over all the cases, and are calculated during
the formation of clusters.5 Probabilistic similarity coe�cients are inappropriate
for use with SHYSTER because it does not perform cluster analysis.

The three kinds of similarity measure appropriate for SHYSTER are distance
measures, association coe�cients, and correlation coe�cients.

2.1 Distance measures

Two popular distance measures are Euclidean distance and Manhattan distance.
The Euclidean distance djk between two cases j and k is de�ned as

djk =

vuut nX
i=1

�
Aij �Aik

�
2

where Aij is the value of the ith attribute for the jth case,6 and n is the number
of attributes.7 The Manhattan distance is de�ned as

djk =
nX
i=1

���Aij �Aik

���:
Both Euclidean distance and Manhattan distance are speci�c examples of the

class of metric distance functions known as Minkowski metrics. The Minkowski
metric is de�ned as

djk =

 
nX
i=1

���Aij �Aik

���K
!
1=K

where K is some constant: for Euclidean distance, K = 2; for Manhattan dis-
tance, K = 1. In the binary case (e.g. SHYSTER),

���Aij �Aik

���K =
�
0; if Aij = Aik;
1; if Aij 6= Aik.

4Aldenderfer and Blash�eld 1984, pp. 19.
5Sneath and Sokal 1973, pp. 140{5; Aldenderfer and Blash�eld 1984, p. 33.
6Attribute values are often standardized before Euclidean distance is calculated. Standard-

ization is not necessary in SHYSTER as all of the attribute values are of the same type.
7In SHYSTER, n is the number of known pairs of attribute values. Attribute pairs with one

or two UNKNOWNs are ignored for these purposes; they are taken into account in the calculation
of unknown distance.
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Hence, for binary attribute values, the Minkowski metric reduces to

djk = �jk
1=K

where �jk is the number of di�erences in the corresponding attribute values of
case j and case k.

For increasing values of �jk, djk always increases regardless of the value of K.
As SHYSTER is concerned only with the relative distance between cases, it does
not matter which value of K is used. Choosing K = 1 gives

djk = �jk:

This distance measure is a metric as it satis�es all four metric criteria. It ranges
from 0 to n: the smaller the value of djk, the nearer case j is to case k.

2.2 Association coe�cients

Association coe�cients are used to describe similarity between cases with binary
attributes. These coe�cients are usually expressed in terms of a, b, c and d; the
two-way association table in �gure 1 de�nes these variables.

Many di�erent association coe�cients have been proposed|Aldenderfer and
Blash�eld say that there are more than thirty.8 According to Everitt (1974) the
reason for this proliferation of coe�cients is:

: : : uncertainty over how to incorporate negative matches [d] into the co-
e�cients, and also whether or not matched pairs of [attributes] are equally
weighted, or carry twice the weight of unmatched pairs, or unmatched pairs
carry twice the weight of matched pairs.9

Everitt gives several examples of association coe�cients. Jaccard's coe�cient,

Sjk =
a

a+ b+ c
;

is one measure of the association between two cases j and k. It ignores d|the
number of NO/NO pairs. This coe�cient was developed for use in applications
where it would be inappropriate to treat two cases as being similar for lacking
the same features as well as sharing the same features.10 Similarly,

Sjk =
2a

2a+ b+ c
and Sjk =

a

a+ 2(b+ c)

8Aldenderfer and Blash�eld 1984, p. 28.
9Everitt 1974, p. 51.
10Gower's coe�cient (another measure of similarity) is identical to Jaccard's coe�cient in

the binary case (Aldenderfer and Blash�eld 1984, p. 31).
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case k

YES NO

YES a b
case j

NO c d

a is the number of YES/YES pairs;
b is the number of YES/NO pairs; etc.

Figure 1: Two-way association table de�ning a, b, c and d.

ignore negative matches|and give double weight to matched pairs and un-
matched pairs, respectively. And

Sjk =
a

a+ b+ c+ d

gives no positive signi�cance to negative matches.
Coe�cients such as these are inappropriate for use by SHYSTER because the

occurrence of NO/NO pairs is as important as the occurrence of YES/YES pairs.
An attribute value of NO does not indicate the lack of a feature; it means that
the answer to the attribute's question is \no". Rephrasing attribute questions
could turn all YES/YES pairs into NO/NO pairs.

The other two example coe�cients that Everitt gives are

Sjk =
a+ d

a+ b+ c+ d
and Sjk =

2(a+ d)

2(a+ d) + b+ c
:

The �rst, called the simple matching coe�cient, is the ratio of matching pairs
to non-matching pairs. The second gives matched pairs twice the weight of un-
matched pairs.

Coe�cients such as these are appropriate for use by SHYSTER because they
do not distinguish between YES/YES pairs and NO/NO pairs.

As �jk = a+d and n = a+b+c+d, coe�cients of this kind can be generalized
to

Sjk =
K�jk

(K � 1)�jk + n

where K is some constant. For increasing values of �jk, Sjk always increases
regardless of the value of K. Because SHYSTER is concerned only with relative
measures of similarity, it does not matter which value of K is used. The simplest
is K = 1, which gives

Sjk =
�jk

n
:

Note that nmay vary within the same area of law, because n is the number of pairs
of attributes with known values: i.e. YES or NO, but not UNKNOWN. Hence, Sjk

is not proportional to djk as derived in x2.1. This association coe�cient satis�es
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all four metric criteria. It ranges from 0 to 1: the smaller the value of Sjk, the
nearer case j is to case k.

2.3 Correlation coe�cients

According to Aldenderfer and Blash�eld, the most popular correlation coe�cient
is Pearson's product-moment correlation coe�cient.11 This coe�cient is de�ned
as

rjk =

nP
i=1

�
Aij � �Aj

� �
Aik � �Ak

�
s

nP
i=1

�
Aij � �Aj

�
2 nP

i=1

�
Aik � �Ak

�
2

where n is the number of attributes, Aij is the value of the ith attribute for the
jth case, and �Aj is the mean of all attribute values for the jth case.

In general, this correlation coe�cient has several limitations.12 It is not a true
metric.13 Furthermore,

: : : the use of [this] method to calculate the correlation of cases does not
make statistical sense, because one must obtain the mean value across
di�erent [attribute] types rather than across cases, as in the standard use
of the method. The meaning of the \mean" across these [attributes] is far
from clear.14

Although this is true in general, in SHYSTER all attributes are of the same type.
Hence it does make sense to calculate the mean across the attributes.

Despite its drawbacks this coe�cient has been widely used. It ranges from
�1:0 to 1:0: the larger the value of rjk, the nearer case j is to case k.

3 Weighting similarity measures

The question of whether to weight attributes in the calculation of similarity mea-
sures is controversial. Aldenderfer and Blash�eld warn that,

While the concept of weighting is simple, its practice is di�cult, and very
few guidelines exist. Williams [1971] describes �ve types of weighting, the
most common being the a priori manipulation of [attributes]. Sneath and
Sokal (1973) argue strongly against a priori weighting, and suggest that
the appropriate way to measure similarity is to give all [attributes] equal
weight.15

11Aldenderfer and Blash�eld 1984, p. 22.
12Aldenderfer and Blash�eld 1984, pp. 23{4; Everitt 1974, pp. 53{4.
13Identical cases do not have a coe�cient of zero, and the coe�cient often fails to satisfy the

triangle inequality.
14Aldenderfer and Blash�eld 1984, p. 23.
15Aldenderfer and Blash�eld 1984, p. 21, emphases added.
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However, Everitt points out that

: : : the consequences of choosing one or other of the plethora of similarity
indices are in many cases equivalent to the adoption of di�erent schemes
of [attribute] weighting, and so the concept of \equal weighting" is not as
simple as it seems at �rst sight. It should also be remembered that [at-
tributes] not included in the analysis are e�ectively given a zero weighting
compared with those included.16

It is beyond doubt that some attributes in a given area of law are more
important than others. SHYSTER uses a priori weighting of attributes.17 The
known and unknown distances between cases are both sums of the appropriate
attribute weights.

Each of the three similarity measures discussed above can be weighted to take
account of the importance of each attribute.

The weighted distance measure d0

jk is

d0

jk =
nX
i=1

���Aij �Aik

���� wi

where wi is the weight of the ith attribute. It ranges from 0 to
Pn

i=1wi: the
smaller the value of d0

jk, the nearer case j is to case k.

The weighted association coe�cient S0

jk is

S0

jk =

nP
i=1

���Aij �Aik

���� wi

nP
i=1

wi

:

It ranges from 0 to 1: the smaller the value of S0

jk, the nearer case j is to case k.

The weighted correlation coe�cient r0

jk is

r0

jk =

nP
i=1

�
Aij � wi � �A0

j

� �
Aik � wi � �A0

k

�
s

nP
i=1

�
Aij � wi � �A0

j

�
2 nP

i=1

�
Aik � wi � �A0

k

�2

where �A0

j is the weighted mean of all attribute values for the jth case. It ranges
from �1:0 to 1:0: the larger the value of r0

jk, the nearer case j is to case k.

16Everitt 1974, p. 50.
17
SHYSTER assigns a weight to each attribute, equal to the inverse of the variance of the

values of that attribute across all the cases. This approach is justi�ed by Popple 1990, 1992.
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4 Conclusion

Statisticians make use of many di�erent similaritymeasures, but|for SHYSTER|
most of the commonly used similarity measures reduce to one of these three
formulae for the similarity/distance between two cases j and k:

�
distance
measure:

djk = �jk

�
association
coe�cient:

Sjk =
�jk

n

�
correlation
coe�cient:

rjk =

nP
i=1

�
Aij � �Aj

� �
Aik � �Ak

�
s

nP
i=1

�
Aij � �Aj

�
2 nP
i=1

�
Aik � �Ak

�
2

where �jk is the number of di�erences in the corresponding attribute values of
case j and case k, n is the number of attributes, Aij is the value of the ith
attribute for the jth case, and �Aj is the mean of all attribute values for the jth
case.

These measures can be weighted to take into account the importance of each
attribute:

�
weighted
distance
measure:

d0

jk =
nX
i=1

���Aij �Aik

���� wi

�
weighted
association
coe�cient:

S0

jk =

nP
i=1

���Aij �Aik

���� wi

nP
i=1

wi

�
weighted
correlation
coe�cient:

r0

jk =

nP
i=1

�
Aij � wi � �A0

j

� �
Aik � wi � �A0

k

�
s

nP
i=1

�
Aij � wi � �A0

j

�2 nP
i=1

�
Aik � wi � �A0

k

�2

where wi is the weight of the ith attribute, and �A0

j is the weighted mean of all
attribute values for the jth case.

When choosing an appropriate similarity measure for a particular set of data,
it is important to have regard to the sort of data, and to what is to be measured.
However,

: : :when all is said and done, the validation of a similarity measure : : : in
a given �eld has so far been primarily empirical : : : 18

18Sneath and Sokal 1973, p. 146.
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SHYSTER bases its opinions on the known and unknown distances. Both of
these distances are variations on the weighted distance measure d0

jk. SHYSTER
also calculates values of djk, Sjk, S0

jk, rjk and r0

jk. These �ve similarity measures
are used only when SHYSTER has di�culty determining which is the most similar
case using the known and unknown distances.

As detailed by Popple (1992), early testing shows that SHYSTER's approach
to �nding the distance between cases allows it to produce useful advice in two
di�erent areas of case law. Future work will attempt to validate empirically
SHYSTER's use of known and unknown distance to choose the cases upon which
to base its opinion.
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