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Abstract

A scheme for message communication over speci�ed domains has been developed and
implemented for the AP1000. Domains provide a higher level grouping of messages where
generic message typing is not su�cient to support abstracted software layers.

The implementation is e�cient in the sense that each domain has its own message queue,
eliminating the need for searching queues on domain keys. Additional advantages of domains
are also discussed.

1 Introduction

A scheme for message communication over speci�ed domains has been developed and imple-

mented for the AP1000. This scheme allows functional discrimination and/or secure isolation
of groups of messages, where the messages may already be distinguished by type. The need
for a higher level grouping of messages than provided by the standard message passing libraries
arises whenever asynchronous communication channels are utilised by software at di�erent levels

of abstraction. In particular, messages transmitted via operations from the standard message
passing libraries by a user program must not conict with system support software using the
same libraries. Although this form of protection can be provided by a user level library, the

implementation will be less e�cient than is possible. This research focuses on providing e�cient
support for layered message passing software, and has identi�ed additional bene�ts for unlayered
programs from the use of domains.

Section 2 discusses the motivation and desirability of domains for message passing. Section 3
describes the library calls that have been added to e�ect the domain scheme, and Section 4

discusses their implementation. Section 5 outlines the conclusions and results obtained.

2 Motivation

2.1 Characteristics of the AP1000's Standard Message Passing Operations

The operations provided by the CellOS [5] message passing libraries are common in function-
ality to many multicomputers. Basic operations supported are to send and receive messages
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between di�erent cells. There are also operations to send and receive messages to and from the
host, and to perform broadcasting of messages. Messages typically consist of a destination cell
and task, a message type, and the message content itself. The communication primitives are

asynchronous, and on arrival at a destination cell, a message is placed in the receive queue for
the destination task. The receive operations may specify a variety of attributes about which
message to take o� the queue; by cell, task, and type. For added exibility, the speci�cation
of these attributes may be wild-carded; in particular, the CellOS library provided for the

AP1000 includes receive calls that allow a user task to take the �rst message o� its receive
queue for processing.

2.2 Message Conicts in Layered Software

When developing layered services that utilise the standard message passing libraries, it is es-
sential that their messages do not conict with messages sent directly by the user program. An
example is the Acacia �le system [2], which uses the standard message passing operations to

implement its RPC library [3]. User programs running on top of the Acacia �le system must

not dequeue messages intended for delivery to an Acacia RPC operation. However, since the
explicit send and receive operations used by Acacia are hidden from the user, this situation may
occur inadvertently through the use of wildcarding message types on receive operations in the
user program. Clearly, in most cases it is impossible to guarantee that such a situation does not

arise.

Although strategies exist for generic typing of messages for demultiplexing, they usually involve
application programs having to follow a programming convention that is di�cult to manage
and not easily enforcible. Nor do they guarantee secure isolation of groups of messages, which

is essential for reliable software execution and reuse. An additional cost involved with such a
system is that the operating system is forced to execute ine�cient searches through a single
message queue for the type of the desired message.

Existing systems address these problems by providing more sophisticated message discrimination

and grouping in the message passing libraries. Two examples are: the Zipcode [8] message
passing system, which uses the model of postal addresses to provide higher level hierarchies of
message delivery and receipt; the Common High-level Interface to Message Passing (CHIMP) [4]
libraries, recently ported to the AP1000 by the Edinburgh Parallel Computing Centre. The latter

system provides a number of di�erent send-receive models of communication between groups of
processes, where processes can belong to multiple functional groups, and have their own identity
within each group. The services these operations provide typically fall outside the control of the

standard distributed operating system. The drawback of using these systems at the present time
is that the libraries do not have direct operating system support, and so an e�ciency penalty is
paid.

A common feature of distributed systems for controlling message receipt that is implemented

on the AP1000 is CellOS's concept of the current message pointer. This pointer is essential
for the e�cient implementation of the readmsg() call, which relies on a pointer being set to the
current message on the successful completion of any receive call. Any layered software modules

that receive messages, even with a speci�c receive call, will overwrite the user's current message

pointer and invalidate subsequent calls to readmsg().
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Figure 1: X AP1000 and User message passing with domains

2.3 Domains

The concept of domains for message passing has been developed in response to these problems.
In addition, domains provide a vehicle for increased functionality and e�ciency in message
passing, while maintaining the upward compatibility that is required in a research environment

for programming on the AP1000.

A domain can be de�ned as an isolated communication channel, with a hierarchical level one

step above message types. Thus a domain may hold messages of di�erent types. The concept
of a current message is no longer applicable to all messages received by a task, but rather there

is a current message associated with each active domain. With this de�nition, it is possible
for a higher level module to transmit and receive messages in a domain not used by the user
program, ensuring no conict when using the non-speci�c (or wild-carded) receive calls. With
each domain having a separate current message pointer the isolation is complete.

An example of the use of domains is given in Figure 1. User programs using the X AP1000
system [1] can dequeue its messages e�ciently from an uncluttered receive queue, while Xlib
calls generate a large volume of messages which are handled in a separate domain.
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3 Interface

An important consideration in developing the interface to domain control has been to ensure
compatibility with existing applications. This has been achieved by specifying a current domain

for subsequent communication via the existing suite of calls. For user programs, a default domain
is speci�ed prior to their entry point.

The communication library has been expanded to include calls that are analogous to the current
set, with the additional functionality of being able to specify the domain for that call, ignoring

the current domain. This is the mechanism which allows the service providers' messages to be
isolated from the application. New calls also exist to change the current domain, to determine
the current domain, and to set a domain's attributes (discussed in Section 5).

The additional calls provided are described below:

� rc = set domain(domain)

{ This call takes an integer in the range 0 � domain < MAX DOMAIN and sets the
current domain to this value. The call returns FALSE if domain is out of range.

� domain = get domain()

{ Returns the current domain.

� rc = dl asend(acid, tid, domain, type, msg, size)

{ This is analogous to the l asend() call, with the additional integer parameter domain
the obvious di�erence. The current domain is ignored in favour of this value.

� msgp = dl arecv(acid, tid, domain, type)

{ This is analogous to the l arecv() call, again with the additional domain parameter.

The remaining calls are analogous to the existing set and are listed in [7]. The domain parameter
follows the tid parameter (if relevant), and precedes the type parameter (again, if relevant).

4 Implementation

The implementation of the domain scheme is separated into kernel modi�cations, and modi�-
cations and additions to the user level libraries. As these have been described in the preceding
section, only the kernel changes are discussed here.

4.1 The Domain Table

Although the CHIMP and Zipcode systems provide methodologies within which multiple libraries
and services can co-exist, these are implemented at a level above the relevant distributed oper-
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Figure 2: Domain table structure

ating system, and provide their own user level message queues. This is typically a single queue
which must be searched for the requested message codes (in the terminology of Zipcode). 1

To ensure that there is no increased overhead, a table of message domain pointers has been
utilised that is referenced directly from each task's Task Control Block (TCB). This replaces

the single current message pointer and the single receive queue for each TCB. Each entry is
set to NULL on initialisation, and a message domain is allocated for the default domain. This
is illustrated in Figure 2, where domain 3 has also been allocated. Both active domains have
messages pending in their respective receive queues, while domain 3 has not yet made a call to

receive a message.

It is important to note that it is essential that there be current message pointers for each domain.
Having multiple queues is an optimisation for e�ciency, that is not achieved in the user level
libraries like CHIMP. Multiple queues seemed like a sensible method to implement domains,

where we do not anticipate large numbers of domains in application programs. An alternative
would be to use hashing into a table of message queues, but this would only be necessary with
very large numbers of message domains.

The current experimental implementation has a domain table for 32 domains, where domains

0-15 are free for general application use, and domains 16-31 are reserved for service layers. The
restriction on the number of domains is made only to retain easy compatibility with existing

1It should be noted that it is possible for the Zipcode libraries to make optimisations for speci�c hardware/OS
features, and hence utilise the domain implementation outlined here.
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system software; there is no semantic limit on the number of message domains possible. Domain
tables are only allocated when tasks are loaded, and message domains are allocated when:

� a task is loaded (domain 0),

� a set domain attributes() service call is made for an uninitialised domain (see Section 5),

� a message is received for an uninitialised domain, and

� a receive service call is made for an uninitialised domain.

With this structure it is only necessary to index the table by the current domain number, or

by the domain number supplied by one of the new domain transmission calls, and the relevant
queue is directly accessible.

4.2 Message Transmission

When an outgoing message is prepared for transmission, the domain is simply inserted in the

message header, and no reference to the domain table is necessary. This information is stored
in the central two bytes of the msg kind �eld of the normal message header, and provides the
only restriction on the range of domains (ie. 64K domains). This method of implementation is

purely to retain compatibility with existing software. It is also important not to place undue
restrictions on the number of domains that can be used, particularly for compilers that may
wish to generate large numbers of unique message types.

When a message is received by the kernel, the domain number is extracted from the message
header and used to index the domain table for enqueuing.

5 Domain Semantics

Domain attributes are provided to allow semantic variation over domains, while not a�ecting
the behaviour of current software operating in standard domains. The call provided to alter the
attributes for a domain is:

� rc = set domain attributes(domain, attribute ags)

A domains attributes may be used in this way to support multicasting. Broadcast trees can

be e�ectively \pruned" by setting domains on certain nodes to NOT RECEIVING, where a
message arriving at a cell for such a domain will be ignored. If messages exist in a domains'
queue when this attribute is set, then the messages will be cleared. The requirement of setting
up apriori multigroup tables is obviated, but where possible will increase e�ciency.

Another example of the use of domain attributes is to enforce linesending with ringbu�er re-
ceiving [6] over domains with predominantly small and quickly absorbed messages, while other
domains can use the standard DMA transfer into the larger message bu�ers.

Other uses of semantic attributes for domains can be incorporated in experimental developments.
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6 Conclusion

A common need in developing layered or application software in a distributed programming envi-
ronment is being able to group processes and/or computational units by functionality. Typically,

message passing primitives provide only �rst level discrimination between di�erent messages.
Message passing libraries such as CHIMP, and message addressing models such as Zipcode,
provide at least secondary discrimination to support functional grouping of di�erently typed
messages. Without low level support, these functional groupings cannot be implemented as

e�ciently as desirable.

This paper presents a mechanism to support e�cient and secure grouping of messages by func-
tional domain (of usage or application) on the AP1000. Such support bene�ts projects such as
Acacia and X AP1000, where multi-threading and asynchronous communication is common. It

is also vital to ensure user programs remain secure in their use of the standard message passing
libraries, operating on top of systems such as Acacia. The other advantage for users is to be
able to use domains as an alternative to types for e�cient message discrimination, particularly

where the application requires many messages but only a few di�erent classes of these messages.

The implementation remains upwardly compatible with existing programs using the standard
message passing operations, and is at least as e�cient as the standard implementation of the
message passing libraries. The incorporation of semantic attributes with domains permits de-
velopment of useful functionality, such as e�cient multicasting over domain members.
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