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Reducing Software Overheads in Parallel Linear

Algebra Libraries

Peter Strazdins1

Australian National University, Acton, ACT 0200. AUSTRALIA
ph +61 6 249 5140. fax +61 6 249 0010. e-mail Peter.Strazdins@cs.anu.edu.au

Abstract. Software overheads can be a signi�cant cause of performance
degradation in parallel numerical libraries. This paper examines the na-
ture and extent of software overheads in an implementation of parallel
LAPACK on distributed memory multiprocessors, where block-partitioned
algorithms with a general block-cyclic matrix distribution scheme present
special challenges. It then describes various techniques that have been
used to reduce these overheads, and evaluates their e�ectiveness. While
there is a tradeo� between the software engineering properties of high
data and procedural abstraction, modularity and portability (which are
particularly important in parallel programming) and achieving low soft-
ware overheads, it is shown that a good balance can be achieved in the
case of parallel LAPACK, at least for important classes of computations.

1 Introduction

Parallel dense linear algebra computations have now been widely researched (see
for example [11, 3] and the references within), and comprehensive and portable
libraries for these have emerged over the last few years. One of the most widely
known of these is ScaLAPACK [8, 2, 1] which has been steadily growing in its
functionality and complexity, and is available in the public domain. A more re-
cent such library is called PLAPACK [20], which o�ers a wider generality in
matrix distributions, and an object-oriented interface. There are also various
commercial libraries of this nature available, for example the NAG Numerical
PVM Library [7]. Run-time systems for parallelizing compilers also require sim-
ilar libraries.

ScaLAPACK is a parallel version of LAPACK [9]. LAPACK gains its ef-
�ciency on memory hierarchy processors through the use of block-partitioned

algorithms. Here, the rows and/or columns of a matrix are partitioned into pan-

els, ie. block row/columns of width ! � 1, and as much of the computation as
possible is expressed in terms of matrix-matrix operations using these panels as
operands. In LAPACK, performance and portability is obtained by expressing
essentially all of the computation in terms of basic vector-vector, matrix-vector
or matrix-matrix operations, in this case the Level 1, 2 and 3 Basic Linear
Algebra Subroutines (BLAS). The `Level 3' or matrix-matrix operations allow
maximal reuse of data as it moves up the memory hierarchy.

This approach extends well to parallel versions of LAPACK, since the o�-
processor memory can be regarded as merely another level of the memory hi-



erarchy. An important design decision of ScaLAPACK is to base its distributed
memory algorithms as closely as possible to the corresponding LAPACK algo-
rithms; this is made possible with a version of parallel BLAS called the PBLAS,
which replaces the role of the BLAS in the LAPACK algorithms.

As the name ScaLAPACK suggests, one of its major performance goals is scal-
ability, which depends on the issues of load balance and communication overhead
(for both message startup and transmission). Indeed, a major design decision in
ScaLAPACK has been the use of the block-cyclic matrix distribution to minimize
communication startup overheads. In this distribution, an M �N global matrix
A is divided into blocks of size r�s on a P�Q processor array; if cell (p0; q0) owns
the leading block, block (i; j) of A is on processor ((p0+ i)modP; (q0+ j)modQ).

Another kind of overhead, which in this paper it will be argued should also be
a design issue in these libraries, are software overheads. By software overheads,
we mean the time spent in a (parallel) computation spent neither in communi-
cation nor in direct manipulation of the main data (in this case, matrices and
vectors). It can include procedure call overheads, indexing calculations, error
checking and structure manipulation.

To this date, there has been little attention paid to the e�ect of software
overheads in parallel dense linear algebra algorithms and libraries. One reason
for this is that libraries are usually required to have a far greater degree of
robustness and generality than `one-o�' programs written for parallel algorithm
research. Another reason is that software overheads are ultimately dependent
on the implementation of the software itself and its execution on the target
architecture, and so are di�cult to characterize and analyse. Indeed, it may
take a careful performance analysis of the computation in order to be able to
distinguish communication startup overhead from software overhead. However,
in some situations, the latter can dominate the former, and the issue of software
overheads needs to be addressed.

The issue of software overheads has been raised in the context of parallel
eigensolvers [10]. Here, a specialized tridiagonalization algorithm, which requires
a square processor grid and the 1�1 block-cyclic matrix distribution, was found
to out perform the corresponding ScaLAPACK algorithm by as much as 30%
on moderate matrix sizes. Much of this di�erence was attributed to software
overheads in ScaLAPACK. In a recent forum on the future of BLAS [6], the
issues of the overheads of error checking were raised, for both sparse matrix
algorithms, which reduce a large sparse computation into many relatively small
dense matrix computations, and in parallel BLAS, where error checking becomes
much more expensive.

Software overhead issues have also been raised in parallel visualization li-
braries using multidimensional arrays [13] and parallel operating systems [19].

This paper is organized as follows. Section 2 describes the particular chal-
lenges parallel block-partitioned algorithms present with respect to software
overheads. It also introduces the LU factorization algorithm example, and gives
performance results on the Fujitsu AP1000 Multicomputer. Section 3 gives an
overview of ScaLAPACK and a similar prototype library called DLAPACK.
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DLAPACK has been used to explore algorithmic and software engineering alter-
natives to ScaLAPACK. It will be used for the identi�cation of various software
overheads, and techniques which can be applied to reduce them, which are de-
scribed in Section 4. Conclusions are given in Section 5.

2 The Challenge of Parallel Block-Partitioned Algorithms

A block-partitioned algorithm of an N �N matrix on a P � P processor grid
will generally have an execution time which can be modelled by:

t(N) = c1N�+ c2N
2=P� + c3N

3=P 23 (1)

with c1N being the number of communication startups (on the `critical path' of
the computation), c2N

2=P being the volume of communication per channel, and
c3N

3=P 2 being the number of oating point operations per processor. Typically
c1 is an order of magnitude larger than c2 or c3, but note that c1 is not a true
constant, ie. c1 = O(lg2 P ). Here, � is the cost of a communication startup, � is
the communication cost per word of data, and 3 is the time to produce a oating
point result (in a Level 3 computation) [2]. A typical modern multiprocessor has
a value of �

3
of the order of 103 [5]. Hence for small to moderate values of

N=P , the e�ects of communication on the performance of such algorithms can
be signi�cant.

Software overheads will also be O(N) in these computations, since they are
split into O(N) basic (parallel BLAS) operations, with a corresponding call exe-
cuted on each cell. Thus, they are also a potential limit to the scalability of these
algorithms, for a �xed N=P . They share another similarity with communication
overheads in that in most multiprocessors, the bulk of communication overhead
is due to software (eg. several layers of procedure calls, error checking, message
header formation, bu�er allocation, and possibly operating system traps and
protocol negotiation). The implies that, provided one has access to the neces-
sary low-level software (and possibly hardware), communication overheads can
in many cases be reduced by similar techniques as general software overheads.

The following anecdotes illustrate this point. In the development of aplib stride,
a low-level matrix communication library (with striding capabilities) for the Fu-
jitsu AP1000, the value of �

3
was reduced from 180 to 110 for the case of vectors

(the most important case), by simply avoiding the arithmetic required only for
proper matrices, and by using a low-latency memory copy routine for vectors
[17] (see Section 4.5). Similarly, for the Linux version of Fujitsu AP1000+, in-
lining of some of the low-level communication procedures, as well as optimizing
the message receive bu�er searching and maintenance codes, reduced �

3
from

520 to 280. Another symptom of high software overheads is the large discrep-
ancies, sometimes by a factor of 8, between the values of � between di�erent
communication libraries on the same multiprocessor (see Table 1 in [5]).

While software overheads are a potential concern for serial libraries, the added
complexities of parallel programming greatly exacerbates their e�ects. Consider
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for example the serial Fortran version of the Level 2 LU factorization routine (cf.
DDGETF2() in Figure 1), where a loop over J accesses the sub-matrix A(J,J+1)

on each iteration, with A(LDA,*) being the matrix to be factorized. An opti-
mizing compiler can use induction techniques to eliminate the implied integer
multiplication J*LDA, making the overhead of this operation negligible. In the
parallel case, the situation is far more complex because the block-cyclic matrix
distribution requires large data structures to represent matrices and subroutines
to perform the complex indexing arithmetic.

In the remainder of this section, we will look into details of parallel LU de-
composition. This algorithm is chosen to illustrate block-partitioned algorithms
because it is one of the most well-known and easiest to analyse.

2.1 Example: Block LU Factorization

void DDGETF2(int M; int N; DistMat A; int P [])
int j; double Amax;
for (j = 0; j < min(M;N); j++)

int j0 = j + 1; P [j] = j +DDAMAX(1)(M�j; �(c)(A; j; j); &Amax);
DDSWAP(1)(N; �

T

(r)(A; j; 0); �
T

(r)(A;P [j]; 0));

DDSCAL(1)(M�j
0; 1:0=Amax; �(c)(A; j

0; j));
DDGER(2)(M�j

0; N�j0;�1:0; �(c)(A; j
0; j); �T(r)(A; j; j

0); �(A; j0; j0));

void DDGETRF(int M; int N; DistMat A; int P [])
int j = 0;
while (j < min(M;N))

int i; ! = f!(M; j; A); j! = j + !;
DDGETF2(M�j; !; �(A; j; j); &P [j]);
for (i = j; i < j!; i++)

P [i]+= j; DDSWAP(1)(j; �
T

(c)(A; i; 0); �
T

(c)(A;P [i]; 0));

DDSWAP(1)(N�j! ; �
T

(c)(A; i; j!); �
T

(c)(A;P [i]; j!));

DDTRSM(3)("L"; "U"; !;N�j! ; 1:0; �(A; j; j); �(A; j; j!));
DDGEMM(3)(M�j!; N�j!; !;�1:0; �(A; j!; j); �(A; j; j!); 1:0; �(A; j!; j!));
j+= !;

Fig. 1. DLAPACK expression of blocked LU factorization with partial pivoting

Figure 1 gives C pseudo code for the DLAPACK parallel LU factorization;
it is essentially the same algorithm used in ScaLAPACK [3], except that, for
simplicity, the pivot vector P [0::N � 1] is replicated in all processors. All of the
oating point operations (and communication) in the computation is performed
by calls to a version of parallel BLAS, of similar functionality to the PBLAS,
called the DBLAS ([15, 16, 17]). In terms of functionality, a DBLAS call has the
same e�ect on a global matrix as its ordinary BLAS counterpart; note however
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that the BLAS side and transposition speci�ers, as well as local matrix storage
information, are hidden inside DistMat matrix structures, as is also all informa-
tion on the global distribution of the matrix. �(A; i; j) represents the DistMat

structure derived from taking the sub-matrix of A at position (i; j); it corre-
sponds to (the address denoted by) A(I, J) in the (Fortran) LAPACK version
for LU factorization. �T is similar to �, except that it indicates the DistMat

operand is globally transposed from its `normal' sense (see Section 3). �c (�r)
are semantically the same as �; they should be merely be regarded as annotations
to indicate that the DistMat operand will be treated as a column (row) vector
by the corresponding DBLAS call. Similarly subscripts on a DBLAS procedure
name indicate whether it is a Level 1, 2 or 3 procedure.

All information on the global distribution of the matrix over the processor
grid is hidden within the DistMat structures; also all vector lengths (eg. N �
j!) are global. This presents a very desirable way of expressing parallel matrix
computations, from both the software engineering and user interface points of
view [8, 15, 1]. It also provides ample opportunity for the introduction of software
overheads.

2.2 Analysis and Performance of the LU Algorithm

The Fujitsu AP1000 [12] is a SPARC 1-based multiprocessor; it cells have the-
oretical peak speed of 5.5 MFLOPS (double precision). The AP1000 uses a
physical torus communication network using wormhole routing; a useful feature
of this is the ability to perform row or column broadcast for the cost of a normal
point-to-point message (ie. �bc = 1 in the notation of [2]). The Fujitsu AP+
is a similar multiprocessor, except it is based on the SuperSparc, which has a
theoretical peak speed of 50 MFLOPS (double precision).

On such architectures, the above LU decomposition algorithm with ! = r = s
on a 8 � 8 grid 1 will have the performance coe�cients c1 = (11 + 2

!
)N; c2 =

3 and c3 = 2
3
. On the AP1000, benchmark programs have yielded values of

� = 25�s; � = 1:2�s and 3 = :25�s (the latter being derived from a local
matrix multiply having input operands of width ! = 16). While in principle
these values, substituted into Equation 1, would yield a performance model for
LU factorization on the AP1000 (cf. Equation 1 of [2]), the plots of Figure 2 use
a more detailed model taking into account Level 1 and 2 BLAS computation
speeds (as described in Section 5 [18]). The only factor the model does not take
into account is software overheads 2.

Figure 2 compares the performance model with the actual performance of
the above LU algorithm for ! = 16. The latter shows two plots, showing the

1 While this parameter combination has been shown to be sub-optimal on the AP1000
[16], it a�ords a simpler analysis and illustrates software overheads e�ects just as
well. It also permits a direct comparison with ScaLAPACK.

2 It should be noted that even for N = 512, the average vector length on the processors
is 32. Benchmarks of BLAS computation kernels on the SPARC 1 indicate that,
even for this vector length, the model's parameters are still very close to the actual
performance.
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Fig. 2. Comparison of actual LU factorization with the performance model for an
N �N matrix with 16� 16 blocks and panel width ! = 16, on an 8 � 8 AP1000.

di�erence before and after applying the software overhead optimizations that
will be described in Section 4. The performance of the optimized codes agree
closely with the performance model, except for low N , indicating that while the
overheads have been substantially reduced, they are still not negligible3. The
performance of the unoptimized codes agree with the model in which the value
of � has been arti�cially increased by a factor of 10! The ScaLAPACK version
of this computation uses the same communication primitives (aplib stride)
and SPARC-optimized computational kernels as the DLAPACK code 4. Its plot
indicates a similar degree of software overhead as the unoptimized DLAPACK
algorithm. In both cases, this indicates software overheads of at least a factor of
10 greater than those of communication startups, which is still appreciable for
matrix sizes as large as N = 4096.

The software overheads of such algorithms can to some degree be charac-
terized by the counts of the numbers of each of the 3 levels of DBLAS calls,
cB1; : : : ; cB3, and distinct sub-matrix operations, c� . Within the former, there
will be at least cg global to local conversions of non-trivial vector lengths. For

3 For N = 3584, the actual performance is slightly faster than the model; this probably
indicates an unusually favorable con�guration of data and workspaces with respect
to the AP1000 processors' 128 KB direct-mapped cache.

4 However, the ScaLAPACK and DLAPACK plots should not be compared too
strongly since the former uses row-major matrix storage, whereas the latter uses
column-major. Note also ScaLAPACK is a portable implementation, ie. uses BLAS
and BLACS, which will incur a small extra overhead in this case.
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the algorithm of Figure 1, these have values given by:

cB1 = 5N; cB2 = N; cB3 =
2

!
N; c� = (10 +

4

!
)N; cg = (7 +

4

!
)N (2)

3 Overview of two Parallel LAPACK Implementations

In this section, we give a brief overview of the implementation of DLAPACK,
showing how the software engineering objectives of the library are supported by
powerful data and procedural abstraction techniques, which present a potential
danger with respect to software overheads. A comparison with ScaLAPACK will
then be given.

In order to equally support both C and Fortran conventions, a local cell
matrix is represented by the structure a = (a0; I0::1) where a0 is the address the
leading element and I0 (I1) is the row (column) stride. Thus the address of a[i; j]
is given by a0 + iI0 + jI1.

A distributed matrix is represented by the DistMat structureA = (t; a;D0::1),
where Di is the block-cyclic distribution speci�er along processor dimension i.
Thus, for an r � s matrix distribution along an P � Q grid, D0 = (r0; r; p0; P )
and D1 = (s0; s; q0; Q). Here, r0 and s0 (p0 and q0) denote the block o�sets (pro-
cessor o�sets) of the leading block of A. If A is regarded as an M �N matrix,
M (N) corresponds to Dt (D1�t). DistMat structures and their corresponding
operations (eg. �) are implemented as an Abstract Data Type (ADT).

The data abstraction a�orded by the DistMat representation enables an el-
egant and powerful expression of distributed matrix operations, and is used for
the C interface of the DBLAS and for its internal modules also. It enables for
example the code of Figure 1 to simultaneously express a `transposed' LU fac-
torization (which might be called an `UL factorization'), merely by setting the t
bit in A. It also allows computations such as B  A�1B and B  BA�1 to be
expressed with the same code.

A powerful procedural abstraction within the DBLAS is to express all ma-
trix communication in terms of two general complementary operations, called
`spread' (ie. replicate a sub-matrix across processor rows or columns) and `re-
duce' [17]; speci�c instances of these are also known as recursive doubling and
recursive halving [10].

The DBLAS has a `deep' software architecture [17], and uses generalized ma-
trix procedures with long parameter lists. Both the outer-level C and Fortran
interface procedures (the latter have identical calling sequences to that of the
PBLAS) perform error checking, and select the appropriate parallel `driver' rou-
tine. These in turn use spread/reduce operations for communication (and use
generalized BLAS calls for computation). The spread/reduce operations per-
forms bu�er allocation and in turn call procedures from a high-level matrix
communication library called FDATADistMatrix, having routines for matrix ro-
tation, transposition, multi-broadcast, multi-sum etc. These routines in turn call
procedures from the FDATACommun library, which �nally provides an interface to
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either the aplib stride library or the BLACS (Basic Linear Algebra Commu-
nication Subroutines [8]).

ScaLAPACK is similar in its architecture, in that the PBLAS play the same
role as the DBLAS in DLAPACK. Here, a distributed matrix A is represented by
the 4 quantities a0, iA, jA and DescA, where (iA; jA) is the global matrix o�set
and the matrix descriptor DescA is a 9-element integer array [2]. The (i; j)th
sub-matrix of A is simply represented by replacing (iA; jA) with (iA+ i; jA+ j);
the software overhead of this operation is generally deferred to when this sub-
matrix is `evaluated' in a PBLAS routine. This is in contrast with the �(A; i; j)
operation in DLAPACK, which implies an immediate calculation.

The PBLAS (version 1.2) have a similar architecture at the outer-level rou-
tines, with the `driver routines' being the PB-BLAS. The latter generally call the
BLACS and cell BLAS directly. Thus the PBLAS have a much shallower overall
architecture, and do not use as great a degree of abstraction as the DBLAS. An
indication of the e�ectiveness of the latter in reducing code size is seen in the
object code size of DBLAS (excluding the C interface) being about 1/4 of that
of the PBLAS, when compiled for SPARC architectures. Note that the PBLAS
(version 1.2) algorithms are less exible than the DBLAS, in that they can only
e�ciently support block-partitioned algorithms for the case where ! � r.

4 Software Overheads in Parallel LAPACK

In this section, a description of the various optimizations that achieved the im-
provement of performance via the reduction of software overheads in Figure 2
will be given. These overheads occur within the DBLAS and the � operation.
These optimizations fall into 2 categories: general and speci�c, ie. optimizations
that can be applied to most `important' instances of computations. In this way
some of the overheads required by the generality of a distributed BLAS imple-
mentation can be bypassed.

The overheads will be generally expressed in terms of the AP1000 communi-
cation startup overhead of � = 25�s.

The overall strategy was, rather than try to change the library's structure, as
described in Section 3, to optimize the existing procedures and data structures
with respect to software overhead. This was not an easy task, since the original
implementation was hardly naive with respect to this issue, but it did lack giving
it su�cient priority.

Overall, a large number of extensive changes were needed to be made. Ac-
curately evaluating the e�ectiveness of the minor but pervasive changes is often
di�cult to do, since only collectively they can be expected to have a measurable
performance impact.

4.1 Passing Structure Parameters

One such pervasive change was to pass all structures (including local matrix
descriptors and dimension speci�ers) by address rather than by value. This had
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a large software engineering impact, since the original implementation of the
DBLAS used functions returning structures (eg. �(A; i; j)) extensively, and pro-
cedures modi�ed their structure parameters freely. The code of the original im-
plementation had thus a greater elegance and was clearer, but this had to be
sacri�ced to reduce software overheads.

The DistMat ADT, because of its key role in DLAPACK, still retained a
(pseudo-) functional interface, even though DistMat type was de�ned to be a
pointer to a structure. Operations such as �(A; i; j) were implemented as macros
which found (stack) space at address A0 for the return value's structure, and
called the modi�ed routine �0(A0; A; i; j), which returned A0. The remaining
problem was how to e�ciently allocate and reclaim stack space when DLAPACK
procedures internally had loops with large trip counts, the body of each having
several such operations per iteration (cf. Figure 1). A solution, providing a rea-
sonable compromise between elegant algorithm expression and e�ciency, was to
declare, via the macro DistMatRVAlloc(n), a local structure array of length n
within any C syntactic block that had inside it at most n sub-matrix operations.
This number would not include operations within a nested block that had its
own DistMatRVAlloc declaration. All loops are required have such a declaration
(unless n = 0). Thus for example, n = 4 for the for loop of DDGETRF() in Figure
1, with n = 6 for the enclosing while loop. It was a simple matter to build in
error checking to cause execution to abort if the value of n was insu�cient.

The cost of initializing the new structure is reduced by using 16 or even 8 bit
integers where possible; currently the size of this structure is only 24 bytes on a
32-bit target architecture. The transposition bit t can be implemented using the
lowermost bit of the pointer; this obviates having to create a new structure for
representing AT .

On the AP1000, it was estimated that these changes in total reduced the
overhead of a call such as DGER() by approximately 0:5�.

4.2 Sub-matrix Indexing and Other Arithmetic

The block-cyclic matrix distribution introduces a great deal of arithmetic that
would not be required for serial computations, and indeed this arithmetic formed
the bulk of the software overheads. Integer arithmetic, especially division and
remainder operations, can be surprisingly expensive on modern RISC scalar
processors5 as indicated in Table 1.

The sub-matrix operation �(A; i; j) can involve two global-to-local index con-
versions (denoted g(i;D0) and g(j;D1)), plus arithmetic to compute the new
block and processor o�sets. Before optimization, the costs of �(A; i; j) was 1:6�
and g(i;D) was 0:4�. g(i;D) can be optimized by expressing it as follows (cf.
Equation 1 of [16]):

g(i; (r0; r; p0; P )) = irP r � �p0;0r0 + �p0

0
;0r

0
0 (3)

5 This point equally applies to vector processors, as the arithmetic arising here cannot
(reasonably) be vectorized.
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clk (ns) int * int /, % f.p.*+

SPARC 1: 40 20{60 50{90 8

SPARC 10: 20 5 22 2

UltraSparc: 6 5{9 45 1

Table 1. Overhead of integer arithmetic (in clock cycles) compared with the number
of cycles required to produce a new oating point result for SPARC processors.

where irPP + p00 = ir + ~p0; 0 � p00 < P and irr + r00 = i + r0; 0 � r00 < r, and
~p = P � 1� p and �i;j is the Kronecker delta.

This enables g(i;D) to be computed using a single integer multiply and
two combined division-remainders, which can in principle be computed with the
same cost as a single division. Where this is not possible (as for the processors of
Table 1, even under various compiler and optimization level combinations), one
remainder operation can be eliminated using irP r+r00 = (irP � ir)r+ i. In other
situations, the remainder operation can be replaced by a less expensive integer
multiply, ie. by using p00 = (ir + ~p0)%P = ir + ~p0 � irPP . More importantly,

the quantities ~p00 and r00 are also the values of the updated block and processor
o�sets of �(A; i; j). These optimizations reduced its overhead to 1:0�.

A more speci�c optimization is based on the observation that most often P
and r are powers of 2 (r = 1 has been argued to be a particularly important block
size [16, 10]). When this is the case, indexing arithmetic can be accelerated by
pre-computing the values of lg2 r and lg2 P and storing them inside the DistMat
ADT; this reduces the cost of �(A; i; j) to 0:4� and that of g(i;D) to 0:1�. This
is similarly applied to other indexing operations associated with the block-cyclic
matrix distribution (eg. the local to global index conversion function g�1(i;D)).

There is a principle of locality with indexing computations such as g(i; (r0; r; p0; P )),
namely that (1) for i = 0, the operation is trivial, (2) for i + r0 � r, ie.
g(i;D) 2 f0; ig, no expensive integer arithmetic is required, and (3) for i+r0 > r,
a much greater overhead is incurred, except for the case where P and r are pow-
ers of 2. This principle can sometimes be used to reduce overheads, as will be
described subsequently.

Minor arithmetic optimizations include avoiding integer multiply in local
array indexing (where usually min(I0; I1) = 1), replacing modulus operations
with conditional additions or subtraction where possible, and `caching' values of
G = GCD(P;Q); P=G;Q=G between consecutive matrix transposition calls (in
the FDATADistMatrix module).

E�cient Handling of Triangular Matrices. Five of the 6 Level 3 (dis-
tributed) BLAS procedures have triangular matrix operands. In this case, a
processor has to be able to locate the diagonal in its local portion of the matrix;
as noted in Section 4.3 of [3], this can be a non-trivial exercise for the general
case of the block-cyclic distribution.
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Consider the symmetric rank-k update A �= LLT where A is a symmetric
matrix represented by a lower triangular matrix. This is the dominant computa-
tion in the block-partitioned LLT factorization. Here, after L has been `spread'
over both processor dimensions, the DBLAS computational routine has to up-
date its local portion of A. To do this, the length ji of row i is calculated for
each row6 which can be simply expressed via:

ji = g(g�1(i;D0) + 1; D1) (4)

where g�1 is the local to global index conversion function 7.
The overhead of the calculation of Equation 4 in its current form is 0:12� in

the best case (r = s = 1; P = 2blg2 Pc; Q = 2blg2 Qc) and 0:6� in the worst case
(none of r; s; P;Q is a power of 2). The latter is rather high, considering that it

will be repeated N2

2P!
times per processor during an N �N LLT factorization on

a P � P processor grid.
A more e�cient way of performing the calculation of Equation 4 is via the

concept of LCM tables [14], which e�ectively exploits the principle of local-
ity. Equation 2.5.20 of [14] states a useful property of these tables: for D0 =
(r0; r; p0; P ); D1 = (s1; s; q0; Q), local block (l;m) will contain part of the diago-
nal if and only if:

1� s � LCMTl;m � r � 1

where De�nition 2.5.2 of [14] has been adapted slightly for this situation to
LCMTl;m = mQs� lP r + qs� s0 � pr + r0.

If Li denotes the value of LCMTli;mi
for the block in row i nearest to the

diagonal, and ri = (i+ r0)mod r, the sequence j1; j2; ::: can be computed using:

(ji; Li; ri) = f(ji�1; Li�1; ri�1; r; s; P r;Qs)

where f is a function requiring only a few integer comparisons and addition
operations; its latency was measured to be 0:10�.

However, for N = 512; 1024 and ! � 16 on an 8 � 8 AP1000, the overall
impact of this method on an LLT factorization was found to be less than 3%.

Triangular matrix solves with a small number of right hand sides have an
inherent serialization that make reducing software overheads particularly impor-
tant. An example is B  A�1B where A is lower triangular. This also requires
the location of the diagonal of A, but, unlike for the A �= LLT case, there is a
reduce and (transposed) spread operation on Bi;:, which involves the processor
row and column that contains Ai;i, for each i = 0; : : : ; N � 1. For this reason,
Ai = �(A; i; i) must be calculated; the principle of locality can again be exploited

6 This routine breaks the triangular matrix into strips of width !0, and updates this
strip using a rectangular matrix-matrix multiplication and !0 matrix-vector multi-
plications, the latter being `inlined' for the case of rank-1 updates to reduce software
overheads. Here, !0 is chosen on characteristics of the target processor architecture
and is independent of the block size r.

7 It is not a true inverse of g in that while g(g�1(i; D); D) = i, g�1(g(i;D); D) 6= i in
the general case.
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by using Ai = �(Ai�1; 1; 1), where Ai�1 is computed on the previous iteration 8

with a cost of � 0:15�.

4.3 Error Checking

The block-cyclic matrix distribution similarly makes error checking far more
complex and extensive than in the serial case. In particular, checking g(N;Di) �
Ii for where Ii > 1 is required for each matrix operand. For this reason, it is
di�cult to reduce the actual value of cg in DDGETRF() to below (13 + 8

!
)N

(cf. Equation 2). This is a consequence of the deep software hierarchy of the
DBLAS and its use of global vector lengths as much as possible within. Achieving
such a value of cg was only possible by re-using the g(N;D) computations of
the spread/reduce routines for the calls to the generalized BLAS computation
routines.

It is arguable that error checking becomes far more important in the parallel
case [6], and cannot be lightly removed from a library.

In the case of DBLAS procedure call such asDDGEMM(M;N;K; 1:0; A;B; 1:0; C),
alignment is required on 2 of the 3 distribution speci�er pairs (where each pair
corresponds to one of M;N or K). For aligned pairs, only one of the pairs need
be checked for integrity, and only one g(N;Di) calculation is need to check local
matrix strides in each case. The total overhead of outer-level error checking has
been found to be within 0:5�, which is deemed to be an acceptable level.

The internal DBLAS procedures also have error checking; its cumulative
e�ects are more signi�cant. For this reason, it can be removed by a compilation
switch after debugging has been completed; this was done for both of the `actual'
plots of Figure 1.

4.4 Speci�c Optimizations for the PBLAS Interface

In the case of PBLAS interface to the DBLAS, the equivalent of sub-matrix
operations are performed inside the PBLAS routines. This enable some speci�c
optimizations to be made.

Firstly, in many algorithms, the matrix operands in a PBLAS call will share
the same matrix descriptor (eg. the ScaLAPACK version of the program in Fig
1). In this case, only the �rst needs to be checked. More importantly, this can
similarly reduce overheads in the conversion to the DistMat structures required
by the DBLAS parallel `driver' routines, with only one explicit conversion being
required per call.

This conversion process can also exploit locality in the indexing operations,
since in a typical Level 2 PBLAS call, the indices in the matrix operands will
often di�er by � 1. Finally, consecutive PBLAS calls will often use the same
matrix descriptor, and within a `Level 2' sub-computation (eg. the ScaLAPACK
equivalent of DDGETF2(), the indices of the matrix operands between PBLAS

8 The local row lengths ji can be e�ciently computed from ji�1 and the processor
o�sets of Ai.
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calls will again di�er by � 1 most of the time. A descriptor-DistMat caching
scheme has been implemented to take advantage of this. The combined e�ect
of these optimizations has to been to reduce the error checking and indexing
overheads by 1/4.

4.5 Level 1 and 2 Speci�c Optimizations

As Equation 2 implies, reducing software overheads is most important in the
Level 1 and 2 calls. The Level 2 calls are hardest to optimize, since they require
spread/reduce operations for their vector operands. Rather than try to code
separate versions of these for vectors, an adequate solution has been simply to
optimize the internal routines of the DBLAS for the vector case. These optimiza-
tions include ensuring that indexing corresponding to trivial vector lengths (eg.
g(1; D)) is computed very e�ciently, optimizing (complex) conditional evalua-
tions for the vector case (this includes re-arrangement of boolean terms, `guard-
ing' expensive calculations with a logically redundant conjunct, and even using
bitwise instead of boolean arithmetic to reduce branch instructions), and fast
bu�er allocation.

The latter was found to be a surprisingly large source of overhead, with the
latency of a simple malloc()/free() benchmark, using the standard malloc
library, was found to be in the order of 103 cycles for various operating systems
for the processors of Table 1. Even `fast' versions of this library was found to be
unsatisfactory, hence it was necessary to write a `front-end' for allocating vectors
which had an overhead of 0:2�.

Finally, the spread/reduce operations were modi�ed to bypass the
FDATADistMatrix procedures for the case of vectors wherever possible, since
these procedures were found to have relatively high overheads even after the
optimizations above were applied. The code was also reorganized to avoid recal-
culating similar conditions within an operation. These combined optimizations
reduced the latency of a spread of a vector of length P across a P �P grid from
4� to 1:6�.

This was similarly applied to the (generalized) BLAS computational proce-
dures. The overhead of these optimizations, combined with passing local matrix
structures by address (described in Section 4.1), reduced the latency of a 1�1�1
matrix multiply from 1:6� to 0:5�.

5 Conclusions

In this paper, we have shown how to software overheads were substantially re-
duced in the DLAPACK library using various techniques, which were evaluated
for their e�ectiveness. A general principle that has emerged from this study is
that to achieve this, speci�c optimizations that can be applied to at least the
most `important' uses of a library must be sought. Conversely, optimizations
that cannot be applied here should be removed, since fruitlessly checking for
these adds to the software overheads. Many of the techniques discussed can be
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similarly applied to ScaLAPACK, and even more so to PLAPACK, which is
more similar to DLAPACK in its design. However, the remaining overheads in
DLAPACK are still not negligible; for example, that of DDGER(), which involves
two communications, is still 2:5�. Of these overheads, the actual error checking
made only a small contribution.

Much e�ort, of course, could have been saved had this library been designed
and implemented putting su�cient priority on this issue in the �rst place. In
the case of parallel LAPACK libraries, software overheads can easily have a
more signi�cant impact on performance than communication startup overheads,
originally being as much as 10 times greater for LU factorizations on the AP1000.
When this is the case, the former should be at least as an important issue in
parallel library design and implementation as the latter.

However, neither should simply be accepted as a fact of life; they can both
be reduced by careful software engineering to a large extent in many cases. This
was even the case for the DLAPACK / DBLAS libraries studied in this pa-
per, where the software engineering objectives of the DLAPACK and DBLAS
libraries, added to the complexities of the block-cyclic matrix distribution, pre-
sented a potential worst-case for software overheads.

The issue of software overheads in parallel linear algebra libraries will be of
increasing importance as they become more ambitious and complex (eg. ScaLA-
PACK 1.4, scheduled for June 1997, is promising greater exibility and com-
plexity, especially in the PBLAS [1]). Unless special care is taken, the price for
generality, and to a less extent portability, is an increased potential for software
overheads. This issue will also need to be very carefully considered to possible
future functional [4] or object-oriented versions of such libraries, since these pro-
gramming paradigms, while becoming increasingly popular, have the potential
to increase software overheads dramatically. This issue will be especially im-
portant still the corresponding libraries for sparse and banded matrices whose
algorithms use a large number of small dense matrix computations.

Detailed and carefully calibrated parallel algorithm performance models can
be used to expose the extent of software overheads. Preliminary investigations
of LU factorization on the Fujitsu AP+ indicate that the e�ects of software
overheads are still greater. Indeed, it is the trend in modern RISC processors
that oating point speed increases faster than any other attribute (cf. Table 1),
which will heighten the e�ects of software overheads.
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