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Abstract
Comet is an interactive visualisation tool, which supports real-time visualisation and exploration of very large Digital
Terrain Models (DTMs) on commodity workstations. Comet is designed to be portable across a range of different
hardware architectures and network environments, and has been implemented using a novel combination of standard
software components. A tile-based Distributed Shared Memory (DSM) is used to maintain and distribute a large
DTM across a number of different machines. The soft real-time performance requirements of an interactive applica-
tion were a significant challenge, and have caused us to employ a range of optimisation techniques. In particular, a
series of caching strategies is used in conjunction with multi-threading to maximise client rendering performance.
This technical report outlines the design and structure of Comet, and discusses a number of implementation issues. It
also presents a limited set of performance measurements, and some recommendations for future development.

Keywords: distributed visualisation tool, digital terrain models, earth observation, fly-throughs, OpenGL

1 Introduction
Interest in Earth observation has led to the increased availability of high-resolution satellite imagery, and the produc-
tion of very detailed Digital Terrain Models (DTMs) for large areas of the earths surface. Such DTMs may be
extremely large - often in the order of gigabytes of data. In the past, interactive visualisation and exploration of these
large data sets required the use of supercomputer-class machines. However, in recent years many organisations have
moved away from traditional supercomputing environments, toward more affordable networks of workstations. We
have developed an application, known as Comet, which provides interactive exploration of gigabyte sized DTMs on
workstation class machines. Comet is implemented using a novel combination of standard software components to
achieve high degrees of performance and portability.

In November 1996 Comet was demonstrated at the tenth plenary meeting of the Committee of Earth Observation
Scientists (CEOS)[CEOS 1997]. The CEOS demonstration involved a real-time exploration of a 440 megabyte DTM
of Canberra and the nearby Namadgi National Park. During this demonstration a high-speed ATM network was used
to connect a visualisation workstation to a remote DSM running on a farm of workstations. The demonstration was
extremely well received and has subsequently been repeated numerous times.

The architecture of Comet consists of two main components: a visualisation client which uses a high-
performance, polygon-based render engine; and a read-only Distributed Shared Memory (DSM) used to distribute
terrain data. The visualisation client is designed to run on a single workstation, and so the render engine is optimised
for performance and uses a flexible level-of-detail mechanism to simplify large DTMs. The DSM is designed to
provide low-latency access to terrain data distributed across a farm of workstations. A sophisticated series of caches
are used to achieve the performance required for an interactive tool.

This report presents details of the design and implementation of Comet. Section 2 describes the architecture of
the visualisation client and the implementation of the render engine. Section 3 outlines the strategy used for distrib-
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uting terrain data across a read-only DSM. It also discusses techniques used to optimise access to the data to meet the
real-time requirements of an interactive visualisation tool. Section 4 provides a limited evaluation of the performance
of Comet in different distributed environments. Section 5 presents a set of strategies for future development of
Comet. Finally, section 6 presents conclusions and a summary of our work to date.

2 Visualisation Client and the Render Engine
The first significant component of Comet is a flexible, high-performance render engine, designed to run on a single
workstation. The engine has been implemented using the industry-standard OpenGL[Akeley et-al 1992] graphics
library and should be portable across a range of hardware. There are two notable features about the design of this
engine. First, it adopts a tile-based strategy to managing and distributing terrain data.  Second, it implements an
efficient level-of-detail mechanism to simplify the task of rendering distant tiles. This section presents the broad
architecture of the visualisation client and describes the implementation of render engine in some detail.

2.1 Requirements and Design Decisions

The visualisation client is the principal user interface to Comet. For each frame, the basic operation of the client is as
follows: process input events from the user; adjust the viewpoint1 based on input; retrieve DTM data from the DSM;
render the frame. The initial requirements identified for the Comet render engine were:

• that it provide a 3D display of the DTM

• that it generate frames at a rate appropriate for an interactive tool on a single workstation

• that it support a number of different user input control modes

• that it support generation of MPEG movies for review of interactive sessions

• that the implementation be portable across a range of hardware

In addition to these requirements, the design of the render engine was based on one fundamental assumption: that the
elevation and colour data in the DTM be of the same resolution. This assumption was made in the expectation that
DTMs viewed by Comet would be generated from stereoscopic pairs of images. Section 5.3 discusses the conse-
quences of this assumption.

2.2 OpenGL and GLUT

To meet the portability requirements the client and render engine were designed for, and implemented with, OpenGL.
OpenGL is an industry standard API for polygon-based graphics applications. It is supported on a considerable range
of platforms including numerous Unix/X implementations, Windows 95/NT, OS/2 and the Apple Macintosh. This
wide support is possible because OpenGL was designed to be independent of any specific window manager archi-
tecture. Each OpenGL application is responsible for interfacing with the local window manager.

The visualisation client uses the GL Utility Toolkit (GLUT)[Kilgard 1996], which provides a platform independ-
ent interface between OpenGL applications and window managers. GLUT provides a number of basic window
manipulation routines, and a simple event-driven execution model. GLUT applications register callback procedures
for a set of standard input events, and then pass their thread of control to the GLUT library. GLUT invokes callback
procedures in response to system and user input events. The GLUT event structure had a significant influence on the
design of the client.

OpenGL supports a small set of very efficient rendering primitives including: lines, triangles, planar-rectangles
and convex polygons. Complex objects must be described and rendered as a series of these primitives. To simplify
rendering complex objects, OpenGL allows applications to construct lists of rendering primitives, known as display
lists. Display lists can significantly improve the rendering speed of complex objects as OpenGL compiles them into
an efficient internal representation. However, compiling large display lists2 is, of itself, an expensive operation. It is
crucial, therefore, that lists be reused as much as possible, so that this cost is amortised by the reduced rendering
times of multiple frames.

                                                       
1 The current point of view, the point for which the view is constructed
2 display lists which contain a very large number of primitives
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2.3 Tiles and OpenGL Display Lists

Because it is not practical for the client to directly manipulate all the data in the DTM, the DTM is subdivided into a
mesh of square tiles. Each tile contains the colour and elevation data for a small, regular area of the DTM. For
efficient rendering, tiles are compiled into OpenGL display lists. Because display lists are a limited resource, a
caching strategy is employed to optimise the availability of lists. Tiles also play an important role in the data distri-
bution scheme described in section 3.

2.4 Architecture of the Visualisation Client

In the interests of both portability and maximum performance, the client application was implemented in ANSI C,
using a traditional modular approach to software decomposition. Figure 1 presents the basic architecture of the client
in terms of the significant software modules. Within this broad architecture, the rendering engine consists of the
View, Tiles and Terrain modules. The primary concern of the modular decomposition was to maximise OpenGL
rendering performance. An important secondary consideration was to localise the use of OpenGL and GLUT to a
small number of modules. All GLUT specific code is localised to the Comet and Control modules, all GL specific
code is localised to the View and Tiles modules, all pthreads code is localised to the View and Terrain modules, and
all network/communications code is localised in Terrain.  This high degree of modularisation means the basic render
engine may be ported to a range of different environments, and is open to significant change.  The following subsec-
tions describe the operation of each module in more detail.

2.4.1 Comet Module
The Comet module is the entry point into the Comet application. It simply parses the command line options and
initialises the other modules in the render engine. Part of the initialisation of the control module involves registering
a number of callback procedures with GLUT. Once all modules have been initialised, Comet passes its thread of
execution to GLUT. Relevant events then trigger calls into the Control module

2.4.2 Control Module
The Control module serves two major purposes. First, it contains all the GLUT callback procedures. Second, it
supports a flexible system for providing different user input/control modes. A number of control modes are sup-
ported, including:

• Simple - allows the user to walk through the DTM

Comet Control

ViewPoint

Tiles

Terrain

GL Utility Toolkit (Glut)

1. Comet initialises structures, then
passes control of main thread to Glut

2. Glut invokes callbacks in Control
module as events occur

4. Regular timer events trigger redraw
of the display by the View module

3. User input causes changes
 to the point of view

5. View retrieves GL display lists that represent tiles
of the digital terrain model at different levels of detail

6. When a tile representation isn’t in the Tiles cache,
raw DTM data is requested from Terrain module

7. View module can directly
inform the Terrain module
about area of interest, so that
terrain can speculatively pre-
fetch tiles in anticipation of
future frames

Figure 1: Architecture of the Comet Visualisation Client
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• Aircraft - the view point flies through the DTM like an aircraft, and the controls work like a yoke and throttle

• Motorbike - a hybrid control mode which is simple to use and very convenient for demonstrations

• Playback - automated playback of a previously recorded path through the DTM

Control modes are implemented by providing a mapping between high-level user input events, and low-level actions
to perform on the viewpoint maintained by the Point module. For example, in the simple control mode the left and
right cursor keys are used to pan the viewpoint left and right. However, in aircraft mode the left and right cursor keys
roll the viewpoint left and right. Panning of the viewpoint is a function of roll, so in aircraft mode the user does not
have direct panning control. To implement these different input modes the Control module interface to Point using a
queue of abstract actions. The flexibility inherent in Point makes it trivial to implement new control modes. .

2.4.3 Point Module
The Point module is used to represents a moving point in three-dimensional space. A point has attributes to represent
its position, heading, pitch, roll3 and speed. Changes to the attributes of a point are made by registering actions to be
performed on the point. Actions represent very simple changes to the value of an attribute, such as increasing speed,
or changing heading. Actions do not immediately affect the point, and instead are placed in a queue. At regular
intervals4 the point is updated by removing all pending actions from the queue, and applying them to the attributes.
Optionally, attributes may affect one another. For example, the pitch attribute may be used to modify the height of a
point to mimic the flight characteristics of an aircraft. This behaviour may be turned on or off dynamically, and is
fundamental to the support of different control modes. In Comet a single point is used to represent the view area.

2.4.4 View Module
The View module renders a 3D representation of the terrain from the perspective of the user-controlled viewpoint.
View takes advantage of the tile-based approach outlined in section 2.3. Before rendering each frame View constructs
a list of tiles which need to be rendered. It uses the Tiles module to prepare an OpenGL display list for each tile, and
uses these display lists to render the view.

To optimise rendering performance, View uses an efficient level-of-detail mechanism to draw tiles at an appropri-
ate resolution. Tiles that are a long way from the viewpoint will be rendered as small shapes on the horizon.
Therefore, it is inefficient to render such tiles with the same precision as those close to the viewpoint. View calculates
an appropriate resolution for each display list before requesting it from Tiles. Resolution is calculated from two
things: proximity to the viewpoint, and speed at which the viewpoint is moving. As the speed of the viewpoint
increases the resolution of all tiles is decreased. This produces a more responsive system at high speed, and a more
detailed display at low speed.

To render each frame View constructs a list of tiles that are visible from the view point, and the appropriate
resolution for each tile. The list is constructed as follows:

                                                       
3 Heading, pitch and roll define the direction the point is facing
4 The Comet view point is updated just prior to rendering each frame

not rendered

low resolution

view area

view frustum

view point

high resolution

tile (0, 0)

Figure 1: Selecting Tiles to Render
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• From the current viewpoint calculate a rectangular view area containing all tiles which will be drawn. The
size of the view area is proportional to the height of the viewpoint (the higher the view point the further the
horizon)

• Check each tile in the view area to see if it will actually be rendered

• For each tile that will be rendered, determine the appropriate resolution (level-of-detail) for the tile, based on
distance from the view point and speed

Figure 2 provides an example of this process. In this example the viewpoint is located in tile (1, 8) and is facing
north-east. The view area ranges from tile (1, 2) to (7, 8). Within that area only tiles within the view frustum will
actually be visible. Tiles such as (2,3) will not be visible, and so are not included in the view list. All other tiles are
stored in the list along with the resolution at which they should be rendered. Only two resolutions are shown in this
example: in practice View uses significantly more.

2.4.5 Tiles Module
The View module makes requests to the Tiles module for OpenGL display lists that represent tiles at various resolu-
tions. Tiles services these requests by constructing new display lists when necessary, and caching previously
constructed lists where possible.

Constructing new display lists is quite straightforward. The display lists represent the terrain surface with a
regular mesh of triangles: where two triangles are used to represent each square pixel of data. This is far from an
optimal approach to triangulating a surface. Techniques that use an irregular set of triangles, such as Delauney
triangulation[Voigtmann, Becker and Hinrichs 1994], typically require far fewer triangles to represent a surface.
However, the regular mesh approach is appropriate for Tiles for three reasons. First, finding an irregular triangulation
of a surface is expensive5. Regular triangulations are easy to construct, and adapt well to varying resolutions. Second,
colour data is associated with every elevation value, so culling elevation points would also loose colour data. Finally,
OpenGL provides a triangle-strip primitive, optimised for rendering regular meshes, which greatly reduces the cost
of the extra triangles.

As outlined above, View renders tiles at different resolutions depending on their proximity to the viewpoint. Tiles
uses an efficient logarithmic approach to culling information at the lower resolutions. Essentially, tiles constructed at
resolution n are formed by triangulating a mesh consisting of every 2n-th point in each dimension. Figure 3 illus-
trates triangulation of a tile at three different resolutions. At the highest resolution (n = 0) every single point is used,
whilst at resolution (n = 2) every 4-th point is used in each dimension.

Even with these fast triangulation and resolution functions, compiling display lists can be an expensive operation.
An important function of Tiles is to cache display lists to minimise the number of new lists compiled each frame.
There are two subtleties to the caching strategy used by Tiles. First, for any given tile the cache may contain multiple
display lists representing that tile at different resolutions. Therefore there is not a direct mapping from tile to display

                                                       
5 Obviously it is possible to pre-compute a triangulation and store it in the DTM. However this requires a triangulation be stored for all possible

resolutions of a tile. It also imposes a fixed tile size on the DTM, which is highly undesirable

resolution 1 resolution 2resolution 0

Figure 1: Triangulation at Multiple Resolutions
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list. Second, because the display lists themselves are a limited resource, the cache has to support recycling of display
lists.

To address these two subtleties the Tiles cache is implemented using mutually referencing queue and map struc-
tures. Entries in the queue consist of a GL display list, and details of the tile and resolution the list represents. The
queue is sorted in order of most recently drawn display list6. The map structure is used to provide fast access to
display lists in the queue. The map is organised like a two-dimensional direct-mapped cache. Each entry in the map
contains coordinates of a tile and pointers to elements in the queue which represent the tile at different resolutions.
When View makes a request for a display list, the Tiles cache look-up function operates as follows:

• Map the coordinates of the requested tile to a map entry. If the entry does not refer to the requested tile flush
the entry and move any display lists for the old tile to the end of the queue.

• Check the map entry to see if there is already a display list that represents the tile at the required resolution. If
a list exists move it to the head of the queue and return it to the view module

• If no list represents the tile at the desired resolution, re-compile the display list at the tail of the queue. The list
is moved to the head of the queue and returned to the view module.

This caching strategy provides very fast access to previously compiled display lists, while minimising the cost of
recycling lists.

2.4.6 Terrain Interface
The render engine uses a Terrain module to manage the raw DTM data which Tiles uses to compile display lists. To
make the Comet application as flexible as possible, the render engine is designed to work with a number of different
implementations of Terrain. This flexibility is possible because of the simple tile-oriented interface specified for the
module. The initial release of Comet includes two different implementations of Terrain: a trivial implementation
designed to handle small DTMs on a  single workstation, and a DSM-based implementation designed to handle large
DTMs. The distributed implementation of the Terrain interface is discussed in detail in the next section.

3 Distributing the Digital Terrain Model
The render engine outlined in section 2 is designed to operate irrespective of the source of the terrain data it is
rendering. Comet supports exploration of gigabyte-sized DTMs by using a simple Distributed Shared Memory
(DSM) to store terrain data across a network of machines. In this section we discuss how the terrain data is distrib-
uted, and the techniques used to reduce the latency of accessing data in the DSM.

3.1 The Distributed Shared Memory

The fundamental requirement of the Comet DSM is that it should provide the lowest possible latency access to
terrain data. The render engine’s access to data consists exclusively of read-only requests for square tiles of data. In
this context it is clearly not appropriate to use a general-purpose DSM, such as Munin[Carter 1995] or Tread-
marks[Keller 1995]. Instead, we have developed a read-only, tile-based DSM. Tiles are spread across all available
memory servers using a single-dimensional cyclic distribution strategy. This provides a direct mapping from tile to
memory server which minimises the communication per tile required between the render engine and servers.

The size of the tiles stored in the DSM does not have to be the same as that used by the render engine. Clearly it
would be inefficient if the DSM tiles were smaller than the render tiles, since every render request would require
communication with multiple remote servers. However, depending on the communication network it may be appro-
priate to store larger tiles in the DSM7. Section 4.3 considers this issue in more detail.

3.2 Optimising Access to the DSM

Although the Comet DSM imposes low overheads, access to remote data is still expensive. Three optimisations have
been used to minimise this expense.

                                                       
6 Effectively the queue is a fully-associative cache for GL display lists
7 Effectively this corresponds to using a block-cyclic distribution of render tiles, even though the DSM tiles are distributed in a purely cyclic

fashion.
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3.2.1 Caching the Terrain Data
Perhaps the most obvious optimisation is for the render engine to cache tiles retrieved from the DSM. The distributed
implementation of the Terrain module is responsible for communicating with remote memory servers, and so it
makes sense that it manage the DSM cache. Terrain uses a two-dimensional, direct-mapped cache, very similar in
structure to the Tiles mapping cache. This cache has a profound impact on the performance of the render engine.
Essentially it means that the bulk of all rendering is performed from local memory. Although access to remote data is
expensive, such accesses are relatively infrequent and the price is paid only once per tile.

3.2.2 Use of Multiple Threads
When data for a tile is requested from the DSM the request is made just before the tile is rendered. This means that
the render engine stalls while the Terrain module communicates with a remote server. An obvious optimisation is to
have separate threads for fetching data and rendering tiles.

The current implementation of Comet uses two threads: one to fetch and one to render. The fetch thread iterates
through the list of tiles constructed by View and fetches them for the render thread. In this way the render thread may
continue to draw tile X even if the fetch thread is suspended waiting for a request for tile Y. The list of tiles effec-
tively acts as the synchronisation point for the two threads. This is clearly a conservative approach to multi-
threading. More aggressive threading strategies are discussed in section 5.2

3.2.3 Caching Tile Corner Elevations
As outlined in section 2.4.4 the View module tests each tile within a rectangular area to see if it needs to be rendered.
This test consists of projecting the four corners of the tile onto the display. The projection requires that the elevation
value of each corner of the tile be known. For tiles that are not drawn, retrieving the corner values from the DSM is
unnecessarily expensive8 and pollutes the Terrain cache. Instead, Terrain stores the elevation values for the corners
of every render tile in a separate local buffer. This provides View with the ability to perform efficient corner tests,
without requiring access to remote data.

4 Performance
It is often difficult to characterising the performance of applications in distributed environments. This report provides
only a cursory set of results, which are intended to highlight what we consider to be interesting aspects of the current
implementation.

4.1 Test Environment

The test results presented in this report were measured on the machines at the DHPC’s Canberra computing facility.
This facility consists of a farm of eight Digital Alphastation 600 machines connected to ATM and Ethernet networks.
The individual machines in the farm consist of:

• 266MHz AXP EV/5

• 128 Megabytes RAM

• 2 Gigabytes Disk

• Digital Unix 4.0a

• Digital L2 graphics cards

The primary communications network is a fully switched ATM network providing 155Mbits/second full-duplex
connections from each workstation to a Digital GigaSwitch/ATM. In addition to providing high bandwidth the ATM
LAN is a relatively low latency environment, with round trip times in the order of  600 microseconds for IP traffic. A
secondary Ethernet network provides 10Mbits/second half-duplex connections from each workstation to a 3Comm
Ethernet switch. Latency over Ethernet is slightly higher, with round trip times in the order of 850 microseconds.

The DHPC facilities are also connected to the Telstra Experimental Broadband Network (EBN)[Kirkham
1995][Wilson, Taylor et-al 1997][Wilson and Yap 1997]. The EBN is an Australia-wide ATM-based network, which
provides high-bandwidth connections between research institutions in major cities. Because of the physical distances

                                                       
8 Since the entire tile is transferred, even though only one corner is required
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between these institutions, the EBN is also a high-latency network; round trip times between the DHPC facilities in
Canberra and Adelaide are in the order of 17 milliseconds[Wilson, Taylor et-al 1997]. Unfortunately, to date no tests
have been conducted to measure the performance of Comet over the EBN. This should be considered a priority
before further development is undertaken, to examine performance in high-latency environments.

4.2 Test 1 : Effectiveness of Multi-threading

The multi-threading strategy presented in section 3.2.2 is clearly a conservative one. A short series of tests were
performed to determine the effectiveness of this strategy. The tests involved measuring the frame-rate of threaded
and unthreaded versions of Comet running on both ATM and Ethernet networks. A set of results from these tests is
presented in Figure 4, which charts average frame-rate as a function of tile size for threaded and unthreaded code in
two different network environments. In all cases the multi-threaded versions of Comet provided a modest perform-
ance increase over the equivalent unthreaded version. Although the performance increase was not large (typically 5 -
7%) the results are encouraging and suggest that more aggressive use of threads might be valuable. Section 5.2
considers this issue in more detail.

4.3 Test 2 : Optimal DSM Tile Size

As outlined in section 3.1, terrain data is stored in the DSM in tiles. Because the tile size used by the DSM may be
larger than that used by the render engine, a second set of tests was devised to identify an appropriate size of DSM
tiles. Optimal performance of the render engine requires that the minimum size should be 16 Kilobytes. However, on
the ATM LAN the transfer time for a 16K message is only just larger than the round-trip latency. In high-latency
high-bandwidth networks, such as the EBN, use of larger tiles might help to amortise the cost of latency. For exam-
ple, although the transfer time of a 64K tile is the same as that of four 16K tiles, the cost of latency is only paid once
for the 64K tile.

A series of tests were performed to measure the average frame rate of threaded and unthreaded versions of Comet
running on both LANs using three different tile sizes. The results of these tests are presented in Figure 5. In low-
latency networks such as the ATM LAN it is clear that 16K tiles are optimal. When using 256K DSM tiles the frame
rate was only 86% of that measured using 16K tiles. In the low-bandwidth Ethernet environment the smaller tiles are
still clearly better. However, in relative terms the penalty for using large tiles was not quite as great, which may be
due to the slightly higher latency. In all tests the observed animation was smoother when using smaller tiles. With
larger tiles there was a discernible pause when cache misses occurred, which seriously detracted from the sense of
movement.

The tests highlight that minimising the cost of a terrain cache miss is the most significant factor in performance.
More testing is required to determine what factors are most relevant in high latency environments. However, from
these results if would appear that for such environments the most sensible strategy may be to minimise the number of
cache misses. This can be done by speculatively pre-fetching data based on the known direction of movement of the
viewpoint.

0 1 2 3 4 5

Ethernet
Unthreaded

Ethernet
Threaded

ATM
Unthreaded
ATM
Threaded

Figure 4: Effect of Threading Strategies on Frame Rate
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5 Future Work
The initial implementation of Comet was completed under significant time constraints. As a result, there is some
scope for further development of Comet. This section presents an outline of possible modifications to the current
implementation. Modifications are presented in the order in which they should be made, and some rough estimates of
complexity are provided.

5.1 Re-implementing the DSM

The current implementation of the DSM is based on the Math Server package developed by Dr Mike Rezny. This
package was designed to provide MatLab[Part-Enander et-al 1996] users with efficient access to high-performance
computing resources on the network. Only by implementing the terrain DSM on top of the Math Server package
were we able to meet the time constraints on our initial implementation.

Unfortunately, in the context of Comet, the Math Server package has a number of limitations. Most fundamen-
tally the RPC implementation it uses to communicate with remote servers is not thread-safe. This severely restricts
the scope for running Comet in high-latency environments. Additional limitations of the Math Server include an
inability to retrieve data at different resolutions, limited ability to handle multiple data sets, and no scope for paral-
lelising I/O.

The only way to effectively address these limitations is to develop a new, thread-safe DSM. One potentially
interesting approach would be to implement the new DSM using a CORBA[OMG 1995] compliant Object Request
Broker (ORB). This would certainly fit well with the research goals of the DHPC. However, there is significant
research which suggests the performance of an ORB might not meet the requirements of Comet[Gokhale and
Schmidt 1996][Gokhale and Schmidt 1997][Miron and Taylor 1998]. An alternative approach is to attempt to use an
existing, general purpose DSM such as Munin[Carter 1995] or Treadmarks[Keller 1995], although as outlined in
section 3.1 it is unlikely that such an application would perform well. Instead, we advocate a hybrid architecture
which uses an ORB to provide high level streaming control of low-level socket-based terrain data streams. Such
architectures represent an increasingly common way of delivering multimedia data in ORB-based environ-
ments[OMG 1997][Taylor and Johnson 1998].

5.2 More Aggressive Threading

The current Comet implementation uses (at most) two separate threads: one to render the display, and one to fetch
terrain data. Because neither OpenGL nor the DSM is thread-safe, there is only limited scope for using additional
threads. If a thread-safe DSM were available, there is scope for using additional threads to fetch data. However,
perhaps the most significant returns may come from using speculative pre-fetching of data. Certainly the results from
section 4.3 suggest that in high latency environments speculative fetching may be the only way to maintain perform-
ance. Adding additional threads will require relatively minor modifications to the View module, and should not be a
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Figure 5: Frame Rate as a Function of Tile Size
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major exercise. Care needs to be taken in tuning the use of multiple threads, but the returns are potentially signifi-
cant.

5.3 Texture Mapping

The DTM contains both elevation and colour data. A fundamental assumption of the Comet render engine is that the
elevation and colour data are stored at the same resolution. This assumption is reasonable if the elevation data is
produced from stereoscopic pairs of images. However, if stereoscopic pairs of images are not available, elevation
data must be derived from other sources, such as surveyor’s data. In practice this tends to mean that elevation data is
of a significantly lower resolution than colour data.

The Comet render engine requires that each colour pixel have an elevation value associated with it. Unfortu-
nately, this causes two problems when the elevation data is of a lower resolution. First, elevation data must be
replicated, which makes the DTM larger than it needs to be. Second, because a complete 3D coordinate is associated
with each corner of each texel9 (colour pixel) Comet must perform an expensive 3D to 2D coordinate transformation
before rendering each texel10.

An obvious improvement is to store the elevation and colour data at different resolutions in the DTM. In addition
to reducing the size of the DTM, this would provide a significant improvement in rendering speed. Texture-mapping
can be used to render the colour pixels in between the elevation values. Although texture-mapping is more expensive
than the shaded polygon rendering done at present, the reduced number of 3D to 2D coordinate transformations more
than compensate for the added cost. It might also be appropriate to consider using an irregular triangulation strategy
in combination with texture mapping.

5.4 16-bit Elevation Data

As described above, each pixel in the DTM has colour and elevation data associated with it. Because the colour data
is described by three 8-bit values (RGB) it is convenient to also store elevation as an 8-bit value. This allows all the
data for a pixel to be packed into a single 32-bit value. However, 8-bit elevation values produce a noticeable "step"

                                                       
9 Two components of the coordinate are implied by the location of the pixel within the colour DTM; the elevation value provides the third
10 In this context "pixel" refers to a single data value in the DTM. Obviously the OpenGL rasteriser may generate numerous screen pixels from a

single DTM pixel.

Figure 1: Stepping caused by 8-bit elevation values
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effect on gentle contours, as demonstrated in Figure 6. The solution is to separate pixel data into separate planes for
red, green, blue and elevation. This would allow elevation data to be stored as 16-bit values (or even 32-bit values if
necessary). This is not a minor modification as it would require some restructuring of the tiles and terrain modules,
and a slightly different DTM file format.

5.5 Improved Terrain Cache

The current version of Comet caches terrain data from the DSM in a two-dimensional, direct-mapped cache. This
approach is relatively simple to implement, and makes for extremely fast look-up. However, it is not particularly
flexible and incurs a significant performance penalty when viewing large areas of the DTM at very low resolution.
There are two major modifications that could improve the terrain cache.

5.5.1 Variable Resolution and Associativity
Given that the render engine displays terrain data in a two-dimensionally contiguous block, a direct-mapped terrain
cache seems appropriate. However, introducing associativity into the terrain cache is potentially useful for two
reasons.

First, data from the DSM is stored in the cache at maximum resolution, regardless of the resolution required by
the render engine. This means for tiles on the fringe of the display, significant volumes of data are communicated and
cached unnecessarily. Second, when the render engine attempts to display an area which is too large to fit in the
cache, it starts to thrash badly. The cost of thrashing the terrain cache is extraordinarily high : when the cache starts
to thrash, Comet effectively ceases to be an interactive application!

A solution to both problems is to store terrain data at variable resolutions, and to introduce associativity into the
cache. The most sensible approach would be to make the degree of associativity for each line dependent on the
resolution of the tiles stored in the line. So, a single cache line could store one terrain tile at resolution 0 (the highest
resolution), or four tiles at the resolution 1, or sixteen tiles at resolution 2, and so on. Ideally a single line should be
able to store a mixture of tiles at different resolutions. For example a line might contain one tile at resolution 1, eight
tiles at resolution 2 and sixteen tiles at resolution 3. Tile look-up would obviously be more expensive, and some form
of tree would be necessary to index tiles within a line.

This is a highly non-trivial modification to make to the existing cache, and also requires a new DSM that is
capable of providing terrain data at variable resolutions. However, the return is potentially quite significant.

5.5.2 Flexibility in Cache Sizes
Currently the terrain cache must be the same size in both dimensions, and in each dimension the size must be a
power of two. This allows the cache to use an extremely efficient coordinate mapping function, based entirely on
masking and bit shifting. Unfortunately, it also means that the total size of the cache must be a power of four 11.

This considerably limits the scope for adjusting the size of the cache, and can cause problems. For example, tests
before the CEOS demonstration revealed that a terrain cache of approximately 30-40 megabytes was preferable.
Unfortunately 32 megabytes was not an acceptable size for the terrain cache, and we were forced to use a 64 mega-
byte cache. Because the operating system, Comet application and 64 megabyte cache would not all fit in the memory
of a 128 megabyte workstation, we were forced to install additional physical memory!

By using a slightly more expensive coordinate mapping function it would be possible to remove the power of two
limitation on each dimension. An even more flexible solution would be to use a single dimensional terrain cache.
Since the DSM already maps two dimensional tiles to a one dimensional tile index, this should be a trivial modifica-
tion. However, a contiguous area in two dimensions will not map to a contiguous area in one dimension. So,
mapping to a single dimension would have a highly negative impact on the efficiency of a direct mapped cache.
Therefore, a single dimensional terrain cache should only be considered if it also supports some level of associativity.

6 Conclusions
Comet is a useful tool for interactive exploration of very large DTMs on commodity workstation hardware. It is
implemented with a novel combination of standard software components and should be portable across a range of
platforms. A multi-level tiling strategy is used to manage and distribute terrain data. The rendering engine employs
an efficient real-time level-of-detail mechanism. To achieve performance levels appropriate for an interactive appli-

                                                       
11 Since it is a two dimensional cache, and each dimension must be a power of two
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cation, multiple threads and an extensive set of caches have been employed. However, there is significant scope for
future development of Comet, particularly in terms of improving performance in high-latency network environments.
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