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ABSTRACT
A large body of research has found that diverse societies tend to suffer from lower
levels of social trust, but the reasons for this trust deficit are still not fully clear. In
this thesis, I contend that communication barriers between ethnic groups who speak
different languages could be one reason for this effect. Second, I consider whether
groups who speak partly-intelligible languages suffer less of a trust deficit compared to
those whose languages are completely unintelligible. Using large-N datasets from the
European Union and former Yugoslavia, I find that communication barriers are indeed
linked to lower trust. However, the effect of speaking partially-intelligible languages is
less clear. While one study found that this led to a reduced trust deficit as expected,
the other produced ambiguous results. The experiment design proposed towards the
end of the thesis offers a way of resolving this uncertainty.
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Chapter 1
Introduction

1.1

The bedrock of democracy

Social trust is a crucial ingredient for any successful society. In contrast to political
trust, which refers to citizens’ trust in political institutions and leaders, social trust
is concerned with people’s trust in other members of their community. Do you feel
safe leaving the house when you go out? Would you be comfortable leaving your laptop
unattended in a cafe while you use the bathroom? In the business world, can you usually
rely on verbal agreements instead of getting lawyers involved? Societies high in social
trust tend to thrive, partly because it helps reduce transaction costs and solve collective
action problems (Nannestad 2008). Social trust is also part of the ‘civic culture’ which
forms the bedrock of well-functioning democracies (Almond and Verba 1963).
However, numerous recent studies have found that social trust is negatively correlated
with ethnic and cultural diversity. Homogeneous regions tend to possess higher social
trust, and ethnically heterogeneous ones tend to have lower levels. Given the rapid
increases in the level of diversity in Western countries, this obviously provides grounds
for concern (Putnam 2007). Explanations for the negative link between diversity and
trust abound, but this thesis will test one particular theory: that communication barriers
between ethnic groups who speak different languages prevent the growth of social trust
in diverse societies. This question has almost never been explicitly addressed in the
social sciences, and has clear applications for both academics and policymakers. If
1

communication barriers do prevent trust, governments may be able to ameliorate the
negative effects of diversity by improving the language proficiency of their citizens.

1.2

Benefits and determinants of social trust

Since the 1990s, economists and political scientists have begun to pay increasing attention to the benefits of social trust. Knack and Keefer (1997) showed that high-trust
societies experience superior economic performance because trust between economic actors reduces transaction costs and provides incentives for investment in physical and
human capital. This builds on earlier work by Fukuyama (1995) who showed that social
trust facilitates the functioning of capitalism by enabling the development of largescale businesses, while Robert Putnam (1993) demonstrated that differences in social
trust and reciprocity explained differences in economic development between northern
and southern Italy. In this line of thinking, trust is a component of ‘social capital’,
which refers to the features of a society which allow citizens to cooperate and overcome
collective action problems. Societies high in social capital tend to thrive, while those
with low social capital are often plagued by collective action problems and economic
underdevelopment (Whiteley 2000).
Given the benefits of social trust and social capital, attention soon turned to the factors
that either generate or inhibit them. The most notable work in this field is undoubtedly
Putnam’s Bowling Alone, which charts the decline of social capital in the United States.
Putnam suggests that mass media such as television may be responsible for the decline,
as they encourage people to stay at home rather than going out and forming social
ties through religious groups, political associations or the eponymous bowling leagues
(Putnam 2000). This is what Delhey and Newton (2003) refer to as a ‘societal’ approach
to trust. This approach understands trust as a product of culture, social systems or
2

institutions. Some societies may have a particularly trusting or distrusting culture,
or certain institutions that encourage or discourage trust or – as Putnam suggested –
technological innovations and attendant social norms which incentivise trust-increasing
or trust-reducing behaviours. Trust is not a fixed property of individuals, but is instead
a product of experience which changes in response to social circumstances. This stands
in contrast to the ‘individual’ approach to trust, where trust is seen as a property of
individuals, not societies. Some adherents of this school view trust as a personality
trait closely related to other traits such as optimism, plus certain factors related to
the person’s upbringing such as whether their parents were trusting. Trust does not
change much in response to experience: it is a relatively stable aspect of a person’s
life outlook (Uslaner 2000; Uslaner 2002). Others emphasise the role of individual-level
social and demographic factors such as class, education, income, age and gender (Delhey
and Newton 2003). I acknowledge that in practice, a person’s propensity to trust is
likely influenced by both individual and social factors. However, the theory proposed in
this thesis focuses on language and communication barriers, which arise because of the
demographic and cultural characteristics of a society. Moreover, these barriers cannot
be a property of an individual, since by definition the presence of a language barrier
requires at least two people. The theory proposed in this thesis therefore falls firmly
into the societal camp. In this regard it is similar to previous work in political science
and economics, such as Putnam (2007), Stolle et al. (2008) and You (2012).

1.3

Diversity and low trust

Starting in the early 2000s, a number of scholars began to find evidence that cultural
diversity – particularly ethnic diversity – was negatively associated with social trust.
Alesina and La Ferrara (2002) identified a negative correlation between ethnic diversity
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and trust in the United States, a finding which was replicated by Costa and Kahn
(2003), Putnam (2007) and Stolle et al. (2008). Delhey and Newton (2005) found
similar evidence in a cross-country sample, and Gundelach and Traunmüller (2013)
reported the same effect in Germany. The same pattern seems to hold true between
countries. Gerritsen and Lubbers (2010) found that cultural distance was linked to lower
cross-country trust in Europe, confirming earlier results by Delhey (2007).
But why does this relationship exist? Why exactly does the presence of different ethnic
groups within countries, and different national groups across countries, tend to prevent
trust? Schaeffer (2014) assembled a typology of five possible explanations. The first
is conflict theory (Blumer 1958) in which each group may view other as a threat, or
as competition for scarce resources or status. This could generate feelings of animosity
towards out-groups. Second, social identity theory (Tajfel and Turner 1986) proposes
that people denigrate or distrust out-groups in order to generate ‘positive group distinctiveness’ or, put more bluntly, to improve their own self-esteem. The third explanation
points to the fact that people tend to have fewer social ties with out-groups compared
to members of their own in-group. This may mean that there is less incentive for trustworthy behaviour towards out-groups (Habyarimana et al. 2007). Fourth, differences
in values, customs and preferences might generate feelings of hostility. All four of these
explanations are plausible, and all have some degree of evidence behind them. But
this thesis is concerned with testing Schaeffer’s fifth and final explanation: that communication barriers between groups that speak different languages might inhibit the
development of social trust.
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1.4

Research focus

The effect of language and its associated communication barriers on social trust has been
dramatically under-researched. There are two reasons for this. First, it is notoriously
difficult to separate the effect of communication potential from its likely confounders,
such as ethnicity, culture and political history. Groups which can communicate probably
share a language, and if they share a language they likely also share a culture, ethnicity
or history. Which of these variables is truly responsible for the effect? Second, existing
methods of operationalising language divides do a poor job of measuring communication. While a few studies have found a correlation between ‘linguistic fractionalisation’
– a measure of within-country linguistic diversity – and low social trust (Leigh 2006;
Anderson and Paskeviciute 2006; Wang and Steiner 2015), the methodological limitations of fractionalisation measures mean that these results are not sufficient to determine
whether communication barriers are actually responsible. There appears to be only one
study (Buzasi 2015) which has explicitly addressed the question of how communication
affects trust in a large-N research setting. Other studies relied on the aforementioned
‘fractionalisation’ measure, which includes only mother tongues and does not account
for second languages or lingua francas. This paucity of research means that our understanding of how ethnic or linguistic diversity affects social trust is still imperfect.
This has implications for both academic research – for instance, the idea that language
diversity reduces social cohesion could be considered an aspect of ‘homophily’ theory
(McPherson et al. 2001) – and public policy. If communication is linked to social trust,
then governments of linguistically diverse states or regions may be able to improve trust
by promulgating a lingua franca, as has been the case in Indonesia (Paauw 2009).
This thesis aims to fill the gap in the research by determining whether communication
barriers prevent the growth of social trust and if so, how this effect occurs. In order
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to answer these questions it is important to understand what kinds of language divides
actually exist in the world. But the concept of a ‘language divide’ is actually slipperier
than it appears. Swedish and Norwegian are considered to be separate languages despite
the fact that their speakers can communicate with each other fairly easily, using only
their own languages. Conversely, speakers of Piedmontese insist that their language is
merely a ‘dialect’ of Italian, despite the fact that Italian speakers would understand
little of Piedmontese without having learned it (Haugen 1966a). The question of what
constitutes a language is inherently political and often reflects the aspirations and goals
of particular ethnic or national groups rather than any underlying linguistic reality
(Rajagopalan 2001).
To avoid this subjectivity, this thesis focuses on the concept of communication potential
rather than language similarity. The question of whether speakers of two related speech
varieties speak the same ‘language’ is subjective, but the question of whether they can
understand each other is not. I define three levels of cross-group communication potential in this study: full communication, semi-communication and no communication.
Full communication refers to situations where two groups speak language varieties which
are either identical or are so similar that communication is still a breeze. These will
often be classed as varieties of the same language (for instance Australian and American
English), but may sometimes be described as different languages for political reasons
(as is sometimes the case with Serbian and Croatian). Semi-communication is when
groups speak languages which are distinct, but share enough similarities that they are
still partly intelligible and allow for some basic conversation (Haugen 1966b). Examples
include Spanish and Italian, or Russian and Ukrainian. To my knowledge, this thesis
represents the first attempt to understand how semi-communication affects social trust.
The third level is no communication, which is when groups speak languages which are
totally unintelligible to each other – English and Chinese, for instance.
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It is also important to clarify what exactly I mean by ‘social trust’. The rapidly proliferating literature on the topic has spawned numerous different types of trust, many of
which can seem similar to each other and may be confusing for readers. For instance,
‘particularised trust’ refers to people’s trust in certain individuals who they know personally, such as friends or in-group members (Uslaner and Conley 2003). In this thesis
I define ‘social trust’ to mean any kind of non-political trust which is not particularised
trust. Essentially, it refers to trust in anyone the person does not know, including (but
not limited to) outgroup members or unspecified strangers. Within the category of social
trust there also two subcategories: generalised trust and cross-group trust. Generalised
trust, which is one of the most commonly used conceptualisations of trust, refers to a
person’s trust in unspecified strangers, and is usually operationalised with the question
‘Generally speaking, would you say most people can be trusted, or you can’t be too
careful when dealing with people?’ (Uslaner and Conley 2003). Cross-group trust refers
to one’s trust level in a specified outgroup, such as ‘Swedish people’ or ‘immigrants’.
While some researchers contend that cross-group trust is an aspect of generalised trust
(Freitag and Bauer 2013) I believe that they are conceptually distinct, although crossgroup trust almost certainly affects one’s generalised trust.1 The analysis and hypothesis
tests in this thesis are concerned primarily with cross-group trust. In Chapter 7, I will
discuss the implications of the findings for the existing research on diversity and trust,
much of which is concerned with generalised trust. A diagram showing the typology of
trust used in this thesis is displayed as Figure 1.1.2

1

Freitag and Bauer (2013) also reject the notion that cross-group trust is an aspect of generalised
trust, instead arguing for a tripartite division of ‘particularised trust’, ‘generalised trust’ and ‘identitybased trust’, the latter of which includes cross-group trust. I do not adopt that taxonomy here.
2
One question this diagram leaves unanswered is how to categorise trust towards ingroup members
whom one does not know personally. Is this an aspect of particularised trust, since it involves ingroup
members? Or is it generalised trust, since it involves strangers whom one has not previously met?
However, the question is of little import for this thesis, since I do not perform any empirical analysis
on people’s levels of trust in other ingroup members.
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Fig. 1.1: Typology of trust

1.5

Theoretical approach

The idea that language and communication barriers reduce trust has a long history. The
ophthalmologist and linguist L. L. Zamenhof argued as early as 1887 that ‘the diversity
of languages is the only, or at least the main cause, that separates the human family
and divides it into conflicting groupings’ (Coroneos 2002, p. 85). Pessimistic about the
possibility of ethnic peace in a world riven by language divides, Zamenhof developed
an easy-to-learn artificial language, Esperanto, in the hope that it would encourage
greater communication and tolerance between the nations of the world (Encyclopedia
Britannica 2020).
Zamenhof’s idea feels intuitive. But if communication barriers really do prevent trust,
how would this effect come about? One prominent theory – the ‘contact hypothesis’
– holds that groups which experience social contact have a chance to learn about and
understand each other, which builds trust and lessens animosity between them (Allport
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1954; Pettigrew 1998). If we accept that communication barriers make social contact
difficult, it stands to reason that they should therefore be linked to lower trust. The
contact hypothesis has achieved support within academic psychology and is also widely
known among the general public. Contact theorists emphasise the role of intergroup
contact in generating more accurate knowledge of outgroups, as well as reducing feelings
of anxiety and improving empathy. These are believed to improve attitudes towards
other groups (Pettigrew and Tropp 2011, p. 79-86).
But this differs from what I call ‘rationalist’ theories of trust, and it is the rationalist
approach which is mainly used in this thesis. Rationalist scholars of trust emphasise the
role of incentives in fostering trustworthy behaviour, which in turn generates greater
trust. This is not to say that other theories of trust generation are wrong – indeed,
there is a great deal of evidence behind the contact hypothesis. But while theories emphasising cognition and affect predominate within psychology, the rationalist approach
is the most common within economics and political science.3 My theoretical approach
emphasises the role of social segregation in reducing trust between groups. It suggests
that communication barriers act to segregate groups from one another, with the degree
of segregation depending on the size of the communication barriers. Groups in a state
of semi-communication will be less segregated than if there was no communication. If
we then assume that people are rational actors who seek to maximise personal gain and
avoid sanctions, it follows that they will be more likely to act in a trustworthy way
when dealing with members of their own ingroup, who they may encounter again in
the future, or who at least might spread news of any bad behaviour through ingroup
3

In practice it may be difficult to distinguish between ‘rationalist’ and ‘non-rationalist’ trust
processes–for instance, if contact was found to improve trust between two groups, it would not be
immediately obvious if this was due to increased knowledge and empathy towards outgroups, or because the expectation of future contact provides an assurance that outgroup members can be trusted
in the present. A well-designed experiment may be able to determine how much of the benefit of social
contact is attributable to each component. While this would be an intriguing topic for further research,
it is not the focus of this thesis, which is concerned with simply establishing whether communication
potential has a causal link to contact and social trust.
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social networks. However, individuals are more likely to get away with untrustworthy
behaviour towards outgroup members, because social segregation means they are less
likely to encounter them again and also because reports of any bad behaviour are less
likely to reach back to the untrustworthy actor’s inner circle. In short, communication
barriers cause social segregation, and this prevents the growth of trust. This builds on
research by Habyarimana et al. (2007) on the incentives generated by differential levels
of ingroup and outgroup social ties. It also fits well alongside existing work showing
that geographic segregation reduces trust, such as Uslaner (2010) and Robinson (2017).

1.6

Challenges and implications

A number of challenges need to be overcome in order for this research to reach convincing
conclusions. The most obvious of these is the difficulty of making causal inferences with
an independent variable which is closely linked to other variables which may act as
confounders. There are numerous variables which could potentially act as confounders
for the relationship between communication and trust – for instance, language barriers
are closely related to cultural distance and historical experiences, both of which are
likely also related to cross-group trust. Separating out these confounding variables and
isolating the effect of communication on trust is likely to be the greatest challenge to
causal inference in this thesis. A second set of challenges concerns the generalisability
of the results. Language diversity and the resulting communication barriers may arise
from different ‘starting points’ in different countries and regions. For example, most of
the linguistic diversity in Australia has arisen relatively recently from immigration, but
linguistic diversity in places like the Balkans is mostly due to the presence of various
autochthonous ethnic groups who have lived in the area for centuries or more. Can we
be certain that a causal effect identified in one situation would also apply in another?
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The thesis aims to overcome these challenges using several methods. First, the observational research contained herein will combine both quantitative and qualitative
techniques in a mixed-method design; this ‘triangulation’ of methods helps to offset the
weaknesses of each individual method (Beach and Pedersen 2013). The quantitative
components of the research will be undertaken using carefully-specified regression models which control for a range of potential confounders, and will be supplemented by an
experiment design which assigns communication potential between treatment and control groups in a randomised controlled trial. Both of these techniques – especially the
experiment – will help to isolate the effect of communication on trust. The thesis will
also combine cases which cover different linguistic ‘starting points’ and contact settings
in order to enhance the generalisability of the results and ensure that the conclusions
are not limited to one particular country, region, or type of communication barrier. It
will also utilise new data which more accurately captures the communication potential
between different groups, and perform hypothesis tests across multiple ‘levels’—both
group and individual.

1.7

Contributions of the thesis

If these challenges can be overcome, this research will be able to offer a number of
benefits. While several studies have attempted to understand the effect of linguistic
diversity on social trust or social capital, their ‘fractionalisation’ measures do not accurately reflect intergroup communication for the reasons noted above. By focusing
specifically on communication and devising new methods for measuring it, this thesis
is able to separate the effect of communication from ethnicity, culture and history in a
way that most previous work has not. The most original aspect of the thesis is the attention paid to semi-communication, whose implications for trust have never previously
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been considered in the social sciences. This also strengthens its causal inferences – if
the communication barriers really inhibit trust, rather than ethnic divides or cultural
dissimilarity, it would make sense if the magnitude of this effect is reduced when the
communication barrier diminishes in size. The thesis will also make a contribution to
our broader understanding of the relationship between diversity, trust and the concept
of social capital. By confirming or disconfirming the role of communication barriers in
preventing trust, we can better understand why earlier researchers like Alesina and La
Ferrara (2002), Putnam (2007) or Wang and Steiner (2015) found an inverse relationship
between diversity and trust.

1.8

Thesis structure and results

The thesis is organised into six substantive chapters: a literature review, a theory chapter, two empirical chapters, an experiment design, and a conclusion chapter. Chapter
Two is the literature review, which discusses existing research on language, communication and trust. It begins with a general discussion of the work on ethnic diversity before
moving on to language and communication specifically. It also examines the different
ways in which researchers have sought to understand and operationalise the concepts
of language and linguistic distance, and the implications of these for the research in
question. Finally, it identifies the gap in the literature where this thesis aims to make a
contribution: does communication itself increase trust, separate from any effects arising
from ethnic identity, cultural difference or historical experience?
Chapter Three develops my theory and identifies the cases and research settings which
will be used to test it. It discusses the existing work which aims to explain how ethnic
or linguistic diversity can lead to low trust, and then introduces my own theory which
builds on this work by identifying social segregation as the mediating variable. This
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theory is particularly novel in its attempt to integrate multiple ‘levels’ of communication
– including semi-communication – into its understanding of how communication affects
trust. The rest of the chapter spells out the hypotheses which are derived from this
theory, and outlines the approach which will be used to test them. It also describes and
justifies the cases and research designs used in the following three chapters.
Chapter Four is the first empirical chapter. It is a quantitative study which draws on
data from Eurobarometer and the European Election Study to see if communication is
related to trust between 21 European countries. I develop both a ‘shared language index’ and a ‘semi-communication index’ – the latter of which is wholly novel in the study
of communication and trust – and use multiple regression to determine whether communication is linked to higher trust while also controlling for cultural distance, country
fixed effects and a range of other confounders. The results are strongly supportive of
the theory in Chapter 3. They show that full communication is associated with greater
trust, and that the same is true for semi-communication, although to a lesser degree.
Chapter Five is the second empirical chapter. It is a case study of the former Yugoslavia which combines both qualitative and quantitative methods in order to perform
both ‘hoop’ and ‘smoking gun’ tests. First, I analyse the results of an online survey of
Serbs, using ordered probit modelling to identify any potential link between communication potential and their stated trust levels in Croats, Bosniaks, and the other nations
of the former Yugoslavia. This is followed by a qualitative section which presents interview data collected from Serbian participants. The interview research aims to find
causal process observations which pinpoint the role that communication might play in
inhibiting cross-group contact and trust. The results strongly support the idea that full
communication is linked to greater trust, although the effect of semi-communication is
somewhat more ambiguous.
Chapter Six contains an experiment design which offers – as far as I am aware – the
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first-ever method for true random assignment of cross-group communication potential.
Although the COVID-19 pandemic prevented the experiment from being conducted,
the design alone represents an innovation in the study of communication and trust.
By randomly allocating subjects between the experimental groups, confounding factors
such as culture, history or identity are eliminated. As a result, an experiment based on
this design can provide compelling evidence about whether communication has a causal
effect on intergroup contact and social trust.
Chapter Seven concludes the thesis. It begins by summarising the research and analysing
how the results fit into the broader literature on diversity, language, trust and social
capital. The results clearly support the idea that communication leads to greater social trust, although some doubts remain about the effect of semi-communication. It
then moves on to a discussion of the limitations of the study, which include data availability, possible confounding or endogeneity bias in Chapters Four and Five, and other
areas where improved data or methodological techniques may have been helpful. It
also offers suggestions for further research, particularly surrounding the role of semicommunication in affecting intergroup attitudes. Policy implications of the findings are
also considered.
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Chapter 2
Literature Review

2.1

Research questions

What is the relationship between ethnic diversity and social trust? In recent years,
a growing body of research appears to show a negative relationship between the two:
higher diversity is associated with lower levels of social trust. This view was popularised
by Putnam (2007), but numerous other scholars have reached similar findings in the
years before and since. A recent meta-analysis by Dinesen, Schaeffer and Sønderskov
(2020) demonstrates that the effects of diversity on trust are fairly heterogeneous and
can differ depending on the country, unit of aggregation and the type of trust being
considered. But after surveying the literature, their overall conclusion remains largely
the same as Putnam’s: social trust tends to be lower in more ethnically diverse contexts,
and this effect is ‘only slightly attenuated’ when controlling for possible confounders or
mediators.
But the mechanisms responsible for this relationship are still far from clear. While there
is certainly no shortage of research on the determinants of trust, surprisingly little attention has been paid to the role of language divides and their associated communication
barriers as a possible cause of low trust, compared to other divides such as religion or
ethnicity. It seems plausible that communication barriers between different language
groups in a diverse society might inhibit trust, but this is not yet evident from existing
research.
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This project seeks to answer two closely-related research questions:

• Is the negative relationship between diversity and social trust due to cross-group
communication barriers?
• If so, does the degree of communication potential matter? Does diversity composed
of language which are partly intelligible with each other inhibit trust less than if
there was no intelligibility at all?

My tentative hypotheses, which are developed in greater detail in the next chapter,
are that the communication barriers created by language divides are at least partly
responsible for the negative relationship between diversity and trust observed by Delhey
and Newton (2005), Putnam (2007) and Stolle et al. (2008), and summarised in the
meta-analysis by Dinesen, Schaeffer and Sønderskov (2020). I also theorise that the
size of this effect is conditioned by the size of the communication barrier. When ethnic
diversity is composed of groups speaking closely-related, partly intelligible languages,
the negative effect on trust should be smaller than if the languages were unintelligible.
This literature review will seek to situate the thesis within the relevant research, which
spans political science, economics, sociology and linguistics. It begins by explaining the
nature and definition of language and communication barriers, before moving into a discussion of social trust and the broader concept of ‘social capital’. It then summarises the
literature on the relationship between diversity and social trust and examines whether
there is any evidence that language or communication barriers might explain that relationship. It also touches on the role of linguistic distance and some social-psychological
explanations such as the well-known ‘contact theory’, before concluding with a justification for my focus on language and communication.
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2.1.1

Untangling language and ethnicity

I stated above that there has been far less research on the role of language divides compared to ethnic and religious divides. But perhaps there is a good reason: untangling
language from ethnicity is surprisingly difficult. The two concepts are closely intertwined. Horowitz (1985, p. 55-64) views ethnicity as an ascriptive identity based on
perceptions of common ancestry combined with other factors such as shared language,
religion or skin colour. Bayar (2009) adopts a similar definition. Language is therefore
one of the bases upon which ethnic identity can be built, although it is not a necessity.
It is particularly salient as an ethnic marker in some cultures, such as those of central
and eastern Europe (Schöpflin 1997), but many other ethnic groups are defined without
reference to language. In the United States, for instance, both blacks and whites speak
English, and this linguistic identity is of little import in determining which ethnic group
one belongs to. Conversely, Jews speak numerous different languages but still identify
as a single ethnic group.
Some researchers have attempted to account for this variation by using different definitions of ethnicity in different parts of the world. One intriguing study used language to
define ethnic group membership in Africa, but racial groupings to determine ethnicity
in Latin America (Desmet, Ortuño Ortı́n, and Warcziarg 2017). This reflected the fact
that Latin American states are highly linguistically homogenous, and ethnicity there is
usually a function of skin colour rather than mother tongue. This represents an improvement on earlier studies, which frequently relied on language divides as proxies for ethnic
divides across their entire samples. One notable paper explained that this method was
useful because while it can be difficult to define ethnic group membership, it is relatively
straightforward to ascertain a person’s mother tongue (Easterly and Levine 1997). But
as we have just seen, language serves as a basis for ethnic identity only sometimes.
It is therefore unlikely that this method adequately captured the complexity of ethnic
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divisions across countries.

2.1.2

What is a language, anyway?

If we are trying to understand the effects of language divides, it would be helpful to
know what exactly constitutes a ‘language’. But this, too, is surprisingly difficult to
answer. Many people often imagine that mutual intelligibility is the criterion which
defines separate languages: if two people can understand each other, they can be said
to be speaking the same language, and if they can’t, then they aren’t. But this ignores
countless contradictory cases. Czech and Slovak are considered separate languages despite the fact that their speakers can communicate with each other easily. Conversely,
speakers of Cantonese and Mandarin insist that these are just dialects of a single Chinese language even though, without prior training, they can understand each other very
poorly, if at all. What is going on here?
As it turns out, there are no widely-accepted criteria among linguists for determining
what counts as a language. The only real answer is that ‘it’s political’. Max Weinreich
famously quipped that a language was just ‘a dialect with an army and a navy’, which
neatly illustrates that the definition is dependent on political factors which vary from
place to place, and make it extremely difficult to define a single set of criteria applicable everywhere (Rajagopalan 2001). Why else would Czechs and Slovaks consider
themselves to speak different languages while Chinese are adamant that Mandarin and
Cantonese are both the same one? These definitions serve political purposes: emphasising separate national identity in the Czech and Slovak case, and shared identity in the
Chinese one.1
1

The theory which perhaps comes closest to capturing how the term ‘language’ is used in practice
was developed by the linguist Heinz Kloss. He suggested two ways that speech varieties make claims to
language status. An abstand language is one which is defined as a language because it is too different
from any other language for it to be understandable. French is an abstand language because it is clearly
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These inconsistencies make life very difficult for researchers. How do we know whether
a country contains a language divide if we aren’t even sure what constitutes a language?
Most people would agree that Spain contains a language divide between Castilian and
Catalan, but what about Germany? Do Bavarian or Plattdeutsch count as separate
languages, making Germany a linguistically-divided country, or are they just dialects of
German? Many scholars of linguistic diversity have relied on the definitions provided
by censuses, demographers, or Ethnologue, a web-based language encyclopedia. This
leaves them open to the definitional problems I just described and, given the politicallycontingent nature of language definitions, means that they may just be measuring ethnic,
national or political groupings rather than actual communication ability.

2.1.3

Language, identity and communication

Because language group boundaries often have little to do with communication potential, operationalising communication solely by asking whether the groups share a
‘language’ is likely to fail. Fortunately, some researchers have recently begun to move
towards a more nuanced approach, attempting the measure the distance between different speech varieties rather than simply classifying them in binary fashion as separate
or non-separate languages (Fearon 2003; Desmet, Ortuño Ortı́n, and Warcziarg 2012;
Isphording and Otten 2013). This idea of linguistic distance represents a great leap
away from measuring ethnic or national categories and towards measuring the communicative potential between groups. This thesis follows in the same vein, focusing on the
communication potential between groups rather than the nebulous question of ‘language
divides’. Although it is often a matter of debate whether two groups speak the same
linguistically distinct from any other language. Ausbau languages, by contrast, qualify as languages
even though they are extremely similar to other speech varieties. This is because they are ‘built up’
from a vernacular into a standardised literary language which generally serves as the official language
of a country or region. Czech and Slovak qualify as separate ausbau languages for this reason, even
though they are extremely similar and mutually intelligible with each other (Kloss 1967)
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‘language’, the degree of communication potential between groups is rarely controversial.
Serbs and Croatians continue to question whether they speak two separate languages,
‘Serbian’ and ‘Croatian’, or a single language called ‘Serbo-Croatian’. But the level of
communication potential between them is not in dispute: Serbian and Croatian speech
varieties are ‘almost identical’, and speakers can understand each other with complete
ease (Bailyn 2010). By switching the focus to cross-group communication potential, I
avoid the subjectivity inherent in defining ‘language divides’.
Focusing on communication also means that the thesis strikes out in a new direction
compared to most previous treatments of cross-group language differences. Language,
ethnicity and religion are all capable of acting as badges of group identity. But several
scholars have noted that in addition to these ‘identity effects’, language divides are
unique in that they also have ‘communication effects’ (Van Parijs 2006; Kulyk 2011).
That is, they make communication more difficult or even impossible – although as
we now know, this is not the case for all language divides. This in turn may inhibit
empathy, trust, assimilation and cooperation. But the vast majority of existing work on
linguistic diversity seems to focus only on the ‘identity’ effects. This is partly because, as
I mentioned, many researchers are primarily concerned with ethnicity and use language
only as a means of operationalising ethnic divisions. Communication effects are not
particularly important for their purposes. Other scholars have treated languages as
group assets which must be sacrificed in the process of state-building and rationalisation
(Ginsburgh and Weber 2011; Laitin 2000a). In those cases, the researchers tend to
concern themselves more with possible affronts to the dignity of minority language
groups rather than the effects – either positive or negative – of standardisation on intergroup communication.
Although there is a burgeoning literature in political science which examines the relationship between diversity and trust, it is striking how little attention has been paid to
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the possibility for language divides to affect intergroup communication rather than just
acting as badges of ethnic or group identity. This thesis aims to remedy that shortcoming. This literature review will discuss the identity effects of language divides, but will
also pay particular attention to the possibility that the communication effects of those
language divides inhibit intergroup contact. Intergroup contact research from psychology will be brought in to build a theory of how this might affect trust. By mapping
out the communication effects of language divides, this thesis will hopefully be able to
build a better theory of how they impact social trust.

2.2

Does diversity reduce social trust?

The question of how ethnic diversity affects intergroup relations and trust will be addressed first, because this alleged relationship forms the starting point of the thesis. The
literature review will then cover some of the reasons why ethnic diversity is associated
with lower social trust, paying particular attention to research on language divides and
cross-group communication barriers.

2.2.1

Measuring diversity

There are several different ways of measuring diversity, be it linguistic, ethnic, religious,
or any other kind. Two of the most commonly-used measures are fractionalisation and
polarisation. Fractionalisation appears to have first been introduced as a measure of
diversity in 1972, although it is mathematically identical to the Herfindahl index of
market concentration which was already being used in economics (Taylor and Hudson
1972). Fractionalisation measures the probability that any two individuals, plucked
at random from within the state, will be members of a different ethnic, linguistic or
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religious group. It is calculated as follows:

F RAC = 1 −

N
X

πi2

i=1

Where π refers to the population share of each group. These are squared and then
the results summed, and the sum is subtracted from 1 to give the probability that
two randomly-selected individuals will be from different groups. That fractionalisation
score can range from 0, if there is only one group in the state, and approaches 1 if every
individual comes from a different group.
Another common measure is polarisation. This was first developed by Esteban and Ray
(1994) and measures the extent to which a state is polarised into two opposing camps.
It is calculated as follows:

Q=1−

N 
X
0.5 − πi 2

0.5

i=1

πi

Once again, π refers to the population share of each group. Polarisation scores also range
between 0 and 1, although they are at their highest when there are just two equally-sized
groups in the state and get lower as more groups are added or if the proportions become
more unequal. This stands in contrast to fractionalisation, where the score gets higher
if a state is composed of many small groups.

2.2.2

What is social trust?

Trust is an important ingredient for any successful society. It facilitates collective action
and improves the functioning of political, social and economic systems (Hooghe 2007).
But not all trust is equally useful. Scholars often cite ‘generalised trust’, which refers to
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the degree of trust in unspecified strangers, as being particularly important for maintaining a successful society, and as a result many trust studies are concerned mainly with
generalised trust. The World Values Survey, for instance, asks respondents ‘Generally
speaking, would you say most people can be trusted, or that you can’t be too careful
when dealing with people?’ This question, which asks about the unspecified group of
‘most people’, is designed to capture one’s degree of generalised trust. Generalised trust
contrasts with ‘particularised trust’, which is the extent to which people trust certain
known individuals and members of their own in-group. Generalised and particularised
trust are also known as ‘thin’ and ‘thick’ trust respectively (Uslaner and Conley 2003).
Trust is also one of the core components of ‘social capital’, a widely-cited concept which
is also famously vague. What exactly is social capital? The term was first coined by
the sociologist Pierre Bordieu, who saw it as analogous to other forms of capital such as
cultural or economic capital. In Bordieu’s analysis, social capital refers to an individual’s
ability to access social networks in order to further their own interests, which in turn acts
to maintain social inequalities (Siisiäinen 2000). But in political science and economics,
the term’s meaning has since changed significantly. Robert Putnam, who was the first
to introduce it to political science, describes social capital as the

...features of social organization such as networks, norms and social trust
that facilitate coordination and cooperation for mutual benefit. (Putnam
1995)

Putnam’s conception of social capital is now the more commonly-used of the two. Rather
than an undesirable force which perpetuates inequality, Putnam and other political
scientists define social capital as the stock of trust and norms of reciprocity held by
a group – not an individual – which allows the solving of collective action problems
(Hooghe 2007). On the other hand, Putnam’s concept of social capital is not without
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its detractors. Portes (1998) criticises it as tautological, while Siisiäinen (2000) labels
it ‘functionalist’. These critiques notwithstanding, Putnam’s concept of social capital
has gained wide acceptance among policymakers, academia the wider public, and it is
Putnam’s definition which I am using for the remainder of this thesis.2
A second important distinction is between cognitive and behavioural social capital.
Cognitive social capital is, as the name suggests, social capital which resides in one’s
mind. It is generally thought of as the stock of trust and norms of reciprocity held by
individuals. Behavioural social capital, often referred to simply as civic engagement,
is the degree of collective action within society. This includes participation in social
and civic groups such as sports clubs, religious organisations, schools, and so on, and
differs from cognitive social capital in that it does not reside solely in the minds of
individuals but instead arises from the actions of those individuals and the groups they
form (Schaeffer 2014, p. 10-11).3 Generalised trust is therefore a form of cognitive,
bridging social capital.

2.2.3

Contact and conflict

The question of whether diversity – ethnic, linguistic or otherwise – prevents trust fits
into a much broader debate on intergroup contact which spans psychology, political
science, sociology and economics. The core question which animates this debate is:
does contact between groups improve relations or worsen them? One extremely popular
2

I believe that Portes’ allegation of tautology is not entirely accurate. He states that ‘social capital
is simultaneously a cause and an effect. It leads to positive outcomes, such as economic development
and less crime, and its existence is inferred from those same outcomes’ (Portes 1998, p. 19). To
my mind, this is something of a misreading of Putnam’s argument. While economic development and
low crime are alleged to result from high social capital, they were never argued to be components of
the concept itself which, to reiterate Putnam’s point, instead consists of ‘networks, norms and trust’
(Putnam 1995).
3
Other scholars have drawn attention to the difference between formal and informal social capital.
This refers to ties which exist within an institution as opposed to those which exist outside (Varshney
2001), although the distinction is not particularly important for the purposes of the current study.
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school of thought, known as ‘contact theory’ or the ‘contact hypothesis’, holds that
contact improves relations. Contact theory was first formalised by Gordon Allport
in his influential volume The Nature of Prejudice, in which he contends that contact
between groups will improve their attitudes towards each other as long as four conditions
are met: they must be of equal status, working towards a common goal, cooperating
rather than competing, and their contact must be endorsed by authority, law or customs.
The positive effects accrue because contact allows each group to learn more about each
other, which helps to dispel generalisations, false stereotypes and incorrect assumptions
(Allport 1954).
Allport’s original work focused on race relations in the United States, but more recent
work has documented the same effect between ethnic groups in South Africa, Germany
and Australia, as well as towards groups such as the elderly, homosexuals, the mentally
ill, disabled persons and others. However, when Allport’s conditions are not met, some
empirical work has shown that contact can have no effect or even negative effects. In a
comprehensive review of the literature, Thomas Pettigrew – one of the leading contact
theorists and a student of Allport’s – points out one study that showed how the poorlyarranged entry of black workers into public transportation led to greater hostility from
white workers, although he adds that ‘most studies report positive contact effects’.
Based on recent research in the field, Pettigrew suggests that a fifth condition may
be required: the contact situation ‘must provide the participants with the opportunity
to become friends’, which implies close and ongoing contact rather than that which is
trivial and fleeting (Pettigrew 1998).
Another line of thinking is ‘conflict theory’, which finds its origins in a 1958 paper by
Herbert Blumer. For Blumer and subsequent conflict theorists, inter-group tensions are
best understood as stemming from struggles over limited resources, and the attitudes
of each group are determined by the degree of threat they perceive from other groups
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as each of them ‘jostles for position’. The resources in question can be either material,
such as jobs or affordable housing, or abstract ones like power and status. It is the sense
of threat which drives group attitudes, strengthening in-group bonds and worsening
attitudes to out-groups. Two factors have repeatedly been identified as having the
potential to raise the perception of threat: the size of minority groups, and economic
conditions (Blumer 1958; Meuleman, Davidov, and Billiet 2009).
Of course, conflict theory and contact theory are not necessarily mutually exclusive. It
may well be that struggles over limited resources do produce inter-group antagonisms,
but in certain situations, contact between individuals can diminish the feelings of antagonism held by those experiencing the contact. Perhaps the key difference is that
while contact theory identifies out-group prejudice as the result of defects of individual character, conflict theory is group-centric and holds that negative attitudes stem
from the positions of the different groups (Forbes 1997). Another point worth noting is
that the identity effects of language divides might be particularly useful for explaining
conflict theory, because its emphasis on ‘us-and-them’ group jostling makes badges of
identity particularly salient. Conversely, the communication effects of language divides
might be particularly important for understanding contact theory, since it focuses more
on micro-level interactions in which the ability to communicate effectively is crucial. A
1947 article by Theodore Newcomb identified that the degree of restriction upon communication is critical in determining the success of intergroup contact (Newcomb 1947;
Forbes 1997).
There is also a third school of thought which, like conflict theory, suggests that intergroup ties will suffer in diverse environments. But the rationale this time is quite
different. This theory, known as the ‘homophily principle’, emphasises that people prefer
the company of those who are similar to themselves. Social networks of almost every
kind exhibit a tendency towards homophily (McPherson et al. 2001), which means
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that in diverse environments the ties will tend to be stronger within each ethnic or
linguistic group than between them. Why does this occur? Advocates of the homophily
principle emphasise that trust and social ties flourish when risk is minimised, and people
perceive that risk to be lower when dealing with those who are like themselves, since
their behaviour can be more easily predicted and betrayal seems less likely (Hooghe
2007; Wang and Steiner 2015). Like conflict theory, this theory expects inter-group ties
and trust to be lower in diverse environments, but the homophily principle locates the
course of this reduced trust not in perceptions of threat from rival groups, but rather by
emphasising that the risk-minimising properties of homogeneity provide fertile ground
for trust to develop.
Contact, conflict and homophily theories all make predictions about how diversity affects
trust, attitudes and ties towards out-groups. They are somewhat more agnostic on the
question of how diversity affects in-group trust, and it is still a topic of debate whether
in-group and out-group trust capital are linked to one another such that an increase in
one necessitates a decline in the other (Putnam 2007).

2.2.4

Ethnic diversity and social trust

The next step is to ask how ethnic diversity fits into the wider debate on the effects of
inter-group contact. Economists have been researching the link between ethnic diversity
and trust for some time, and have generally found that diversity has a negative impact
on trust as well as public good provision and the level of redistribution within a society
(Alesina, Glaeser, and Sacerdote 2001; Alesina and La Ferrara 2002). This has generally
been interpreted as evidence for conflict theory.
But once again it was Robert Putnam who made a seminal contribution, introducing this line of research to political science with a hugely influential 2007 lecture and
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subsequent article. Using a large dataset collected from across the United States, he
demonstrated that ethnic fractionalisation was indeed associated with lower generalised
trust. Putnam’s study was noteworthy in two respects. Firstly, it kick-started a wave
of research in political science on the effects of diversity upon social trust. Secondly
and more remarkably, it transcended the traditional divide between contact and conflict
theory, because Putnam’s data indicated that not only did ethnic diversity lead to lower
trust and engagement with other groups, it also led to lower trust and engagement with
one’s own group. Putnam characterised this as an example of a new ‘constrict theory’
in which diversity drives down both bridging and bonding social capital, rather than
just the former (Putnam 2007).
These findings were controversial and contested, and while Putnam’s ‘constrict’ effects
were certainly novel, most subsequent research has been concerned with his more general
finding that diversity reduces trust. One conclusion we may be able to draw is that,
although the evidence for a trust-reducing effect of diversity is fairly strong in North
America, the European evidence is less clear. One study found little evidence that ethnic
diversity was related to trust in 20 European countries (Hooghe, Reeskens, Stolle, and
Trappers 2009) while another argued that other variables such as democratic history are
more important in explaining European social capital levels (Gesthuizen, Van der Meer,
and Scheepers 2009) and yet another found that while within-country diversity was
linked to greater trust towards other countries, cultural difference between countries
was linked to lower trust (Gerritsen and Lubbers 2010). Moreover, the sociologists
Portes and Vickstrom (2011) labelled the alleged negative effect of diversity on social
capital as a ‘pseudo-problem’, while Abascal and Baldassarri (2015) criticised the use
of diversity as an independent variable and instead surmised that residential ‘sorting’
effects, economic conditions and inequality are what reduce trust.
On the other hand, Lancee and Dronkers (2011) found that neighbourhood ethnic di28

versity improved trust but also reduced the quality of contact with neighbours in the
Netherlands, while Gundelach and Tranmüller (2013) identified a negative relationship
in Germany between diversity and social trust, although not reciprocity. Koopmans
and Veit (2014) conducted an intriguing ‘lost-letter’ experiment in Berlin which provided strong evidence that ethnic diversity impedes inter-group cooperation. Studies
which use North American or global data have tended to be more unequivocally supportive. Stolle, Soroka and Johnston (2008) found that a negative link between diversity
and trust exists in the US and Canada, although it is moderated by the social ties of
the individuals in question. This accords with the findings of Costa and Kahn (2003)
and Delhey and Newton (2005), who found that ethnic diversity was linked to lower
community participation and social trust.
Other researchers have emphasised that the relationship between diversity and trust
is exceptionally complex. Although one can often demonstrate an inverse correlation
between the two, the effect may be conditional on numerous other variables and can be
ameliorated in certain circumstances or among certain groups. Fieldhouse and Cutts
(2010) found that, although ethnic diversity was in general associated with lower social
capital (including trust) in the US and UK, the effects differed between minority and
majority groups, the latter of whom were much more prone to reductions in trust when
confronted with diverse environments. Economic factors like poverty and inequality
are also critical, as noted by Delhey and Newton (2005) and You (2012). Waring and
Bell (2013) found that, from an experiment conducted in India, perceived inequality
between ethnic groups damaged cooperation much more than mere ethnic diversity.
Helbling, Reeskens and Stolle (2015) found that the link between ethnic diversity and
reduced trust was especially strong when issues of diversity and cultural pluralism are
highlighted in political discourse, while Aizlewood and Pendakur (2005) suggested that
the apparent relationship between diversity and trust may be due to a ‘city effect’, and
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that urban lifestyles in large cities, rather than diversity itself, are responsible for the
negative impact. And although the aforementioned meta-analysis by Dinesen, Schaeffer
and Sønderskov (Dinesen, Schaeffer, and Sønderskov 2020) found that diversity is linked
to lower trust on average, it does not affect all types of trust equally, and the size of the
effect is often ‘rather modest’.
One factor which has received particular attention as a possible intermediary variable
between diversity and trust is the degree of geographic segregation between the groups
in question. Uslaner (2010) found that it is segregation between groups, rather than
diversity per se, which drives down trust, writing that

Simply because a country or a city is diverse does not mean that we have
ready opportunities to interact with people who are different to ourselves...
Integration provides the opportunity... for trust to flourish. (Uslaner 2010)

Robinson (2017) found further evidence for this effect. Her data indicated that, at
the national level, ethnic diversity only reduces inter-ethnic trust when it is accompanied by high levels of ethnic segregation. However, Uslaner’s approach was criticised
by Schaeffer (2014) for pitting diversity and segregation against each other as ‘rival’
explanations for low trust. This confuses two levels of analysis, Schaeffer writes, and
high segregation at the level of cities tends to mean strong homogeneity at the level of
neighbourhoods. Similar to Robinson, Schaeffer found that ethnic diversity was linked
to lower social trust only when accompanied by a moderate or high degree of segregation
(Schaeffer 2014, p. 117-119). These findings are highly instructive for my own research
questions. If geographic segregation reduces trust, it stands to reason that social segregation brought on by communication barriers may have a similar effect. This possibility
will be investigated further in the next chapter.
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2.2.5

Language divides and trust

Although the studies above indicate that there appears to be a negative association
between ethnic diversity and trust, they offer little explanation of the reason for that
link. To determine if it is because of cross-group communication barriers, as this thesis
speculates, perhaps it would be preferable to focus on language diversity specifically. A
number of authors have studied linguistic diversity either in isolation or alongside ethnic
diversity. Anderson and Paskeviciute (2006) examined the effects of both ethnic and
linguistic diversity on four social capital measures: interpersonal trust, interest in politics, frequency of political discussions and involvement in voluntary organisations. They
found that both ethnic and linguistic fractionalisation reduced trust, but it was ethnic
fractionalisation which reduced trust in democracies while in less democratic countries,
linguistic fractionalisation had the more negative effect. On the other hand, linguistic
fractionalisation was also linked to higher levels of interest in politics and involvement
in voluntary organisations, although these positive effects were mostly limited to less
democratic countries (2006).
Indeed, the idea that linguistic diversity may worsen some aspects of social capital but
improve others has been a common theme in the literature. This was vividly illustrated
by Schaeffer (2014, p. 84) whose results indicated that perceived linguistic diversity had
a negative effect on collective efficacy, but preference diversity and intergroup conflict
actually served to increase levels of associational and protest activity. This result is
similar to those of Anderson and Paskeviciute, and appears to indicate the lack of trust
and collective action in diverse societies spurs people to join civic associations in order
to counter those negative effects (Schaeffer 2014). The need to appreciate the effects of
diversity upon different forms of trust is also highlighted by Leigh (2006) who found that
while both ethnic and linguistic fractionalisation reduced trust, the effect was stronger
for linguistic fractionalisation and particularly upon ‘localised’ trust towards members of
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one’s own neighbourhood, rather than generalised trust. This is somewhat unexpected,
but would not be the only place where Leigh’s results run counter to other research:
his finding that trust reductions are greater for immigrants, not natives, contradicts
Fieldhouse and Cutts (2010). Wang and Steiner (2015) found compelling evidence that
linguistic diversity is associated with lower social capital, and this finding is robust to
different specifications of linguistic diversity and also has a negative effect on all four
of the components of their social capital measure, including trust. This universally
negative effect – on both cognitive and behavioural aspects of social capital – stands
in contrast to Anderson and Paskeviciute (2006) and Schaeffer (2014), both of whom
identified positive effects of linguistic diversity at least on behavioural forms of social
capital.
Buzasi’s (2015) intriguing study employed a similar cross-country analysis. Recognising
that existing studies of linguistic diversity frequently fail to account for multilingualism,
she constructed an Index of Communication Potential (ICP) for 20 countries in subSaharan Africa which measures the possibility that any two randomly-selected people
can communicate in either their native or second languages. Greater potential for communication within regions was associated with higher levels of generalised trust. I have
deliberately shied away from discussing the channels through which ethnic diversity may
reduce trust – this will be left until the next section – but Buzasi’s results indicate that,
as suggested earlier in this chapter, communication barriers may be critical.
The research discussed so far is mostly cross-sectional, focusing on samples of countries
or neighbourhoods. But other studies which examine language divides in specific locations or neighbourhoods have come to similar conclusions. In a study of refugees in
Brisbane, Hebbani et al. (2018) identified language divides as the most important factor
preventing the development of bridging social capital between the refugees and wider
Australian society. The newcomers often struggled to learn and speak English, and this
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prevented them from engaging with their communities or developing social ties with
native Australians. In Canada, Fong and Isajiw (2000) came to a similar conclusion,
finding that immigrants with poor English ability tended to hold friendships with others in their own ethnic group. This also seems to indicate that while language divides
may inhibit trust and social ties, they can also increase the strength and number of
intra-ethnic ties. On the other hand Schaeffer (2014, p. 62) failed to find a relationship
between immigrant language skills and social trust or collective efficacy.
Beyond these studies, the social science literature on language and trust starts to become
rather sparse. However, several papers in the fields of management and organisational
behaviour have considered language divides in their analyses of multinational and multiethnic companies. Numerous management scholars have drawn attention to language
divides as a source of tension between teams in multinational companies (Henderson
2005). One study of cross-national teams in China and Finland found that fluency
in the relevant language was associated with higher trust between the teams (BarnerRasmussen and Björkman 2007). Others have drawn attention to the different ways
that linguistic diversity can breed mistrust in a corporate context. Tenzer et al. (2014)
found that not only can multilingualism or poor English ability inhibit communication
and prevent tasks from being accomplished, the tendency for speakers to momentarily
revert to their own language amongst themselves during a conversation which was supposed to be in English caused ‘feelings of irritation, discomfort and even exclusion and
suspicion’. In contrast, Lauring and Selmer (2010) found that the number of languages
spoken in multinational organisations had no impact on group cohesiveness.
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2.2.6

What else can reduce trust?

Any study which aims to determine whether language divides reduce trust will also
need to identify and control for other variables that can have the same effect. The
most obvious of these is ethnic diversity, which has already been discussed at length
here, although it is far from the only one. Another factor which has been repeatedly
identified as a culprit in low-trust environments is economic inequality. Kawachi et al.
(1997) found a strong and significant negative relationship between economic inequality
and trust. This effect appears to be fairly robust and has also been demonstrated by
Alesina and La Ferrara (2002), You (2012) and Abascal and Baldassarri (2015).
But inequalities in wealth or income are certainly not the only possible source of low
trust. Non-economic forms of inequality, such as social status, have also been shown to
have a negative effect (Waring and Bell 2013), as have absolute levels of poverty and
income (Fieldhouse and Cutts 2010; Alesina and La Ferrara 2002). Other factors which
have been identified as contributing to lower trust and social capital in general include
corruption, lack of democracy, greater prevalence of mass media, and living in larger
and more anonymous communities (You 2012; Putnam 2000; Welch et al. 2005).
Finally, it is important to bear in mind that demonstrating a relationship between diversity and trust does not necessarily mean that diversity causes lower trust. As always, we
need to be aware of the possibility of reverse causation. It could be the case that, rather
than diversity driving down trust, trusting individuals simply prefer to live in homogenous areas. This phenomenon might seem more plausible or less plausible depending on
the type of diversity in question – it is easier to change one’s language than to change
one’s skin colour – but several authors have highlighted the possibility that these ‘residential sorting’ effects could exist (Abascal and Baldassarri 2015). Accordingly, my
research design should aim to determine the direction of causation.
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2.3

What is responsible for the inverse relationship between diversity and trust?

In the previous section, we saw an outline of the evidence that diversity reduces social
trust. But the actual mechanisms through which this occurs were left mostly unsaid.
Those mechanisms are the topic of the present section. While it has been demonstrated
that language divides can have negative effects on trust on top of those already accruing
from ethnic divides (Leigh 2006; Anderson and Paskeviciute 2006), it still does not
necessarily follow that those language-specific effects arise because of communication
impairments. Perhaps the languages are simply acting as badges of identity in addition
to the ethnic badges of identity. In this section, I will outline the evidence for whether or
not language divides reduce trust specifically because of their communication-impairing
properties.

2.3.1

Identity explanations for low trust

There are several explanations for how diversity could lead to reduced trust, most of
which emphasise the identity effects of ethnic or language divides. A useful overview
of the various explanations is contained in Schaeffer (2014) and forms the basis for the
next several paragraphs. The first of these explanations relies on what psychologists call
‘social identity theory’. This theory, which finds its origins in the work of Tajfel and
Turner (1986), posits that people exhibit in-group favouritism, but this arises from the
desire for self-esteem rather than out of malice. Social identity theorists suggest that
people derive self-esteem from the groups to which they belong, and are motivated to
achieve this ‘positive group distinctiveness’ by comparing their group to relevant outgroups (Brown 2000). This can motivate people to discriminate in order to maximise the
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sense of difference between their own group and others, although the relational nature of
this effect means that out-group derogation or discrimination is not necessarily required
(Schaeffer 2014, p. 37). The social identity effect and concomitant drive for self-esteem
therefore translates into improved in-group attitudes (such as higher trust towards ingroup members) but less positive views towards out-groups. While there is a great deal
of support for social identity theory in general, evidence for this effect in the context of
diversity and trust is ‘scarce’ (Schaeffer 2014, p. 38).
The second explanation draws attention to competition and threat perceptions between
groups and is therefore similar to conflict theory. In this analysis, ethnic or linguistic
groups are competing for scarce resources, both material and abstract, which makes each
group feel threatened by the others and drives prejudice and discrimination (Blumer
1958; Schaeffer 2014). Diversity therefore reduces trust because the struggle for resources makes groups unlikely to trust each other and impairs their ability to engage in
collective action. Once again, while between-group trust may be impaired, within-group
trust may actually be elevated because group conflict can foster in-group favouritism
in a manner similar to social identity theory (Schaeffer 2014, p. 39). It has also been
suggested that high polarisation, rather than fractionalisation, is particularly effective
at generating intergroup strife (Montalvo and Reynal-Querol 2005). Schaeffer notes that
evidence pinpointing this as the explanation for the inverse relationship between diversity and trust is somewhat rare. The most compelling evidence for this explanation
are the results showing that members of majority groups are particularly susceptible
to lower trust in diverse environments, suggesting they feel their status is threatened
by the presence of minorities (Fieldhouse and Cutts 2010; Lancee and Dronkers 2011;
Schaeffer 2014).
The third explanation is labelled by Schaeffer as the ‘social control’ theory. This one
is perhaps also the most intriguing, and highlights the importance of social networks
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and group clustering in reducing trust towards out-groups. First, it tends to be the
case that in diverse societies, people typically cluster along ethnic or linguistic lines.
This has already been noted above in the discussion of the ‘homophily principle’ and
may be particularly salient in the case of linguistic diversity, where the language barrier
could inhibit the formation of cross-group ties. The net result of this homophily effect is
that in diverse societies the density of social ties will be far greater within groups than
between them (Schaeffer 2014, p. 41).
This difference in social network density between in- and out-groups affects trust. Since
in-group ties are dense, people will tend to have repeated interactions mainly with others in their group. In the parlance of game theory, they are playing ‘repeated games’
which means that cheating or betrayal can be punished in future iterations when they
encounter the person again. Second, the greater density of the in-group social network
means that news of misbehaviour will spread easily to other in-group members. Conversely, out-group members are much less likely to be encountered again in the future.
This means – just as game theorists predict will occur in such ‘single-shot’ games – people are free to cheat, betray and generally act in an untrustworthy manner. The sum
of all this is that in diverse societies, trust and cooperative behaviour will develop more
easily within the linguistic groups than between them. In-group trust may be high, but
out-group trust and generalised trust will be low (Schaeffer 2014, p. 42).
Few researchers have examined the evidence for this mechanism, which Schaeffer claims
is ‘hardly recognised at all in the debate’ (Schaeffer 2014, p. 42). The most notable
paper which has examined it is an extraordinary study by Habyarimana et al. (2007)
in which the researchers conduct games and experiments in an ethnically diverse Ugandan slum. They found compelling evidence that the ‘social control’ mechanism existed:
people were far more likely to be cooperative with co-ethnics when their ethnicity was
visible compared to when they were anonymous, and co-ethnics were also more closely
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linked in social networks. The results supported the notion that people behave cooperatively in order to avoid future sanctioning by other in-group members, who could easily
track them down due to the denser network ties.
The fourth explanation involves differences in cultural values and preferences that occur
in a diverse society. Ethnic or linguistic diversity tends also to correspond with cultural
diversity, particularly when that diversity arises out of immigration from distant parts of
the world. Because culture tends to include certain norms, values and desired standards
for society, a diverse state will often also be one in which there is a diversity of preferences
which, in public policy terms, means disagreement about how the state should operate
and particularly which types of public goods should be provided (Schaeffer 2014, p.
43). There is already evidence that diversity reduces public good provision (Alesina,
Baqir, and Easterly 1999) and redistribution (Desmet, Ortuño Ortı́n, and Weber 2009)
because ‘altruism does not travel well across group lines’ (Alesina and La Ferrara 2005).
However, the differences in values and norms in diverse societies may also erode intergroup trust, since people are aware that out-group members have different ideas of what
is considered moral or acceptable.
This is particularly likely to occur when highly visible group differences, such as dress,
mark people out as members of one or another group (Schaeffer 2014, p. 44). That
would inhibit bridging forms of social capital such as cross-group trust, although evidence for this effect is somewhat limited. Habyarimana et al. (2007) found no differences
in preferences for public goods among ethnic groups in Uganda, although others such
as Banerjee and Somanathan (2001) identified that there tended to be more political
candidates and lower vote shares in more diverse Indian communities, which implies a
greater heterogeneity of preferences (Schaeffer 2014, p. 44).
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2.3.2

Communication explanations for low trust

The four explanations above all link diversity to low trust through identity effects. That
is, it is the role of language divides as a marker of group identities which enables these
effects to occur, although whether these identity markers facilitate self-esteem, locate
a potential threat, raise the possibility of in-group sanctioning or imply a difference
in values and preferences depends on which of the four explanations is being considered. However, they do not account for the possibility that communication impairments
caused by the language divide might be responsible for reduced trust. That is the focus
of the fifth and final explanation in Schaeffer’s review. This explanation suggests that
ethnic diversity reduces trust because the language divides which often accompany it
inhibit intergroup communication and contact. Schaeffer writes that this channel might
be the most important of all, noting that ‘Since communication is critical for any form
of cooperation, language heterogeneity could be expected to be more important than
heterogeneity in ethnic categories’ (Schaeffer 2014, p. 45).
While Schaeffer claims that the evidence in favour of this explanation is ‘highly supportive’, the studies cited do not actually demonstrate that the communication effects of
language divides are causing lower trust. Two of these, Leigh (2006) and Anderson and
Paskeviciute (2006), demonstrate an independent effect arising from linguistic diversity,
but this does not mean communication barriers are responsible – the link could have
arisen from the identity-marking properties of language instead. Firmer evidence for a
communication effect can be found in the work of Thuesen (2017), who demonstrated
that language divides inhibited interactions in a Danish workplace, where accent, poor
command of Danish or speaking in a foreign language created hostility and mistrust,
and worsened intergroup relations. Additionally, Tenzer et al.’s (2014) study indicated
that poor English and the communication impairments arising from it can inhibit cooperation and that hearing other languages when English is ‘expected’ generated irritation
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and suspicion towards the speakers.
On the other hand, Habyarimana et al. (2007) found no evidence that sharing a common language improved cooperative behaviour, although their experimental design – in
which members of different ethnic groups were asked to solve puzzles with each other
– is somewhat far removed from real-world contexts. It is also unclear if the effect of
communication was experimentally isolated from the effect of ethnicity: the presence
of a common language in their experiment appears to be partly a function of whether
the subjects were from the same ethnic group. However, Lancee and Dronkers (2011)
also failed to find an association between immigrant language proficiency and trust in
the Netherlands, while Schaeffer himself found no relation between immigrant language
skills and social cohesion, including trust in one’s neighbours (Schaeffer 2014, p. 70).
The evidence for communication effects as an explanation for low trust is therefore somewhat mixed, although the fact that communication is arguably a necessary condition
for any kind of substantive social ties means linguistic diversity is likely to cause at least
some communication effects to arise.

2.3.3

Linguistic distance and degree of communication

We have just seen some evidence for the idea that communication impairment is – or
perhaps is not – a conduit through which ethnic diversity leads to lower social trust. But
communication potential is not a binary variable. Some groups speak languages which
are so similar that communication between them is a breeze – for instance, Swedish
and Norwegian. Others are more distinct but still have enough similarities for basic
communication to occur, such as Spanish and Italian, while others are so different as to
be completely unintelligible. Communication potential between language pairings is a
continuum, not a binary, but this has been completely neglected in existing research on
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diversity and social trust. In the existing literature, language divides have often been
an afterthought of ethnic divides, and within the work on language divides, communication effects have been an afterthought of identity effects. But within the work on
communication effects, the possibility that the degree of communication could make a
difference is not just an afterthought: it is missing entirely. This is the focus of my
second research question.
The degree of communication potential (or ‘mutual intelligibility’) between two languages is an aspect of the broader concept of ‘linguistic distance’. Linguistic distance
refers to the degree of similarity or dissimilarity between two languages (Isphording and
Otten 2013). Surprisingly, the effects of mutual intelligibility, or linguistic distance more
broadly, have been somewhat under-explored anywhere in political science, and there
has been almost no work on how linguistic distance affects social trust in particular.
The only study which I have been able to find on this question is Gerritsen and Lubbers
(2010). While primarily concerned with testing Putnam’s constrict theory, they also
coded European languages by their subfamily, giving a score of 1 if the languages were
from the same subfamily and 0 if they were not. Their findings showed that sharing a
language from the same subfamily was associated with higher trust between European
nations. This is the closest that anyone appears to have come to testing whether linguistic distance (in any form) is linked to social trust. However, their binary measure
of linguistic distance is fairly crude, and certainly does not accurately reflect the degree
of communication potential between the languages. These limitations leave ample room
for improvement in this thesis.
Even the measurement of linguistic distance has been surprisingly contentious, and
many measures of linguistic distance are poor indicators of communication potential.
We cannot simply plug in an existing measure of linguistic distance and assume that it
will accurately represent the mutual intelligibility between two languages. Ginsburgh
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and Weber (2011) provide a useful overview of the three most commonly-used measures
of linguistic distance. The most popular of those is based on ‘language trees’. Languages are classified into families and subfamilies which branch off from each other, and
the language tree method rates their similarity based on the number of branches two
languages share before splitting off. This method was used by Fearon (2003), Laitin
(2000b) and Desmet, Ortuño-Ortı́n and Warcziarg (2012). Another approach is to measure the amount of similar vocabulary (Isphording and Otten 2013; Gören 2018) or
the time taken to learn the other language, since a closely-related language should be
quicker to learn (Hutchinson 2005; Chiswick and Miller 2005).
The problem with all of these approaches is that many different aspects of language affect mutual intelligibility – phonology, syntax, vocabulary, and so on – and it is difficult
to imagine a single measure which could comprehensively capture the degree of communication potential between two languages. These difficulties were discussed at length
by Mabry (2011). He notes that the popular language tree method fails to account for
differences in phonology, syntax or vocabulary and is therefore often a poor indicator
of mutual intelligibility. Russian and French are both equally distant from English according to this method, but because they share an alphabet and thousands of cognate
words, English speakers have a far easier time understanding French than Russian. Since
this thesis is concerned with the communication-impairing aspects of language divides,
obtaining an accurate measure of mutual intelligibility is critical. Unfortunately there
does not appear to be any dataset which offers consistent, benchmarked figures for mutual intelligibility across the world’s major languages, although there is information on
the intelligibility of individual language pairings or families (Jensen 1989; Tang and van
Heuven 2009). These mutual intelligibility studies are typically based around asking
speakers of each language to estimate the percentage of the other language that they
are able to understand (Gooskens et al. 2018).
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Despite the lack of research on how linguistic distance affects social trust, some scholars have examined how it affects other outcomes such as conflict, most prominently
the economists Desmet, Ortuño-Ortı́n and Warcziarg (2012). They calculated several
different measures of linguistic fractionalisation and polarisation at different levels of
aggregation. In the ‘shallowest’ measure, languages with even small differences were
coded as different language groups, but in the ‘deepest’ measure, languages were not
coded as different unless they were from completely different families. The authors
found that that within-country linguistic fractionalisation and polarisation were associated with intra-state conflict, but only if the deeper calibrations were used. They
theorised that this was because deeper linguistic cleavages were associated with more
divergent interests, preferences and culture. Gershman and Rivera (2018) found a similar link between deep linguistic cleavages and poor educational and health outcomes.
Desmet, Ortuño-Ortı́n and Warcziarg (2012) also found that linguistic diversity had a
negative effect on economic growth, but only with the shallow calibrations, which they
interpreted as evidence that even relatively minor communication barriers are capable of
impeding economic activity. This would suggest that linguistic distance causes at least
some communication effects. However, the applicability of those results to this thesis
may be limited because the authors used the language tree method to operationalise
linguistic distance, which as Mabry (2011) noted, fails to accurately represent communication potential. Their results also contradict an earlier paper by David Laitin (2000b)
which purports to demonstrate that greater linguistic distance is actually associated
with a lower risk of conflict.
Desmet, Ortuño-Ortı́n and Warcziarg (2012) is just one paper amongst a broader literature which examines the effects of linguistic distance on economic outcomes such
as trade and growth. Hutchinson (2005) found that linguistic distance was negatively
related to the volume of trade between the United States and other countries because
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it increases the costs of acquiring information, and similar results were reached by Isphording and Otten (2013). Note that these are just communication effects by another
name. Communication is a means of transferring information, and Hutchinson’s theory
that linguistic distance conditions the costs of information acquisition is simply another
way of saying that linguistic distance makes communication more difficult. The paper
by Isphording and Otten is of particular interest because, unlike the other studies cited
here, it operationalises linguistic distance using Levenshtein distances. Unlike the language tree method, Levenshtein distances have been shown to reflect the level of mutual
intelligibility between two speech varieties surprisingly accurately (Beijering, Gooskens,
and Heeringa 2008).4 Gören (2018) also used Levenshtein distances and obtained similar
results. These studies therefore provides the most compelling evidence so far that differing levels of communication potential produce commensurate changes in behaviour,
although so far this has only been studied in the context of international trade, economic
growth and immigrant language acquisition.
Given that it has been found to be an important determinant of growth, trade and
conflict, it is no stretch to surmise that linguistic distance – and mutual intelligibility
specifically – may also affect social trust by conditioning the ease of intergroup communication. But two areas of caution remain. First, linguistic distance and cultural
distance are closely related. Why does this matter? Suppose we found a strong relationship between lower mutual intelligibility and lower social trust. We might interpret
this as evidence that it is the communication-impairing effects of linguistic distance
4

Levenshtein distance is essentially a measure of pronunciation similarity. The Levenshtein distance
between two words is the number of transformations (addition, removal or substitution of letters)
required to change the first word into the second. For instance, to transform the English word you –
transcribed phonetically as yu – into its German equivalent du, only one transformation is required.
The first consonant is simply changed from a y to a d. However to turn the word mountain – transcribed
as maunt3n – into the German berg, seven transformations are required. This example was taken from
Isphording and Otten (2013). To calculate the Levenshtein distance between English and German, this
process is repeated for a sample of words (often about 40) and the average number of transformations
is calculated.
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which reduce social trust by preventing intergroup contact. But this would be premature. Since greater linguistic distance can also reflect bigger differences in values and
preferences (Desmet, Ortuño Ortı́n, and Warcziarg 2012) it could equally be the case
that it is those, rather than communication impairment, which is reducing trust. My
research design will need to discern which of these explanations is correct, perhaps by
introducing a separate measure of cultural distance as a control variable. This will be
discussed in greater detail in the next chapter.
Second, we also need to be aware of the possibility that language divides and linguistic
distance could affect trust indirectly. As Gören (2018) demonstrated, linguistic distance
is connected to lower economic growth, and we have already seen how economic underdevelopment is linked to lower trust and social capital (Alesina and La Ferrara 2002;
Fieldhouse and Cutts 2010). This raises the possibility that changes in communication potential or linguistic distance more broadly could affect trust through the channel
of economic development rather than by preventing intergroup communication. Once
again my research design will need to account for this potential mediation effect and
provide a means of determining the channel through which linguistic distance may affect
social trust.

2.3.4

What about contact theory?

Although I touched on contact theory earlier in this literature review, it has mostly
been left to one side until now. Most of the research discussed thus far focuses on the
potential for intergroup contact to worsen attitudes, but some writers such as Forbes
(1997) and Uslaner (2010) have noted an apparent puzzle. Given the wide range of
evidence from psychology supporting contact theory, why do so many studies show that
diverse states, cities or neighbourhoods – where people are more likely to experience
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intergroup contact – have lower levels of social trust? Uslaner suggests that this may
be because even in diverse environments people may not actually have social ties with
members of other groups. His empirical findings, as well as those of Robinson (2017),
appear to support this idea by demonstrating that segregation between groups, rather
than diversity per se, is critical in driving down trust. Uslaner also notes that even if
contact between individuals improved their trust in each other, this increased trust does
not necessarily generalise to all members of the outgroup. Even the most ardent contact
theorists have noted this challenge (Pettigrew 1998).
Uslaner and Robinson’s findings hint at something which has rarely been discussed in
the diversity and trust literature: that diverse environments do not, in spite of their
heterogeneity, necessarily provide situations where Allport’s four conditions for optimal
contact can be met. Two of those conditions were that groups must be (1) working
towards a common goal and (2) cooperating rather than competing. Small wonder,
then, that positive contact effects fail to accrue in in segregated environments. It would
be difficult to work together, or cooperate, if the groups in question live in different
parts of town and rarely interact with each other. The need for the conditions to be
met means that instances where positive contact can occur ‘in the wild’ may actually
be fairly rare. Schaeffer (2014, p. 144) suggests that positive contact effects take place
alongside the negative effects of diversity, although he eschews any discussion of Allport’s
four conditions and focuses only on the fifth one suggested by Pettigrew (1998): the
friendship potential or ‘degree of intimacy’ in the contact. Moreover, linguistic diversity
may pose its own unique challenges for contact theory. For instance, language may
be a marker of prestige and status which prevents contact participants from meeting
Allport’s ‘equal status’ condition.
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2.4

Conclusion: Why study communication barriers?

As I stated at the beginning of this chapter, language and ethnicity are closely intertwined. Ethnic categories are often built upon linguistic lines, which in turn usually
entail communication barriers, and many researchers have used language as a proxy for
ethnicity (Easterly and Levine 1997). But if language, communication and ethnicity are
so closely related, and there is already so much research on the effects of ethnicity, what
is the point of studying language or communication at all?
Hopefully, it will now be evident to readers that even though they are closely related,
language has the potential to play a powerful role independent of ethnicity. Existing
research on the effects of diversity on trust has focused mainly on ‘identity effects’ –
that is, how linguistic or ethnic divides serve as markers of group identity and facilitate
conflict. But language divides are different from non-linguistic divides in one crucial
way: they also generate ‘communication effects’. Little attention has been paid to the
possible impact of communication effects on social trust – Schaeffer (2014) relegates
them to a brief section at the end of his discussion, for instance – and no studies at
all have considered whether the degree of communication potential may condition those
communication effects. This is surprising given that communication potential seems so
important for successful intergroup contact.
The potential for an uneven overlap between language and ethnicity within a state,
and the resulting differences in the occurrence of identity and communication effects, is
summarised in Figure 2.1 below. In the top-left cell we have a state containing different
ethnicities who speak different languages: Sinhalese and Tamils in Sri Lanka. The
Sinhalese majority speak Sinhala as their first language, while the Tamil minority speak
Tamil as theirs. This situation, where ethnicity and language co-vary, is probably the
most common across the world, but exceptions abound. In the top-right cell we can see

47

a case where a single ethnic group possesses multiple languages: Han Chinese in China.
They speak Mandarin as well as countless other mutually unintelligible speech varieties
such as Cantonese, Hakka, Hokkien and Shanghainese, but nevertheless identify as a
single people. The opposite situation occurs in Rwanda where Hutus and Tutsis are
considered different ethnic groups despite both speaking Kinyarwanda. Finally, we have
Koreans in Korea (both North and South). These are two of the most homogeneous
states in the world and have effectively no significant ethnic or language divides. Almost
the entire population is ethnically Korean and speaks Korean. As in Sri Lanka ethnicity
and language are coterminous, with the difference being that the state is homogeneous
rather than heterogeneous in this case.

Fig. 2.1: Occurrence of identity and communication effects in different states
These insights are important because they illustrate that lumping language in with
ethnicity will likely lead to a failure to understand intergroup dynamics in states like
China or Rwanda. In those states, where language and ethnicity do not co-vary, it is
reasonable to expect that intergroup relations will differ from those where ethnicity and
language are the same. In cases like Rwanda, using only ethnicity to make predictions
about intergroup relations might lead researchers to systematically under-predict the
level of social trust because they are not accounting for the possibility that intergroup
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contact, enabled by the shared language and the communication it permits, could improve trust. Similarly, using only ethnicity to predict attitudes in cases like China may
lead researchers to systematically over-predict levels of social trust, since communication barriers within the country prevent intergroup contact and may engender mistrust
in the way identified by Thuesen (2017). Adding a focus on communication barriers will
enable us to avoid these kinds of biases.

Fig. 2.2: Expanded diagram to account for instances of partial communication ability

Not only will this study focus on communication effects but it will strike out in a different direction from existing research by questioning whether those effects are conditioned
by the degree of mutual intelligibility between the languages (an aspect of linguistic distance). By introducing the idea that there are ‘degrees of communication’, we can
expand the previous table into a new Figure 2.2. In the middle-left cell, we have Spanish and Italians – two different ethnicities who speak languages that are nevertheless
partly intelligible to each other. If it were true that trust is positively associated with
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communication potential, then lumping in Spanish and Italians in with Sinhalese and
Tamils under the category of ‘different languages’ would be an error. Their greater communicative potential would mean that Spanish and Italians would experience greater
trust towards each other than Sinhalese and Tamils, all else being equal. The same
would be trust for Arabs, who are in the middle-right cell. This is a single ethnic group
which speaks distinct dialects, all known as ‘Arabic’, but which are actually so different
that communication can be fairly strained between speakers from different countries.
Tunisians are reputed to have a difficult time communicating with Saudis, for instance.
It would therefore be a mistake to lump Arabs in with Koreans as an instance of a single ethnicity with a single language, since the communication impairment would mean
that all else equal, Arabs may experience lower trust between their dialect groups. By
drawing attention to the fact that there are ‘degrees’ of communication, we can avoid
these pitfalls and develop a better theory on the determinants of social trust in diverse
societies.
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Chapter 3
Theory and method

3.1

Theory

As we saw in the previous chapter, there is now a large body of research on the relationship between ethnic diversity and social trust. Assessing the body of evidence as a
whole, it appears that diversity is negatively associated with social trust and a recent
meta-analysis by Dinesen, Schaeffer and Sønderskov (2020) confirms that social trust
is indeed lower, on average, in diverse contexts. Recognising this, some scholars have
begun to move beyond the descriptive question of whether a relationship exists and
instead focused their attention on which causal mechanisms may be responsible for the
effect (Habyarimana et al. 2007). This project is concerned with that question as well.
Schaeffer (2014) laid out the evidence for a number of competing mechanisms, each of
which purports to explain why linguistic diversity is negatively linked to social trust.
These were discussed in the previous chapter and I will refrain from expounding upon
them all in detail again here. But in brief, the five possible theories were:
• Social identity theory, in which people exhibit in-group favouritism and bias
against out-groups in order to achieve ‘positive group distinctiveness’
• Conflict theory, where people exhibit in-group favouritism and bias against outgroups because of perceived threat and competition from those other groups
• Social control and network effects, where the greater ease of in-group sanctioning
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means that people will act more favourably towards in-group members and less so
towards out-groups
• Differences in values, norms and preferences, where differing ideas of what is
moral or acceptable erodes trust between groups
• Communication barriers, where linguistic divides prevent the formation of social
ties and therefore reduce trust

These five mechanisms are not logically incompatible or mutually exclusive with one
another, and all are more or less consistent with the observed negative relationship
between diversity and social trust. But this thesis is concerned with the last of the five
– communication barriers – and will attempt to demonstrate that this particular causal
mechanism explains at least part of the negative effect of linguistic diversity. This has
received very little explicit attention in the literature, and despite Schaeffer’s (2014)
valiant attempt to untangle these threads, the evidence on whether communication
barriers are responsible for the negative effect of linguistic diversity is far from clear.
This is partly because of the paucity of research specifically focused on language divides,
and partly because the little research that does exist comes to somewhat contradictory
conclusions. This may reflect different disciplinary lenses or methodological approaches
(Habyarimana et al. 2007; Thuesen 2017).
If it turns out that communication impairments are the culprit, this raises another intriguing question. Is the effect of communication impairment dichotomous, or does the
degree of communication impairment matter? After all, communication is a spectrum.
Some language pairings can communicate with relative ease, such as Swedes and Norwegians, while others can communicate with difficulty and others cannot communicate
at all. The linguistic distance between the languages affects the degree of ‘mutual intelligibility’ between the languages, with communication impairments likely to be smaller
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between languages which are closely related. Aside from a small section in Gerritsen
and Lubbers (2010, p. 276-281), who found that sharing languages from the same
subfamily was associated with greater trust between European nations, the potential
role of linguistic distance and mutual intelligibility has been entirely absent from the
social trust literature. This leaves us with two major unknowns, which correspond to
this project’s two research questions:
1. We don’t know whether diversity is associated with lower social trust because of
communication impairments
2. If it is because of communication impairments, does the degree of communication
impairment matter? For instance, perhaps the negative effect on trust is lessened
if the languages are partly intelligible with each other.
Attempting to answer these questions is complicated by the fact that numerous other
factors may affect social trust while also being associated with communication potential. These may interact or be conditional upon each other, producing a relationship
between communication and trust that is non-linear or is contingent on the presence or
level of another variable. Other factors which may affect social trust include the degree
of poverty or inequality (Delhey and Newton 2005; You 2012), the degree of geographic
segregation between groups (Uslaner 2010; Robinson 2017), the level of democracy (Anderson and Paskeviciute 2006) and, of course, the underlying level of ethnic diversity
(Putnam 2007; Stolle, Soroka, and Johnston 2008). For instance, Anderson and Paskeviciute’s (2006) finding that linguistic diversity reduces trust only in non-democracies
raises the possibility of an interaction effect between communication and the level of
democracy. These will need to be accounted for in the analyses that follow.
In order to test whether communication impairments reduce social trust in ethnically
or linguistically diverse environments, I first need to build a model which illustrates
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how this could take place. The rest of this section will discuss some of the assumptions
I make in doing so and then present my ‘segregation’ model of how communication
barriers reduce social trust. It will finish by discussing four problems which need to be
overcome in order to test this theory effectively. Then, the next section of this chapter
will introduce and discuss my methodology before laying out three hypotheses and the
case studies used to test these.

3.1.1

Levels of analysis

The first thing that needs to be noted when attempting to build a model of linguistic
diversity, communication and social trust is that any negative effects of communication
barriers are likely to accrue on multiple levels of analysis. The effects could be individuallevel, group-level or even state-level. King, Keohane and Verba (1994, p. 30) pointed
out that this can be an advantage, as the ability to obtain data from multiple levels
provides greater leverage about the veracity of a theory. Even if a theory is concerned
mainly with one particular level of analysis, it may have implications across many other
levels, and data from those other levels can be used to enhance the theory-testing
process.
This project is concerned primarily with trust between ethnic or linguistic groups and
how these change in the presence of different kinds of communication barriers. The
primary level of analysis is therefore the group, and of course much of the relevant
evidence could be at this level. This might include the policies and behaviours of
ethnic leaders and institutions, elements of the culture of each group, and group-level
attitudes and prejudices. But there will also be observable implications at the level of the
individual – indeed, these may even be more numerous and more easily observable than
group-level data. Individual social ties, for instance, may be weaker and less frequent
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across groups than within them, and individuals’ self-reported trust may be higher
towards in-group members than out-groups. There may also be observable implications
at the higher levels of aggregation – the society or state – such as under-provision of
public goods, high rates of ethnic voting, secession movements or even civil war. The
crucial point is that the researcher need not limit their data collection to only the level
of interest. On the contrary, effective social science should test its theories by collecting
as many observable implications as possible (King, Keohane, and Verba 1994).

3.1.2

Modelling communication potential and linguistic distance

Because my second research question concerns whether the degree of communication
potential affects social trust, it is important to have a clear idea of what those degrees
of communication potential might be. As noted previously, communication potential
is a spectrum across which intelligibility ranges from non-existent to complete. Every
possible pair of languages in the world would likely fall at a slightly different point
across this spectrum. Trying to model a full spectrum of communication potential
would therefore be extremely difficult. In the interests of simplicity, I instead propose
a three-level model of communication potential between speakers. This captures the
idea that there are degrees of communication potential and allows this to be tested
empirically, while also avoiding the difficulty inherent in classifying language pairings
across a spectrum. The three-level model is included as Figure 3.1:1
In level 1, the speech varieties – whether they are considered languages, dialects or
anything else – are so similar that communication is possible without any great effort
1

My placement of languages into these three categories is based partly on scholarly research, such
as Gooskens et al. (2018) and Gooskens (2007) for some European languages. I also relied on my own
conversations with native speakers: German and Yiddish speakers have previously informed me that
they can partly understand the other language, for instance. Finally, online forums such as Quora and
Reddit contain numerous lengthy discussions of mutual intelligiblity between languages. I relied on
these sources to confirm that level 2 is the appropriate classification for Russian/Ukrainian and Syrian
Arabic/Qatari Arabic.
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Fig. 3.1: Three levels of communication potential
on the part of the speakers. Since we are concerned with communication potential,
the actual labels that are given to the varieties are not particularly relevant, which is
why American and British English, which are considered varieties of the same language,
are placed in the same category as Swedes and Norwegians, who are considered to
speak different languages. Labelling two varieties as separate ‘languages’ may generate
identity effects, but it should not have any effect on communication potential.2 I have
also distinguished between written and spoken intelligibility, which is why Serbs and
Croats are placed in the level 1 box for spoken communication but level 3 for written
communication. They are written in different scripts, so a Croatian could not read
written Serbian without prior instruction in the Cyrillic alphabet.
In level 2, I have placed pairs of speech varieties between which some communication
2

The only possible exception is where a desire to emphasise group differences impairs the potential
for semi-communication/receptive multilingualism. This will be discussed further below.
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is possible, but it may be strained and difficult. This corresponds to linguist Einar
Haugen’s idea of ‘semicommunication’, which he describes as ‘a twilight zone of partial comprehension between total comprehension and total incomprehension’ (Haugen
1966b). This phenomenon also goes by the name of ‘receptive multilingualism’, in the
sense that each speaker can understand (is receptive to) the other’s language, but cannot produce it themselves (Verschik 2012). When speakers encounter each other, they
are able to partly understand the other, but it can be quite difficult and each speaker
may need to speak slowly, being careful to avoid idiomatic forms of expression and
making sure to use words which have a cognate in the other language. Once again,
there are some differences between the spoken and written categorisations. German
and Yiddish are partly intelligible in their spoken forms, but because they use different scripts they are unintelligible in writing. Meanwhile, although spoken Syrian and
Qatari Arabic are only partly intelligible, speakers in each country generally write in a
standardised form known as Modern Standard Arabic which is completely intelligible
across all Arab countries. This situation, where speakers employ a local dialect for everyday use but a standardised variety for writing or other formal purposes, is known as
‘diglossia’ (Saiegh-Haddad 2003).
Endogeneity becomes an issue when dealing with level 2 language pairings. Semicommunication is not made possible only by the linguistic closeness of the languages in
question. It is also related to the attitudes of each speaker towards the other language.
Positive attitudes towards the other language community are likely to engender greater
willingness to communicate, and therefore greater ability to understand (Verschik 2012).
Trying to understand a language which is only semi-intelligible requires concentration,
patience and effort, and a person is less likely to expend this effort if they dislike the
group or the person with whom they are trying to communicate. This is probably not
the case for level 1 pairings, where communication is near-effortless, but for level 2 pair-
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ings it seems possible that communication ability is partly a function of pre-existing
levels of social trust.
Finally, level 3 contains all the remaining possible language pairings in the world, where
no real communication is possible between the speakers. The gradient in communication from level 1 pairings through to level 3 also partly corresponds to the degree
of linguistic distance between the languages. Pairings in level 1 are usually extremely
closely-related (Swedish and Norwegian) or are even considered dialects of the same
language (American and British English). Level 2 pairings are also closely-related genetically, although perhaps not as closely as those in level 1 (for instance, Spanish and
Italian are from slightly different branches of the Romance family) and may exhibit
differences in phonology, grammar or vocabulary which make them less intelligible than
level 1 pairings. And of course level 3 pairings, which are most of the millions of possible
language pairings in the world, will usually correspond to languages which are totally
unrelated, although they might also include pairings which are closely-related but still
too different to be understandable (such as English and Danish).

3.1.3

The segregation theory of communication and social trust

Now that I have clarified my assumptions about linguistic distance, it is possible to
lay out a theory of how communication impairment links ethnic or linguistic diversity
to reduced social trust. I am particularly concerned with cross-group trust. This is
an aspect of the broader concept of ‘bridging social capital’ which refers to the level
of social ties, trust and reciprocity between two different groups (Putnam 2000). I
propose that there exists a causal mechanism, centred on communication impairments,
which translates ethnic or linguistic diversity into reduced trust. A causal mechanism
is more than simply a sequence of empirical events, or a series of intervening variables
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between the ‘input’ and ‘outcome’ (Beach and Pedersen 2013, p. 33). Instead, a welltheorised causal mechanism will draw attention to the specific actions and activities
which generate change, and demonstrate how causal forces are transmitted from one
part of the mechanism to the next. Rather than simply noting a sequence of abstract
variables (like ‘segregation’) which sit between ‘diversity’ and ‘low trust’, the mechanism
needs to identify the specific entities in question and state how these act causally upon
each other. Who exactly is segregated, and how does this segregation affect the choice
sets and behaviour of those agents? How do the resulting behaviours serve to reduce
trust? These linkages must not be ‘black-boxed’. Instead, the theory needs to ‘explicitly
conceptualise the activities which produce change’ (Beach and Pedersen 2013, p. 39).
Another question is whether the causal mechanism should be formulated at a macro
level (groups), a micro level (individuals) or both. (Beach and Pedersen 2013, p.
43) advocate for a ‘pragmatic middle ground’ between both approaches, arguing that
mechanisms can exist on both levels simultaneously. They note that trying to reduce a
mechanism to the smallest possible unit of action risks falling into an infinite regress,
and that researchers should avoid always trying to distil causal process to the individual
(or smaller) level of analysis. Their suggestion that researchers should be comfortable
with the idea of mechanisms operating on multiple levels is philosophically consistent
with King, Keohane and Verba’s (1994, p. 30) multi-level approach described above.
The type of causal mechanism proposed here is similar to the ‘situational mechanism’
described by Beach and Pedersen. This type of mechanism links macro-level structures
to micro-level action, explaining how social or cultural factors constrain or encourage
individuals’ actions and shape their desires and beliefs (Beach and Pedersen 2013, p.
42).
So what is the causal mechanism which underpins my theory? Fundamentally it is quite
simple: linguistic diversity creates language barriers which serve to socially ‘segregate’
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the language groups from one another, with the degree of segregation increasing monotonically with the degree of communication impairment. This segregation then limits
the opportunities for cross-group interaction, but it is precisely such interaction which is
necessary for the formation of trust. As Hooghe (2007) and others have noted, risk minimisation is the foundation upon which trust flourishes. Individuals can minimise risk
more effectively when dealing with others who they know well, and have had previous
interactions with, compared to strangers whom they have never met before.
A similar logic was articulated by Putnam, who showed how social networks and cooperation allow trust to develop because, in the parlance of game theory, they offer
participants the chance to play ‘repeated games’ with one another. This serves to ‘reduce incentives to defect, reduce uncertainty, and provide models for future cooperation.
Trust itself is [therefore] an emergent property of the social system’ (Putnam 1993, p.
177). This also aligns with experimental game-theoretic research. While single-shot
prisoner’s dilemma games have a Nash equilibrium where both players defect, infinite
or indefinitely-iterated prisoner’s dilemma games (i.e. those with repeated interactions)
allow trust and cooperation to emerge because each player has the opportunity in future
rounds to punish the other for any defection (Kuhn 2019). The idea here is exactly the
same. By segregating individuals socially, communication impairments inhibit the kind
of repeated interactions which allow trust to develop. Finally, by emphasising the role of
segregation in reducing trust, this mechanism fits well alongside existing evidence such
as Uslaner (2010), Robinson (2017) and Corvalan and Vargas (2015), which demonstrated how geographic segregation reduced inter-ethnic trust and fomented conflict.
The difference is that the segregation is social and not necessarily physical in this case.
It is important to make explicit the reasons why communication impairments lead to
social segregation. Communication barriers do not themselves limit the frequency of
interaction between people. It is hypothetically possible that two people could take part
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in repeated interactions even if they cannot communicate, if for some reason they were
determined to do so. However, such interactions will not usually be very enjoyable.
Communication barriers reduce the quality of social ties that are possible, and these
expectations of reduced quality and enjoyment mean that people have little incentive to
engage in repeated interactions. This idea of interaction ‘quality’ parallels Granovetter’s
(1973) discussion of social ties. Granovetter identified three types of social ties: ‘strong’
ties are those between close friends and family, while ‘weak’ ties are those between
acquaintances. Lastly, ‘absent’ ties are those of negligible significance, such as two
people who nod to each other on the street, or the relationship with the barista from
whom you buy your coffee. Negligible or absent ties might be possible between speakers
in a level 3 pairings, but it is doubtful that their relationship could reach either the weak
or strong level since they cannot speak with each other. Similarly, speakers in a level 2
pairing might be able to communicate just enough to form a weak tie but not a strong
tie, with reduced emotional intensity and lower level of intimacy that implies. Strong
ties – the highest-quality and most enjoyable ties – would likely only be possible in a
level 1 pairing. As Granovetter himself notes, a greater frequency of interaction is one of
the factors that distinguishes strong ties from the two lower categories. Communication
enables more enjoyable interactions to occur, and it is this which generates a higher
frequency of interaction and eventually greater trust. The operation of this mechanism,
where linguistic diversity sets of a series of causal forces which results in reduced trust,
is illustrated in Figure 3.2.
Let’s use an example to illustrate how this might work in a real-world situation. Suppose a state contains two ethnic groups, As and Bs, each of whom comprise half the
population and speak different languages. There is no lingua franca, and no one is able
to speak the other group’s language. On top of that, the languages are from different
families and use different scripts, and are therefore completely unintelligible to each
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Fig. 3.2: Macro and micro-level operation of proposed causal mechanism
other. This type of linguistic diversity creates an insuperable communication barrier
which acts to segregate the two groups socially, even if they live alongside each other
physically. As and Bs could perhaps form ‘absent’ ties such as waving to each other
on the street, but they cannot have conversations, engage in most economic activity,
or form friendships. Neither strong nor weak ties are possible. Each individual will
tend to form strong and weak ties only with members of their own group rather than
with members of the other group. For any given A, most of the people they know, and
therefore have repeated interactions with, will be other As, and the same is true for any
given B.
In line with the logic described by Putnam (1993), the lower frequency of cross-group
interaction inhibits the formation of trust. Individuals are unable to play ‘repeated
games’ in which the possibility of future sanctioning ensures compliance in the short
term. As a result, cross-group interaction is riskier and as Hooghe (2007) noted, this
inhibits the formation of trust. This aspect of the mechanism is in some ways similar to
the ‘social network effects’ identified by Habyarimana et al. (2007), where the greater
likelihood of encountering co-ethnics in the future encouraged individuals to behave
more positively towards members of their own group.3
3

One final question concerns the dynamics of how individual-level trust percolates up to the group
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Of course, this is an extreme scenario. In the real world, at least some members of each
group will learn to speak the other’s language, and perhaps a lingua franca would emerge
which allows As and Bs to communicate. Moreover, many groups which live in close
proximity speak languages which are related and perhaps partially intelligible. Either
of these possibilities will serve to reduce the communication barrier, either for select
individuals (those who can speak the other language or lingua franca) or for the entire
population (if the languages are partly intelligible). The observable implications will be
slightly different, but the communication barrier and its segregating effects will usually
continue to exist, at least to some degree or for some individuals. These complications
are expounded upon further below.
This theory falls firmly within what might be called the ‘rationalist’ school of trust
formation. Individuals’ decisions to trust or distrust are presumed to be the result of
utility-maximising calculations and the desire to minimise risk. A wide range of trust
scholarship falls into this camp, such as Putnam (1993) and Hooghe (2007). Habyarimana et al. (2007) is another example of rationalist approaches to intergroup relations.
But this is far from the only way to understand trust. Under the contact hypothesis
(Allport 1954) increased trust between groups is instead held to result from the way
that intergroup contact affects individuals’ knowledge, empathy and anxiety towards
outgroups. Early contact theorists believed that intergroup contact improved attitudes
because it allows each group to gain more knowledge about the other, which helps to
correct misperceptions and reduce stereotypes (Sigelman and Welch 1993). More recent
research has shown that it is in fact affect-related factors, such as increased empathy
level. For instance, I might trust John from Group A because I have had many previous successful
interactions with him, but this does not necessarily mean that I yet trust all members of Group A. In
his review of the intergroup contact literature, Pettigrew (1998) noted that individual-level attitudes
generalise toward the entire group most effectively when group membership is highly salient and each
views the other as a ‘typical’ member of the outgroup. Somewhat similarly, Buzasi (2015) argued that
because individuals are prone to use heuristics such as ‘representativeness’ (Tversky and Kahneman
1974), individual-level attitudes are likely to generalise towards the outgroup as a whole.
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and reduced intergroup anxiety, which mediate the relationship between contact and
attitudes (Pettigrew and Tropp 2011, p. 79-86). Other theories from social psychology have also drawn attention to the role of affect and emotion in driving intergroup
attitudes. Social identity theory, for instance, posits that outgroup attitudes stem from
one’s need for feelings of ‘positive group distinctiveness’. In short, while the rationalist approach in this thesis has been widely used in political science and economics, it
is important to note that it is not the only way to understand intergroup trust, and
may have shortcomings of its own. Indeed, a large volume of research has pointed out
that individuals exhibit at best ‘bounded rationality’ and frequently make choices which
are inconsistent with the predictions of rational choice theory (Kahneman and Tversky
1979; Sent 2005).

3.1.4

Hypotheses

Now that the theory has been spelled out, we can use it to generate hypotheses. The
two research questions ask whether communication impairments are responsible for the
negative effect of diversity on trust and if so, whether the size of this effect varies with
the degree of communication impairment. The hypotheses below assume that both of
these questions will be answered in the affirmative. I also need to collect enough data
so that each part of the causal process can be identified. There must be some change in
the independent variable, communication potential, which feeds into the ‘segregation’
mechanism described above and causes a change in the dependent variable. While
longitudinal data would be ideal for testing changes in the levels of these variables over
time, cross-sectional or static data can also be used to see if the relationship between
communication in trust is consistent with the predictions of the theory. We might
also expect that each stage of the mechanism would generate observations at multiple
different levels (King, Keohane, and Verba 1994). For instance, a reduction in social
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segregation leading to an increase in cross-group trust could be observed at the individual
level (individuals’ self-reported trust) or the group level (policies and behaviours of
ethnic organisations and leaders). Researchers do not need to be constrained to a single
level of analysis when formulating and testing hypotheses.
I propose three hypotheses in this thesis. The first two correspond to each of the two
research questions, while the third tests whether the ‘segregation’ mechanism described
above is responsible for the effect. The first hypothesis, which corresponds to the first
research question, is:
H1 : All else equal, an increase in communication potential between groups will result
in an increase in trust between those groups.
This hypothesis suggests that communication potential is at least partly responsible
for the negative effect of diversity on trust without taking a position on whether the
degree of communication matters. What would the manifestations of this hypothesis
be? On the individual level, the increase in communication potential (say from a level
3 to a level 1 pairing) would enable people to form social ties in a way which was
not possible before. Of course, communication potential is only a necessary condition
for social ties, not a sufficient one. Some other factor might be needed to ‘push’ two
individuals to engage in cross-group interaction. These could be economic incentives or,
more likely, the simple fact that most people find it gratifying to make friends and will
usually do so when given the opportunity.4 After these cross-group ties are established,
the next stage is for individuals to experience increases in trust by playing ‘repeated
games’ with each other. It is not clear how long these interactions might need to go
on for before an increase in trust can be observed. While an individual might begin to
trust another individual after a few weeks or months of interacting with them, perhaps
4

This tendency of course varies from person to person. We might expect that when an increase in
communication potential occurs, more gregarious and extroverted individuals will be the first to form
cross-group social ties.
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it would take years or decades for this newfound trust to percolate up to the group
level. This process could also generate group-level observations. After the increase in
communication potential occurs and permits cross-group social ties, we might expect
group leaders and ethnic organisations to become increasingly warm to one another as
the level of cross-group trust grows. Leaders and organisations which have previously
acted in antagonistic manner might become friendlier to the other group as the years
go by.
What is the counterfactual situation? Here, there has been no change to communication
potential. Both groups continue to exist in a level 3 pairing. Since communication
potential is a necessary condition for most forms of social interaction, substantive crossgroup social ties will be effectively non-existent except for individuals who may have
learned the other group’s language. That is not to say that social segregation will be 100
per cent: some rudimentary interactions are still possible across a level 3 communication
barrier, such as using pointing and gestures to purchase items at a market. These will
be similar to Granovetter’s (1973) ‘absent ties’. These might enable occasional repeated
games to be played, but they will be far rarer, and much more restricted in their types,
than if the groups could communicate, and accordingly far less cross-group trust will
develop at both individual and group levels. While in the ‘treatment’ condition, the
increase in communication potential should permit comprehensive cross-group social
ties, frequent repeated games, and therefore increases in trust as the years roll by, this
process is stunted in the counterfactual situation.
The second hypothesis relates to the second research question. Does the negative effect
of diversity on trust differ depending on the degree of the communication impairment
involved? I expect that it will, and that cross-group trust will be positively and monotonically related to the level of communication potential between the groups. This
implies the following:
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H2 : All else equal, an increase in communication potential from level 3 to level 2 will
generate an increase in trust between the groups. However, the increase will not be as
great as if they moved from level 3 to level 1.
H2 states that semi-communication – the partial communication possible in a level 2
pairing – will also generate trust, but not as much trust as a level 1 pairing. This
implies that communication and trust exhibit a monotonic relationship. All else equal,
the lowest level of trust will be observed in level 3 pairings. Level 2 pairings will exhibit
more trust than that, and level 1 pairings will exhibit the highest trust of all. The shape
of this relationship is shown in Figure 3.3. What are the observable implications of this
hypothesis likely to be? First, the increase in communication potential will enable social
ties to form which were not possible before. The difference compared to H1 is that the
increase is not as large this time. The groups only reach a state of semi-communication.
This should facilitate the development of cross-group trust over time according to the
same logic as H1 , although with one caveat. Conversation across the divide might be
possible, but it would still be difficult and words in one language might have a different
meaning in the other. Certain types of conversations – about literary or philosophical
topics, say – will still be very difficult because of the complexity involved. This means
that satisfactory interactions of the type that encourage repetition and the growth of
trust will be less frequent, leading trust to grow slowly than if full communication was
possible. This means that at any given time after the change in communication potential
occurred, the level of trust in a level 2 pairing would be expected to be lower than in a
level 1 pairing.
The third and final hypothesis tests whether the relationship between communication
and trust contained in H1 and H2 is mediated by the level of cross-group social ties as
the theory supposes. We would expect that any observed increase in trust would be
accompanied by an increase in repeated interactions. Otherwise, it could not be the
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Fig. 3.3: Monotonic relationship implied by H2
case that repeated interaction is the mechanism which translates communication into
greater trust. This hypothesis is stated as follows:
H3 : Communication increases cross-group trust by enabling an increase in repeated
interaction between the groups.
This hypothesis offers an important test of whether the proposed causal mechanism
actually exists. As noted above, I follow Putnam (1993) in assuming that greater trust
is an ‘emergent property’ of denser social ties and repeated games. This implies that
an increase in repeated interactions can only generate an increase in cross-group trust.
A decrease should not be possible, holding all else equal. Therefore, this hypothesis –
and my entire theory – would instantly be falsified if I could identify an instance where,
all else equal, an increase in cross-group interaction resulted in a decrease in crossgroup trust. It is also important here to draw attention to the distinction between the
implications of this ‘rationalist’ theory and other theories of trust such as the contact
hypothesis. The contact hypothesis also supposes that trust will increase because of
cross-group interaction, but this is because the interaction allows individuals to learn
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about the other group and remove stereotypes (Pettigrew 1998). It does not necessarily
have to be repeated interaction for this to occur. This stands in contrast to the theory
in this thesis, where the interactions must be repeated in order for the ‘shadow of
the future’ (Kuhn 2019) to generate trustworthy behaviour in the present. To confirm
that the rationalist mechanism is the one responsible for the increase in trust, the
hypothesis tests should enable some way to check whether the cross-group interaction
is of a repeated nature.

3.2

Methodology

In order to test these hypotheses, a methodology needs to be spelled out in order to
guide the search for observable implications and determine which of those are able to
confirm or refute the theory above. I will employ a mixed-methods approach which
combines elements of quantitative analysis, process tracing and experiments in order to
test the theory. Although this thesis is much more than just a process tracing study,
I lean heavily on some of the concepts and vocabulary associated with process tracing,
particularly those described by Beach and Pedersen (2013). Similar to what Beach and
Pedersen label as ‘theory-testing’ process tracing, I propose the existence of a particular
causal mechanism and then seek evidence from various cases or research settings in order
to test whether that mechanism exists. I also rely on their typology of hypothesis tests,
particularly on the distinction between ‘hoop’ tests and ‘smoking gun’ tests. These are
described in greater detail below.5
5

One area where my approach differs from Beach and Pedersen is the difference between probabilistic and deterministic understandings of causation. Beach and Pedersen contend that process tracing
implies a deterministic understanding of causality, since when working within a single case we can only
say whether the mechanism produces the outcome or doesn’t. It can be only 0 or 1 and a probabilistic
understanding of outcomes makes little sense. I agree that this may be correct in a traditional process tracing study, but the quantitative analysis used in this thesis involves large-N situations where
a probabilistic understanding of causation once again becomes appropriate. For instance, individuals
may differ markedly in their tendency to trust others, and it makes little sense to say that a reduced
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3.2.1

Complication 1: What is the starting point?

Testing the theory faces five major complications. The first of these concerns the ‘starting point’ of the causal process. The language groups in the example above did not just
spontaneously appear in the state one day. Some historical process must have led to
the presence of multiple groups within a state, and the effect on trust and intergroup
attitudes may vary depending on the nature of that process. This is where it becomes
useful to speak in terms of ‘typologies’ – what are the different types of language diversity, and how might they come about? Schaeffer (2014, p. 53) provided a typology of
ethnic compositions. He identified four main types:

• Monoethnic compositions are those in which there is essentially only one group.
These are very rare, but Korea, Japan or Iceland might be examples.
• Quasi-monoethnic compositions are those where one group dominates, but there
are also one or more small minorities. This is the case in many European states
as well as Australia, the USA and Canada, where one large group is accompanied
a handful of minority immigrant groups. Of course, the minorities do not need to
be immigrants. China arguably exhibits quasi-monoethnic diversity as well, with
the Han Chinese making up the vast majority (>90 percent) of the population,
with the remainder consisting of Zhuang, Uighurs, Tibetans, Mongols, and other
small autochthonous groups.
• Oligoethnic compositions are those in which a small number of often similarlysized groups exist. This is essentially the same as polarisation. The former Yugoslavia, Estonia and Belgium (immigrants notwithstanding) are examples.
likelihood of repeated interactions will impair trust, deterministically, in every single individual. It
would be more sensible to suppose that this situation increases the probability of reduced trust without
assuming it will occur the same way in each person.
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• Polyethnic or“truly diverse”compositions are those with a large number of roughly
similarly-sized groups. Papua New Guinea is an excellent example, but this category would probably also include India or Indonesia.
We also need to distinguish the different types of language situation within each category. For instance, is there a single national language which is spoken by everyone?
Or does each group tend to use its own language with very little multilingualism? The
implications for cross-group communication would differ dramatically. India and Indonesia might both be polyethnic, but while the latter has successfully achieved buy-in
from all ethnic groups for a single national language, the former has been plagued by
disagreements which have prevented any single language from becoming widely used
and accepted across the country (Dasgupta 2003; Bertrand 2003). However, multiplying Schaeffer’s four categories by the several different kinds of language regime would
produce an unmanageably large number of categories, so I will instead restrain my discussion to the four categories while attempting to remain sensitive to the differences
that might develop between different language situations.
Each of the four categories tends to produce different linguistic situations and offer
different starting points for linguistic diversity. In monoethnic and quasi-monoethnic
states, the fact that one language group is so dominant means that language policy
is rarely contentious. When one language is spoken by the overwhelming majority
of the population, there is usually little scope for another language to offer a viable
challenge to its official status. Secondly, many quasi-monoethnic states have seen their
language diversity arise from recent immigration, as has been the case in much of Europe,
Australia, the USA, and so on. This is an important point of difference. The voluntary
nature of immigration means that immigrants may be more willing to form ties with
the dominant group. As a result, we might expect that cross-group relations are already
fairly positive even before accounting for communication potential. If cross-group trust
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is already relatively high, there may be less scope for cross-group communication to
improve it further.
However, the situation is often quite different in oligoethnic or polyethnic states. Since
there is rarely a single dominant language in either oligoethnic states (e.g. Belgium) or
polyethnic states (e.g.India), language policy is often a contentious issue which can foment ill-will and conflict between the different groups. This will have a negative impact
on trust even before communicative potential between groups is accounted for. Further,
their diversity is typically not the result of immigration and instead arises from the
presence of multiple autochthonous groups who, for various historical or political reasons, have ended up together in the same state. They did not ‘choose’ to live together
in the same way immigrants do. Therefore, the desire to form cross-group ties may be
lower, and trust might grow more slowly. It is also often the case that in oligoethnic and
polyethnic compositions, each group occupies its own ‘homeland’ region of the state and
are therefore geographically segregated to some extent. This is not the case in many
quasi-monoethnic compositions, where immigrants generally cluster in large cities and
live side-by-side with the native population. However, polyethnic compositions may differ from oligoethnic in two regards. Firstly, the number of groups is larger, making it less
likely that any single group could achieve a position of political dominance.6 Secondly,
polyethnic states are often formed out of the remnants of European colonial territories,
where numerous different groups are lumped together in a new state simply because this
corresponded to the previous colonial boundaries. These postcolonial dynamics might
have their own effects on the development of social trust, as has been the case in both
India and Indonesia.7
6

Even in polyethnic states like India or Indonesia where one group is far larger than the others,
they still do not make up a majority, as is the case in many oligoethnic states like Estonia.
7
In India for instance, the legacy of colonialism includes the retention of English as a neutral linking
language between the hundreds of language groups. If English was not an option, it is possible that the
southern states might have been more receptive to Gandhi’s plan to standardise Hindi as the official
language of the entire country.
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These differences in ‘starting points’ mean that a change in the independent variable,
communication potential, may tend to take different forms in each case. For quasimonoethnic states the change may occur because of immigration, as new groups who
speak a different language move into the country. In oligoethnic or polyethnic states,
any change in communication potential is more likely to be the result of language policy
choices such as the decision to introduce a lingua franca or to grant official status to a
subset of languages.8 To ensure greater external validity of the theory, my hypothesis
tests should aim to cover more than one of the four categories described above.

3.2.2

Complication 2: Multilingualism and lingua francas

Much of the research on linguistic diversity has tended to treat language groups as
similar to ethnic groups, only with different members and boundaries. But this has
led to some important shortcomings. While ethnic group membership is based in selfperceptions and is usually to some degree exclusive, the languages which one can speak
is an objective fact, not a perception, and are not exclusive. Most people in the world
identify with only one ethnic group, but they may speak one, two or several languages
fluently. Membership of only one language group (monolingualism) is not the norm
worldwide. In fact, most people in the world are multilingual (Aronin and Singleton
2008).
The fact that most people are multilingual has important implications for my theory and
data collection. Multilingualism is an important factor which acts to reduce communi8

Of course, the question might be asked: what constitutes ‘immigration’ ? This is likely to vary
from country to country. In Australia and other English settler societies, we usually reserve the term for
people who were either born overseas or perhaps whose parents arrived from overseas. For everyone else,
the term ‘immigrant’ is not usually salient, even if their ancestors were once immigrants to Australia.
In other countries whose self-identity is based on ethnic rather than civic nationalism, the definition
of ‘immigrant’ may be more expansive. Rather than specifying a particular timeframe or number of
generations required before a person is no longer an ‘immigrant’, I instead acknowledge that this can
vary depending on the political situation and usage in the country in question.
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cation barriers. As a result, any methodology which seeks to divide states into language
groups based on mother tongue, such as Anderson and Paskeviciute (2006) or Alesina et
al (2003), and then compare the level of trust between them would be inappropriate for
this project. Such a methodology would be measuring something much closer to ethnic
groupings instead of communication potential. Take Spain as an example. If, hypothetically, we found that Catalan and Castilian speakers tended to experience greater levels
of cross-group trust than Basque and Castilian, we might be tempted to conclude that
the semi-intelligibility of Catalan and Castilian is driving this effect by allowing greater
communication potential. But this would be a grave mistake, since regardless of their
mother tongue almost everyone in Spain can speak Castilian at least as a second language (Fernandéz and Roth 2006, p. 28). As a result, Basque-Castilian communication
potential may not be greatly different from Catalan-Castilian. It would be more likely
that any difference in trust is the result of something else, such as a history of conflict
or cultural differences.
Indeed, the type of multilingualism present in Spain may be particularly relevant for
this thesis. This is the ‘lingua franca’, where a diverse state contains a linking language
that allows speakers of different mother tongues to communicate with each other. Some
lingua francas are spoken by the entire population (Spain) or the vast majority of it
(Indonesia), while others are spoken only by a small elite (such as English in India).9
Nevertheless, there are good theoretical reasons to expect that linguistic diversity will
have a different impact on social trust in a state where a lingua franca is present compared to a similarly-diverse state where it is absent. These will be discussed in the next
section, but for now it is sufficient to note that a lingua franca could ameliorate both
the identity and communication effects of linguistic diversity. Because they are often
used as tools to build national unity, they may serve to reduce the salience of group
9

The 2001 Indian Census data indicates that about 125 million Indians can speak English, counting
native speakers, bilinguals and trilinguals (Ministry of Home Affairs 2001) .
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divisions and reduce the identity effects which accrue from diversity (Paauw 2009). At
the same time, communication effects will be either partly or completely eliminated in
the presence of a lingua franca depending on the proportion of the population that is
able to speak it.

3.2.3

Complication 3: Endogeneity and reverse causation

The second complication is the potential for the research to be afflicted by problems
of endogeneity or reverse causation. Up to this point, I have treated diversity and
communication as independent variables which may cause lower levels of trust, the
dependent variable. This seems like the most likely causal direction, but we cannot rule
out the possibility that these may be endogenous to the model. That is, perhaps trust or
a related variable could actually affect diversity or communication potential. This might
seem far-fetched, given the usually slow pace of language change, but while the inherent
distance between two spoken languages cannot easily be changed, the communication
potential between individual people often can be. A lingua franca is perhaps the perfect
example of this. It is completely plausible that states in which the different language
groups coexist happily will have an easier time introducing a lingua franca. In this
case, higher trust is causing higher communication potential, rather than the other way
around.
It is also possible that linguistic diversity and distance can, at least to a limited extent,
be manufactured in certain situations. This is also an opportune time to point out the
distinction between spoken and written communication potential. Spoken communication potential usually changes very slowly. Dixon (1997, p. 59) shies away from stating
exactly how long it may take for two spoken varieties of a language to become unintelligible, although he does suggest that an appropriate scale would be ‘centuries’. This is
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far too long for political factors or inter-group tensions, which take place over years or
decades, to have an impact. But written communication potential is another matter.
Languages can change their writing system quickly and easily: Turkish, for instance,
switched from an Arabic to Latin script in 1928. Needless to say, this greatly impacted
the degree of written intelligibility with other Turkic languages and was very much the
result of political and intergroup factors, namely Ataturk’s desire to westernise Turkey
(Çolak 2004).
Another example can be found in the case of Hindi and Urdu, which are so alike that
they are sometimes referred to as a single language called ‘Hindustani’. But Hindi,
strongly associated with India and Hindus, is written in the Devanagari script while
Urdu, associated with Pakistan and Muslims, is written in the Persian alphabet. The
choice and maintenance of different scripts was no accident: it was related to the ‘vast
history of grief’ between the Hindu and Muslim communities in India (King 2001). Low
trust was therefore a causal factor leading to a written communication barrier. But the
Hindi-Urdu controversy also illustrates that to a limited degree, spoken communication
can also be impaired in this way. While their everyday varieties are near-identical and
easily intelligible, Hindi derives much of its academic, technical and literary vocabulary
from Sanskrit, while Urdu instead reaches towards Persian and Arabic. The result is that
the ‘highbrow’ forms of the languages, like news broadcasts, are frequently unintelligible.
This was also partly the result of the intercommunal tensions and the desire to emphasise
group difference between Hindus and Muslims; highbrow Hindi and highbrow Urdu
diverged rapidly during and after the partition of India in 1947 because of language
planning efforts and the standardising influence of radio and television (King 2001).
Therefore, low trust can also impair spoken communication to some degree, although the
Hindi-Urdu controversy illustrates that this may be the case only for ‘highbrow’ forms
which are particularly susceptible to the standardising efforts of political authorities.
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3.2.4

Complication 4: Confounding

A related complication, and perhaps the most difficult to overcome, is the fact that several of the independent variables in this study are likely to co-vary. I want to explain the
impact of communication barriers on trust, but communication barriers usually do not
change by themselves, either within cases or between cases. Communication potential
is a function of linguistic distance, which in turn is closely related to cultural distance
(Desmet, Ortuño Ortı́n, and Warcziarg 2012). Groups who are low in communication
potential will therefore usually be more culturally distant from one another, making it
difficult to separate out the effect of communication potential specifically. If I were to
find that Castilian Spanish and Basque speakers had less bridging social capital than
Castilian and Catalan speakers, who is to say that this is not because of greater cultural
distance rather than communication impairment? In quantitative research, this problem
is referred to as ‘multicollinearity’, but the problems it poses for inference are equally
pertinent for qualitative research.
Nor is culture the only independent variable that is likely to be associated with communication potential. Another variable which is often closely linked to groups’ ability
to communicate is the language policy of the state in which they live. Linguistically
diverse states adopt policies specifying which of their many languages will be used, and
in which domains. Multilingual states frequently specify which languages may be used
in government, education and the media. This process of ‘language standardisation’
often improves intergroup communication by imposing a lingua franca, but it also runs
the risk of alienating certain groups and fomenting anger towards the group perceived
as imposing the policy (Laitin 2000a; Ginsburgh and Weber 2013). Once again, Spain is
a good illustration: Castilian Spanish was imposed as a lingua franca by the Francoist
regime, which also supressed the use of Catalan, Basque and other minority languages
(Encarnación 2017). The increase in communication potential was therefore accompa77

nied by anger and mistrust towards the Castilian establishment which continues today.10
The relationship is a negative one in this case, but the problem remains: since they covary, how can the researcher separate out the effects of communication potential on
trust from the effects of language policy on trust? In situations like this, convincing
causal inferences might be made most effectively by identifying instances, most likely
on the individual level, when communication potential is assigned on a random or as-if
random basis.

3.2.5

Complication 5: Geographic integration and non-integration

A final problem with testing this theory is that many linguistic group pairings will be
spatially segregated from each other. Even within the same state, different language
groups frequently occupy different ‘homelands’ or regions: this is the case for Quebecois
and English Canadians, Armenians and Azeris in Azerbaijan, the many language groups
of India, and countless other instances. Moreover, even in cases where different language
groups become geographically integrated with one another, they usually use one or
more lingua francas to ease communication. Montreal in Canada is a good example.
Populated by Quebecois, English Canadians and various immigrant groups, over half
of its inhabitants are nevertheless able to speak both French and English. This means
that any two randomly-selected individuals are overwhelmingly likely to have at least
one language in common (Rocha 2017). This poses two problems. First, it means that
collecting observations about cross-group social ties could be difficult, simply because
situations where different and non-communicative language groups live side-by-side are
uncommon. Second, a critic might point out that this fact makes the theory somewhat
irrelevant. If groups are usually geographically segregated, why does it matter if the
10

Catalonia’s abortive 2017 secession referendum vividly illustrates how resentment towards Castilian domination still animates Spanish politics.
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communication barrier impedes social ties? Won’t the geographic segregation prevent
them from forming those ties anyway?
I offer two responses to this. Firstly, even when groups are geographically segregated,
they will still form ties, although the nature of those ties might be different. Individuals
might still frequently travel between regions for business or holidays, so while face-toface everyday ties may be uncommon, economic and tourism ties could still be frequent
and important. There are also national organisations, such political parties or sports
leagues, which usually draw membership from many areas of the country. Moreover,
the internet and mass media means that social contact can easily transcend physical
distance. Groups living in different ‘homelands’ might still have frequent, everyday
social ties though email, instant messaging, online gaming, and so on. Those ties might
take a different form compared to if the groups lived side-by-side in the same city, but will
still exist. Secondly, while instances of low-communication group pairings living side-byside may not be the norm, there are still numerous examples. Brussels, for instance, is
a majority Francophone city, but recent data indicates that over ten percent of the city
cannot speak French, and most of those cannot speak Dutch or English either (Van Parijs
2016). Developing an understanding of how communication impairment affects social
capital will therefore still be important for the numerous situations like Brussels. It
may be particularly relevant in the context of immigration, as new arrivals frequently
congregate in cities and sometimes have limited or no proficiency in the language of the
majority.

3.2.6

Making causal inferences about communication and trust

Trying to draw causal inferences from any data will be difficult because of the five
complications described above. Even if I found correlative patterns in the data indi-
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cating that one pairing has both higher communicative potential and higher trust than
another, how could we be sure that this is not the result of some other factor such
as culture, language policy or historical experience rather than communication itself?
Fearon (1991) provides one possible means of overcoming these problems. He suggests
that researchers can construct a ‘counterfactual’ situation in which only the independent
variable changes, and then provide a plausible story of how the dependent variable would
or would not be different. Proposing a counterfactual allows the researcher to approximate the benefits of an experiment: one and only one variable changes, thus allowing
the researcher to distinguish, in a sense, between treatment and control groups. In this
study, a counterfactual might be if we imagined that Serbs and Croats spoke totally
unintelligible languages, but everything else about them – their cultures, shared history,
geography, demography and so on – remained the same. The difference in trust from
this situation compared to the real world is equal to the causal effect of the independent
variable we changed (King, Keohane, and Verba 1994, p. 78).11
The problem is that the counterfactual is by definition speculative. We can never know
for sure what would have happened if communication potential, and nothing else, had
been different. Fearon therefore argues that the success of the counterfactual strategy
depends on the researcher’s ability to tell a plausible story about ‘what would have
happened’, which is usually done by invoking commonly-accepted and uncontroversial
propositions in order to analyse how the dependent variable may or may not have differed
in the counterfactual scenario. He also points out that the counterfactual needs to be
‘co-tenable’. This means that it should actually be plausible for one variable to change
while all others stay the same. This may not be the case if the variable in question
is so closely linked to the others that a change in one probably necessitates a change
in the other (Fearon 1991). Fortunately, this is probably not the case for changes in
11

Since I have assumed that the independent variable can take three values (level 1, level 2 or level
3 pairings), there will actually be two possible counterfactuals for each case.
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communication potential between language groups.12
A second source of causal inference comes from what Collier, Brady and Seawright
(2004) term ‘causal process observations’. These stand in contrast to the ‘data set
observations’ used in quantitative and quantitative-inspired work such as King, Keohane
and Verba (1994). Data set observations are types of observations where the level
of a variable is observed for each case. This usually takes the form of a so-called
‘rectangular data set’ where the rows contain the cases and the columns contain the
observed level of each variable. Causal process observations are different in that they
are not necessarily observed for each case. In fact, they might be observations which
only exist in one case, but provide extremely strong support for causal inference within
that case. Collier, Brady and Seawright give the example of a study which sought
to determine whether the ‘nuclear taboo’ – the moral objection to the use of nuclear
weapons – was a factor in the USA avoiding their use during the Cold War. The
researcher presented meeting minutes in which military leaders spoke explicitly about
their moral reservations regarding the use of nuclear weapons. This causal process
observation cannot be entered into a rectangular dataset, since it applies only to this
one case, but it nevertheless provides strong support for the researcher’s theory.
My ability to make convincing causal inferences will also depend on being able to successfully utilise different types of empirical tests. Beach and Pedersen (2013) distinguish
between ‘hoop’ tests and ‘smoking gun’ tests. In a ‘hoop’ test, failing the test means
that the theory is falsified, but passing it does not mean it is confirmed. It is necessary but not sufficient to confirm the hypothesis. A ‘smoking gun’ test is the opposite:
passing it means the theory is confirmed, but failing it does not mean it is falsified. It
is sufficient but not necessary.13 If my empirical strategy combines both types of tests,
12

For instance, we might imagine that Serbs and Croats speak unintelligible languages because of a
language policy decision made by one of them in the distant past that has no bearing on their present
culture or attitudes.
13
There are also two other kinds of tests. Straw-in-the-wind tests are those where passing does
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and the theory passes both, this provides more convincing evidence of its validity. The
type of test used may vary depending on the type of observations being collected. For
example, smoking gun tests are likely to be used for causal process observations. If a
survey respondent stated explicitly that a language barrier prevented them from forming social ties with people, this would be strong ‘smoking gun’ evidence that my theory
is correct.14 However, failing to find a statement like this would not falsify the theory.
Conversely, hoop tests are likely to be used for data set observations. If I failed to find
that repeated interaction had any correlation with trust (a data set observation), this
would falsify my theory, but even if I did find the correlation, this would still not confirm
the theory since we cannot yet be certain that the effect is causal. Testing the theory
using both hoop and smoking gun tests means that I can establish its validity with a
greater degree of confidence, since passing both types of tests equates to establishing
both necessary and sufficient conditions to confirm the theory.
A third means of obtaining causal leverage involves ‘model-based inference’ (Dunning
2012). In this approach, causal inference is made by generating regression models out
of data set observations. By controlling for possible confounders, researchers are able
to estimate the independent effect of one variable on another, even though the data
were not generated through an experimental process. This approach is frequently used
in the social sciences, but ‘garbage can regressions’ which include a long list of controls have sometimes been criticised for being poorly specified and failing to deliver the
causal leverage claimed (Achen 2005). This phenomenon of ‘overcontrolling’ was also
criticised by Pearl and McKenzie (2018). However, the authors ultimately defended
not confirm the theory, and nor does failing falsify it. They are therefore of limited use in generating
leverage. Doubly-decisive tests are those where passing the test confirms the theory, and failing it
falsifies it. This is the ideal type of empirical test, but identifying instances where such tests could be
performed is quite difficult. See Beach and Pedersen (2013) for further discussion.
14
It is still not one hundred per cent convincing, however. There is always the possibility that a
response like this is affected by social desirability bias. Perhaps the respondent is only using communication as an excuse, and their avoidance of cross-group ties is really driven by cultural difference or
animosity.
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the use of model-based casual inference, noting ‘if you have identified a sufficient set of
deconfounders... and properly adjusted for them, then you have every right to say that
you have computed the causal effect X → Y’ (Pearl and McKenzie 2018, p. 139).

3.2.7

Hypothesis tests

To test the hypotheses, I use three different ‘cases’, each of which functions as a standalone hypothesis test. In doing this I am once again guided by the logic of process
tracing. Process tracing is a case-centric methodology. But mote than that, it is a
within-case methodology: inferential leverage does not derive from comparing each case
against the other. Indeed, the cases and type of evidence used in each one are often
non-comparable. Instead, each case functions as a standalone test of the presence or
absence of the causal mechanism (Beach and Pedersen 2013). I use the same approach
here. While each case is capable of independently confirming or refuting the hypotheses,
by combing several cases together I aim to increase external validity and confidence in
the conclusions reached by each one.
In selecting cases I have attempted to follow the advice of Ragin (2004) to use ‘typologies’. I have chosen one case from each of the three ‘types’ of linguistic diversity
describe above: polyethnic, oligoethnic and quasi-monoethnic. This means that the
results can provide more useful information about the generalisability of the theory.
For instance, if the hypotheses were confirmed only in the quasi-monoethnic case, this
might suggest that there is something unique about immigration – a common generator
of quasi-monoethnic diversity – which generates that effect, and that the theory may
not generalise beyond an immigration context. Choosing different types of cases is also
an example of the ‘triangulation’ of data and methods recommended by Tarrow (2004)
and Beach and Pedersen (2013).
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3.2.8

Case 1: Cross-country trust in the European Union

The first case is the European Union. Although this consists of 27 countries (21 of
which are included in the analysis), I contend that the European Union as a whole
approximates the conditions of polyethnic diversity. With its many different ethnicities,
integrated economy, free movement and ‘pooled sovereignty’ between the member states
(Keohane 2002), we might view the EU as analogous to a single polyethnic state such as
India, Indonesia or the Philippines. There is not necessarily any reason to expect that
the conclusions about trust within the EU would not also apply to trust between groups
in a single polyethnic state. The fact that the EU allows for free movement within its
borders would seem to be particularly important for this kind of external validity, as
this allows EU citizens to move between countries and experience intergroup contact
across linguistic divides, much as they can within a single country.
In this case study, I collect data on cross-country communication and trust between 21
European countries. Data is obtained from the 2004 European Election Study (Schmitt
et al. 2009) and Eurobarometer 64.3 (Papacostas 2006). I use this data to build a regression model to estimate the effect of both full communication and semi-communication
on trust. Since this information is based on data set observations (Collier, Brady, and
Seawright 2004), this functions as a hoop test for the theory. It also acts as a form of
model-based inference: by controlling for relevant confounders, I aim to estimate the
independent causal effect of communication on trust. If the hypotheses are correct, then
both full communication and semi-communication should have a statistically significant
positive effect on trust in the regression models, but the effect of full communication
should be larger, reflecting the monotonic relationship described in Figure 3.3.
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3.2.9

Case 2: Surveys and interviews in the former Yugoslavia

The second case study is the former Yugoslavia and its successor states. As a single
unit, the former Yugoslavia exhibits oligoethnic diversity: it contains a small number of
roughly similar-sized groups including Serbs, Croats, Bosniaks, Kosovars, Montenegrins
and Slovenes. The former Yugoslavia and its successor states were embroiled in a series
of conflicts during the 1990s, which remain the most violent conflict on European soil
since 1945. The analytic approach here exploits the fact that cross-group attitudes are
likely to be extremely poor in the wake of such conflict, providing a ‘baseline’ from which
we can observe the regrowth (or not) of trust. If the theory is correct, trust should grow
more quickly between pairings which share a language (for example, Serbs and Croats)
than those which do not (for example, Serbs and Kosovars). As with the European
Union case, these higher levels of trust should be reflected in stronger relationships in
a regression model, where data set observations are used to perform a hoop test on my
theory.
However, the Yugoslavia case study will also be used to perform ‘smoking gun’ tests.
As described above, combining this with hoop tests allows both necessary and sufficient
conditions for the theory to be established. I will conduct interviews with the goal of
collecting causal process observations, which can be an important source of inferential
power in situations where experimental or quasi-experimental designs are not feasible
(Collier, Brady, and Seawright 2004). For instance, if a Serbian interviewee stated: ‘I
would really like to make friends with the Macedonians like I do with Croats, but I
just find it a bit too hard to understand them’, this evidence would be a ‘smoking-gun’
which provides compelling support for my theory that communication barriers facilitate
segregation and reduce trust, rather than the effect being entirely attributable to other
factors like cultural distance or historical animosity. Conversely, if the same interviewee
had stated ‘I can’t understand Macedonians well, but even if I could, I still wouldn’t
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want to associate with them’, this would suggest that that social segregation and low
trust is caused by factors other than communication.

3.2.10

Case 3: A randomised controlled trial in Portugal

Cases 1 and 2 both suffer from the limitation of relying on model-based inference. That
is, they attempt to generate inferential leverage after the fact by using statistical models to account for confounding or omitted variable bias. This relies on the assumption
that all possible confounders have been accounted for, which is difficult to know with
certainty. To overcome this problem, my third case will involve a randomised controlled
trial to detect the effect of communication potential on cross-group contact, which corresponds to the first part of my proposed causal mechanism. Experimental methods
like this one are a type of ‘design-based inference’ (Dunning 2012) where inferential
leverage is generated by the data collection process itself. With a randomised controlled
trial, confounding should not be a problem because random allocation to treatment and
control groups means that the independent variable of interest will be uncorrelated with
any possible confounder (Kellstedt and Whitten 2018, p. 84).
As far as I am aware, no previous study has achieved random assignment of communication potential as a treatment variable. The reasons for this are perhaps obvious.
An experimental design where, for example, the treatment group was required to learn
one language while the control group learned another would require a very long time
to allow the subjects to master the languages required, if they managed to do so at all,
which would present a significant logistical hurdle to researchers. This thesis proposes a
much easier approach. Rather than assigning communication potential, I propose to assign communication impairment. This can be done by hiring a multilingual confederate,
who can switch randomly between their languages while speaking to different research
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subjects. In this way, each subject’s perceived level of communication potential with the
confederate can still be randomly allocated. Although I originally planned to conduct
this experiment on a sample of Portuguese undergraduates, the Covid-19 pandemic in
2020 meant that this fieldwork had to be abandoned. Instead, I use this thesis to lay
out a motivation and design for the experiment, in the hope that it can be completed
at a later date.
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Chapter 4
Cross-country trust in the European
Union

4.1

Background and method

This chapter provides the first case study of communication and trust. It uses quantitative methods to test the theory outlined in Chapter 3 and offers a test of all three
hypotheses. I construct 359 cross-country dyads composed of 21 European countries,
with each dyad forming one observation. If the hypotheses are correct, then there should
be a statistically significant relationship between the dyads’ levels of communication potential and their levels of cross-country interaction and trust.1
While this chapter employs some bivariate techniques such as scatterplots, most of the
inferential power here comes from multiple regression analysis. Regression techniques
attempt to fit a line through a scatterplot of data in order to model the relationship
between one or more independent variables (X) and a dependent variable (Y). This
chapter uses ordinary least squares (OLS) regression, where the line is fitted in order
to minimise the sum of the squared distances from each observation to the trendline
(Wooldridge 2009, p. 30-31). Regression models also include an error term which captures stochastic variation in Y which cannot be explained by the rest of the model. For
this reason, regression is based on a probabilistic, rather than deterministic, understand1

The analysis in this chapter has previously been published in the journal Social Science Research.
See Kumove, Michael, “Diversity, Semi-Communication and Cross-Country Trust: A quantitative analysis”, Social Science Research 86 (February 2020), 102392.
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ing of causality (Kellstedt and Whitten 2018, p. 189). This aligns well with the causal
assumptions made in Chapter 3, where I contended that communication increases raise
the probability of individual trust increasing, without necessarily implying that trust
will increase deterministically for every single individual. The end result of regression
analysis is that if undertaken carefully, the researcher is able to determine whether two
variables are associated, the magnitude of that relationship, and the likelihood that the
relationship exists outside the sample in the general population.
Regression has become a popular technique in the social sciences over the last several
decades and presents several advantages for a project like this. Most importantly, it provides an effective means of using observational data to isolate the relationship between
the independent variable of interest (communication potential) and the dependent variable (trust), separate from possible confounders which may influence both. As noted in
Chapter 3 there are numerous other variables which could plausibly affect both communication and trust, such as cultural distance or economic development. Dunning
(2012, p. 22) points out that multiple regression allows researchers to approximate
a true experiment by doing what is usually only possible in a controlled laboratory
setting: holding other factors constant. For this reason, it is what Dunning calls a
‘model-based’ solution to the fundamental problem of causal inference. He contrasts
this against ‘design-based’ solutions such as natural experiments or true experiments,
where causal inference is made possible prior to data collection by the research design
itself.
Despite the growing popularity of regression in the social sciences, which has been made
possible by increases in computing power and the availability of statistical software,
some scholars have criticised the injudicious use of regression by their fellow researchers.
Achen (2005) showed how attempting a regression when data is non-linear can lead to
incorrect inferences, and argued that researchers should avoid using long lists of control
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variables (a so-called ‘garbage can’ regression) as this makes the necessary diagnostics
difficult to perform. To avoid these pitfalls, I heed Achen’s advice to go beyond merely
reporting regression results. I also test for non-linearities by including logarithmic transformations of key variables in the regression models, as well as performing various other
robustness tests. I also conduct a comprehensive set of regression diagnostics to ensure
that the model assumptions are met. These are contained in Appendix A2 and are
based on the approach recommended by Chen et al. (2003).
The modelling techniques used here are fairly straightforward. I construct two indexes
of cross-country communication potential: a ‘shared language index’ which measures the
probability that randomly-selected individuals in each country of a dyad will have a language in common (i.e., can engage in level 1 communication) and a ‘semi-communication
index’ which measures the probability that randomly-selected people in each country
can engage in semi-communication (level 2 communication). If H1 and H2 are correct,
both of these indexes should have a positive and statistically significant relationship with
trust, but the semi-communication index should have a weaker relationship than the full
communication index. This would be consistent with the monotonicity predicted by H2 .
To test H3 , I supplement the regressions with a structural equation model (SEM) which
models the relationships between communication, cross-group interaction and trust. If
cross-group interaction does have the mediating effect predicted by H3 , the SEM should
show a significant indirect effect of communication on trust through that channel.

4.2

Data

The analysis in this chapter is based on 359 cross-country dyads composed of 21 European states. The states were those which had both (1) data on trust from the European
Election Study 2004 (Schmitt et al. 2009) as well as (2) language data from Eurobarom90

eter 64.3 (Papacostas 2006). Those countries were:
Austria

Belgium

Czech Republic

Denmark

Estonia

Finland

France

Greece

Hungary

Ireland

Italy

Latvia

Lithuania

Luxembourg

Netherlands

Poland

Portugal

Slovakia

Slovenia

Spain

Sweden

Although 21 countries should produce a maximum possible number of 420 dyads, three
countries (Belgium, Lithuania and Sweden) did not have data available on their trust
levels towards other countries, and one other dyad (Hungary-Portugal) was missing this
data as well. This leaves 359 ‘directed dyads’, each of which consists of a ‘truster’ and a
‘trustee’. The level of trust attached to that dyad refers to how much the truster trusts
the trustee, not the other way around. When I write the dyads with a hyphen, the
truster is always listed first, so the dyad Finland-Latvia is concerned with how much
Finland trusts Latvia. That level of trust will be different to the dyad Latvia-Finland.

4.2.1

Communication potential

As noted in Chapter 3, much of the previous research on the effects of linguistic diversity
has failed to truly measure communication potential, and has instead measured something much closer to ethnic groupings. Many highly-cited studies, such as Alesina et al.
(2003) and Anderson and Paskeviciute (2006), have derived measures of linguistic fractionalisation based on mother tongue but which fail to account for second languages or
lingua francas which can reduce the communication barriers between groups. I stated in
Chapter 3 that Spain provides a good illustration of this problem, since almost everyone
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can speak Castilian Spanish even if their mother tongue is Basque, Catalan or something else (Fernandéz and Roth 2006, p. 28). Another example is Indonesia. While it
is one of most highly-fractionalised countries in the world based on mother tongue, the
majority of Indonesians can speak the national language – Bahasa Indonesia – at least
as a second language (Ravindranath and Cohn 2014). The result is that traditional fractionalisation measures may drastically underestimate the true communication potential
between groups because they fail to account for second languages or lingua francas.
To overcome this problem, we need to construct an ‘index of communication potential’,
as recommended by Laitin (2000a) based on work by Greenberg (1956) and later used
by Buzasi (2015). This index accounts for both mother tongues and any additional
languages that people may speak. To create it, we divide the population up not by
mother tongue, but by their language repertoires, so those who are monolingual English
speakers are taken as a different group to those who speak English and Spanish. If a
country has three languages A, B and C, then there are seven possible groups:
• monolingual A speakers,
• monolingual B speakers,
• monolingual C speakers,
• those who speak A and B,
• those who speak A and C
• those who speak B and C
• those who speak A, B and C
Buzasi and Laitin are referring to calculating within-country communication potential.
To generate a within-country measure of communication potential, we first determine
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the percentage of the population of each of those seven groups and then find the product
of each of those groups with each of the other. We then sum up all the products where
communication is possible - so we include the product of A+B and A in the sum, but
not B+C and A, since in the latter case there is no language in common (Laitin 2000a,
p. 149). This method was also used by Buzasi (2015) to construct her communication
indexes.
The challenge here is to adapt their method for cross-country use. Instead of finding the
products of each group with each of the others in the same country, I instead found the
products of each group with each group in the other country. These were then summed
to generate a score for cross-country communication potential. I obtained language
data from Eurobarometer 64.3 (Papacostas 2006), which was conducted in 2005 and
asks Europeans about their native language as well as any other languages they speak
well.2 In order to simplify the calculations, I took only the first additional language
mentioned by each person. I also ignored mother tongue groupings with less than 10
respondents, and instead placed these into a single ‘Other’ category.
This allowed me to generate language repertoire groups for each country including residents’ native tongues as well as their first additional language. These are just like the A,
B and C groups in Laitin’s example. For instance, in Austria 959 people gave German
as their mother tongue, and 43 spoke ‘Other’ mother tongues. Of the 959 whose mother
tongue was German, 539 also spoke English, another 14 spoke French and a further 11
spoke Italian, while of the 43 who spoke ‘Other’, 35 spoke German. This means there
are six groups of people in Austria:

• Those who speak only German (39.4%)
2

The first language mentioned is also likely to be the one in which the respondent is most proficient,
so this has the additional advantage of avoiding counting languages in which the respondent may have
only a middling level of proficiency.
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• Those who speak German and English (53.8%)
• Those who speak German and French (1.4%)
• Those who speak German and Italian (1.1%)
• Those who speak ‘Other’ (0.8%)
• Those who speak ‘Other’ and German (3.5%)

I created these language repertoire lists for each of the 21 countries. Then, I compared
the repertoires against one another for each of the 359 dyads. For instance, the language
repertoire groups for the dyad Austria-Portugal are included in Figure 4.1.

Fig. 4.1: Language repertoires in Austria and Portugal
Now, I can calculate the product of any group encountering any of the groups in the
other country, which reflects the probability of that encounter occurring. Each of the
cells in the table below is obtained by finding the product of the proportions of each
group from the two countries. For instance, since the proportion of monolingual German
speakers in Austria is 0.394, and the proportion of monolingual Portuguese speakers in
Portugal is 0.666, the product is 0.263. This is entered in the relevant cell in Figure 4.2:
The same process was repeated for each of the other products in the table. Each product
is taken to represent the probability that an encounter between one resident of each
country will involve those two specific groups – so if a randomly-selected Austrian and
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Fig. 4.2: Probabilities of language encounters between Austria and Portugal
a randomly-selected Portuguese were to meet, the probability that it will be a German
monolingual and a Portuguese monolingual is 0.263. Next, I follow the procedure used
by Greenberg and Laitin and sum up the encounters where the participants actually
have a language in common. Those are shaded in Figure 4.3 below:

Fig. 4.3: Probabilities of language encounters between Austria and Portugal
The Portuguese who can speak English can speak to the Austrians who speak English
(an encounter with a 0.115 probability of occurring). Similarly, Portuguese who speak
French can talk to the Austrians who speak French, and the Portuguese who speak
German can talk to the Austrians who speak German (which is almost all of them).
I then sum up all the products for encounters where communication is possible. The
result is 0.129, which I take as the ‘shared language index’ score between Austria and
Portugal. I repeated this process for all 359 dyads in the sample.
But the process does not end there. Since I am interested in the possibility that the
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degree of mutual intelligibility between languages may affect trust, I need to find a way
to account for this in the analysis. In particular, I want to know whether the ‘semicommunication’ between languages like Spanish and Italian might be linked to higher
trust than if there was no communication at all. To do this, I took all of the languages
in my sample and identified the pairs where there is sufficient mutual intelligibility for
semi-communication to occur. Information on how this was done is contained in Appendix A1, but it relied heavily on Gooskens et al.’s (2018) study of mutual intelligibility.
I also relied on testimonies from native speakers and language learners accessed online.
Through this method I derived the following list of language pairs in the 21 countries
which allow for semi-communication:
Catalan-Spanish

Catalan-Italian

Galician-Portuguese

Galician-Spanish

Italian-Spanish

Portuguese-Spanish

Croatian-Slovenian

Czech-Slovak

Polish-Slovak

Danish-Swedish
For dyads where any of these pairings occur, I calculated the sum of all the encounters
where semi-communication occurs. This is a similar process to that used for the shared
language index: the only difference is that in this case, I am summing up the semicommunication encounters rather than those where there is a shared language. For
instance in the Austria-Portugal dyad, there is one encounter where semi-communication
is possible. This is highlighted with dark shading in Figure 4.4.
The small number of Austrians who speak Italian can partially converse with the small
number of Portuguese who speak Spanish. In this case, the value of the dark-shaded
square is quite tiny (0.00033 with rounding removed). These scores, which refer to
the probability that two randomly-selected people from across the dyad will be able to
engage in semi-communication, are referred to as the semi-communication index.
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Fig. 4.4: Austria-Portugal encounters with semi-communication added
Most dyads (297 of the 359) did not allow for any semi-communication. However, in
the dyads where it was possible, the probability of semi-communication was sometimes
quite large and represented a vast change over and above the shared language index.
The ‘shared language index’ score for Italy-Spain was 0.064, but the probability of semicommunication was 0.846. To reiterate, the inclusion of semi-communication means that
we can now construct two separate indexes of communication potential:

• The shared language index, which measures the probability that any two randomlyselected people from each country have at least one language in common. This is
the same type of index used by Buzasi (2015), except that this index is betweencountry rather than within-country.
• The semi-communication index, which measures the probability that any two
randomly-selected people from each country are able to engage in semi-communication
(e.g. one of them speaks Spanish and the other Italian).

The development of the semi-communication index represents an innovation in the quantitative study of communication potential. Buzasi’s study included only a shared language index. By accounting for semi-communication, I hope to be able to move towards
a much more accurate understanding of how mutual intelligibility affects trust. To see
how this all works, let’s take another look at the Italy-Spain dyad referred to above.
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Fig. 4.5: Histogram of SLI scores

Fig. 4.6: Histogram of SCI scores

Fig. 4.7: Histogram of logged SLI scores

Fig. 4.8: Histogram of logged SCI scores

Its score on the shared language index is 0.064, indicating there is only a 6.4% chance
that a randomly-selected Italian and a randomly-selected Spaniard will have at least
one language in common. However, there is a 0.846 probability that they will be able
to engage in some form of semi-communication, for instance if one speaks Spanish and
the other Italian, and this is its score on the semi-communication index. Histograms
for the two indexes are displayed in Figures 4.5, 4.6, 4.7 and 4.8. Because of the
skewed nature of the data, I also include histograms of the natural log of each index.
The semi-communication index takes a value of zero for most dyads, and the log of zero
cannot be computed. Those observations were excluded, and therefore as indicated on
the histogram its log transformation includes only 62 dyads.
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A final point to note is that the scores on both communication indexes are non-directed.
That is, the communication scores for the dyad Finland-Latvia will be exactly the same
as for Latvia-Finland. This is in contrast to the trust scores: as mentioned above, the
trust level for Latvia-Finland will be different to Finland-Latvia.

4.2.2

Cross-country trust

Cross-country trust data was obtained from the 2004 European Election Study (Schmitt
et al. 2009). While newer data would have been preferable, this appears to be the most
recent dataset available on trust between European countries and is the same source
used by Gerritsen and Lubbers (2010) in their analysis of European cross-country trust.
The survey asked respondents in various countries how much they trust specified other
European nationalities “How much trust do you have in Danes? How much trust do you
have in Poles?” and so on). Three answers were possible: a lot of trust, not much trust,
or don’t know/not applicable. For each of the dyads, I calculated the level of trust held
by the truster towards the trustee. This was obtained by first removing all the “don’t
know/not applicable” answers from the respondents in the truster country. Then, the
total number of people responding that they had “a lot of trust” in the trustee country
was divided by that figure:

Trust score =

Number responding ”A lot of trust”
Total responses - Number of ”DK/NA” responses

The resulting trust scores can range from 0 to 1. The lowest level of trust was Portugal’s
trust towards Lithuania (0.216) and the highest was Denmark’s trust in Sweden (0.976).
However, most dyads had a level of trust in the mid-range, between about 0.4 and 0.8.
I also created a second alternative measure of trust, which was calculated the same
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way as the previous one except that I divided the number of people expressing “a lot
of trust” by the total number of respondents, without subtracting the “don’t know/not
applicable” answers. This second measure is very strongly correlated with the first
(pairwise correlation of 0.92) but provides an alternative specification of the dependent
variable which is useful for robustness checks. Since some countries may be more likely to
shy away from saying directly that they do not trust a group, and instead might simply
respond “I don’t know”, including a second specification which includes the “don’t know”
answers in the denominator provides a way of avoiding this bias. Histograms for both
trust measures are displayed in Figures 4.9 and 4.10.

Fig. 4.10: Histogram showing ‘alternative’ dyad trust scores

Fig. 4.9: Histogram showing dyad
trust scores

4.2.3

Control variables

To enable effective model-based inference, possible confounders of the relationship between communication and trust must be controlled for. The most likely possible confounder is the cultural distance between groups. This was measured using three different
specifications. First, I used ethnic similarity as a proxy for cultural similarity by developing an ‘ethnic similarity index’ for each dyad. I obtained data on ethnic groupings
from Alesina et al. (2003). Then, using a similar procedure as with the communication
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indexes, I identified whether there were any shared ethnic groups across the countries
and summed up the probabilities of those encounters occurring. 117 of the dyads had
some degree of ethnic similarity, while the other 242 had scores of zero. The second
measure of cultural distance was whether the two countries in the dyad have a shared
religious background . This is taken to be the religion dominant in the country
(Catholicism, Protestantism or Orthodox) immediately prior to World War Two. Gerritsen and Lubbers (2010) also used this technique to measure cultural distance. This
is a dummy variable, coded as 1 if the two countries share their religious background
and 0 otherwise. The third measure was whether the two countries were from the same
“cultural region” of Europe. The European Union encyclopedia, Eurovoc, divides
Europe into four cultural regions: Western Europe, Northern Europe, Southern Europe
and Central/Eastern Europe. This dummy variable is coded as 1 if the two countries
are from the same region, and 0 if not.
I also include a set of variables to capture the degree of familiarity between groups.
This provides a means of testing whether cross-group interaction is indeed the mediator
between communication and trust, and allows me to explore how the hypothesised
relationship may change after controlling for cross-group contact. This was measured
using five different specifications. First, I used Eurostat to obtain figures for the amount
of tourism from the truster to the trustee country. I used 2004 figures wherever
possible, but where these were unavailable I used the figure from the closest available
year. I divided the total number of tourist trips by the population of the truster country,
to provide an estimate for the proportion of the truster country which visited the trustee
in that year. Distance between capitals provides the distance, in kilometres, between
the capital cities of the two countries of the dyad. All distances are as the crow flies.
Third, I coded a dyad as “crossing the Iron Curtain” if one (but not both) of
the countries involved was formerly communist. Among the 21 countries the following
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were formerly communist: the Czech Republic, Estonia, Hungary, Latvia, Lithuania,
Poland, Slovakia and Slovenia. This is taken to be an indicator of familiarity as the
level of contact and travel between communist and non-communist European states was
very limited prior to 1989. Fourth, the value of exports from the truster to the
trustee was obtained from Eurostat DS-018995 and measures the value, in Euros, of the
exports from the truster country to the trustee country during 2004. Finally, I obtained
scores for the familiarity with the trustee country by taking the number of “don’t
know/not applicable” answers given by respondents in the truster country, and dividing
that by the total number of respondents. This is the same technique used by Gerritsen
and Lubbers (2010) to control for cross-country familiarity and the resulting scores can
range from 0 to 1. As the proportion of“don’t know/not applicable” answers actually
measures unfamiliarity, I converted this to familiarity by calculating familiarity = 1 (level of unfamiliarity). The lowest level was from Italy to Lithuania (0.398) and the
highest was France to Belgium (0.985).
Country fixed effects dummies were used for both the truster and trustee countries.
These capture any country-specific variables which may confound the relationship between communication and trust, such as economic development, corruption, inequality
and a country’s underlying propensity to trust. Finally, I used pairwise correlations
and variance inflation factor (VIF) analysis to confirm that there are no issues with
multicollinearity between any of these variables. Descriptive statistics for all variables
are shown in Table 4.1.
The semi-communication index has a median of zero, because the majority of dyads do
not actually have any of the eligible language pairs which allow for semi-communication.
This also explains why its mean is far lower than for the shared language index.
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Table 4.1: Descriptive statistics
Mean

Median

SD

Min

Max

Shared language index

0.154

0.108

0.141

0.012

0.743

Semi-communication index

0.023

0.000

0.124

0.000

0.879

Cross-country trust

0.636

0.651

0.172

0.216

0.976

Shared ethnicity index

0.004

0.000

0.016

0.000

0.124

Shared religious background

0.501

1.000

0.501

0.000

1.000

Shared cultural region

0.214

0.000

0.411

0.000

1.000

Amount of tourism

0.024

0.007

0.059

0.000

0.703

Distance between capitals (1000 kms)

1.330

1.251

0.714

0.055

3.363

Dyad crosses Iron Curtain

0.493

0.000

0.501

0.000

1.000

Value of exports (billion euros)

1.858

0.308

4.864

0.000

35.230

Familiarity with trustee

0.738

0.744

0.135

0.398

0.985

4.3

Results

The theory outlined in Chapter 3 predicts that there should be a positive and monotonic relationship between communication potential and trust. This means that both
the shared language index and the semi-communication index should be positively associated with trust, but the strength of that association should be weaker for the semicommunication index.

4.3.1

Bivariate results

An initial set of bivariate analyses seem to broadly align with those expectations. The
shared language index showed a pairwise correlation of 0.339 with cross-country trust,
while the semi-communication index showed 0.138. Scatterplots illustrating these relationships are displayed in Figures 4.11, 4.12, 4.13 and 4.14. Scatterplots of each index’s
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log transformation are also included. The relationship is not completely linear: while
having high communication potential appears to equate to high trust, low communication potential does not necessarily equate to low trust. It is also important to be cautious
because the number of high-communication, high-trust dyads is relatively small, raising
the possibility that a small number of dyads are exerting excessive leverage on the trend
line through random chance.

Fig. 4.11: SLI and trust

Fig. 4.12: SCI and trust

Fig. 4.13: Logged SLI and trust

Fig. 4.14: Logged SCI and trust

104

4.3.2

Regression results

I turn next to multivariable analysis. Multiple regression was used to measure the
strength and significance of the relationship between communication and trust while
controlling for a range of other variables. The results are contained in Table 4.2. In
model (1), I ran a simple ordinary least squares regression using shared language index
scores as the independent variable and controlling only for country fixed effects. The
index was significant at the 0.001 level with a β-coefficient of 0.312. Then I began adding
controls. In model (2), I added the controls for cultural distance: shared cultural region,
shared religious background, and the shared ethnicity index. This is a major competing
explanation for why diversity may reduce trust and overcoming it would provide a
boost for my theory. It appears to have passed that hurdle here: the shared language
index remained significant at the 0.001 level even though one cultural distance measure,
shared cultural region, also reached statistical significance. In model (3), I introduced
the controls for cross-group contact. As expected, the index showed a sizeable drop
in its coefficient as well as a lower level of statistical significance. Since the theory
specifies that cross-group contact is the mediator, it makes sense that after controlling
for contact, the effect of communication would be reduced.
Models (1), (2) and (3) are similar to Buzasi (2015), but are novel in that cross-country
communication and trust are used instead of within-country measures, and the region
being analysed is Europe rather than sub-Saharan Africa. The results support H1 , which
supposes that sharing at least one language will be associated with higher trust. Models
(4), (5) and (6) are used to test H2 . This hypothesis suggests that semi-communication
has its own impact on trust above and beyond that of full communication, but also that
is the size of that relationship should be smaller than for full communication. This appears to be confirmed by the results. When the semi-communication index was placed
alongside the shared language index in model (4), both indexes reached statistical sig105

Table 4.2: Dependent variable is cross-group trust

Independent variable
Shared language
index

(1)

(2)

(3)

(6)

0.195∗∗∗ 0.145∗∗∗ 0.090∗
(0.038)
(0.039)
(0.010)
Yes

Cultural distance
controls

Yes

Yes

Yes

Yes

Cross-group familiarity
controls
N
R2

(5)

0.312∗∗∗ 0.208∗∗∗ 0.167∗∗∗ 0.278∗∗∗ 0.196∗∗∗ 0.167∗∗
(0.044)
(0.049)
(0.051)
(0.042)
(0.048)
(0.051)

Semi-communication
index
Truster and trustee
fixed effects

(4)

Yes

Yes

Yes

Yes

Yes

Yes
359
0.785

359
0.805

Yes

315
0.834

SEs in brackets. All models estimated via OLS using STATA 15.

359
0.801
∗

p < 0.05;

359
0.813
∗∗

p < 0.01;

315
0.837
∗∗∗

p < 0.001.

nificance, and remained significant after adding the controls for cultural distance and
cross-country contact in models (5) and (6). This indicates that semi-communication
does indeed have a positive relationship with trust independent of that which already
exists from sharing a language. Critically, the semi-communication index had smaller
coefficients than the shared language index, indicating that semi-communication is effective at generating trust, but less so than full intelligibility. This suggests a monotonic
relationship between trust and the level of mutual intelligibility, and is exactly what my
theory and hypotheses predicted.
H3 supposes that the relationship between communication and trust is mediated by
cross-group contact. To test this, I generated a structural equation model (SEM) in
order to examine the direct and indirect effects of communication on trust. However,
including all five cross-group contact variables would make for an overly complicated
model. To solve this problem I used principal component analysis to extract the first
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principal component from those five variables, and then used the first principal component in the SEM (where it is labelled as ‘cross-group contact’). The SEM results
are displayed in Figure 4.15 below. They provide clear evidence that the relationship is partially mediated by cross-group contact: both the shared language index and
semi-communication index have positive and highly significant indirect effects on trust
through the channel of cross-group contact. The direct effects of communication are
smaller, and only the shared language index has a significant direct effect on trust.
Furthermore, the coefficient for the shared language index on cross-group contact remains higher than that for the semi-communication index, which is consistent with the
idea that full communication is more effective than semi-communication at facilitating
repeated interactions.

Fig. 4.15: Structural equation model
SCI refers to semi-communication index, SLI is shared language index. * indicates p < 0.05,
** is p < 0.01, *** is p < 0.001.
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4.3.3

Robustness checks

A number of robustness checks were used to confirm that these results are accurate.
First, I ran the same regressions contained in Table 4.2, but used the natural log of the
two indexes in place of the originals. A token small value (0.000000001) was added to the
dyads with semi-communication scores of zero in order to enable the logarithm of these
to be calculated. The results were very similar, with the indexes still reaching statistical
significance even after controlling for cultural distance, and once again they both showed
a drop in the level of significance and in the size of their coefficients after controlling
for the level of cross-country contact. These results are contained in Table 4.3, and
appear to confirm that the link between communication and trust is genuine, rather
than simply an artifact arising from the skewed nature of the independent variable.
Secondly, all regressions were run again using the alternative measure of trust. In this
measure, the trust level was calculated by dividing the number of people expressing ‘a lot
of trust’ by the total number of respondents, without subtracting the ‘don’t know/not
applicable’ answers. Since some countries might be more likely to shy away from saying
they distrust a group, and instead might simply respond ‘I don’t know‘, using a second
measure which includes this in the denominator provides a way of avoiding this bias.
The results were very similar, with the two indexes reaching statistical significance in
all the same models. The only difference was that the size of the coefficients tended to
be larger when the alternative trust measure was used. I also tested for sensitivity to
outliers by re-running the regressions after removing all observations with studentised
residuals above 2.0 or below -2.0. This did not appear to change the results in any
significant way. Finally, I ran a comprehensive series of regression diagnostics in order
to confirm, as far as possible, that the relevant assumptions are met and that my OLS
model is the best linear unbiased estimator (BLUE). These diagnostics are contained in
Appendix A2.
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Table 4.3: Dependent variable is cross-group trust

Independent variable
Log shared language
index

(1)

(2)

(3)

0.052∗∗∗ 0.032∗∗∗ 0.011
(0.008)
(0.010)
(0.012)

Yes

Cultural distance
controls

Yes

Yes

Yes

Yes

Cross-group familiarity
controls
N
R2

(6)

0.043∗∗∗ 0.027∗∗∗ 0.011
(0.008)
(0.010)
(0.012)

Yes

0.001
(0.001)

Yes

Yes

Yes

Yes

Yes
359
0.778

359
0.801

Yes

315
0.827

SEs in brackets. All models estimated via OLS using STATA 15.

4.3.4

(5)

0.003∗∗∗ 0.002∗
(0.001)
(0.001)

Log semi-communication
index
Truster and trustee
fixed effects

(4)

359
0.790
∗

p < 0.05;

359
0.804
∗∗

p < 0.01;

315
0.829
∗∗∗

p < 0.001.

Subsample regressions

In additional to the full-model OLS regressions used above, I also perform regression
analysis on subsets of the data to determine whether the relationship between communication and trust holds for different segments of the data. This is based on the suggestions of Achen (2002), who advocated for the use of subsample analysis as a means
of reducing model complexity and thereby making it easier to determine causal effects
and whether the model assumptions are met. Achen recommends that researchers use
the ‘rule of three’: including no more than three independent variables in any of their
subsample models. I follow that advice here. First, I subset the data by the truster’s
level of familiarity with the trustee country and develop two separate models depending
on whether the level of familiarity is high (>0.7) or low (<0.7). I then subset the data
again depending on whether or not both halves of the dyad were from the same side
of the Iron Curtain. Per Achen’s recommendations, only three independent variables
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are included: the shared language index, semi-communication index, and country fixed
effects. The results are shown in Table 4.4.
Table 4.4: Dependent variable is cross-group trust

Independent variable

(1)

(2)

(3)

−0.021
(0.163)

−0.230
(0.183)

(4)

Shared language
index

0.233∗∗∗
(0.053)

Semi-communication
index

0.156∗
(0.044)

0.988
(0.838)

0.726
(0.982)

0.146∗
(0.042)

Truster and trustee
fixed effects

Yes

Yes

Yes

Yes

High
familiarity
with trustee
(>0.7)

Low
familiarity
with trustee
(<0.7)

Dyad
crosses Iron
Curtain

Dyad does
not cross
Iron
Curtain

224
0.785

134
0.831

177
0.851

182
0.813

Subsample used

N
R2

SEs in brackets. All models estimated via OLS using STATA 15.

∗

p < 0.05;

∗∗

0.268∗∗∗
(0.055)

p < 0.01;

∗∗∗

p < 0.001.

The positive and monotonic relationship between communication and trust appears
to exist only in the high-familiarity dyads. In the low-familiarity subsample, the two
communication indexes fail to get anywhere close to statistical significance. This is
largely consistent with what would be expected under my theory. If the groups are
not coming into contact with each other, which is what is implied by a low familiarity
score, then it would not matter how high their communication potential may be – in
the absence of opportunities for intergroup contact there is no ability for the causal
mechanism to translate communication into higher trust. The results in models (3) and
(4) support this impression further. In the dyads which cross the former Iron Curtain,
across which intergroup contact was severely limited before 1989, there is no relationship
between communication and trust. The relationship reappears when both members of
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the dyad were from the same side of the Iron Curtain. The curtailment of intergroup
contact across the divide from several decades may have prevented the causal mechanism
from operating, although we might expect this to change in the future as the former
distinction between Eastern and Western Europe becomes less and less salient.
In Table 4.5, I subset the data along two different dimensions. In models (1) and (2),
the dyads are split depending on whether the truster country has a high (>$25,000)
or low (<$25,000) level of GDP. As Fieldhouse and Cutts (2010) have noted, wealth is
a correlate of high trust, and there are therefore strong reasons to believe that lowerincome individuals or groups may show a different relationship between communication
and trust than higher-income ones. But this does not seem to be the case. Although
the coefficients and levels of statistical significance are somewhat higher in the low-GDP
subsample, the positive and monotonic relationship remains intact in both models. In
models (3) and (4), I subset the data depending on whether the two halves of the dyad
are from the same “cultural region” of Europe or not. As noted above, the four cultural
regions were Western Europe, Northern Europe, Southern Europe and Central/Eastern
Europe. Surprisingly, neither index reaches significance when the dyads are from the
same cultural region, although the shared language index regains significance among
dyads from different cultural regions.
The most striking result from models (3) and (4) is that the semi-communication index,
which had previously shown a robust and statistically significant link to trust, fails
to reach significance in either subsample. This is similar to the phenomenon known
as Simpson’s Paradox, which refers to situations where performing subsample analysis
produces results which are the opposite of those obtained when the entire sample is
used (Malinas and Bigelow 2016). Although not quite the same as Simpson’s Paradox –
the trend here disappears rather than reverses – the intuition behind the Paradox may
explain why this result occurred. Explanations for Simpson’s Paradox focus on how the
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Table 4.5: Dependent variable is cross-group trust

Independent variable

(1)

(2)

(3)

(4)

Shared language
index

0.153∗∗∗
(0.053)

0.469∗∗∗
(0.083)

0.084
(0.071)

0.324∗∗∗
(0.057)

Semi-communication
index

0.112∗∗
(0.053)

0.184∗∗
(0.056)

0.798
(0.456)

0.092
(0.064)

Truster and trustee
fixed effects

Yes

Yes

Yes

Yes

Truster
GDP PC
>$25,000

Truster
GDP PC
<$25,000

Same
cultural
region

Different
cultural
region

200
0.856

159
0.808

282
0.839

77
0.881

Subsample used
N
R2

SEs in brackets. All models estimated via OLS using STATA 15.

∗

p < 0.05;

∗∗

p < 0.01;

∗∗∗

p < 0.001.

observations are distributed unevenly across the two subsamples.3 If the ‘same cultural
region’ subsample happened to contain the dyads with both high semi-communication
scores and high trust scores, and the ‘different cultural region’ subsample contained the
dyads with both low semi-communication scores and low trust scores, then we would
not expect to see a relationship between semi-communication and trust within each one.
The way the dyads are distributed across the subsamples would cause the relationship
to disappear within each subsample.
Further investigation of the data indicated that this is indeed be the case. The ‘same
cultural region’ sample had a mean semi-communication score of 0.098 and a mean
trust score of 0.705, which the ‘different cultural region’ subsample had a mean semicommunication score of 0.003 and a mean trust score of 0.618. The uneven distribution
3

In the classic example of gender-based hiring discrimination in two university departments, the
hiring rates for women were higher than for men within each department, but when the two departments
were aggregated into a single sample, the hiring rate for men was higher. Malinas and Bigelow (2016)
show that this is because many more women were applying for jobs in the one department with a
lower hiring rate (for either gender), which generates a higher overall hiring rate for men when both
departments are aggregated as a single sample.
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of the dyads across the subsamples causes the relationship between semi-communication
and trust to disappear when the data are disaggregated in this way. This does not imply
that the relationship from the full sample is in any way spurious or incorrect.

4.4

Discussion

4.4.1

Theoretical implications

These results largely support all three of the hypotheses. To reiterate, these are:

• H1 : Full communication potential, arising from sharing at least one language, is
an important contributor to trust
• H2 : Semi-communication is also positively associated with trust, although less
strongly than when there is full communication
• H3 : The relationship between communication and trust is mediated by the degree
of cross-group contact between the groups in question

The fact that the shared language index reached statistical significance in almost all
models in Tables 4.2 and 4.3 is strongly supportive of H1 : full communication potential
does have a positive relationship with trust, even after controlling for a range of possible
confounders such as cultural distance and country fixed effects such as economic development. While the log shared language index did not reach significance in models (3)
and (6) of Table 4.3, these models included controls for cross-group contact, and since
the proposed causal effect is transmitted through that mediating variable, we would not
expect there to be any remaining direct effect from communication anyway. Overall,
the results for the shared language index are consistent with earlier work such as Buzasi
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(2015). However, these findings are novel for two reasons. First, Buzasi’s study used
a shared language index to investigate within-country generalised trust rather than
cross-country trust, and it did so only among countries in sub-Saharan Africa. This
chapter, which focuses on Europe, represents the first attempt to test quantitatively for
an association between communication and trust between high-income countries.
But this thesis’s most important theoretical contribution is to introduce the idea that
semi-communication has its own impact on trust separate to that which arises from full
communication. I hypothesised that the relationship between communication potential
and trust is monotonic: all else equal, the level of trust will increase as groups move
from no communication, to semi-communication, to full communication. The evidence
here seems to support that hypothesis. The semi-communication index showed a strong
and significant positive relationship with trust, even when included alongside the shared
language index. Crucially, it also showed smaller coefficients than the shared language
index. This is consistent with the notion that semi-communication generates trust but
does so less effectively than full communication, and implies a monotonic relationship
of the type just described. This offers strong support for H2 . In Lakatosian parlance,
it also constitutes a ‘novel fact’ (Musgrave and Pigden 2016) consistent with Buzasi’s
previous theory, and allows for much stronger inference about the role of communication
because a monotonic relationship is less likely to be confounded by other factors.
H3 tests whether the communication-trust relationship is mediated by repeated crossgroup interaction. The results are consistent with this hypothesis. The size of the
coefficients and the levels of statistical significance in Tables 4.2 and 4.3 declined after
controlling for cross-group contact, while standard errors tended to increase. If communication does affect trust through the channel of cross-group social ties, it makes sense
that after controlling for cross-group contact, the independent effect of communication
would be reduced. More importantly, the structural equation model (SEM) provided
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clear evidence that the relationship between communication and trust is mediated by
cross-group contact. The SEM results showed that both communication indexes had
a positive and significant association with cross-group contact, which in turn had a
positive and significant association with trust. Just as we would expect, the shared
language index had a stronger association with contact than the semi-communication
index. This suggests that communication has an indirect effect on trust through the
channel of cross-group contact, and is consistent with the existence of partial mediation.
However, it remains unclear whether the mediating variable is cross-group interaction,
or cross-group repeated interaction. As noted in Chapter 3, the difference is subtle but
important. The five indicators of cross-group contact used in this chapter – familiarity,
crossing the Iron Curtain, exports, tourism and physical distance – offer little ability to
distinguish between fleeting or one-off interactions and ongoing, sustained interactions.
Tourism, for instance, might be linked to higher trust, but is this variable capturing fleeting interactions between tourists and shopkeepers or hoteliers, or sustained friendships
with out-group members which develop from visiting other countries? It is impossible
to tell, and for this reason it is still not fully clear whether these results support the
‘rationalist’ mechanism of trust generation, which relies on repeated interaction, or a
different theory such as the contact hypothesis, where one-off interactions can be sufficient to generate increases in trust. In Chapter 5, I attempt to overcome this problem
by collecting data on cross-group friendship, which we can reasonably assume entails
ongoing, repeated interaction between the individuals involved.

4.4.2

Limitations

The data and methods used in this analysis also have some limitations. The first of
these is data quality. As I touched on above, some studies of linguistic diversity fail
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to capture the true dynamics of communication potential because they focus only on
mother tongue groupings. While this chapter overcomes that problem by accounting
for second languages and lingua francas, the communication indexes I developed here
still may not always truly reflect communication potential. Because I only counted one
second language from each Eurobarometer survey respondent, it is likely that my index
scores still underestimate true communication potential, since in this system trilingual
or quadrilingual people could only have a maximum of two languages counted. If some
countries have more trilingual or quadrilingual people than others (the Netherlands is a
possible example), this may lead to systematic bias where such countries suffer greater
under-counting of their communication potential compared to countries where few people are trilingual or quadrilingual. Future researchers may wish to include respondents’
third or fourth languages if time and resources permit.
A second data quality issue is the problem of how to distinguish two different languages from one another. As we saw in Chapter 2, the question of what constitutes
a separate ‘language’ has long proven difficult to answer: for instance, the mutuallyintelligible Swedish and Norwegian are considered different languages but the mutuallyunintelligible Mandarin and Cantonese are considered by their speakers to simply be
‘dialects’ of Chinese. Many linguists instead point defeatedly to the aphorism that ‘a
language is a dialect with an army and a navy’ (Rajagopalan 2001). My adjustments for
linguistic distance help to ameliorate this problem by moving the analysis away from a
binary understanding of language differences. However, the fact that the Eurobarometer
survey asks respondents about what language they consider themselves to speak opens
the door to subjective definitions of language boundaries which may not correspond to
communication divides. Italy is a good example here. Not a single Italian respondent
reported that they spoke an Italian regional language like Neapolitan, Ligurian or Sicilian. Instead almost all of them reported that their mother tongue was ‘Italian’, which is

116

in line with the common Italian practice of treating those regional languages as mere dialects. This means that my data is under-counting linguistic repertoires in countries like
Italy. This could be problematic if I was conducting a within-country analysis, but since
this chapter focuses on cross-country communication, and Italian regional languages are
not spoken in other European countries anyway, it is doubtful that their absence from
the data has affected the communication index scores used here.
Data quality aside, the communication indexes also exclude a number of real-world
elements. First, no consideration is made of who is speaking ‘whose’ language. As
Nelson Mandela said, ‘when you talk to a man in a language he understands, that goes
to his head. When you talk to him in his language, that goes to his heart’. It is plausible
that one might feel greater affinity and trust towards an out-group if that group has
learned your language, rather than if you have learned theirs. This was not accounted
for in the analysis. Second, the way semi-communication was modelled here does not
account for asymmetries: if two languages are coded as partly intelligible, the level of
intelligibility is assumed to be the same in both ‘directions’. In reality this is not always
the case: Portuguese speakers can reportedly understand Spanish with relative ease, but
Spanish speakers have to strain to understand Portuguese because of its more complex
phonology (Jensen 1989). Thirdly, the analysis of semi-communication does not allow
for the possibility that intelligibility can increase over time with exposure to the other
language. This seems to be well-established in the mutual intelligibility literature, but
the indexes here assume that intelligibility takes only a single fixed value. Third, my
theoretical framework assumes that ‘repeated games’ necessarily lead to greater trust,
but it is possible that in certain situations increased contact could actually worsen crossgroup attitudes. This may occur when (as Schaeffer suggested) the groups have widely
differing cultures and values, so greater exposure would lead only to greater animosity.
These limitations leave ample room for refinement in future research.
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Another possible issue concerns the use of aggregate-level data to make inferences about
individuals. The theory proposed in Chapter 3 and tested here focuses on the role of
communication barriers in conditioning individuals’ incentives for engaging in intergroup
contact, which is held to lead to lower trust. But this chapter has used aggregate
and country-level data to test that theory. Could it therefore fall victim to the socalled ‘ecological fallacy’, where the use of aggregate data leads to incorrect inferences
about individuals (Hsieh 2017)? I believe that this is unlikely to present problems here.
First, I have used multiple specifications of key variables. Intergroup familiarity was
measured using five different variables, while cultural distance was measured using three
different ones. Although an aggregate-level measure can sometimes conceal individuallevel heterogeneity, thus giving rise to an ecological fallacy, this is far less likely to occur
when multiple different measures are used. One measure might conceal a particular
type of heterogeneity, but it is doubtful that all of the others would do the same.
Second, and perhaps more importantly, this thesis is ultimately positioned as a ‘societal’
study of trust rather than an ‘individual’ one. Although I provided individual-level
microfoundations for my theory in Chapter 3, the ultimate aim is to explain the effect
of diversity and communication on social trust at the level of countries as described in
Chapter 1. For these reasons it is arguably appropriate to use aggregate-level data at
least at some points in this project. Chapters 5 and 6 use mostly individual-level data,
so there is a mix of the two throughout the thesis.
The final major limitation of this analysis is that in an observational study like this
one, some doubt still remains about the causal nature of the relationship. Communication potential may be associated with cross-country trust, but this does not mean
that communication potential causes cross-country trust. Perhaps the causal direction
could be the reverse – countries who trust each other more are more likely to want to
communicate, and will learn each other’s languages in order to enable this to happen.
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Or the relationship may not be causal at all. It could be a spurious association driven
by some other factor not included in my model. While these results are consistent with
the theory that communication causes trust, it is impossible to know this with certainty
from mere observational data. However, there is at least one reason to suspect that
reverse causation may be less of a problem with this data in particular. Among the
21 countries, much of the communication potential across the dyads arises from people
in both countries who have learned lingua francas such as English, German and sometimes Russian. These are usually not the main language of either country in the dyad.
It therefore seems less likely that the regression results could have arisen from reverse
causation because the communication generally did not actually arise from people learning the language of the other country in the dyad, although this does not rule out the
possibility that the relationship is spurious.

4.5

Conclusion

These results are strongly supportive of all three hypotheses. Communication is strongly
and significantly linked to higher trust, and this effect appears to rise monotonically
with the degree of communication potential. Full communication (level 1) has the
strongest association with trust, while semi-communication (level 2) has an association
which is somewhat weaker. The relationship also appears to be mediated by crossgroup interaction, although it is still not fully clear whether this is because of repeated
interactions which incentivise trustworthy behaviour, or more fleeting interactions which
allow participants to build knowledge and remove stereotypes. For the most part, these
results indicate that the theory has passed this ‘hoop test’ with flying colours. We might
even be able to go slightly further and claim, following Pearl and McKenzie (2018, p.
139), that unless there is some plausible confounder which has not been controlled for in
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the regression models, the model-based inference used here provides sufficient grounds
to make the claim that the relationship is causal. The following chapters will provide
additional hypothesis tests which will shed further light on this initial set of results.
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Chapter 5
The former Yugoslavia in the 21st
Century

5.1

Background and method

This chapter supplements the previous set of results by developing a case study of communication and trust among the major ethnic groups of the former Yugoslavia: Serbs,
Croats, Bosniaks, Slovenians, Montenegrins, Macedonians and Kosovo Albanians. While
this chapter uses regression models to conduct ‘hoop’ tests and model-based inference
like the previous chapter, it also employs additional quantitative and qualitative methods which enable ‘smoking gun’ tests.
The methods used comprise both surveys and interviews. These techniques allow me to
directly ask residents of the former Yugoslavia whether they feel that language barriers
between themselves and the other nations of the former Yugoslavia limit their ability to
form social ties – a ‘smoking gun’ test. If they answer in the affirmative, this would be
strong evidence in favour of the theory outlined in Chapter 3. Second, by using large-N
data, the surveys can enable additional model-based inference based on regressing trust
against communication potential while controlling for relevant confounders. This also
functions as an additional hoop test.
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5.1.1

Yugoslavia: Language, ethnicity and religion

From 1918 until the 1990s, Serbia, Croatia, Bosnia, Montenegro, Slovenia, Macedonia
and Kosovo were part of a single state – Yugoslavia. Initially a unitary monarchy, it
was reorganised as a communist federal state in 1946. Envisioned as a single national
homeland for the various south Slavic peoples, Yugoslavia was comprised of six nominally
equal republics. The additional autonomous region of Kosovo was created to devolve
a degree of power to the Albanians who formed a majority there (Allcock and Lampe
2019). A current map of the region, showing all seven successor states, is included as
Figure 5.1.
There is a surprising amount of religious diversity among the seven states that were once
part of Yugoslavia. Croats and Slovenes are traditionally Catholic, while Serbs, Macedonians and Montenegrins are Orthodox Christians (Doder 1993, p. 7). Meanwhile,
Kosovo Albanians and most Bosnians are not traditionally Christian at all – they are
Sunni Muslims, a religion which was brough to the area during the period of Ottoman
rule. The region’s ethnic patchwork was made even more complicated by the existence
of large minority communities across the borders in the other nations. Prior to the wars
Croatia had a sizeable Serb minority within its territory, while Serbia had a large Croat
minority. Bosnia was the most complex of all: Muslim Bosnians (known as Bosniaks)
were the largest group, but there were also large numbers of both Serbs and Croats in
various areas of its territory (Doder 1993; Der Spiegel 2016).
The languages of the former Yugoslavia are for the most part extremely similar. Serbian, Croatian, Bosnian and Montenegrin are usually classified by linguists as dialects
of a single language called Serbo-Croatian or BCMS (Bosnian-Croatian-MontenegrinSerbian). In this chapter I will refer to the language as BCMS. The Serbian, Croatian,
Bosnian and Montenegrin varieties of BCMS are reported to have similar levels of mu-
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Fig. 5.1: Countries of the former Yugoslavia
tual intelligibility to British, American and Australian dialects of English, although this
has not stopped nationalists in each country from insisting that “Serbian”, “Croatian”,
“Bosnian” and “Montenegrin” are separate languages (Merelli 2017). Slovene and Macedonian are less similar, but are still partially intelligible with BCMS due to their shared
membership in the Slavic language family. Albanian, which is spoken by most Kosovars, is from a completely different branch of the Indo-European language family and is
therefore unintelligible with all the others (Hamp 2019).
The specific level of intelligibility between BCMS and the two semi-communication pairings of Slovene and Macedonian is somewhat complex and is worthwhile explaining here.
First, Gooskens et al. (2018), which examined mutual intelligibility in Europe, found
that the level of intelligibility between BCMS and Slovene was high enough to be categorised as semi-communication (average two-way cloze listening score of 56.6 percent,
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which is well above the 40 per cent threshold for semi-communication established in
Chapter 4 and Appendix A1). It did not examine intelligibility with Macedonian, but
it did include Bulgarian, which is so similar to Macedonian that the two are sometimes
considered dialects of a single language (Mahon 1998). The average two-way cloze listening score here was only 24.5 per cent. Based on this study we might conclude that
semi-communication exists between BCMS and Slovene, but not Macedonian.
But this would be a mistake. First, the Gooskens et al. study used Croatian speakers
of BCMS. In comparison to Croats, Serbs are likely to understand Macedonian better,
and Slovene worse. Macedonia is directly next to Serbia, so Serbs would have many
more chances to encounter Macedonians and become accustomed to the sounds of their
language, even if they never actively learn it. The reverse is true with regard to Slovenes,
who share a border with Croatia but not Serbia. Second, although Bulgarian and
Macedonian are extremely similar, Macedonian is seemingly closer to BCMS: it forms
a dialect continuum with BCMS through the transitional Torlakian dialects of southeast Serbia (Hrvoje, Petkovsky, and Tyers 2014). We might therefore expect Serbs
to understand Macedonian better than Gooskens et al.’s results might indicate, and
Slovene worse.
Further investigation appeared to bear this out. As in the previous chapter, I used
non-academic online sources to supplement the academic research on this topic. Online
forums and comments provide a rich source of information on mutual intelligibility, and
although these obviously do not meet traditional academic standards of methodological
rigour, they can still provide useful information, especially when there are a large number
of comments which all seem to point in the same direction. The list of specific websites
and sources I used is contained in Appendix A3, but the general trend was consistent:
Serbs report being able to understand Macedonian remarkably well, with some posters
even reporting that they could understand ‘almost all’ of spoken Macedonian, though
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not as well as other varieties of BCMS. Slovene is more difficult, although most Serbs
seem to be able to understand somewhere around 40-50 per cent of spoken Slovene.
Semi-communication appears to still possible with Slovene, although it seems clear that
Serbs understand it more poorly than Macedonian. Both languages are coded as allowing
for semi-communication with BCMS (level 2 pairings) for the purposes of this chapter.

5.1.2

The Yugoslav Wars

The Socialist Federal Republic of Yugoslavia, ruled by the authoritarian Josip Broz
Tito, was established in 1945. For the most part, Tito was able to suppress nationalist
sentiment during his reign, but after he died in 1980 relations between the different
Yugoslav republics began to deteriorate. This accelerated with the fall of the Berlin Wall
in 1989. Global communism had collapsed, and the ability of communist Yugoslavia to
keep a lid on nationalist tensions diminished accordingly. Slovenia and Croatia began
to agitate for independence (Doder 1993, p. 14).
The Yugoslav government, led by Slobodan Milosevic – a Serb – was not willing to
countenance these demands. When Slovenia and Croatia declared independence from
Yugoslavia in 1991, Milosevic refused to let them go without a fight. The Yugoslav
People’s Army (JNA) was deployed in Slovenia, but Slovenian manoeuvrings before the
declaration had put their own forces in a strong position, and the JNA was forced to
withdraw from Slovenia after a war lasting just ten days. But Croatia’s independence
proved much bloodier. Croatia’s large Serb minorities refused to accept the new Croatian
state, and, fearing the possibility of oppression by the Croatian majority, declared that
Serb-dominated areas of Croatia were now themselves independent from Croatia. The
Serb minority were aided by the JNA and Milosevic’s Serbia. Milosevic ostensibly acted
to protect the Serb minorities from Croatian domination, but others alleged that he

125

harboured irredentist ambitions and intended to create a ‘greater Serbia’ which would
comprise not only Serbia but also parts of Croatia and Bosnia where Serb minorities
lived (ICTY nd; Der Spiegel 2016)
Conflict raged throughout the Serb-held areas of Croatia, where Croat forces faced
off against Serb militants and the JNA. The Serbs were able to forcibly expel large
numbers of Croatians from the Serb-held territories in what would become known as
“ethnic cleansing”. Although a ceasefire was reached in 1992, this collapsed as Croatia
went on the offensive in an attempt to reclaim Serb-held parts of its territory. After
several more years of fighting, Croatia successfully reclaimed almost all its territory, and
the war in Croatia had ended by the autumn of 1995 (ICTY nd)
But the most violent theatre of the Yugoslav Wars took place in Bosnia from 1992
to 1995. Large parts of Bosnia were dominated by Croat and Serb minorities. Just
like in Croatia, when Bosnia declared independence in 1992, the Serb minority rebelled
with the backing of Serbia and the JNA. The Croat minority soon followed suit. Serbs
and Croats soon managed to get control of the majority of Bosnia, and the country was
plunged into a three-way fight for territory in which the capital, Sarajevo, was subjected
to the longest siege in the history of modern warfare, civilians on all sides were attacked
and forced out of their homes, and – most notoriously – Serb forces committed genocide
in the Bosnian Muslim (Bosniak) town of Srebrenica, where they slaughtered over 8,000
Bosniak men and boys. Peace was eventually reached with the Dayton Accords of 1995,
where it was agreed that Bosnian Serbs would have their own autonomous area within
Bosnia, known as the Republika Srpska (ICTY nd).
In 1998, a new conflict began in Kosovo. This was a province of Serbia with an ethnic
Albanian majority. In a now-familiar pattern, they sought independence from Serbia,
and the Kosovo Liberation Army (KLA) rose up against Serbian rule. Serbian military
forces were sent in to supress the uprising. Their campaign included the targeting of
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civilians, such as the shelling of Kosovo Albanian villages, and as a result NATO began
a campaign of airstrikes against the Serbs (Judah 1999). This eventually led to the withdrawal of Serb forces, and Serbia agreed that Kosovo would be subject to international
administration until its status was resolved. Today, Kosovo is a partially-recognised
state, although Serbia and a number of other countries still refuse to acknowledge its
independence (ICTY nd).

5.1.3

Research design: Why study the former Yugoslavia?

It seems clear that the conflicts of the 1990s negatively impacted relations between
the nations of the former Yugoslavia. While pre-war relations were characterised by
strong feelings of belonging, attachment and ‘helping each other out’, the conflicts led to
mistrust and a breakdown of relations between groups (Ajdukovic and Biruski 2008, p.
338-339). This is consistent with a wide range of research on intergroup relations in postconflict zones such as Uganda (Rohner, Thoenig, and Zilibotti 2013), Rwanda (Ingelaere
and Verpoorten 2016) and Northern Ireland (Noor, Brown, and Prentice 2008). The only
Yugoslav republic to escape conflict during the 1990s was Macedonia, which separated
peacefully in 1991, although it did experience a brief period of ethnic unrest after the
turn of the millennium. From a research design perspective, the end of the wars therefore
presents a useful ‘baseline’ against which to measure the regrowth of trust. Since the
theory specifies that communication potential generates cross-group trust, it follows that
this process can be most easily observed when starting from a low level of trust. Having
recently emerged from a series of wars, which we can reasonably surmise damaged trust,
cross-group relations in the former Yugoslavia present an opportunity to observe this
process in action.
This chapter will focus mainly on the relationship between Serbs and the other former
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Yugoslav ethnicities. Why Serbs? Choosing Serbs allows more to be held constant:
during the Yugoslav wars, Serbs fought against several of the other Yugoslav ethnicities,
while Croats only fought against Serbs and Bosniaks, and Slovenians and Kosovars only
fought against Serbs. Choosing Serbs therefore means that there will be more instances
of the ‘low baseline’ needed to implement this research strategy, and similar low levels of
initial trust between these pairings allows more to be held constant. Serbia also regarded
itself, possibly with some justification, as the ‘centre’ or ‘pole’ of Yugoslavia. The very
name ‘Yugoslavia’ was unpopular among Serbs because they believed it obscured their
pre-eminent role within the state (Doder 1993, p. 9). Choosing Serbia as the centre of
my analysis is therefore a sensible option because it means that each cross-group dyad
will be a core-periphery dyad, to borrow some nomenclature from Wallerstein (1974),
rather than mixing core-periphery and periphery-periphery dyads.
However, no methodology outside of an experimental design can hold everything constant, and the same is true in this case. There are still noteworthy differences between
Serbs and the other ethnic groups of the former Yugoslavia which could confound the
relationship between communication and trust. Religious differences could be one confounding factor: Croats and Slovenes are both Catholic, but Macedonians and Bosniaks
are Orthodox and Muslim respectively, and it is plausible that these religious differences
could generate mistrust or social segregation separate from that arising from communication effects. These other differences would make it more difficult to untangle the
effects of communication, although mapping out the ways in which the groups differ
from Serbs should allow me to correct, at least to some extent, for these differences. A
table summarising some of the principal differences is presented in Table 5.1.
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Table 5.1: Economic, cultural and diplomatic characteristics of the
former Yugoslav nations
Communication

GDP per Major

International

potential

capita

alignment

religion

Full communication

EU

with Croatian, Bosnian,

candidate,

Montenegrin,
Serbs/Serbia

Orthodox

NATO

Christian

partnership

$5,900
semi-communication
with Slovenian and

action plan

Macedonian

Croats

Full communication

Member

with Serbian, Bosnian,

of EU and

Montenegrin,

NATO
$13,300

/Croatia

Catholic

semi-communication
with Slovenian and
Macedonian
Full communication

Potential EU

with Serbian,

candidate,

Croatian,

NATO

Bosniaks

Sunni
Montenegrin,

$5,200

/Bosnia

membership
Muslim

semi-communication

action plan

with Slovenian and
Macedonian
Note: table continues on next page
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Montenegrins

Full communication

EU

with Serbian, Bosnian,

candidate,

Croatian,

Orthodox

NATO

Christian

member

$7,700
/Montenegro

semi-communication
with Slovenian and
Macedonian
Semi-communication

Slovenes

Member

with Croatian,

of EU and
$23,600

/Slovenia

Catholic

Serbian, Bosnian,

NATO

Montenegrin
EU
Semi-communication
candidate,
Macedonians

with Croatian,

/Macedonia

Serbian, Bosnian,

Orthodox
$5,400

NATO
Christian
membership

Montenegrin
action plan
Potential EU
Kosovar

No intelligibility with

Albanians

any of the other

/Kosovo

languages

Sunni

candidate, no

Muslim

relationship

$3,900
with NATO

Aside from the ‘baseline’ effect arising from the Yugoslav wars, choosing the former Yugoslavia also offers another crucial advantage for this study. The relationships between
Serbs and the other former Yugoslav ethnic groups cover all three of my communication
levels. Serbs are in a level 1 pairing with Croats, Bosniaks and Montenegrins (since
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they all speak BCMS) a level 2 pairing with Slovenians and Macedonians, and a level 3
pairing with Kosovo Albanians. This will allow me to compare how cross-group social
ties and trust develop at different levels of communication potential. We might expect,
for instance, that Serbs will have more cross-group friendships with Croats, Bosniaks
and Montenegrins than Slovenians or Macedonians, and that they will have the fewest
with Kosovo Albanians. The expected observations from the surveys and interviews are
discussed further below.

5.2

Surveys

The first form of data collection is through surveys. This enables a large-N analysis of
the relationship between communication potential, contact and trust consisting of both
hoop tests and smoking gun tests. It also enables the use of model-based inference by
building regression models which control for possible confounders. Survey participants
were required to be at least 18 years old and currently residing in Serbia. This ensures
that participants have both the maturity level needed to provide thoughtful answers
and the life experience necessary in order to accurately perceive the state of cross-group
relations in the former Yugoslavia. Respondents who do not live in Serbia (such as
Serbian-Australians) would have a limited ability to fulfil the latter.

5.2.1

Expected results

The three hypotheses outlined in Chapter 3 were as follows:

• H1 : Full communication potential, arising from sharing at least one language, is
an important contributor to trust
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• H2 : Semi-communication is also positively associated with trust, although less
strongly than when there is a shared language
• H3 : The relationship between communication and trust is mediated by the degree
of cross-group contact between the groups in question

With these hypotheses laid out, I can now describe the results I expect to obtain from
the surveys. What would confirmation or falsification look like? For H1 , I expect that
Serbs should report the highest levels of trust in the groups with whom they share a
language (Croats, Bosniaks and Montenegrins) and less trust in the other groups. In the
probit regressions, the dummy variable for full communication should reach statistical
significance with a positive coefficient.
For H2 , there should also be a gradient between the level of trust and the level of
communication: Serbs should report the highest levels of trust in Croats, Bosniaks
and Montenegrins, a middling level of trust in Slovenians and Macedonians, and the
lowest level in Kosovo Albanians. The same should be true in the probit regressions:
both the full communication and semi-communication dummies should have positive
associations with trust, but the full communication dummy should have the higher
coefficient. Another important implication of H2 is this: the theory states that under
semi-communication, basic kinds of social ties are possible but more complex ties are
not. We might therefore expect that Serbs have many more acquaintanceships with
Slovenes and Macedonians than they do friendships, since mere acquaintances may not
require a high level of communication potential as do true friendships.
For H3 , greater communication should be associated with greater cross-group contact,
so Serbs should report more friendships and acquaintanceships with Croats, Bosnians
and Montenegrins, a middling level with Slovenians and Macedonians, and the lowest
number with Kosovo Albanians. This hypothesis also implies that people who have
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more friendships or acquaintanceships with a certain group should be more likely to
display high trust in that group.
These expected results are hoop tests – they are examples of correlations and patterns
that we might expect to observe if the theory is correct, but they are not by themselves
decisive evidence that the particular causal mechanism contained in the theory actually
exists. A factor other than communication might be responsible for differing levels of
Serbian trust towards the other groups, such as prior war, cultural similarities and so
on. To zero in on whether communication actually plays a role, I also utilise ‘smoking
gun’ tests, in which passing the test provides convincing evidence that the theory is
correct, but failing the test does not necessarily falsify the theory (Beach and Pedersen
2013).
To carry out this kind of test, the survey gives participants the opportunity to select
the factors that they feel inhibit their ability to form social ties with each of the other
groups. If people select the option ‘language barriers make it hard to communicate’, this
strongly suggests that communication does play a role in inhibiting cross-group contact
as theorised. On the other hand, failing to select this option would not necessarily falsify
the theory, since participants may simply not be cognisant of the effect of language
barriers on social ties and instead ascribe the difficulty of forming ties to more mentally
available factors such as cross-group grievances.1 This type of question also constitutes
a kind of ‘causal process observation’ where a certain result can provide strong evidence
in favour of the theory (Collier, Brady, and Seawright 2004). Moreover, if the theory is
correct, I expect that:
• No-one should select ‘language barriers make it hard to communicate’ as a reason
for their lack of ties with Croats, Bosniaks or Montenegrins (since they all speak
BCMS)
1

This is known as the ‘availability heuristic’. See Tversky and Kahneman (1974) for further details.
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• A reasonable number of people should select ‘language barriers make it hard to
communicate’ as a reason for their lack of ties with Slovenians and Montenegrins
• An even higher number should select ‘language barriers make it hard to communicate’ as a reason for their lack of ties with Kosovo Albanians, since the languages
are completely unintelligible in this case.

This expectation, based on a certain pattern of quantitative data, allows this question
to function also as an additional hoop test. If observed, this would provide support for
all three hypotheses. On the other hand, if the number of people who select ‘language
differences make it hard to communicate’ is the same for ties with Kosovo Albanians
as for ties with Slovenians and Macedonians, this would provide support for H1 and H3
but not H2 , since there would be no evidence of the ‘gradient’ needed to conclude that
the communication-contact-trust relationship is monotonic.

5.2.2

Survey distribution

The survey consisted of 12 questions. The first seven of these were biographical, and
asked respondents about their age, gender, education level, location within Serbia, ethnic
identification, and which languages they can speak well. The remaining five questions
asked about:

• Their level of trust in each of the other six Yugoslav nationalities
• How frequently they encounter each of the other six nationalities
• How many of their friends are from each of the other six nationalities
• How many of their acquaintances are from each of the other six nationalities
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• For each of the other six nationalities, the final section asked which factors inhibit
them from making friends or acquaintances with each group. Five options were
possible, and participants could select as many as they wished:
– ‘I rarely get the chance to meet them’
– ‘Language differences make it hard to communicate’
– ‘Cultural or religious differences’
– ‘I don’t feel much in common with them’
– ‘Nothing prevents me from making friends or acquaintances with them’.

Readers may wonder why the last question asks for the factors that inhibit cross-group
social ties, rather than cross-group social trust. Although trust is the main dependent
variable in this study, asking participants about the factors that prevent them from
trusting a certain group is likely to be too ‘difficult’ to answer. Trying to ascertain
one’s reasons for trusting or distrusting a certain group would require a great deal of
deep introspection and many people would simply be flummoxed if asked to explain
the factors that determine their personal levels of cross-group trust. Who could really
answer such a thing accurately? Faced with that question, participants would likely
engage in ‘satisficing’, where they select the most obvious or mentally available answer
rather than the one that is most correct. Satisficing is likely to occur when answering
a question optimally is too difficult (Pasek and Krosnick 2010). On the other hand,
thinking about the factors that inhibit social ties should be much easier – participants
might be able to call to mind instances when, say, they tried to have a conversation with
a Slovene but it was difficult to understand them. Changing the question to focus on
cross-group social ties will enable participants to think of examples which can be easily
retrieved from memory, which should help to prevent satisficing and ensure accurate
results.
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Rather than asking about the respondent’s exact number of friends or acquaintances
from each outgroup, the survey instead asks for the share of their friends or acquaintances who are from each group. For example, they can respond ‘None of my friends are
Croats’, ‘A few of my friends are Croats’, ‘Some of my friends are Croats’, ‘Many of my
friends are Croats’ or ‘Most of my friends are Croats’ (ordinal scale, coded 0-4). This
has important advantages. First, trying to think about one’s exact number of friends
or acquaintances from six different ethnic outgroups is cognitively demanding and is
likely to induce satisficing. It would be easier to simply respond ‘Many of my friends
are Croats’. Second, asking about the ‘share’ rather than raw number offers a way of
controlling for the size of the respondent’s social circle. For a person with few friends,
having four Croatian friends probably represents a great deal of intergroup contact, but
for a person with many friends, having four Croatian friends does not mean quite as
much. Asking for the share of friends, rather than the number, allows this distinction
to be captured. The first person would probably reply ‘Most of my friends are Croats’,
while the second would say ‘Some of my friends are Croats’.
The full survey is contained in Appendix A4. The survey was originally written in
English, and a translator was then hired to translate this into BCMS (Serbian variety).2
The survey was distributed in two waves. In the first wave, the survey was posted online
on the website Reddit. Although sometimes referred to as a ‘social news’ site, Reddit is
best described as an aggregator for thousands of different web forums covering countless
topics, from hobbies, to politics, to forums for residents of specific countries. The Serbia
forum (www.reddit.com/r/serbia) contains over 15,000 subscribers, and during peak
hours hundreds of users are online at any one time. Using Qualtrics, I generated an
2

Although the Serbian, Croatian, Bosnian and Montenegrin varieties of BCMS are near-identical
(Bailyn, 2010) and easily mutually intelligible, there are slight differences in spelling and vocabulary
that can mark out someone as a Serb rather than, say, a Croat. This is similar to how using the word
‘lift’ rather than ‘elevator’, and writing ‘colour’ rather than ‘color’ marks one out as a Brit rather than
an American.
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anonymous link to the survey and posted this in the Serbia forum. I included the link
to the BCMS version as well as the English version of the survey, in case some users
preferred to take the survey in English. The survey was first posted in early March
2019, and again in late March.
The second wave took place in May 2019. Advertising was purchased on Facebook to
direct users located in Serbia to the Qualtrics website where the survey was hosted. The
advertisements ran from 9 May to 16 May. After both survey waves were completed,
446 complete and valid responses had been obtained. In both waves, responses were
only considered valid if the respondent indicated that they currently lived in Serbia,
were ethnically Serb, were at least 18 years old, and answered all of the substantive
questions. Biographical questions were not all required, although almost all respondents
answered these in their entirety.

5.2.3

Summary statistics

Summary statistics for the survey are displayed in Table 5.2. The vast majority of
participants (394) reported being able to speak English. In addition, 78 reported being
able to speak German, while Russian, Spanish and French were spoken by 50, 39 and
32 respectively. Very few participants indicated that they could speak one of the other
languages of the former Yugoslavia: 11 could speak Macedonian, 5 could speak Slovene,
and just 1 could speak Albanian.3

One of the perils of online and self-selecting data collection is that the sample will not be
3

Some participants stated that they could speak “Bosnian”, “Croatian” or “Montenegrin”, but since
this chapter treats all of these as types of BCMS, they were not coded as separate languages in the
sample dataset.
4
The survey asked for year of birth, rather than age. To generate each respondent’s age, I calculated
(2018 - year of birth). This will be the correct age except for any respondents who had already had a
2019 birthday at the time of data collection in March 2019, but since birthdays are randomly distributed,
there is little chance that this procedure could skew the results in any way.
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Table 5.2: Survey summary statistics

Number of responses

446

Male/female

204/242

Mean age

4

34.6

Percent with university degree

45.6

Mean level of trust (across all
2.502
groups, out of 5)

representative of the general population, and that is the case here as well. This sample
skews young: the median age in Serbia is about 43 (Central Intelligence Agency 2019),
but the median age in the sample is 31. While the sample is about 54 per cent female,
this actually aligns reasonably well with Serbia’s overall sex ratio, where there about
95 males for every 100 females in the general population (Central Intelligence Agency
2019). Nevertheless, a sample which is skewed towards younger people and those who
are active online could be biased in some crucial ways. In particular, these two groups
may be more cosmopolitan in their outlook, and patterns of cross-country trust among
this group may differ from the Serbian population at large. These issues will be covered
in the discussion section below.

5.2.4

Results: Bivariate hoop tests

The first set of results use graphical and bivariate statistical techniques to examine the
relationship between communication, trust and cross-group contact. Figure 5.2 shows
average trust levels expressed by Serbs towards the six other Yugoslav nationalities. This
provides some support for H1 , but little for H2 . Respondents were asked to rate their
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level of trust in each group on a five-point scale, ranging from 0 (‘no trust’) to 4 (‘a great
deal of trust’). The average trust level in the level 3 pairing (with Kosovo Albanians) is
noticeably lower than the level 2 and level 1 pairings, which is consistent with the idea
that communication plays some kind of role in trust generation. However, the results do
not indicate the kind of ‘gradient’ we would expect to see if the relationship is monotonic
(H2 ). Quite the opposite: the trust levels in the level 2 pairings (with Slovenes and
Macedonians) are actually higher than in the level 1 pairings. This is further supported
by Figure 5.3, where the trust levels are displayed by the communication potential of
each dyad. The semi-communication dyads actually have the highest mean trust level,
which is not consistent with H2 .

Fig. 5.2: Serb trust in other nationalities,Fig. 5.3: Serb trust by communication level,
means compared using t-tests
means compared using t-tests
The impression from this graphical analysis was confirmed by using two-sample t-tests
with groups.5 The trust scores for the full communication dyads were lower than those
for the semi-communication dyads in a way that was statistically significant and highly
unlikely to have arisen by chance (p<0.001). This supports the impression that trust in
the level 2 pairings is actually higher than in the level 1 pairings. T-tests were also used
to compare mean trust in the no-communication dyads to mean trust in both full and
5

Stata command: ttest Trust, by(*insert grouping variable*)
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semi-communication dyads, and confirmed that trust in the no-communication dyads is
indeed lower than for any other group (p<0.001 in both cases).
Of course, the results in Figures 5.2 and 5.3 are only a hoop test, and not even a
particularly good hoop test. There are plenty of other factors that could plausibly
account for the differing levels of trust, none of which are controlled for in a bivariate
analysis like this one. One such factor is prior war. It is striking that the three groups in
whom Serbs expressed the highest trust (Montenegrins, Macedonians and Slovenes) are
also the three groups with whom they fought the least during the Yugoslav wars. Serbia
had no conflict at all with Montenegro or Macedonia, and only a brief 10-day struggle
with Slovenia. It is possible that this or some other factor, rather than communication
potential, explains the differences in trust levels. These factors will be controlled for in
the probit regressions below.
Another test of theory comes from examining the levels of friendship and acquaintanceship in each of the six other groups. This can be used to test H1 , H2 and H3 . Participants
were asked to state how many friends they have in each group, ranging from 0 (‘none
of my friends are from this group’) to 4 (‘most of my friends are from this group’).
The same scale was used to ask about acquaintances. The results are displayed in Figures 5.4, 5.5, 5.6 and 5.7 and are consistent with all three hypotheses. The highest
levels of friendship and acquaintanceship are in the full communication pairings: with
Bosniaks, Croats and Montenegrins. The semi-communication pairings have slightly
lower levels of friendship and acquaintanceship, and the no communication pairing with
Kosovo Albanians has the lowest levels of all. Not only is this consistent with the
idea that communication potential is positively linked to cross-group friendship (H3 ),
it also displays the kind of gradient between communication and cross-group contact
we would expect to see if the relationship was positive and monotonic (H2 ). Since the
theory specifies that greater cross-group contact causes greater cross-group trust, these
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results are also consistent with H1 . Once again, t-tests confirmed that the impression
given by the graph is accurate: friendship levels in the full communication dyads were
higher compared to those in semi-communication dyads, and friendship levels in semicommunication dyads were higher than those in no communication dyads (all differences
significant at p<0.001). The same was true for acquaintanceship levels.

Fig. 5.4: Serb friendships with each
of the other groups, means compared
using t-tests

Fig. 5.5: Serb friendships by communication level, means compared using
t-tests

Fig. 5.6: Serb acquaintanceships with
other groups, means compared using
t-tests

Fig. 5.7: Serb acquaintanceships by
communication level, means compared using t-tests

A third implication of the theory is that there would be a ‘gap’ between friendship
and acquaintanceship levels for the level 2 pairings. This is mainly relevant for H3 .
141

Since the theory states that semi-communication allows simpler social ties but inhibits
complex ones, it follows that Serbs should have far more acquaintanceships with Slovenes
and Macedonians than friendships, since the partial communication barrier allows basic
interactions but prevents the kind of deep social contact necessary to sustain a true
friendship. On the other hand, we would expect the ratio of friends to acquaintances
to be similar for ties with Croats, Bosniaks and Montenegrins (a relatively high level of
both) and Kosovo Albanians (a relatively low level of both).

Fig. 5.8: Ratio of friends to acquaintances by communication level,
means compared using t-tests

Fig. 5.9: Ratio of friends to acquaintances by group, means compared using t-tests

Graphs displaying the ratios are included in Figures 5.8 and 5.9.6 The results do not
show the kind of difference in the semi-communication pairings that was expected.
The ratio of friends to acquaintances actually appears slightly higher for the semicommunication pairings than for no communication or full communication. This suggests that semi-communication does not actually inhibit complex ongoing relationships
while allowing simpler ones: Serbs have as many friendships with Slovenes and Macedonians as they do acquaintanceships. Alternatively, it could simply be that the friendship6

Since the friendship and acquaintanceship scales include zero, calculating the ratio of friends to
acquaintances would involve dividing by zero for many observations. To avoid this problem, I added
1 to all friendship and acquaintanceship scores before calculating the ratio. An original ratio of (2/0)
now becomes (3/1).
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acquaintanceship dichotomy does not properly capture the distinction between trustgenerating repeated interactions and non-trust-generating ad hoc interactions. Perhaps
acquaintanceships still provide the kind of ongoing social contact necessary to incentivise trustworthy behaviour. If this were true, the friendship-acquaintanceship ratio
would provide little insight into the operation of the proposed causal mechanism.
A final hoop test examines the relation between cross-group ties and cross-group trust.
The theory implies that the participants who report more friendships or acquaintanceships with a certain group should also be those who report higher trust in that group.
This is also relevant mainly for H3 . Because the survey uses five-points scales to ask
about trust, friendships and acquaintanceships, the resulting data is ordinal rather than
continuous, and is not normally distributed. This means that non-parametric tests must
be used rather than the more conventional methods such as the Pearson correlation coefficient. I used the Spearman rank-order correlation method to test the strength of
the association between trust and both friendship and acquaintanceship. This method
was designed especially for ordinal data and produces a correlation coefficient (called a
“rho”) and p-values just like a Pearson correlation (Warner 2010).
The results are displayed in Table 5.3 and are supportive of H3 . The predicted positive
correlations were found for ties with all six other groups, and for both friendships and
acquaintanceships. This is fully consistent with the idea laid out in my theory that
cross-group contact is the mediating variable between communication and trust. There
are also two further points of interest in these results. First, with the exception of
Macedonians, friendship levels have a higher correlation with trust levels than do acquaintance levels, suggesting that friendship is a more effective generator of trust than
acquaintanceship. If we accept that one is likely to have a greater frequency of interaction with one’s friends than with acquaintances, this is consistent with the idea that a
higher level of repeated interaction generates a higher level of trust, as Putnam (1993)
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Table 5.3: Spearman’s rank-order correlations between friendship/acquaintanceship and trust

Friendship

Acquaintanceship

Croats

0.3444***

0.2759***

Bosniaks

0.2809***

0.2582***

Montenegrins

0.1935***

0.1827***

Slovenes

0.1221**

0.1217*

Macedonians

0.1342**

0.1511**

Kosovo Albanians

0.2424***

0.2254***

Notes: * is p<0.05, ** is p<0.01 and *** is p<0.001. N = 446.

and others have argued. Second, the correlations for ties with Slovenes and Macedonians are notably lower than for all other groups, implying that contact is much more
weakly linked to trust in these groups. Since these two groups are also those in which
Serbs reported the highest levels of raw trust, this may be the result of a ‘maxing out’
effect: there is less scope for contact to increase trust because trust is already so high.

5.2.5

Results: the ‘language differences’ question

Another crucial test comes from the last section of the survey, where participants were
asked to select the reasons that they thought prevented them from forming social ties
with each group. Unlike the previous hypothesis tests in this chapter, this functions
as both a hoop test and a smoking gun test which captures causal-process observations
(Collier, Brady, and Seawright 2004). If a participant states explicitly that their lack
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of ties with x group is because ‘language differences make it hard to communicate’,
this is clear evidence that communication does play a role in inhibiting cross-group ties,
although failing to find this result would not necessarily falsify the hypothesis, since
participants may not be cognisant of the way in which language barriers affect their
social interactions. It is also a hoop test because the hypotheses imply a certain pattern
of responses – but even if observed, this alone is not sufficient to confirm the hypothesis.7
Because of this dual nature, this section may qualify as the kind of ‘doubly-decisive’ test
which is both necessary and sufficient to confirm the hypotheses (Beach and Pedersen
2013).
The number of participants who selected ‘language differences make it hard to communicate’ is displayed in Figure 5.10 below. The results are compelling. Not only did large
numbers of people select ‘language differences’ as a factor inhibiting cross-group social
ties (supporting H1 and H3 ), but the results show almost precisely the pattern we would
expect if the relationship between communication, contact and trust was monotonic
(supporting H2 ). Very few people selected ‘language differences’ as a factor inhibiting
ties with Croats, Bosniaks and Montenegrins, while a much higher number (70 and 45
respectively) selected this option for Slovenes and Macedonians. The highest number
of all (124) selected this option for ties with Kosovo Albanians. The number of people
giving ‘language differences’ as a factor which inhibits cross-group ties therefore seems
to align nicely with the degree of communication potential between the groups in question. This impression is confirmed by looking at Figure 5.11, which shows that the
proportion of people who selected ‘language differences’ varies monotonically with the
degree of communication potential. Once again, t-tests confirmed that these differences
were statistically significant at the 0.001 level.
7

As stated above, the pattern implied by the hypotheses is that no-one should select ‘language
differences make it hard to communicate’ for their ties with Croats, Bosniaks and Montenegrins, a
sizeable number should select this for ties with Slovenes and Macedonians, and an even higher number
should select this for ties with Kosovo Albanians.
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Fig. 5.10: Number of respondents selecting ‘LangDiff’ by group

Fig. 5.11: Selection of ‘LangDiff’ by
communication level

This strongly supports the theory and all three hypotheses. My theory said that moving
from a state of full communication down to semi-communication means that certain,
more complex types of social ties become impossible. Serbs who wish to form complex
ties with Slovenes and Macedonians will find themselves stymied, and will therefore be
likely to select ‘language differences make it hard to communicate’ with respect to these
groups. This is exactly what we observe. The theory also stated that moving from
semi-communication down to no communication corresponds to a change from simple
social ties being possible, to practically none being possible at all. Not only will those
Serbs who want to form complex ties with Kosovo Albanians be stymied, but so will
other Serbs who only want to form simpler ties. In this case, an even greater number
of Serb participants should tick the ‘language differences’ box, and again this is exactly
what we observe.

5.2.6

Results: Probit regressions

The tests above are limited in that they are bivariate, and no controls were added to
account for potential confounding variables. This section aims to remedy that short-
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coming. I use an ordered probit model to estimate the strength and significance of the
relationship between communication, contact and trust on the individual level, rather
than relying on aggregate or group-level data such as in Chapter 4 or in the graphical analyses above. This avoids the ‘ecological fallacy’ and allows for better inference
(Piantadosi, Byar, and Green 1988).
The data structure of the survey results is somewhat unusual. There are 446 respondents, each of whom was asked six times about their levels of trust and contact: once for
each of the other Yugoslav nationalities. After converting the dataset into long format,
this creates a matrix with 2,676 rows, six for each respondent. This is called a ‘cluster
sample’: the data is cross-sectional, but each observation still belongs to a well-defined
cluster (Wooldridge 2009, p. 495). Another complication arises because of the nature
of the dependent variable, trust. This was measured on a five-point scale, ranging from
0 (‘no trust’) to 4 (‘a great deal of trust’). It is neither continuous nor dichotomous,
which means that attempting to use either OLS or logistic regression is likely to produce
biased results. These regression methods are also problematic because a cluster sample
fails to meet the requirement that observations be independent from one another. To
overcome these problems, I use an ordered probit model and corrected for clustering on
the individual respondent. Ordered probit models were designed for use with ordinal
dependent variables like this one. Second, by generating standard errors which allow for
correlation between the responses of each individual, I ensure that the resulting p-values
are accurate.
In total, 12 different independent variables were included in the regression models. Some
of these have previously appeared in the bivariate tests above. These variables are:

• Full communication: a dummy variable coded as 1 for all trust evaluations made
towards Croats, Bosniaks and Montenegrins, and zero otherwise. It was also coded
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as 1 for trust evaluations made towards a certain group if the respondent indicated
that they could speak the language of that group. For instance, if a respondent
indicated that they could speak Slovene, this variable was coded as 1 for their
trust evaluation toward Slovenes, but still zero with regard to Macedonians and
Kosovo Albanians.
• Semi-communication: a dummy variable coded as 1 with reference to Slovenes and
Macedonians, and zero otherwise. The exception was if the respondent indicated
that they could speak the language of the group in question, in which case this
would be coded as zero (but 1 for full communication).
• Frequency of encounter: the respondent’s frequency of encounter with each group,
ranging from 0 (‘I never encounter them’) to 4 (‘I encounter them every day’).
• Number of friends: the respondent’s stated number of friends from each group,
ranging from 0 (‘none of my friends are from this group’) to 4 (‘most of my friends
are from this group’).
• Number of acquaintances: the respondent’s stated number of acquaintances from
each group, ranging from 0 (‘none of my acquaintances are from this group’) to 4
(‘most of my acquaintances are from this group’).
• Neighbouring district: whether the respondent lives in a district of Serbia which
borders the group being asked about. There are a total of 29 districts in Serbia. For
instance, the district of South Bačka borders Croatia, so all trust evaluations made
toward Croats by respondents located in this district were coded as 1. Evaluations
made toward Croats by people in different districts, or toward other groups by
people in South Bačka, were coded as zero.
• Deaths in Yugoslav Wars: a continuous variable which measures the number of
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deaths, in thousands, between Serb/Yugoslav forces and each of the other groups.
The Peace Research Institute Oslo (PRIO) publishes best estimates for battle
deaths, which include both civilian and military deaths in combat. This is derived
from Lacina and Gleditsch (2005). Where the best estimate was not available,
I took the mean of their high- and low-end estimates. The resulting number of
deaths was highest for the Serb conflict with Bosniaks (44,800 deaths), then Croats
and Kosovo Albanians (6,850 and 4,000 respectively) and then Slovenes (63). No
deaths were recorded between Serbs and either Montenegrins or Macedonians.
This is the only variable which was explicitly derived from external data.
• Age: a continuous variable which measured the respondent’s estimated age in
years. This was calculated by subtracting their year of birth from 2019.
• Shared religion: a dummy variable coded as 1 with respect to Montenegrins and
Macedonians (both of whom, along with Serbs, are traditionally Orthodox Christians) and zero otherwise.
• Education: an ordinal variable describing the respondent’s highest education level,
ranging from 1 (primary school) to 6 (doctorate).
• Selected ‘LangDiff’: A dummy variable coded as 1 if the respondent selected
‘language differences make it hard to communicate’, and 0 otherwise.

An important benefit of a multivariate regression is that it allows for confounders and
alternative explanations to be controlled for, something not possible in the bivariate
analyses above. One possible confounder might be the intensity of conflict during the
Yugoslav Wars – perhaps greater conflict reduces both trust and the desire to learn the
outgroup’s language. Shared religion and education level could also play a similar role:
highly educated people might be more trusting but also more likely to speak another
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language due to their education. Including these variables in a regression allows them to
be controlled for – the ‘battle deaths’ variable, for instance, is likely to capture a variety
of dyad-specific aspects of intergroup relations due to the link that still exists between
the Yugoslav Wars and present-day intergroup relations (Ajdukovic and Biruski 2008;
Reidy et al. 2015).
The results are displayed in Table 5.4 and offer strong support for H1 , some support
for H3 , and little support for H2 . In model (1), I include the dummies for full and
semi-communication as well as district fixed effects and controls for the individual-level
characteristics of age, gender and education level. I also control for whether the country
pairing has a shared religion and the number of deaths between them in the Yugoslav
Wars. Both full and semi-communication showed a positive and significant association with trust, a finding which is consistent with H1 . In model (2), I add controls
for the respondent’s frequency of encounter with each group as well as whether they
live in a district which borders the group in question. These both serve as proxies for
the degree of intergroup contact with each group. The full and semi-communication
dummies remained positive and highly significant, which is slightly surprising because
we might expect these to no longer reach significance after controlling for intergroup
contact. This indicates that communication may have a direct effect on trust on top
of any effects which operate through the channel of intergroup contact. In model (3),
two interaction terms were added between communication and frequency of encounter.
If communication really does increase trust by enabling intergroup contact, we might
expect that these interaction terms will be positive. That would indicate that communication increases trust more when intergroup contact is high, and if intergroup contact
is not possible then communication alone has little impact on trust. But this was not
the case: neither interaction term reaches statistical significance.
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Table 5.4: Dependent variable is cross-group trust

Independent variable

(1)

(2)

(3)

(4)

(5)

Full communication

0.954∗∗∗
(0.052)

0.634∗∗∗
(0.069)

0.647∗∗∗
(0.086)

0.551∗∗∗
(0.070)

0.565∗∗∗
(0.077)

Semi-communication

1.439∗∗∗
(0.065)

1.400∗∗∗
(0.067)

1.498∗∗∗
(0.091)

1.357∗∗∗
(0.068)

1.475∗∗∗
(0.075)

District fixed effects

Yes

Yes

Yes

Yes

Yes

Individual-level controls

Yes

Yes

Yes

Yes

Yes

Deaths in Yugoslav Wars,
1000s

0.002∗
(0.001)

0.002∗
(0.001)

0.002∗
(0.001)

0.002
(0.001)

0.002
(0.001)

Shared religion

0.168∗∗∗
(0.037)

0.042
(0.041)

0.047
(0.041)

0.002
(0.040)

0.019
(0.041)

0.220∗∗∗
(0.030)

0.270∗∗∗
(0.051)

Number of friends

0.227∗∗∗
(0.047)

0.455∗∗∗
(0.087)

Number of acquaintances

0.146∗∗
(0.048)

0.146∗∗
(0.048)

Frequency of encounter

Neighbouring district

−0.042
(0.071)

−0.044
(0.071)

Selected ‘language
differences’

−0.379∗∗∗ −0.382∗∗∗ −0.374∗∗∗ −0.377∗∗∗
(0.100)
(0.101)
(0.099)
(0.100)

Full communication*Freq.
of encounter

−0.038
(0.051)

Semi-communication*Freq.
of encounter

−0.097
(0.065)

−0.032
(0.068)

−0.028
(0.068)

Full
communication*Friends

−0.200∗∗
(0.072)

Semicommunication*Friends

−0.321∗∗∗
(0.082)

Individual respondents
N

445
2,660

445
2,659

All models estimated via ordered probit. SEs in brackets.
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445
2,659
∗

p < 0.05;

∗∗

445
2,657
p < 0.01;

∗∗∗

445
2,657

p < 0.001.

In models (4) and (5), I replace the frequency of encounter variable with the number of
friends and acquaintances variables. These serve as alternative measures of intergroup
contact, acting as a robustness check as well as a means of discerning whether the hypothesised causal pathway in H3 is sensitive to different measures of intergroup contact.
The two communication variables remain positive and significant in both model (4)
and (5), and the first-order terms for friends and acquaintances show the same positive
and significant link to trust as did the encounter variable. The major difference occurs
in model (5), where the interaction terms between friendship and communication now
reach statistical significance. Surprisingly, however, the signs in front of the terms are
negative, which indicates that increases in communication decrease the positive effect
of friendship on trust. This is does not appear consistent with H3 , which implies that
communication would have the highest impact on trust when intergroup contact is high.
Overall, H1 finds strong support in these results. The dummies for full and semicommunication showed a positive association with trust, even after controlling for a
range of possible confounders. But H2 was a different story. The dummy for semicommunication reached significance in all models and showed a positive coefficient,
indicating that semi-communication is indeed better for trust than no communication.
However, the coefficient for semi-communication was actually larger than for full communication, a surprising outcome which is not consistent with H2 . If the relationship
between communication and trust is monotonic, the semi-communication coefficient
should be positive but smaller than for full communication. Clearly this is not the case
here. In fact, it is quite difficult to imagine how the semi-communication dummy could
have the higher coefficient unless there is some sort of unobserved confounder: perhaps
Serbs are unusually trusting of Slovenes and Macedonians for some historical or cultural
reason not included in the model? In any case, this finding was incredibly robust and
remained intact even after adding further controls such as relative GDP, the duration
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of conflict during the Yugoslav Wars and whether the countries were in the Ottoman
Empire (not reported). But there is at least some support for H2 from elsewhere in the
results. The theory assumes that the communication-trust relationship is monotonic
because trust is a function of repeated interaction, and while semi-communication allows for some repeated interaction this is less than for full communication. If this were
true, then it is to be expected that the type of relationship which entails more frequent
interaction (friendship) would have a stronger positive association with trust than the
type of relationship which entails less frequent interaction (acquaintanceship). This is
exactly what we observe in models (4) and (5).
The picture for H3 is somewhat mixed. Although the interaction terms between communication and contact did not show the expected positive sign, the first-order terms
for friendship, acquaintanceship and frequency of encounter were all associated with
higher trust. This supports the idea that intergroup contact does have a positive effect
on trust. It is perhaps possible that this association between trust and friendship or
acquaintanceship is spurious and driven by confounders such as the level of intergroup
animosity. However, I consider that this is unlikely because the battle deaths variable
probably captures the level of intergroup animosity at least to some extent. Ajdukovic
and Biruski (2008) and Reidy et al. (2015) have established that present day attitudes
in the region are still affected by the legacy of the Yugoslav Wars, so the intensity
of conflict during the wars can plausibly act as a proxy for the quality of intergroup
relations.
A second result in support of H3 is that the dummy for whether the respondent selected
‘language differences’ was linked to lower trust in all models where it was included.
This provides an important boost for the hypothesis – it means that when someone
stated that language barriers prevented them from making friends or acquaintances
with a group, they also tended to report lower trust in that group. This suggests that
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a reduction in intergroup contact caused by language barriers does indeed feed through
into lower trust levels. This is consistent with the idea that intergroup contact mediates
the relationship between communication and trust by preventing people from building
ongoing social ties with the outgroup.
Can we be certain that the results in Table 5.4, as well as those in Figures 5.2 to 5.11,
are indicative of communication barriers affecting trust and contact, rather the ‘identity’
effects of language? After all, perhaps the low levels of trust, friendship and acquaintanceship towards Kosovo Albanians is not due to the communication barrier itself, but
instead arises because the language difference acts as a marker of ethnic identity which
‘primes’ intergroup distrust. Although this possibility cannot be completely ruled out
without a randomised experiment, I contend that it is unlikely to be the case. First,
if the low trust towards Kosovo Albanians was due only to identity effects, then why
would so many Serb respondents have selected ‘language differences make it hard to
communicate’ as a reason for their lack of intergroup contact? They could easily have
selected another option such as ‘cultural or religious differences’ or ‘I don’t feel much
in common with them’. The fact that 28 per cent of the sample selected this option for
Kosovo Albanians suggests that communication must be playing at least some role.
Second, the patterns of friendship (Figure 5.5), acquaintanceship (Figure 5.7) and selection of the ‘language differences’ option (Figure 5.11) all vary monotonically with the
degree of communication, which is difficult to explain without reference to communication effects. After all, the Albanian, Macedonian and Slovenian languages, as well as
the Croatian, Bosnian and Montenegrin varieties of BCMS are all equally capable as
acting as badges of identity. If these results can be explained entirely by identity effects,
then why would the levels of friendship and acquaintanceship not be more evenly distributed across communication levels? The more likely explanation is that the highest
levels of friendship and acquaintanceship are with Croats, Bosniaks and Montenegrins
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(Figures 5.4 and 5.6) because these are the groups with whom Serbs can communicate
most easily. This makes it difficult to sustain the claim that lower trust is purely the
result of identity effects.

5.3

Interviews

The second part of the Yugoslavia case study uses interview research. This has two
functions. First, talking with Serbians allows me to gain deeper knowledge about the
social and political situation in the country, a process sometimes known as ‘soaking and
poking’ (Leech 2002). Second and more importantly, interviews allow the researcher
to obtain a wealth of causal process observations which, as mentioned above, can be
of great use in hypothesis testing. Given that it is so difficult to separate the effect
of communication from its confounders (cultural distance, prior war and so on), causal
process observations can be a source of great leverage because of their ability to pinpoint
a particular causal process (Collier, Brady, and Seawright 2004).

5.3.1

Interview plan and Covid-19

These interviews were planned to take place in two phases. Phase 1, which took place in
mid-2019, was intended as a proof of concept. Only three individuals were interviewed,
and the interviews took place over Skype. The three subjects were all English-speaking
language teachers recruited from the website iTalki. Since they are so clearly unrepresentative of the wider Serbian population, I intended to interview between 7-10 additional
people during Phase 2. This was scheduled to take place in June 2020, when I would
actually travel to Serbia and recruit subjects in the country itself. The aim was to
ensure that the subject pool was closer to the wider population, rather than the very
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narrow and self-selecting pool of English-speaking Serbs who make themselves available
as online language teachers.
Unfortunately, the ongoing COVID-19 pandemic has led to the cancellation of Phase
2. Travel and entry restrictions within Europe and across the world have made this
additional research untenable, and I was forced to abandon the plans for these further
interviews. Although additional interview subjects could perhaps have been recruited
online, I considered that this would add little value given that these would suffer from the
same limitations – lack of representativeness, self-selection – as the three which were
already completed. The evidence in this section therefore consists of only the three
interviews conducted during Phase 1. Unsurprisingly, these suffer from some important
limitations, and the results in this section should be interpreted with a degree of caution
for this reason.

5.3.2

Expected results

Interview data is unlikely to be able to shed light on the entire causal mechanism,
running from communication to contact through to trust. Why? As mentioned above,
individuals are not always likely to be able to accurately summarise the factors that
make them feel trusting or untrusting towards a specific group. It would require a great
deal of introspection and participants seem unlikely to be able to provide satisfactory
answers during a short (<1 hour) interview. What the interviews can shed light on is
the first part of the mechanism: whether communication potential affects the levels of
cross-group contact.
With that in mind, what would confirmation of H1 look like? Serb participants will
report that communication barriers between themselves and the other group in a level
3 pairing (i.e. Kosovo Albanians) are the factor (or at least one of the factors) which
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prevents them from making friends or acquaintances with Kosovo Albanians. Perhaps
the participant is presented with a hypothetical situation where communication barriers between themselves and Kosovo Albanians have magically “disappeared” overnight.
Facing this situation, the participant should report that yes, they would probably have
more social ties with Kosovo Albanians if that occurred. The same pattern of responses
should occur for H2 , except the question would be asked with regard to Slovenes and
Macedonians in this situation. H3 is more difficult to test through interviews, but if a
participants reports that having greater contact with a certain group made them feel
more trusting towards that group, this would be the kind of causal process observation
which would support H3 .

5.3.3

Structure and participants

Conversations with participants took the form of ‘semi-structured’ interviews. This style
of interviewing is a middle ground between highly structured formats and the loose, wandering nature of unstructured interviews. Leech (2002) points out that semi-structured
interviews are appropriate for situations where the researcher wishes to engage in hypothesis testing, but without the risk of it ‘backfiring’ because of the closed-ended nature
of structured interview questions. Semi-structured interviews provide ‘detail, depth and
an insider’s perspective’, while at the same time allowing hypothesis testing and the
quantitative analysis of interview responses (Leech 2002, p. 665).
Three Serbian participants were recruited from the website iTalki, which is an online
language teaching website. All three teach on iTalki, and each was interviewed once.
Interviews were conducted in English over Skype, and lasted for between 40 minutes to
an hour. Aleksa is a 21-year-old male university student, studying English, and lives
in the city of Kragujevac. Stefana is female, 35 years old, and married. She lives in a
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village near Novi Sad, where she is also the owner of a small food business. Natalija is 19
years old, female, and is about to begin tertiary studies overseas, although she currently
lives in Belgrade. These names are pseudonyms in order to protect the anonymity of
the subjects. The interviews were conducted in late May and early June 2019.

5.3.4

Results: background and general state of intergroup relations

Interviews began with a brief introduction and explanation of the research project.
Following this, I used ‘grand tour’ questions (Leech 2002) to set the scene, by asking
participants for their general impressions of life in Serbia today. What political and
social issues are people concerned about? Are people happy with the direction that the
country is headed in? All three respondents were consistent in their responses to this:
people are not happy and are not pleased about the direction Serbia is going. Aleksa
stated that

I can safely say that the people are definitely not happy with the circumstances we have in our country, both politically, socially and economically...
we have a president who doesn’t like us and care about us, a government run
by semi-criminals, our justice system is scandalous, the job opportunities in
the country are minimal, our culture is dumbed-down, and most of our youth
is going away.

This sentiment was echoed by the other participants. As Natalija said:

...the majority of our population is not living that well. They live in very
poor areas, areas that don’t have enough... of everything, really ... [people]
struggle in the sense that they can barely make ends meet. And a lot of
professions are paid a lot lower than they should be.
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Stefana drew particular attention to the degree of corruption she perceives in the government:

It doesn’t seem as if that this situation is improving here... politicians are
known to be corrupt a lot. You cannot do anything the regular way unless
you know somebody in like, local government offices.

All three participants were critical of the current Serbian government, led by the Serbian
Progressive Party (SNS) which, despite its name, is a populist right-leaning party. The
SNS has allegedly been cracking down on independent media sources in order to consolidate its power. Natalija stated that this party draws its support primarily from rural
areas, and there have been regular large protests against the SNS in the streets of Belgrade. The participants were fairly consistent in their descriptions of Serbia’s relations
with the other countries of the former Yugoslavia. They tended to report that Serbia
was by far the closest with Montenegro, who were described as being like ‘cousins’ or
‘brothers’. Macedonians, Slovenes, and possibly even Bosniaks seem to be in the next
tier down:

...we don’t argue with [Bosnia] I think, we have some territorial issues
with them if I remember correctly, but that’s more of a government thing
than a people thing. I think we have an okay relationship. [Natalija]

Aleksa pointed towards the Yugoslav Wars as a determinant of present attitudes:

Yeah, it’s true [that Serbs are friendliest with Macedonians, Montenegrins and Slovenes]. All the nations we had wars with are the ones we still
fight with, unfortunately.
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Participants consistently described Serbs as having the worst relations with Albanians,
including Kosovo Albanians. Natalija provided the following anecdote:

Albania is the worst [relationship]. I genuinely think people would get in
fights if they saw each other. Albanian and Serbian ... It’s horrible, horrible,
horrible. So just a random example, we were on a school trip in Italy ... and
one night a group of me and my friends were coming back to our hotel, and
we were without any teachers or anything. We were talking in Serbian of
course, and some Albanian guy heard us along the way, and he pulled out a
knife and started chasing us. Because he heard Serbian.

Natalija also added that ‘a large percentage of people hate Croatians ... older people [in particular] have this innate hatred’. However, Aleksa suggested that relations
with Croats and Bosniaks have actually been improving over time, and that only the
relationship with Kosovo Albanians remains difficult:

When we’re talking about the relationship between us and the Croats and
Bosnians, nowadays the situation with them is much more tame and calm
than before. But with Albanians ... it’s a different beast. There’s actual
animosity between the two people.

5.3.5

Results: does communication affect cross-group ties or trust?

All of the above is broadly consistent with the survey results and the hypotheses, although these are essentially data-set observations and merely describe general trends.
They are not causal process observations. The next step is therefore to ask if the causal
process observations pinpoint communication potential as a determinant of cross-group
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contact or trust. As the hypotheses predicted, respondents frequently pointed to language and communication as factors which affect the level of cross-group social ties.
However, it was far from the only factor, and it seems clear that cultural factors and
the legacy of the Yugoslav Wars both condition the effect of communication, and have
their own separate impacts on trust and social ties. When pressed on the reasons why
relations with Kosovo Albanians remained poor while those with Croats and Bosniaks
were improving, Stefana told me:

We kinda share history with Croatians and Bosnians. We share a language, culture, um, we share a country, so we kinda feel like, you know, that
cousin at a family meeting that you don’t really like or get along with, but
they’re still family, you know?

Shared language is mentioned as a factor which engenders positive ties with Croats and
Bosnians, although it is not the only one – she also points to cultural and historical
similarities. Aleksa offered a similar response, noting that shared language was only one
determinant of cross-group attitudes:

...with Albanians we don’t have anything in common, not culture, not
history, language or mentality, so it makes it harder to relate to them and
understand them right away. And Kosovo is kind of a sacred land to Serbia.

Even though I did not specifically prompt these two subjects to do so, they still brought
up the idea of shared language as a factor which determines cross-group attitudes in
the former Yugoslavia. This aligns with H1 , an impression further bolstered by the fact
that they listed language as a separate explanation alongside culture. This suggests
that the communication effects of language affect cross-group ties as H1 predicts, rather
than identity affects which arise merely from a language’s ability to act as a marker
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of cultural difference. If they had meant the latter, there would have been no need to
mention language as a factor separate from culture.
After asking about the general factors which affect cross-group ties, the three subjects
were asked if they (or Serbians in general) would find it difficult to make friends with
Kosovo Albanians. This question was an attempt to see if I could tease out a ‘communication difficulties’-type of explanation. If communication impairment really does
inhibit social ties, this would seem to be the perfect time to say so. It would surely be
easy to say ‘Yes, it would be difficult because we speak different languages and I can’t
understand them.’ But none of the three gave this reason. As Stefana bluntly noted:

I think it’s impossible [for Serbs to make friends with a Kosovo Albanian],
honestly. I don’t have anything against Albanians, it’s just impossible.

Natalija was not as unequivocal, although she too expressed some reservations about
being able to be friends with a Kosovo Albanian:

...personally, I wouldn’t mind opening up to them, but I would be thinking
about whether they would be bad towards me, or try to do something bad, or
not be honest, or something like that. I would have this like, idea that they
wouldn’t be one-hundred percent friendly, probably.

Aleksa added:

If the person was open minded, yes [I could make friends with them].
[But] if we started talking and they mentioned something about politics or
Kosovo, it would be difficult to get along with each other.
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Surprisingly, the subjects offered little indication that communication barriers or language divides play any role in inhibiting ties with Kosovo Albanians. Cultural and
political factors – ‘politics or Kosovo’, as Aleksa put it – seem to be the main causes.
On the other hand, Serbia’s relationship with Kosovo is somewhat different from those
with the other five groups: there continues to be a dispute over the status of Kosovo,
which remains only a partially recognised state. While the conflicts with Croats and
Bosniaks are now well in the past, the dispute with Kosovo – although no longer violent
– remains active. Stefana confirmed that this makes it difficult for Serbs to form ties
with Kosovo Albanians, adding by way of explanation that ‘the situation in Kosovo is
current, it’s hot’. For this reason, we might expect that subjects would be less likely to
offer communication-centric responses with regard to Kosovo in particular. Even still,
Stefana offered the following additional explanation for the state of cross-group relations
with Kosovo Albanians:

We’re just living in two different worlds with a border. And also physical
border, and I think cultural, and we never interact, and that’s it. It would
be impossible, I think, to even communicate.

At least in this response, the inability to communicate was offered as a factor which
makes it difficult to form ties and trust with Kosovo Albanians. Furthermore, Stefana’s
suggestion that this is part of the reason why ‘we never interact’ is consistent with the
idea that communication divides prevent cross-group interaction. This response aligns
with both H1 and H3 .
Finally, the subjects were asked point-blank if it would be easier to form cross-group
ties if the groups spoke the same language. The responses were partly, but not entirely,
supportive of the hypotheses. Aleksa responded that
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...if we spoke the same language it would help, for sure. It always does
with any people, if you can understand each other completely and express
your thoughts, you won’t feel like they are hiding something.
This clearly offers strong support for the hypotheses. But Natalija disagreed:
Learning the language, I don’t think so [that it would facilitate social ties].
I think Serbians just want to get their territory [in Kosovo] back, and they
want for Serbians to live there, they don’t want Albanians there... honestly
no. I don’t think the language would help.
However, Natalija was speaking with regard to Kosovo Albanians, and she did believe
that greater language similarity would make it easier to build ties with Slovenes and
Macedonians. That at least is consistent with my theory. In general, the subjects
seemed much less convinced that language and communication could improve ties with
Kosovo Albanians compared to the other groups. Part of the reason for this could be
because Kosovo Albanians rarely visit Serbia or vice-versa. Natalija noted that while
it is relatively common in her experience to encounter Croats, Bosniaks, Montenegrins,
Slovenes or Macedonians, Kosovo Albanians are rarely seen in Serbia:
Apart from Albanians, it’s not that unusual [to encounter them]. I’ve
had situations in bars or clubs, or outside, where foreigners for some reason
would ask for directions or something, sometimes we even meet. And I
think Serbians are pretty ... even if it were Croatian people, we’d be pretty
friendly... [but] Albanians? I don’t think I’ve ever seen an Albanian like,
actually approach me here. It’s very... I don’t know. They don’t come here.
Stefana concurred, stating that ‘I never see any Albanian people here’. Of course, the
pre-existing ability to counter other groups is still endogenous to my model. If a certain
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region or country speaks a different language, you are less likely to move there in the first
place, so communication barriers still prevent cross-group contact through this channel.
Natalija indicated that it is relatively common for Serbs to move to the countries which
also speak BCMS:

Yeah, it happens [that Serbs move to Croatia, Bosnia or Montenegro, or
vice versa]. Especially from Montenegro to Serbia. Again, a lot of people
move here or there, usually from Montenegro to Serbia. But yeah, you get a
job in Croatia, a lot of people even do half-half, just because it’s close, like
live for three or four days a week here, then go there...

This seems to align with the theory: since Croatia and Montenegro speak the same
language as Serbia, it is easy for people to move between them for work. This explanation would be even more convincing if Natalija mentioned that language barriers were a
factor preventing people moving from Serbia to Kosovo or vice versa, but this was not
the case:

My parents didn’t let me go [to Kosovo for an exchange programme]. And
my parents are very liberal, they would let me go to Japan, but they didn’t
want me down there because they thought it was unsafe. Which I think it is.

While this is not what would be expected under my theory, this response provides
further evidence that Kosovo seems to be an exceptional case. It is the fear of violence,
presumably due to the ongoing tensions, which deter Serbs from visiting Kosovo, rather
than language or communication barriers. This is clearly not the case with regard to
the other groups, where there is no ongoing conflict and Serbs are able to move between
countries without concern for their safety.
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Is there a risk of ‘cherry-picking’ with interview research like this? A common criticism
levelled at qualitative work, including interviews, is that the researcher could simply
include the parts of the interviews which support their theory while excluding the parts
which do not. They might not even be aware that they are doing this. However, I hope
it will assuage any readers’ concerns to know that the potential for cherry-picking in
these interviews is very limited, simply because ‘language’ or ‘communication’ as determinants of intergroup attitudes were only mentioned a handful of times throughout
the conversations.8 In fact, almost all of the relevant mentions of these topics were
directly quoted in the preceding sections. The mentions which I did not quote above
included those where (for instance) subjects confirmed that Serbian and Croatian are
almost identical, or that they found it difficult to understand Macedonian. Those observations might be useful for determining the degree of mutual intelligibility between
languages, but they are not particularly relevant for testing whether communication
affects intergroup contact or trust.

5.3.6

Interpretation

These interviews provide some support for the hypotheses, although it is far from unambiguous. As expected, the subjects did point to language and communication barriers as
determinants of intergroup relations in the former Yugoslavia. Stefana and Aleksa both
mentioned language differences in their discussion of the reasons for the comparative
lack of ties with Kosovo Albanians compared to Croats, Bosniaks and Montenegrins,
although this was only one factor amongst several. Cultural differences and the legacy of
the conflicts were also mentioned. Aleksa also stated explicitly that higher communication potential would be likely to increase the amount of contact with Kosovo Albanians.
8

I was careful to avoid mentioning language or communication too often, as doing so might alert the
subjects that these are the variables I am interested in as possible determinants of intergroup relations.
This could lead to biased answers if the subjects ‘tell me what I want to hear’.
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This offers support for H1 and H3 . Although Natalija was more reticent about the possible role of language in affecting intergroup relations, even she suggested that higher
communication potential with Slovenes and Macedonians would increase cross-group
ties with these groups, which provides some support for H1 , H2 (since these are semicommunication pairings) and H3 . Natalija and Stefana also reported that they have had
conversations with Slovenes, but generally only older ones because only the older generation of Slovenes speak BCMS. This is obviously not a semi-communication encounter,
but the fact that their contacts with Slovenes was limited to those who speak BCMS
indicates that communication potential does affect the level of cross-group contact with
that group. Again, this is supportive of H1 and H3 .
The most damning piece of evidence against the hypotheses comes from Natalija, who
rejected outright the idea that greater language similarity would increase cross-group
contact with Kosovo Albanians. While the other respondents were not as pessimistic
as her, their responses also suggested that Kosovo is something of a special case, and
the ongoing dispute between Serbia and Kosovo affects cross-group ties in a way quite
different from ties with the other groups such as Croats or Bosniaks. In the language of
causal inference, this suggests the existence of a moderation effect: the presence (or not)
of an ongoing territorial dispute moderates the effect of communication. When there
is an ongoing dispute, as is the case between Serbs and Kosovo Albanians, increased
communication potential makes little difference to contact and trust. The dispute has
such a strong negative effect on ties and trust that increasing communication alone
will have a negligible effect. This also aligns with existing research which found that
territorial disputes have a particularly strong negative impact on intergroup tolerance
(Hutchison and Gibler 2007). But when there is no dispute – as is the case between
Serbs and the other five groups – the communication mechanism can begin to operate,
and greater communication will result in more contact and more trust.

167

Economists sometimes speak of the ‘crowding out effect’, where government spending
displaces activity that would otherwise be undertaken by the private sector (Buiter
1977). We might envision an analogous kind of ‘crowding out’ in this situation: when
an ongoing dispute has raised cross-group animosity to a high enough level, there is no
‘space’ remaining for communication to improve cross-group ties and trust. 159 survey
respondents indicated that they had ‘no trust’ in Kosovo Albanians, a far higher number
than for Croats (44) or Bosniaks (30). When so many individuals have an implacable
dislike towards the other group, it may not matter if they can communicate or not –
the pre-existing animosity will prevent cross-group interaction from occurring even if
sufficient communication potential exists to enable it.
Finally, it is important to be cautious in interpreting the results of these interviews.
The fact that only three individuals were interviewed, combined with their marked
differences from the majority of the Serbian population, makes it unclear whether the
interview results would generalise to other Serbs. Serbs who are English speaking and
working as online language teachers are likely to be more educated and cosmopolitan in
their outlook compared to the general population. A cosmopolitan outlook, which tends
to de-emphasise cultural differences between groups and nations in favour of the notion
of the ‘world citizen’ (Kleingeld and Brown 2019) may lead these individuals to avoid
culture-based explanations for cross-group relations and perhaps over-estimate the role
of other factors including communication. However it is impossible to know if this effect
is occurring without interviewing additional people, ideally from regions outside of the
main cities – particularly the border regions where opportunities for cross-group contact
are more likely – and including those who do not speak English.
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5.4

Conclusion

This chapter has used a range of hypothesis tests to examine the relationship between
communication, contact and cross-group trust between Serbs and members of the other
nations of the former Yugoslavia. One approach to drawing conclusions for this chapter
could be to count up the number of tests where each hypothesis was supported compared to those where it was not supported. This method would be overly superficial,
however, since not all hypothesis tests are created equal. The inferential power of the
tests differs significantly depending on their ability to control for confounders and the
representativeness of the data used. I contend that the two most rigorous tests here
are (1) the probit regressions and (2) the ‘language differences’ question. The other
hypothesis tests, such as the interviews and the bivariate and graphical analyses, suffer
from methodological shortcomings such as an inability to control for confounders and
potential sampling bias which limits external validity.
Tables 5.5, 5.6 and 5.7 summarise the results of those two most rigorous hypothesis
tests for each of the three hypotheses. In Table 5.5, we can see that H1 is consistently
supported by these tests. Both the hoop and smoking-gun elements of the ‘language
differences’ point to communication barriers as a determinant of cross-group contact
and attitudes, while the probit regressions showed that full communication is strongly
and significantly associated with trust.
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Table 5.5: Hypothesis tests for H1
Test

Type

Result

Far more people should select
Supported. Only a small handful
‘language differences’ for semi
Hoop

of people selected this option for

and no-communication pairings
the full communication pairings.
than for full communication
At least some respondents should

Supported. A number of people

select ‘language differences’ as a

did select this option, pointing diSmoking gun

factor inhibiting cross-group ties

rectly to language and communi-

with semi and no communication

cation barriers as a causal factor.

Probit regressions should show

Supported. The full communica-

full communication being signif-

tion dummy was statistically sigHoop

icantly and positively associated

nificant with high p-values in all

with trust

models.

H3 also received clear support in all aspects of these two hypothesis tests. H2 is less
clear: while the expected result was obtained in the ‘language differences’ question, the
probit regressions failed to support the hypothesis. Based on these two main tests, it
seems fair to conclude that H1 and H3 are supported, but the status of H2 is unclear.
The remaining hypothesis tests, such as the interviews and the graphical analyses, fail to
resolve the uncertainty surrounding H2 . The interviews generally shed little light on the
effect of semi-communication on contact and trust, although one interview respondent
did suggest that increased communication potential with Slovenes and Macedonians

170

would likely increase Serbs’ levels of contact with those groups. The graphical analyses
were similarly unclear: while the levels of friendship and acquaintanceship different
monotonically with communication potential as H2 predicted, the raw trust levels did
not. In the next chapter, I describe the design for a lab experiment which has the
potential to shed greater light on H2 .

Table 5.6: Hypothesis tests for H2
Test

Type

Result

The number of people who se-

Supported.

lect ‘language differences’ for

communication

the semi-communication pairings

The
pairings

semihad

far more people selecting this
Hoop

should be higher than full commu-

option than for full communi-

nication, but lower than no com-

cation, but less than the no

munication.

communication pairing.

Probit regressions should show
Not supported.

The semi-

that semi-communication is sigcommunication dummy was stanificantly and positively associHoop

tistically significant in all mod-

ated with trust, but the size of the
els, but showed a higher coeffiassociation should be less than for
cient than full communication.
full communication.
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Table 5.7: Hypothesis tests for H3
Test

Type

Result

The number of people selecting
‘language differences’ should show
a gradient:

highest for the no
Supported. The expected gradi-

communication pairing, lower for

Hoop
ent was found.

the semi-communication pairings,
and practically no one at all for
the full communication pairings.
At least some people should select
Supported. Sizeable numbers of
‘language differences’ as a factor
people selected this option for the
preventing cross-group ties with Smoking gun
semi- and no communication pairthe semi- and no communication
ings.
pairings
Probit regressions should show
that the number of friends and

Supported. They were both pos-

acquaintances is positively associ-

itively associated with trust, and
Hoop

ated with trust, and the coefficient

the coefficient for friendship was

for friends should be higher than

the higher of the two as expected.

for acquaintances.
Note: table continues on next page
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In the probit regressions, selecting
‘language differences’ as a factor preventing cross-group conSupported.

Selecting ‘language

tact should be linked to lower
Hoop

differences’ was strongly and sig-

trust. This would indicate a link
nificantly linked to higher trust.
from communication barriers to
reduced contact and through to
lower trust.
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Chapter 6
An experimental approach to
communication, contact and trust

6.1

Why use an experiment?

This chapter builds on the results in Chapters 4 and 5 by offering an experimental design
which aims to untangle the relationship between communication, repeated interaction
and social trust. This experiment was originally planned to form the final set of results
for this thesis and was scheduled to take place in Portugal during April and May 2020.
Unfortunately, the COVID-19 pandemic forced the cancellation of the experiment (more
on this below). As a result, this chapter simply presents the rationale and design for
the experiment, in the hope that either myself or other researchers may be able to run
the experiment in the future. It also serves as a pre-registration for the experiment
design. Despite this, the experiment design alone still represents a significant advance
in the study of communication and trust. Previous researchers have struggled to disentangle the effect of communication from likely confounders such as ethnicity, culture
and history. This design proposes a novel way for researchers to randomly assign communication potential, which means that a randomised experiment could now be used to
estimate the causal effect of communication. As far as I am aware, no such experiment
has been proposed or attempted before.
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6.1.1

Limits of observational studies

Chapters 4 and 5 are both observational studies. The dependent variables, trust and
social contact, are not randomly assigned by the researcher. Instead the researcher
simply observes the levels of key variables and searches for relationships between them.
While the hypothesis tests and ‘model-based inference’ (Pearl and McKenzie 2018) used
in these chapters offer a degree of causal leverage, questions of functional form, model
specification and unobserved confounders remain. This casts some degree of doubt on
the conclusions. Consider Chapter 4: its results showed strong support for all three
hypotheses within the multiple regression framework used to test them. But can we be
certain that the regression models were perfectly specified, or that there was not some
unknown confounder which biased the results? As with all observational studies, the
answer is no. Some researchers have even argued that it is impossible to speak of causal
relationships in observational studies, although this is a minority view within political
science (Kellstedt and Whitten 2018, p. 93).

6.1.2

Experiments and causal inference

An experiment – by which I essentially mean a randomised controlled trial – offers a
way of overcoming these limitations. An experimental design is one where the researcher
both controls and randomly assigns the values of the independent variable of interest,
in this case communication. Rather than simply observing the levels of key variables,
the researcher manipulates the level of each variable in a controlled setting. One group
of participants might receive a ‘low’ level of the variable, and other group receives a
‘high’ level. The group which the researchers manipulate is usually referred to as the
‘treatment’ group, while the group which is left unaffected is called the ‘control’ group. If
each participant is randomly allocated to one of these groups, this allows the experiment
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to overcome confounding bias as well as any questions of reverse or spurious causation.
The treatment and control groups will, on average, be equally balanced on all possible
confounding variables such as age, weight and income, and will even be balanced on
unobserved and unobservable confounders if the sample size is large enough. Only the
independent variable differs between the groups. This means that any difference in the
dependent variable must be the result of the independent variable that was changed.
Even confounders which the researchers have not considered, and may not even have
heard of, do not pose a threat to inference since their levels across the two groups will
still be equal on average (Kellstedt and Whitten 2018, p. 84-85).
The difference between the two groups is usually conceptualised as the ‘Average Treatment Effect’ (ATE), which refers to the mean effect of the treatment or intervention
across the entire sample of participants. Some studies are also concerned with the ‘Average Treatment on the Treated’ (ATT), which refers to the mean effect of the treatment
on those who actually received it. However, the distinction is somewhat irrelevant for
present purposes because in a properly-designed randomised experiment with perfect
treatment compliance, the ATE and ATT should be the same. Where there is noncompliance with the treatment among some participants, the ATE will no longer equal
the ATT, and the ATE will now, in effect, measure the impact of being assigned to
the treatment group rather than the effect of actually receiving the treatment. To understand the effect of receiving the treatment in a study with imperfect compliance,
researchers must use the ATT or an intention-to-treat (ITT) analysis instead (Garrido
et al. 2016). But since the experiment proposed in this chapter is expected to have perfect or near-perfect treatment compliance for reasons described below, this will probably
not be necessary for present purposes.
The logic of experimentation is theoretically grounded in ‘potential outcomes’ framework of causation developed by Jerzy Neyman and Donald Rubin. The Rubin Causal
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Model emphasises that the value of an independent variable can lead to a range of potential outcomes of the dependent variable, and that each of these potential outcomes
– or counterfactuals, to use another term – has just as much objective reality as the
actual value the dependent variable ended up taking (Pearl and McKenzie 2018). The
causal effect is defined as the difference in the value of the dependent variable when
the independent variable is set to one value, compared to what it would have been if
the independent variable were set to another value. Although we can never observe
this counterfactual directly—an obstacle known as the ‘fundamental problem of causal
inference’—Rubin demonstrated that randomised assignment of the independent variable provides an unbiased estimate of the real causal effect. For this reason randomised
experiments are the ideal means for testing causal hypotheses (Rubin 1974).

6.1.3

Testing communication, contact and trust with experiments

Despite the clear advantages of experiments for causal inference, most of the existing
research on diversity, communication and social trust is made up of observational studies. Putnam’s (2007) seminal paper used observational data from the US Census, while
Buzasi’s (2015) analysis of communication and generalised trust was based on Afrobarometer survey data.1 The reliance on observational data is somewhat problematic,
given that diversity and communication are likely to be correlated with numerous other
variables: culture, income, political history, inequality and so on. This means that observational studies in this field will always run the risk of failing to properly control for
relevant confounders. Why haven’t more researchers employed experimental designs to
overcome these limitations?
1

To be more specific, existing studies use ‘model-based inference’ where causal leverage is obtained
by applying statistical techniques after the data is collected. By contrast, this proposed experiment
applies ‘design-based inference’, where causal leverage is generated through the data-collection process
itself (Dunning 2012). As noted elsewhere in this chapter, design-based inference presents challenges
of its own, such as the degree of external validity of the results obtained from randomised experiments.
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The problem is that communication potential is difficult to assign experimentally. One
obvious experimental method for testing the effect of communication might be to teach a
certain language to the treatment group but not the control group. The researcher could
then see how this treatment affected the dependent variable of interest, such as trust.
This method would be problematic, however, because of the inordinate amount of time
required for a person to learn a language. Ishag et al. (2015) present data, originally
from the US Department of State, which indicates that English speakers require at least
600 hours of classroom instruction to reach a professional level of proficiency even in a
closely related language such as French or Dutch. For more difficult languages such as
Arabic, the figure can be as high as 2200 hours. Even if experiment participants only
needed to acquire basic conversational fluency, rather than full professional proficiency,
it seems likely that hundreds of hours of classroom instruction would still be required.
This presents a logistical hurdle which researchers are unlikely to be able to overcome.
Among other problems, an enormous budget would be required in order to fund this
kind of language training for the dozens of participants (at least) involved in a large-N
experimental study. A second problem, which presents a much greater challenge to
causal inference, is that the process of learning the language might cause some participants to drop out. Over the many weeks or months of language learning that would
be required, participants assigned to learn a ‘hard’ language might be more likely to
drop out than those assigned to learn an ‘easy’ language. This violates the assumption
of perfect treatment compliance and introduces selection effects which complicate the
eventual interpretation of the ATE (Garrido et al. 2016).
Perhaps cognisant of these difficulties, a couple of studies have attempted to use other
experimental methods to test the effects of language or communication. Kim and Harwood (2020) created a fictitious Facebook page of a Chinese international student and
invited American undergraduates to view it. The American students were then asked
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about their desire for future interaction with the fictional student. Half of the American
students viewed a version of the page which displayed low English proficiency on the
part of the fictional student, while the other half viewed a version which displayed high
English proficiency. The group which viewed the version with high English proficiency
reported greater desire to engage in social interaction with the fictional student. This
bears some resemblance to my own research question, although it was subjects’ perceptions of the person’s language proficiency, rather than the actual ability to communicate,
which was experimentally manipulated in this case. Second, Habyarimana et al. (2007)
ran a series of experiments on inter-ethnic interaction in Kampala, Uganda, one of which
involved testing how the presence of a common language affected two participants’ success in solving a puzzle together. While they found that common language had no
statistically significant effect, it seems that communication potential was not randomly
assigned in this part of the study. Although the participants were ‘randomly divided
into pairs’ (Habyarimana et al. 2007, p. 718), this does not mean that communication itself was randomly assigned. A randomly-selected pair which shares a language is
probably one which also shares an ethnicity, which means that this design is unable to
eliminate confounding.

6.2

Experiment design

In this chapter, I present a novel experiment design which overcomes the logistical limitations described above while still offering a method of random assignment for cross-group
communication. The key is to flip the idea of assigning communication on its head –
rather than assigning communication potential, I instead propose assigning communication impairment. To achieve this, I will employ a confederate who speaks multiple
languages, and then randomly select which language the confederate speaks with each
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participant. With some participants, the confederate will speak the participant’s own
language, while with others the confederate will pretend to be unable to speak that
language, and will attempt to conduct the interaction while pretending that they have
no language in common. From the subject’s perspective, this closely simulates the experience of attempting to communicate across a language barrier. However, it will require
strong acting skills on the part of the confederate, who must be able to appear ‘natural’
while pretending they are unable to understand the participants. Further explanation
of the method is provided in the next section.
An important point to note is that this experiment tests only the first part of my
proposed causal mechanism. The causal mechanism suggests that communication fosters
repeated interaction and this in turn generates higher trust. This experiment will test
only the first part of this – does communication foster repeated interaction? The reasons
for this are primarily logistical. It would be quite difficult to design an experiment
which also includes a test of how repeated interactions lead to trust. Subjects would
have to be kept ‘in’ the experiment for days or weeks in order to allow the repeated
interactions to accrue, which could lead to problems with attrition and management of
the subjects. Attrition is a particular problem because it raises the spectre of treatment
non-compliance and its accompanying selection biases: for instance, participants who
are in the ‘no language in common’ group might be more likely to drop out due to the
frustrating nature of the interaction. Moreover, the idea that repeated interaction leads
to trust and cooperation has already been demonstrated experimentally, perhaps most
notably by Axelrod and Hamilton (1981). Focusing on the link between communication
and repeated interaction ensures that this experiment still makes a novel contribution
while avoiding the logistical problems just described. In particular, the fact that this
is a ‘single-shot’ experiment, where the treatment effect is created by the confederate
rather than through any action of the participant, means that treatment compliance is
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likely to be perfect or close to perfect.

6.2.1

The proposed experiment and Covid-19

This experiment was originally planned to take place in Portugal during April and May
2020. Because of the unique inferential power of experiments, I hoped that its results
would help to settle some of ambiguity in the results from Chapters 4 and 5, particularly
the question of whether the effect of communication is truly monotonic (H2 ). NOVA
Universidade in Lisbon had agreed to host me for the duration of the research and
provide me with access to undergraduate students who could serve as participants.
I arrived in Portugal in early March and began preparing the experiment, with the
laboratory phase planned to start in late April. However, it quickly became clear that
the COVID-19 pandemic – previously mostly confined to Italy, Iran and China – was
spreading across Europe. The experiment was soon cancelled, and I was forced to leave
Portugal only two weeks after arriving.
Despite this disappointment, the experiment design presented in this chapter still constitutes a novel approach to the study of communication, contact and trust. Even
though no actual results are able to be presented, this design provides a new means
for researchers to estimate the causal effect of communication barriers. The design presented here is intended to estimate the causal effect of communication on social contact
specifically, but the underlying logic of assigning ‘communication impairment’ in order
to simulate communication potential can be generalised to other research settings with
a wide range of dependent variables.
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6.2.2

Randomisation method

From this point on, the chapter assumes that the experiment will be held in Portugal
as was originally intended, with a subject pool made up of undergraduate students.
Detailed motivations for these choices are provided below. The subject pool should all be
native speakers of Portuguese. They will be paired up one by one with a confederate who
is multilingual, and who can speak Portuguese, Spanish and a third language which has
no intelligibility with Portuguese – perhaps German. The research team will randomly
select which of these three languages the confederate uses in each encounter. In some,
they will speak Portuguese with the subject, and in others they will pretend they only
know German. This way, communication potential is still being randomly assigned,
but rather than the treatment being the ability to communicate, the treatment is the
inability to communicate. This distinction is more practical than logical: an increase
in the inability to communicate is logically identical to a decrease in the ability to
communicate. This randomisation method bears some similarity to the ‘matched guise’
technique in linguistics, where the same speaker performs a variety of different accents in
order to elicit how subjects’ perceptions of a person change depending on their accent
(Ball 1983). However, that technique does not require the confederate to perform a
different language entirely, and nor has it ever been used for simulating communication
potential.

6.2.3

Subject pool

As stated above, all subjects should be Portuguese undergraduate students who are
native speakers of Portuguese. This keeps the subject pool as homogenous as possible, as university undergraduates – particularly those from the same university – are
likely to be similar in terms of their socioeconomic status, intelligence, personality and
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ethnicity compared to people drawn at random from the Portuguese population. This
homogeneity has important advantages. First, it increases internal validity because we
can be more confident that any treatment effect really is the result of the treatment
rather than differences between the subjects. Second, greater homogeneity among the
subjects on characteristics which may affect their responses means that the standard
deviation of the outcome measure is likely to be lower. This means that the required
level of statistical power can be achieved with a smaller sample size (Kalkhoff, Youngreen, Nath, and Lovaglia 2014, p. 110). To facilitate recruitment, subjects will be
offered 10 Euros each for participating.
On the other hand, there are certain limitations associated with a homogeneous sample,
including reduced external validity. University students may be wealthier, healthier, and
of course much younger than the population average, and their cultural and political
values may differ from those of the average person. Any results obtained using this
sample therefore might not hold true for other segments of the Portuguese population
or in other countries across the world. However, I believe that this is an acceptable
limitation given the context of this experiment and the broader thesis. Chapters 4 and
5 of this thesis already used large samples which offer strong external validity. This
is especially the case for Chapter 4 which is based on representative Eurobarometer
and European Election Study samples of thousands of people. The problem in those
chapters was internal validity – how can we be certain that the effect really is causal
in an observational study? This experiment design suffers from the opposite problem –
low external validity but high internal validity. The weaknesses of each design therefore
offset each other, which is an aspect of the triangulation of methods recommended by
Tarrow (2004) and Beach and Pedersen (2013). While a perfect study might achieve both
high internal and high external validity, this is probably not possible in an experimental
design, which faces a trade-off between the two (Zelditch 2014).
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Table 6.1: Experimental groups

Condition

Communication level

Operationalisation

Control

Full communication

Confederate speaks Portuguese,
subjects speak Portuguese

Treatment 1

Semi-communication

Confederate speaks Spanish, subjects speak Portuguese

Treatment 2

No communication

Confederate speaks German, subjects speak Portuguese

Statistical power analysis was used to determine sample size. The full analysis is contained in Appendix A6, but the results indicated that a relatively small sample size of
N=150 (50 subjects in each group) will probably be enough to achieve sufficient power.
The only situation where this may not be the case is if there is an exceptionally high
standard deviation (at least 25% of the range of the dependent variable) combined with
a small treatment effect (less than 15% of the range of the dependent variable). Even
in that worst-case scenario, the study is still likely to obtain significant results for some
(if not all) of the treatments. If the experiment team would like to achieve greater
statistical power, they may wish to increase the sample size if the budget allows.

6.2.4

Treatment

There will be two treatment groups and one control group. Having three experimental
groups allows testing of all three communication levels. It is particularly important for
testing H2 , which implies that subjects’ enjoyment of interactions and desire for further
contact in the semi-communication group should fall in-between full communication and
no communication. The three experimental groups are described in Table 6.1.
The experimental set-up will involve placing the subjects in a room with the confederate,
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one subject at a time, and asking them to converse with the confederate while solving
a jigsaw puzzle. The ease of conversation, desire for further contact, and the likelihood
that the participants will be able to cooperate to solve the puzzle, should all vary across
the three conditions.
I expect that each subject will take about fifteen minutes to process. First, I will ask
them to fill in a short pre-treatment form to confirm that they consent to participate
in the experiment. Subjects will already have provided additional information, such as
their name and which languages they speak, several days prior when they registered
for the experiment online. In order to avoid priming them to think about trust or
communication, subjects will instead be told that the experiment is intended to gauge
puzzle-solving techniques. They will also be informed that the experiment involves
interacting with a partner in the next room, and will be told the confederate’s name
and nationality. Next, the treatment will be applied: they will be placed in the room
with the confederate and given five minutes to talk and try to solve the puzzle. I
will randomly select which language the confederate will use for each encounter. After
the five minutes is up, they will be asked to complete a post-treatment survey. The
post-treatment survey is contained in Appendix A7.
For the treatment to work, it is critical that the subjects in the two treatment groups
do not know that the confederate can speak English or Portuguese. Otherwise, it may
generate resentment from the subject because they will feel that the exercise is being
made unnecessarily hard for no reason. As a result, in Treatment 1 the confederate will
need to pretend they can speak only German and Spanish, and in Treatment 2 they will
pretend they can only speak German. As noted above, this will require some degree of
acting ability on the part of the confederate. The confederate must also ensure that the
language to be used in the encounter is conveyed to the participants in the same way
for each encounter. The confederate should therefore begin the encounter by asking, in
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the relevant language, ‘Hello! Do you speak [insert relevant language]?’ In Treatment 1
and Treatment 2 the participant will presumably respond in the negative, but this will
at least ensure that the language to be used by the confederate is communicated to the
participant in a standardised way.
It is also critical the only one confederate be used across the entire experiment. For
obvious reasons, using a different person in each experimental group has the potential to substantially bias the results—for example, if the full communication group was
found to exhibit higher trust, how can we be sure that this is not simply the result of
the confederate in the full communication group being more outgoing and personable?
Another possibility might be to use multiple confederates, but to distribute them randomly across the three experimental groups. The downside is that there would still
be substantial treatment heterogeneity across the different confederates, and it would
probably require a large sample size to separate out the effects of the treatment from
the effects of the different confederates. With a relatively small sample of N=150, it is
therefore preferable to use only one confederate across all three groups.

6.2.5

Outcome variables

My theory suggests that communication affects the desire to form cross-group social
ties because interaction is more enjoyable and beneficial when communication is easier.
To capture this effect, the post-treatment survey will include four questions on the
subject’s enjoyment of the interaction and their hypothetical willingness to engage in
further interactions with the confederate.
These questions will be:
1. How much did you enjoy interacting with your partner? Please select a number
between 1 (no enjoyment) and 7 (extremely enjoyable).
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2. Was the encounter frustrating? Please select a number between 1 (no frustration)
and 7 (extremely frustrating).
3. If you had another chance to interact with your partner, how likely do you think
it is that you would interact with them? Please select a number between 1 (not at
all likely) and 9 (highly likely).
4. We have another study underway involving [insert confederate’s name]. Would
you be willing to come back and participate in that study, again with [insert confederate’s name]?

There are also three further questions which measure the subject’s willingness to engage
in further interactions with people of the confederate’s nationality in general:

5. Thinking about the next time you find yourself in a situation where you could
interact with a [insert confederate’s nationality] person, how likely do you think it
is that you would want to interact with them? Please select a number between 1
(not at all likely) and 9 (highly likely).
6. In general, how much do you think you would enjoy interacting with [insert confederate’s nationality] people in the future? Please select a number between 1 (not
at all) and 9 (a lot).
7. How willing would you be to join a university club or society that includes a lot of
[insert confederate’s nationality] people? Please select a number between 1 (not at
all willing) and 9 (highly willing).

I also include an additional outcome measure – the percentage of the puzzle that each
participant was able to solve. This acts as a measure of cross-group cooperation. Although this is not the main objective of the study, there is previous research showing
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that communication facilitates cooperation, and this data will allow me to contribute to
that literature. The proportion of the puzzle solved might also act as a confounder, with
subjects who did well on the puzzle more likely to desire further contact. For this reason
it would be desirable to control for this when estimating the effect of communication on
future contact intentions.
Finally, the post-treatment survey will also include a question which asks the subject to
estimate the proportion of the confederate’s speech that they were able to understand.
This functions as a manipulation check. In the full communication group, the answer
should be close to 100 per cent; in the semi-communication group, it should be between
40 and 80 per cent; and in the no communication group it should be less than 40 per
cent. These ranges are based on the criteria from Chapter 4, where a two-way average
intelligibility score of at least 40 per cent was required to allow a language pairing to
be classed as semi-communication. This would allow me to confirm that the treatments
are being correctly applied and that subjects really are experiencing states of full, semi
and no communication.

6.2.6

Experiment location

Choosing an appropriate location for the experiment is important. Since the goal is
partly to test semi-communication in this study, the most important criterion is that
the chosen country must speak a language which has semi-communication with at least
one other widely spoken language. This rules out the Netherlands, Germany, France
and many other countries. It also rules out Australia, since English is also too distant
from any other language for semi-communication to be possible. But Portugal fits the
bill nicely: it is well established that speakers of Portuguese and Spanish can partake
in semi-communication, although it is somewhat asymmetric. Portuguese speakers un-
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derstand Spanish more easily than vice versa (Jensen 1989). Portugal also offers some
other advantages: it is a developed country with a high standard of living, and a large
proportion of its people are able to speak English. This may make the set-up and
implementation of the experiment easier from a logistical perspective.
However, many other countries could also be suitable for an experiment like this. Research teams may elect to choose one of these instead of Portugal, depending on their
own experience, budget, and language abilities. One particularly strong candidate is India, which has such a high degree of linguistic diversity that finding semi-communication
pairings should be straightforward. For instance, the researchers might hire a confederate who is trilingual in Tamil, Hindi and Punjabi, and pair them up with Hindi-speaking
university students. These encounters would correspond to no communication, full communication and semi-communication respectively. India also has a relatively high number of English speakers, with most educated Indians able to speak the language. This
may prove an advantage for English-speaking research teams.

6.2.7

Ethical considerations

This experiment will require the use of deception. In the semi-communication condition,
the subject will be told that their partner cannot speak English or Portuguese. In the nocommunication condition, they will be told they can speak neither English, Portuguese
nor Spanish. In reality, the confederate will be able to speak all of these.
These deceptions are crucial to the research design. The subjects in the treatment conditions must not know that their partner can speak English or Portuguese (nor Spanish,
in the no-communication condition). If they did know that the confederate could speak
English and Portuguese, this would probably generate annoyance and resentment, because the subject may feel that they are being forced to endure an interaction which
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is unduly difficult for no clear reason. They will find themselves wondering: “This is
silly. Why can’t they just speak English?” Since this annoyance would only accrue in
the two treatment conditions, but not the control, this would be almost certain to bias
the results. It would also limit external validity: in real-life instances of communication
across a language barrier, it is rarely the case that one party is able, but unwilling, to
speak the other’s language. All subjects will be fully debriefed on the deception after
completing the post-treatment survey. They will be provided with an information sheet
which details specifically how they were deceived, why this was necessary, and how their
participation contributed to the study. This information sheet is in Appendix A8.

6.3

Outcomes and limitations

This section presents the expected results of the experiment assuming that the hypotheses are confirmed. The experiment design allows all three hypotheses to be tested. If
H1 is correct, then greater communication should generate at least some increase in
contact intentions or trust, although this effect may not be monotonic. If H2 is correct, this increase should be monotonic, with the full communication group showing the
highest enjoyment and desire for further contact, followed by the semi-communication
group, and then the no communication group with the lowest levels. Lastly, if H3 is
correct then higher communication should generate at least some increase in contact
intentions. Since this experiment tests only the first part of the causal mechanism – the
link between communication and intergroup contact – this is essentially identical to the
expected outcome for H1 .

190

6.3.1

Expected results

A visual summary of the experiment design, treatments and expected results is displayed
in Figure 6.1. Broadly speaking, we would expect that participants’ desire for further
contact – and thus the propensity to engage in the ‘repeated interactions’ which would
eventually generate trust – will decrease as the level of communication is experimentally
lowered. Although some interaction is possible in the semi-communication condition,
it will be more frustrating and less enjoyable than under full communication. No communication will be even more frustrating and unenjoyable than semi-communication, as
the participants will likely be reduced to gesturing and pointing in an effort to convey
their points to the confederate. Per the theory from Chapter 3, it is this frustration and
decreased enjoyment which leads to the decrease in desire for further contact.
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Fig. 6.1: Experimental groups and expected results

A more detailed breakdown of the expected results for each individual question is shown
in Table 6.2. Questions 1 and 2 function as a test of the ‘enjoyment/frustration’ mechanism described above. Participants who report low desire for further contact should also
report high frustration and low enjoyment. Conversely if low desire for further contact
was not associated with greater frustration and lower enjoyment, this would suggest a
different mechanism must be link communication to repeated interactions.
Question 2 will be reverse-scored so that a higher expected score corresponds to a higher
level of communication, consistent with the other variables. For all of these survey items,
we would therefore expect the full communication group to show the highest scores:

E(x̄F ullComm ) > E(x̄SemiComm ) > E(x̄N oComm )

In other words, the mean scores should be highest for the full communication group,
followed by the semi-communication group, followed by the no communication group.
This would indicate the monotonic effect of communication hypothesised in Chapter
3. The expected difference of means for each of the seven outcome variables can be
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analysed using one-way analysis of variance (ANOVA). ANOVA is a generalised form
of the t-test, which is used for computing the difference of means with more than two
groups. ANOVA takes the null hypothesis (H0 ) as the idea that there is no difference
in the means between the groups. The research team may wish to begin by attempting
to reject this null – i.e. testing whether communication generates at least some kind of
difference in the outcome. An F-statistic with high statistical significance would indicate
that this null hypothesis can be rejected. The next step would be to test for whether
the group means display the ordering described above. This can be achieved using an
ANOVA multiple means comparison with a Bonferroni correction.2 As a first step, we
would expect that the full communication group mean should be greater than the no
communication group mean. This would support H1 and H3 . The next step would be to
check if the semi-communication group means is both lower than the full communication
mean and higher than the no communication group mean. This would indicate that
communication has the monotonic effect on future contact intentions predicted by my
theory and hypotheses.
If we assume that full communication is the control group, consistent with Table 6.1, this
implies that there are actually two ATEs which need to be calculated for this experiment.
Since there are two ‘treatments’ (semi-communication and no communication), there are
two separate treatment effects relative to the control group. ATE1 refers to the effect of
semi-communication relative to full communication, and ATE2 refers to the effect of no
communication relative to full communication. Since full communication is expected to
generate the highest scores on the outcome variables, both of these should be negative,
and the expected ordering of the group means described above implies that ATE2 should
be greater than ATE1 .
2

Stata command: oneway [outcome variable] [categorical variable for communication], bonferroni
tabulate. This requires that the data be placed in long format and communication coded using a
single categorical variable, with 1 equalling no communication, 2 equalling semi-communication and 3
equalling full communication.
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Table 6.2: Expected results for post-treatment survey questions
Control:

Treatment 1:

Full communi- Semication

Treatment 2:
No communi-

communication cation

1. How much did you enjoy in+

0

-

-

0

+

+

0

-

+

0

-

+

0

-

teracting with your partner?
2. Was the encounter frustrating
or difficult in any way?
3. If you had another chance to
interact with your partner, how
likely do you think it is that you
would interact with them?
4. We have another study underway involving [insert confederate’s name].

Would you be

willing to come back and participate in that study, again with [insert confederate’s name]?
5. Thinking about the next time
you find yourself in a situation
where you could interact with a
[insert confederate’s nationality]
person, how likely is it that you
would interact with them?
Note: table continues on next page
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6. In general, how much do you
think you would enjoy interacting
+

0

-

+

0

-

+

0

-

with [insert confederate’s nationality] people in the future?
7. How willing would you be to
join a university club or society
that includes a lot of [insert confederate’s nationality] people?
Puzzle completion rate

6.3.2

Limitations

No research design is without limitations, and despite their advantages experimental
methods are no exception. The most common criticism levelled at experimental research
is that it lacks external validity. Experiments are alleged to trade away external validity
in exchange for internal validity (Zelditch 2014), which means that it may remain an
open question whether the results of the experiment will hold true outside of the artificial
context of the laboratory.
Generalisability is another possible limitation. Like much experimental research in the
social sciences, the experiment proposed here uses Western undergraduate students as its
sample population. The problems with using this kind of “WEIRD” (Western, Educated,
Industrialised, Rich and Democratic) sample are now well-documented. For instance,
Henrich, Heine and Norenzayan (2010) point out that WEIRD subjects are more likely
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to employ analytical reasoning strategies than people from Asia. We might expect, for
instance, that the WEIRD subjects in the present experiment will be more prone to
analysing the implications of the communication barrier, identifying the challenges it
poses for future interaction and then concluding that seeking future contact with the
confederate would not be worthwhile. On the other hand Asian subjects, who ‘tend to
reason holistically’ could respond quite differently. In general, using a WEIRD sample
presents significant challenges to generalisability outside of these populations (Henrich,
Heine, and Norenzayan 2010).
A second limitation concerns the application of the treatment. The Stable Unit Treatment Value Assumption (SUTVA) requires that there us ‘no interference between units’
– in other words, one observation should not be affected by whether another observation
received the treatment or not. If this assumption is violated, then an experiment will
not be able to generate unbiased estimates of the causal effect (Sekhon 2008). However,
in the experiment design presented here it is possible that SUTVA could be violated.
Since the sample will be undergraduates, probably all from the same university, it is
likely that at least some of the subjects already know each other. If word gets around
that some subjects have spoken Portuguese with the confederate, then the subjects who
were supposed to think the confederate can only speak German will no longer believe
this. They will be aware that they are being deceived and may have less faith in the
experiment, and less trust in the confederate, as a result. This clearly has the potential to affect their responses to the post-treatment survey. A second possible SUTVA
violation arises from the confederate, who might get better at pretending not to speak
Portuguese or Spanish, or improve over time at solving the puzzle. This clearly has the
potential to change the character of the interactions with the subjects.
To avoid the first kind of SUTVA violation, the research team should come up with a
strategy to minimise discussion of experiment by the subjects outside of the laboratory.
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The participant debrief sheet contained in Appendix A8 already instructs participants
not to discuss details of the experiment with others, but the research team may wish
to emphasise this to each participant verbally after they have finished filling in the
post-treatment survey. Another approach could be to ask each prospective participant
during the registration phase if any of their friends are also signing up for the experiment. Ideally, pairs or groups of friends should be scheduled to take the experiment
on the same day, in order to minimise the time available for them to discuss the experiment format with each other after participating. This will limit the ability for ‘word
to get around’ to future participants about the nature of the experiment. The second
possible SUTVA violation–where the confederate’s skills at pretending or puzzle-solving
improve throughout the experiment–can be remedied by ensuring that the three experimental conditions are randomly distributed across the duration of the experiment. This
SUTVA violation would clearly bias the results if (for example) all the full communication encounters were scheduled at the end: the confederate would have improved by this
time, and that improvement would systematically change the character of the full communication encounters. But if the three conditions are randomly scattered throughout
the experiment’s duration, any improvement by the confederate should affect them all
equally.
Another potential limitation – and one that is common in randomised experiments – is
the possibility that compliance with the treatment may not be perfect. In drug trials,
researchers are keenly aware of the possibility that subjects assigned to the treatment
group may fail to take the assigned drug, either dropping out of the trial or pretending
that they have taken it when in reality they have not. If the non-compliant participants
systematically differ from those who complied (in the present context, perhaps they
could be less likely to enjoy interactions with strangers), treatment non-compliance
introduces selection biases which complicate the interpretation of the causal effect. As
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noted above, some studies use intention-to-treat analysis (ITT) to deal with these issues
(Hollis and Campbell 1999).
However, this problem is unlikely to eventuate in the present experiment. Why? Simply
put, the application of the treatment in this experiment design does not depend on
any action of the participant. This makes it near-impossible for ‘non-compliance’ to
occur. The experiment is single-shot and does not require the participant to return
for subsequent rounds. Moreover, the application of the treatment is created by the
confederate, not the participant, who chooses to speak in one language or another.
It is perhaps possible that a participant could get up and leave halfway through the
experiment, but they will already have been told that the entire process is very brief
(only about 15 minutes in total) and that they will receive 10 Euros upon completing
it. Given the less-than-onerous nature of their participation, and the presence of a
monetary reward immediately upon completion, I consider it unlikely that participants
will leave the experiment prior to completion. Non-compliance is therefore unlikely to
be a problem.
A fifth potential limitation concerns the acting skills required by the confederate. In
the design proposed here, the confederate will be required to ‘act’ in the Treatment
1 and Treatment 2 groups, in order to convince the participants that they cannot
speak English/Portuguese/Spanish. But in the control group, no acting will be required – they will speak in Portuguese and will not need to deceive the participants.
If the confederate’s acting skills are poor, their behaviour may differ systematically
in the two treatment conditions, which in turn may bias the results. For instance,
perhaps they do a poor job of convincing the participants that they cannot speak
English/Portuguese/Spanish, and their behaviour in the two treatment groups appear
stilted and awkward. If this were the case, then any decrease in the participants’ desire
for future contact in those groups could be the result of the awkward mannerisms of the
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confederate, rather than the decrease in communication potential.
How can this limitation be overcome? I suggest two possible strategies. The best
solution might be to hire a confederate with acting training. They could perhaps be a
student in the theatre programme of the university where the experiment takes place,
or a professional actor. In either case, their acting skills should help to prevent any
systematic differences in behaviour from appearing between the different experimental
groups. However, finding someone who is multilingual in the required languages and a
trained actor might be difficult. If a confederate with acting training cannot be found,
I suggest that the research team trains the confederate themselves, by running practice
rounds of the experiment and providing the confederate with a ‘script’ to instruct them
how to behave and interact with participants across the three experimental groups.
The research team should also devise some method of gauging the confederate’s acting
ability. This will affect their confidence in the experiment’s final results–if their acting
is poor, the causal inferences generated by the experiment will probably be less robust.
One way to gauge their acting ability might be to ask some (or all) of the subjects
whether they realised the confederate was acting. This could not be done on the posttreatment survey, since it would affect subjects’ answers, but perhaps the research team
could instead ask each subject this question after the survey is completed, as they leave
the room.
A final limitation concerns the plausibility of a monolingual German speaker being
present in Portugal. Even if the confederate’s acting skills were perfect, the subjects
are still being asked to believe that we have presented them with a German person
who cannot speak Portuguese or English but is nevertheless present in Portugal. Even
if they believe that the confederate really is monolingual, perhaps they would find it
presumptuous or odd that such a person would come to Portugal without having learned
the language first. If this were the case, it would pose a threat to causal inference since
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that perception would arise only in the ‘no communication’ condition.
However, I contend that subjects will in fact find it plausible that a German person
speaks neither English nor Portuguese. Although Germany is sometimes perceived as a
country with strong English ability, in reality only 56 per cent of Germans reported being
able to speak English well enough to hold a conversation, and of course the proportion
who speak Portuguese would be much smaller than that (European Commission 2012).
For these reasons it is certainly plausible that a German person would speak neither
English nor Portuguese. However, the subjects may still find it odd that such a person
would be in Portugal in the first place. To remove those doubts, I suggest creating a
cover story to explain this. The experiment team may wish to tell the subjects that the
German confederate is a student or worker who has only recently arrived in Portugal
and has not yet learned the language. They might even instruct the confederate to
clumsily attempt some Portuguese phrases such as ‘Bom dia’ or ‘Muito obrigado’, in
order to bolster the impression that they have only just arrived in the country. It is
perhaps unusual, but by no means unbelievable, that a monolingual German would be
present in Portugal, and I consider it unlikely that subjects would find this especially
odd. This is especially the case given that Portugal, and especially Lisbon, is fairly
diverse and many migrants cannot speak Portuguese upon arrival.
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Chapter 7
Conclusion and discussion

7.1

Conclusion

Social trust is critical for a well-functioning society, but the factors that increase or reduce levels of social trust remain a subject of debate. This thesis has proposed a theory
that communication barriers brought on by language divides are one factor which reduces the level of trust in a society. The theory contends that language divides prevent
communication and thereby act to ‘segregate’ individuals and groups from one another.
In the absence of opportunities for intergroup contact, trust cannot grow, and linguistically diverse societies therefore tend to suffer from lower levels of social trust. This
theory fits within a broader stream of research concerning the reasons why ethnic diversity tends to be associated with lower levels of social capital (Alesina and La Ferrara
2002; Putnam 2007; Schaeffer 2014).
The literature review in Chapter 2 examined the existing research on the link between
diversity, language and trust. Although a growing body of research has documented an
inverse relationship between the level of ethnic diversity and social trust within a society
(Alesina and La Ferrara 2002; Anderson and Paskeviciute 2006; Leigh 2006; Putnam
2007; Wang and Steiner 2015), the reasons for this link are still being debated. Schaeffer
(2014) provided a helpful typology of possible explanations, including ‘conflict theory’,
cultural barriers, and the incentives faced by individual actors under conditions of ethnic
diversity. But another possible explanation has received surprisingly little attention: the
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idea that communication barriers between ethnic groups who speak different languages
could inhibit the formation of social trust. Only one study has so far examined whether
this may be the case (Buzasi 2015), and none have considered whether the size of the
effect varies with the degree of communication potential. This thesis has attempted to
fill that gap in the literature.
In Chapter 3, I proposed a theory which explains both why language divides inhibit the
formation of trust, and why this effect will vary depending on the degree of communication that is prevented. A body of economic and game-theoretic research shows that trust
develops as a result of repeated interactions, where the possibility of ‘defection’ in the
future incentivises trustworthy behaviour in the present (Axelrod and Hamilton 1981;
Putnam 1993; Ostrom 2003). When ongoing social contact is not possible, trust will not
be generated. Unfortunately, because communication is difficult or impossible between
groups who speak different languages, they cannot engage in any kind of substantial
intergroup contact, and this mechanism is unable to generate trust between them. The
effect is presumed to vary monotonically with the degree of communication potential, so
holding all else equal groups who speak the same language (‘full communication’) will
experience the highest level of trust, followed by those who speak partially intelligible
languages (‘semi-communication’), followed by those who speak languages which are
completely unintelligible (‘no communication’).
Chapters 4 and 5 test this theory using two studies of trust in the European Union and
former Yugoslavia. The former is a purely quantitative study which examines the relationship between trust and communication among 359 dyads composed of 21 European
countries. Data was obtained from the European Election Study and Eurobarometer,
and multiple regression was used to isolate the effect of communication while controlling
for possible confounders. In Chapter 5, I carried out another study of cross-group trust,
this time in the former Yugoslavia. An original survey dataset recorded the levels of
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trust and cross-group contact among 446 individuals from Serbia, and ordered probit
modelling was used to examine the link between language, contact and trust. Although
Chapter 5 also contains three qualitative interviews in order to shed further light on the
theory and causal mechanism, plans to increase the number of interviews unfortunately
had to be abandoned due to travel restrictions arising from the 2020 Covid-19 pandemic.
The pandemic also forced the abandonment of the experiment described in Chapter 6,
although the design contained therein remains a promising method for testing the link
between communication, contact and trust. In spite of this, Chapters 4 and 5 still
provide ample material to answer my two research questions.

7.1.1

Research question 1

The first question asked whether the negative relationship between diversity and social
trust observed by Putnam (2007) and others was partly due to cross-group communication barriers. Do communication barriers reduce the levels of trust between the groups
in question? My results indicate that the answer to this question is an unequivocal yes.
In Chapter 4, a multiple regression model was used to determine if the level of trust between different European countries was linked to the degree of communication potential
between them. This was measured as the probability that two randomly selected people,
one from each country, have at least one language in common. The results indicated
that communication potential was associated with higher trust, even after controlling
for a range of possible confounders including culture, physical distance, religion and all
country-specific factors proxied by the country fixed effects variables. Of course, the
converse was also true: groups which have lower communication potential, resulting
from speaking different languages, tended to show lower levels of trust in each other.
The second set of results in Chapter 5 were equally supportive on this point. A survey of
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446 individuals from Serbia asked about their levels of trust and social contact towards
each of the six other major groups of the former Yugoslavia: Croats, Bosniaks, Montenegrins, Slovenes, Macedonians and Kosovo Albanians. The ordered probit results
showed that the presence of a shared language with one of these groups was associated
with a much higher level of trust than would be the case otherwise. This remained the
case even after controlling for cultural factors such as shared religion, as well as physical
proximity, the level of conflict during the Yugoslav Wars, and individual-level factors
such as age, gender and education. Chapter 5 also contained the results of three online
interviews with Serbs. The interviews provided further evidence that communication
barriers brought on by language divides reduced the level of trust: interviewees generally
agreed that sharing a language made it easier to interact and trust Croats, Bosniaks
and Montenegrins.

7.1.2

Research question 2

The second research question asked: if cross-group communication barriers really do
reduce trust, does the degree of communication potential matter? Does diversity composed of languages which are partly intelligible with each other reduce trust less than
if there was no intelligibility at all? As far as I am aware, this is the first time that
this possibility has been considered in the social sciences. However, the results were
somewhat ambiguous regarding this question. The results in Chapter 4 provided strong
evidence that the degree of communication does matter: both the shared language index and semi-communication indexes were positively linked to trust, but the association
was smaller for the semi-communication index. This is consistent with the idea that
semi-communication generates trust, but not as much as full communication, and that
the relationship between communication and trust is indeed monotonic.
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The results in Chapter 5 were less clear. Although both semi-communication and full
communication were positively linked to trust in the ordered probit regressions, semicommunication displayed a stronger association with trust than full communication did.
This surprising finding is inconsistent with the expectation of monotonicity and implies
that diversity composed of semi-communication pairings will, ceteris paribus, generate
higher levels of trust than diversity composed of full communication pairings. This
seems nonsensical regardless of whether one believes that language diversity is linked
to trust through communication and intergroup contact, or some other mechanism such
as culture or sorting effects. Either some kind of data or modelling error has occurred,
or Serbs are simply extremely trusting towards Slovenes and Macedonians (the two
semi-communication pairings) for reasons specific to that particular research setting.
Although there was some evidence in favour of monotonicity from elsewhere in Chapter
5, the results here are somewhat ambiguous regarding the second research question.
Given the differing results in Chapter 4 and Chapter 5, what final conclusions can we
reach regarding the second research question? Given that one set of results strongly
supported the idea that the communication-trust relationship is monotonic, and the
other set of results was ambiguous, we could perhaps draw our conclusion halfway
between these points and state that the overall evidence is “mildly supportive” of the
idea that the degree of communication matters. Another basis for judgement might be
the relative quality of the data and analysis in each chapter. Chapter 4 was based on
representative surveys of thousands of people across Europe, and the communication
indexes therein were carefully developed by aggregating representative individual-level
language data into dyad-level measures of communication potential. Chapter 5, by
contrast, relied on a non-representative convenience sample of people from just one
country, Serbia, and used relatively crude group-level measures of communication. For
this reason, we might err on the side of preferring the results from Chapter 4, and
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therefore concluding that the relationship between communication and trust probably is
positive and monotonic. On the other hand, it is undesirable from a scientific perspective
to simply dismiss results that do not accord with one’s hypotheses. A randomised
experiment based on the design in Chapter 6 will be able to settle this question in the
future and determine whether the effect of communication really is monotonic.

7.1.3

Implications

This research contributes to several different literatures across political science, psychology, economics and linguistics. First, it contributes to the large research programme
which examines the link between ethnic and linguistic diversity and reduced social capital or social trust. A number of studies have attempted to examine the link between
language divides and social trust, such as Leigh (2006), Anderson and Paskeviciute
(2006) and Wang and Steiner (2015). However, these studies do not distinguish between the communication and identity effects of language, which leaves doubt as to
whether it is the communication-inhibiting or identity-marking properties of a language
divide which generate the effect. By separating out the communication effects of a
language divide, this thesis shows that communication itself is causally linked to social trust. Only one previous study (Buzasi 2015) has attempted to do this, and that
was limited to sub-Saharan Africa. By showing that communication potential is also
linked to trust in the European Union and former Yugoslavia, this research suggests
that Buzasi’s conclusions are likely to generalise to other continents, and that communication barriers are likely to affect trust in a range of different research settings. These
findings also help to explain why a number of studies have found that language divides
can be a source of tension and mistrust in multinational companies (Henderson 2005;
Barner-Rasmussen and Björkman 2007).
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This thesis also contributes to the growing literature in economics and political science
on the effects of linguistic distance. Desmet, Ortuño-Ortı́n and Warcziarg (2012) found
that deep linguistic cleavages were linked to civil conflict, but shallow linguistic cleavages
were linked to reduced economic growth. Although this thesis conceptualises linguistic
distance as the degree of mutual intelligibility rather than the genetic relatedness of the
languages, the findings in Chapter 4 are similar in that they imply that ‘closely-related’
groups are likely to experience better relations, broadly defined, than ‘distantly-related’
groups. On the other hand, my results in some sense contradict those of Laitin (2000b)
who found that increases in linguistic distance are linked with a lower risk of conflict.
Although this thesis does not consider conflict explicitly, the likely role of trust in
promoting positive intergroup relations means that my results here are consistent with
the view that linguistic distance increases the risk of conflict, rather than reducing it.
Another set of studies considers the effects of linguistic distance on trade. Hutchison
(2005) and Isphording and Otten (2013) showed that linguistic distance was negatively
linked to trade, essentially because it made communication more difficult. This makes
intuitive sense – even though multinational companies are able to hire translators, it
presents an extra cost which disincentivises trade across a communication barrier. The
quality of the interaction and the enjoyment experienced by the participants is also
likely to be reduced when the interaction is conducted through a translator. Whatever
the reason, my results in Chapter 4 align well with those findings. Although I did
not consider trade as a dependent variable, the findings in that chapter are consistent
with the idea that increases in linguistic distance generate commensurate increases in
the difficulty of cross-group relationships. Adding my results to those from Hutchison
(2005) and Isphording and Otten (2013), it seems this effect may occur regardless of
whether the aspect of relationships being examined is trade, social contact or trust.
Third, this thesis contributes to the enormous and long-standing body of research from
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social psychology on the ‘contact hypothesis’. This theory, which was first formalised by
Allport (1954), suggests that intergroup contact improves relations and reduces prejudice as long as certain conditions are met, such as the groups being in a state of cooperation rather than competition. Just like contact theorists, I find that intergroup contact
improves relations, and my findings that communication increases trust by enabling
intergroup contact are completely consistent with what would be expected under that
theory. However, the role of communication in enabling this contact to occur suggests
that contact theorists may wish to include ‘communication potential’ as an additional
condition which they theorise is required in order for intergroup contact to produce
positive results. My analysis of semi-communication also implies that contact theorists
are likely to obtain different results depending on whether the contact situation involves
groups in a state of full communication, no communication or semi-communication.
But unlike contact theorists, I apply a ‘rationalist’ understanding of trust generation,
where an individual’s decision to trust is presumed to be the result of a rational process.
Individuals who will be able to punish the other party for any defection in the future
are more likely to trust, since this ability reduces the risk of engaging with the other
party. But as noted in Chapter 3, this differs from other theories such as the contact
hypothesis, which assumes contact improves attitudes because it enables each party to
gain information about the other, reduces intergroup anxiety and improves empathy
(Pettigrew and Tropp 2011). In practical terms, the major difference is that contact
theory does not necessarily require repeated interactions, since a single encounter could
still serve to improve empathy or reduce anxiety. If so, then we should be much more
optimistic about the positive effects of intergroup contact under contact theory than
the ‘rationalist theory’, since the latter is more demanding in terms of the conditions
required in order for benefits to accrue. I am not aware of any existing study which
has tested these two theories of trust generation against each other, and this may be a
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fruitful area for future research.
This research also contributes to the ongoing debate regarding the nature of trust. As
Delhey and Newton (2003) note, theories of trust can be categorised as either ‘individual’ or ‘societal’. The former group see trust as a property of individuals – it is
a personality trait which is closely related to other individual personality traits. For
example, Uslaner’s (2002) theory of trust contends that trust is closely related to the
individual’s level of optimism and certain other factors, such as whether their parents
were trusting. In this view, trust is inherited or learned early in life and is an aspect
of each individual’s general temperament. The ‘societal’ approach to trust, by contrast,
sees trust as a property of societies rather than individuals. In these theories, one’s answer to the generalised trust question ‘Would you say most people can be trusted?’ says
little about the respondent’s personality and more about whether the society around
them is trustworthy. Far from being a fixed aspect of personality, this approach understands trust as a product of experience which can be changed and updated in response
to social circumstances. The fact that rich and democratic societies consistently score
higher in social trust lends this approach credibility, although there is still disagreement
about which societal-level variables are important (Delhey and Newton 2003, p. 97).
The theory proposed in this thesis falls firmly into the ‘societal’ camp. My theory states
that trust is a function of the degree of cross-group repeated interaction within a society, and that interaction is itself a function of the degree of cross-group communication
potential in the society. Although the decisions to engage in contact and trust outgroups are made by individuals, these decisions are not due to individual demographic
factors or personalities but are rather the result of changeable social circumstances. By
demonstrating that societal-level variables such as cross-group contact and communication potential affect trust, this thesis provides evidence for a societal theory of trust,
although this is not to say that individual factors play no role. Perhaps the ‘starting
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point’ of each individual’s trust level depends on their personality, but that trust level
can subsequently be raised or lowered in response to social conditions. This would align
somewhat with Delhey and Newton’s (2003) study, which found that both social and
personality variables (particularly anxiety) were related to trust.
Lastly, this thesis contributes to the experimental study of communication potential.
Although language and its communication-enabling effects feature prominently as a
topic of study across the social sciences, there have thus far been few attempts to study
it experimentally. This is likely because prior to this thesis, random assignment of
language or communication has been extremely difficult to implement. As I noted in
Chapter 6, it would be nearly impossible to teach one language to a treatment group
and another to a control group – this process would take months and require huge
sums of money in order to pay for language training for a large sample of participants.
Unsurprisingly, the few attempts which have thus far been made to understand the
communication effects of language experimentally have either failed to truly randomly
assign communication (Habyarimana et al. 2007) or have avoided communication itself,
and focused instead on manipulating participants’ perceptions of the size of a language
divide (Kim and Harwood 2020).
In Chapter 6, I proposed a novel experimental approach which has the potential to solve
most of these problems. Cognisant of the fact that randomly assigning communication
potential is extremely difficult, I instead recommend randomly removing communication
potential. This amounts to the same thing – it creates a difference in communication
potential between treatment and control groups – but is far easier to implement. Instead
of requiring months of participant language training and a commensurately enormous
budget, the researcher only needs to hire a multilingual confederate who can switch
between languages as they talk to participants from the treatment and control group.
By finally enabling communication to be experimentally isolated, this design opens up
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an entirely new avenue for experimental research. Consider Habyarimana et al. (2007).
They attempted to study the effect of language through a randomised experiment, but
their randomisation method does not appear to have been able to isolate the effect of
language from ethnicity or culture. By adopting my design, researchers like Habyarimana et al. could experimentally isolate the effect of language or communication and
test its effect on practically any dependent variable of interest. Because communication
serves as an independent variable in so many fields – including political science and public policy (Habyarimana et al. 2007; Bormann, Cederman, and Vogt 2017), sociology
(Schaeffer 2014; Thuesen 2017), economics (Hutchinson 2005; Buzasi 2015), psychology
(Byers-Heinlein, Behrend, Said, Girgis, and Poulin-Dubois 2017; Cao, Zhu, and Meng
2017) and management (Barner-Rasmussen and Björkman 2007; Lauring and Selmer
2010) – this innovation has the potential to significantly advance our understanding of
communication across a range of disciplines.

7.2

Limitations

Despite the novel findings and contributions outlined above, this thesis has a number of
limitations. These limitations fall into three main categories: data limitations, where the
data may not accurately measure the concept it is intended to measure; methodological
limitations, where the inferential strategies may not always provide convincing evidence
of causation; and limitations of generalisability, where even if the hypotheses are proven
convincingly, questions may remain about how well the conclusions apply to other cases.
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7.2.1

Data limitations

This thesis has relied on data collected through either surveys or interviews. Both of
these forms of data collection suffer from a potential weakness: social desirability bias.
This bias occurs when survey respondents or interviewees fail to truthfully relate their
behaviours or attitudes to the researcher because those behaviours or attitudes breach
social norms. (Krumpal 2013). The surveys and interviews in this thesis ask respondents
about their levels of trust in other ethnic groups or nationalities, and expressing low trust
in a certain ethnic group or nationality may be considered an instance of racial prejudice.
Since previous studies have established that social desirability bias causes respondents
to underreport racially prejudiced attitudes (Krumpal 2013), it stands to reason that
this may have occurred here as well. For instance, perhaps some of the Serbian survey
respondents in Chapter 5 were unwilling to admit that they have little trust in Croats,
Bosniaks or one of the other groups, and reported a level of trust in those groups which
is actually higher than their ‘true’ level. This problem may be especially likely to occur
in interviews, where the presence of the interviewer removes the cloak of anonymity
and makes the potential disclosure of prejudiced attitudes far more uncomfortable for
interviewees. In any case, the risk is that this effect may have caused the measured
levels of trust in this thesis to differ systematically from respondents’ ‘true’ levels.
However, this should only present a problem if the occurrence of social desirability bias
differs across the six outgroups. For instance, if the Serb respondents in Chapter 5 were
equally affected by social desirability bias for their answers towards each of the other
six groups, this would have the effect of raising the reported level of trust equally for
Croats, Bosniaks, Montenegrins, Slovenes, Macedonians and Kosovo Albanians. Since
the causal inferences in that chapter are based on the differences in trust levels between
groups, this would not affect the validity of those results. But what if social desirability
bias affected only the responses for certain out-groups but not others? If respondents
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reported a level of trust in Croats, Bosniaks and Montenegrins (but not the other groups)
which was biased upward for social desirability reasons, this would compromise the
causal inferences in that chapter. The inferential strategy assumes that high levels of
trust in those groups is at least partly due to the presence of a shared language, but if the
trust scores are differentially affected in this way, it may simply have arisen from social
desirability bias. Another possibility, especially in societies which have experienced
violent intergroup conflict, is that the usual direction of social desirability bias for racial
attitudes could be reversed. Given the violent conflict and ongoing political dispute
between the two countries, it could be that Serbs feel socially pressured to report low
trust in Kosovo Albanians, and may be unwilling to admit that they trust this group. In
either case, there is a risk that the trust scores could be differentially affected between
groups due to social desirability bias.
A second type of data limitation concerns the ability to even measure concepts as
nebulous as ‘trust’ or ‘communication’. Are survey respondents capable of rating their
levels of trust towards a series of groups in a way which accurately reflects their like reallife attitudes towards each one? Despite respondents’ best efforts, perhaps the answers
provided in the austere context of an academic survey may differ from how they really
feel or behave when confronted with a member of the group in question. It may be
that evaluating one’s supposed level of ‘trust’ in an entire group, if such a thing can
even be said to exist, is too difficult or cognitively demanding to do accurately. One
possible remedy for this could be to measure trust ‘behaviourally’ rather than through
surveys. Behavioural trust measures infer a person’s level of trust by examining how
they behave, rather than how they respond to survey questions. One technique for
measuring ‘trustworthiness’ – which admittedly is not identical to trust – is to measure
the proportion of people willing to return a ‘lost’ wallet with money inside which had
been planted by researchers (Morrone, Tontoranelli, and Ranuzzi 2009). This technique
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could perhaps be adapted to generate a behavioural method for measuring trust.
The communication measures also suffer from limitations. Unlike with trust, the raw
data is not generally the problem here. There is no reason to believe that respondents
in Eurobarometer 64.3 or those in the survey from Chapter 5 would provide inaccurate
responses about what languages they are able to speak. The potential issue is the way in
which I have aggregated this data into the three categories of ‘full communication’, ‘semicommunication’ and ‘no communication’. In reality, of course, communication potential
lies across a spectrum rather than three sharp categories. Although I believe that
simplifying the data into these categories is a sensible way to deal with this complexity,
especially since the question of semi-communication has never before been addressed
in social science research on language and trust, there remains the possibility that this
relatively crude method of categorisation may have affected the inferences or conclusions
of the thesis. In Chapter 4, for instance, the language dyads of Danish-Swedish and
Galician-Portuguese were both classed as instances of semi-communication, despite the
fact that the former pair is only barely mutually intelligible enough to meet the cutoff (two-way average intelligibility score of 49.9 per cent), while the latter pair are so
similar that they are ‘mutually intelligible almost without effort’ (LOIA nd). What are
the implications of lumping these into the same category when one pair has a far higher
level of intelligibility? Chapter 4 concluded that semi-communication was associated
with higher trust than no communication, but since this category contains language
pairs with such widely varying levels of communication potential, it remains somewhat
unclear whether all semi-communication pairings are capable of generating this effect,
or only those with intelligibility high enough to rival full communication, as is the case
with Galician and Portuguese. Potential ways of dealing with this problem, such as
measuring dyad communication potential on a continuous scale rather than in three
crude categories, will be discussed in the Extensions section below.
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Another limitation of the communication data concerns the source of the information
on semi-communication. Although many language pairs were classed as having semicommunication based on Gooskens et al.’s (2018) study of mutual intelligibility within
European language families, this did not contain information on every language in my
samples. For many other language pairings, I instead had to rely on anecdotal data from
online sources such as Quora and Reddit. Detail on how this was done is contained
in Appendices A1 and A3. I believe that this anecdotal data is broadly accurate,
especially since the posts and comments generally agree with one another regarding
which languages are partly intelligible and which are not. But the fact remains that
these data were not generated or collected in a systematic way. They may suffer from
shortcomings as a result. For instance, it could be that some of the posts and comments
have a different understanding of what is meant by ‘intelligible’. Perhaps some of the
people commenting applied a very high threshold for semi-communication, where only
language pairings with an extremely high degree of intelligibility (like Portuguese and
Galician) were considered partially intelligible with one another. This would have meant
that some language pairings were incorrectly categorised as ‘no communication’ when
they should have been classed as ‘semi-communication’. Although I have no particular
reason to believe this occurred, the nature of the data makes it a possibility.

7.2.2

Methodological limitations

There are also some methodological limitations in this thesis which are worth discussing.
The most obvious shortcoming of my two results chapters is that they are both observational studies and are somewhat limited in their ability to infer causation. This
limitation has already been discussed at some length within each of those chapters, and
I will not rehash it here. However, another methodological question remains which applies to the thesis as a whole rather than to either of those two studies. Much of the
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literature in which this thesis is grounded – such as Putnam (2007) or Buzasi (2015) – is
concerned with the effect of ethnic or linguistic diversity on within-country generalised
trust. As noted in Chapter 1, generalised trust measures the respondent’s level of trust
in unspecified ‘other people’, and is typically asked on surveys as ‘Generally speaking, do
you feel that most people can be trusted, or that you can’t be too careful when dealing
with people?’ (Uslaner and Conley 2003). However, readers will probably have noticed
by now that the results in this thesis pertain to the relationship between language and
cross-group trust, which is not quite the same thing as generalised trust. Cross-group
trust, as operationalised here, measures one’s trust in a specified group, such as ‘French
people’ or ‘Kosovo Albanians’.
Why did I choose to measure cross-group instead of generalised trust, and can this
thesis still contribute to a literature which is primarily focused on generalised trust?
Regarding the first point, the choice of cross-group trust as my dependent variable of
interest was driven primarily by data limitations. In Chapter 4, there were only 21
countries which had sufficient language data to allow the full communication and semicommunication indexes to be calculated. Although generalised trust data is available
for these countries, a sample of N=21 would have been far too small to allow me to
draw defensible conclusions. Instead, I opted to construct 359 cross-country dyads out
of those 21 countries. While this allowed for a much greater sample size, it also required
a switch to measuring cross-group rather than generalised trust. Nevertheless, I believe
that the conclusions reached in this thesis still contribute to the broader literature on
the relationship between diversity and generalised trust. The reason is that in diverse
environments, generalised trust will be driven in large part by cross-group trust. For
example, imagine a survey respondent living in Berlin who is ethnically German. Their
general level of trust in unspecified ‘other people’ is likely to be informed by their levels
of cross-group trust in each of the other ethnic groups who they see and encounter on a
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daily basis, such as Turks, Poles, Arabs and so on. This idea was previously advanced
by Dinesen and Sønderskov (2015, p. 553), who wrote that

...residential exposure to people of different ethnic background affects social
trust negatively, because more diverse contexts provide cues–of which humans
are receptive due to an evolved or learned negative out-group bias–that lead
residents to believe that the generalized other is less trustworthy.

Essentially, low cross-group trust should feed through into low generalised trust because
the presence of outgroups in diverse settings provides cues which affect individuals’ assessment of the generalised ‘other’. The finding that language and communication affect
cross-group trust is therefore very likely to apply also to generalised trust, especially in
diverse environments where outgroups are highly salient when respondents think about
‘other people’.

7.2.3

Generalisability

A final set of limitations in this thesis concerns the external validity of its conclusions.
Much of the material above pertains to internal validity – the extent to which the causal
inferences in chapters 4 and 5 are valid within the research settings in which they were
conducted. But the external validity of these results might also be questioned. Would
the conclusions I reached regarding my research questions apply equally well to other
countries, cases, or settings? In Chapter 3, I described Schaeffer’s (2014) typology of diversity and attempted to select one case each for quasi-monoethnic diversity, polyethnic
diversity and oligoethnic diversity (although the Portugal case, intended to represent
quasi-monoethnic diversity, was not able to reach the data collection stage). However,
the fact that the two other cases encompass two different types of diversity – polyethnic
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in Chapter 4, oligoethnic in Chapter 5 – provides some degree of reassurance that the
conclusions reached therein are not spurious or limited only to certain kinds of diverse
environments.
But the mere fact that those results come from situations of two different types of diversity does not mean that there are no remaining concerns regarding external validity.
Some of the material in Chapter 5 may not generalise beyond the sample, never mind
beyond Serbia as a whole. The sample was a convenience sample and was not representative of the Serbian population on gender, age, location nor education level. While
this does not affect the internal validity of the conclusions, it does mean that Chapter
5 cannot easily speak to the association between language and trust among the entire
Serbian population. In the future, representative samples should be used where possible. And even if the sample was perfectly representative, this does not change the fact
that both Chapters 4 and 5 were based in Europe. While the findings might apply to
other European settings or perhaps to other wealthy Western societies such as Canada,
the USA or Australia, it is perhaps less clear whether they would generalise to societies
which are culturally distant from Europe.
There is also the possibility that the causal mechanism described in Chapter 3 does
not operate in all diverse environments or intergroup contact settings. The mechanism
asserted that increases in intergroup contact – particularly repeated contact – will incentivise trustworthy behaviour and therefore generate trust. The general proposition that
contact improves attitudes is similar to the ‘contact hypothesis’ from social psychology
(Allport 1954), although the mechanism in Chapter 3 was rational-choice in nature in
contrast to other theories such as the contact hypothesis. In any case, it is possible
that contact does not always improve attitudes. Sometimes it may make them worse,
particularly if there is pre-existing animosity between the groups or if one or more of the
conditions for ‘optimal contact’ has been breached. Pettigrew’s (1998, p. 68) review
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of the intergroup contact literature noted that contact can sometimes worsen attitudes,
such as when the entry of black workers into London’s public transportation led to an
increase, rather than a decrease, in hostility from whites. This effect could occur with
the mechanism in Chapter 3 as well. Suppose that two groups are in a state of open
hostility, with vitriol and name-calling likely to occur whenever they meet. Even if they
share a language, any initial encounters will be so unpleasant that they are unlikely to
progress into the ‘repeated interactions’ which generate trust. Even worse, the unpleasantness of those encounters, and the perception that the other group poses a threat
to the position, culture or status of one’s own group, would likely worsen attitudes as
predicted by conflict theory (Blumer 1958). If this is the case, we might expect that
trust would actually be higher if the groups were segregated by a language barrier.

7.3

Extensions and future directions

This thesis represents a first step towards understanding how semi-communication affects intergroup contact and trust. It also contributes to the fledgling discussion on the
communication effect of language more generally. But the limitations described above
mean that the data, methods and theory used here could still be refined and improved
in future research. I will here discuss three possible extensions of this study, all of which
pertain to the way in which communication is measured and theorised.

7.3.1

A continuous measure of communication potential

In section 7.2.1, I noted that the slightly crude method of classifying language pairs
into the three categories of ‘no communication’, ‘semi-communication’ and ‘full communication’ suffered from certain limitations. One way to overcome these would be to

219

use a continuous measure of communication potential, rather than the three-step ordinal measure which has been used in this thesis. In a continuous measuring system,
each language pair would be assigned a communication value between 0 and 1. Rather
than throwing both Portuguese-Galician and Danish-Swedish together into the broad
category of semi-communication, we could instead assign each one a number which accurately reflects the real degree of communication potential between them. This system
would allow for much more accurate measurement of communication potential, and for
stronger inferences as a result.
There are already several studies which offer continuous measures of communication
potential. Gooskens et al. (2018), which I relied on for parts of Chapter 4, calculated
the estimated percentage of spoken intelligibility between certain languages of Europe.
Others, such as Tang and Van Heuven (2009) calculated similar percentages between
different dialects of China. The problem is that there is no single, standardised set of
estimates for all languages which were considered in this thesis. Different researchers estimate mutual intelligibility using different texts and recordings, some of which are more
difficult to understand than others. As a result, it seems likely that combining the values
obtained from different studies into a single ‘continuous communication index’ would
be problematic because some studies will systematically underestimate communication
potential relative to others, due to their different methodology.
The ‘gold standard’ would instead be to develop an index which measures the degree
of communication potential across a set of the world’s major languages. This would
provide researchers across all of the social sciences with a single, benchmarked set of
estimates for the communication potential between any two languages they are likely
to encounter in their datasets. They key would be to use a standardised set of testing
materials, so that the estimates of communication potential for different language pairs
are directly comparable with each other. This would be a substantial undertaking and
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would require significant investment. If we developed of index of two-way intelligibility
between the 100 most widely-spoken languages on Earth, this would mean there would
be a total of 4950 language pairs for which data would need to be collected. If we allowed
the ‘direction’ of communication potential to matter (which will be discussed in the next
section), this number would double to 9900 language pairs. Running a separate study
of mutual intelligibility for every one of these pairs would require enormous amounts of
time and money, although online surveying and automated data collection could perhaps
facilitate the process.

7.3.2

Allowing for asymmetric semi-communication

Another major limitation of the semi-communication measures used in this thesis is that
they are symmetric. If a language pair is classed as allowing for semi-communication,
this is assumed to work equally in both directions. A Russian speaker’s ability to understand Ukrainian, for instance, is assumed to be equal to a Ukrainian speaker’s ability
to understand Russian. In Chapter 4, I based the semi-communication classifications
on the average two-way mutual intelligibility scores from Gooskens et al. (2018), and
as long as the two-way communication average was above 40 per cent, the pair would
be classed as allowing semi-communication. It did not matter if one direction had 80
percent intelligibility and the other only 20 per cent: since the two-way average is 50
percent, this would still be classed as semi-communication for both directions.
While for many language pairs the level of communication is roughly the same in both
directions, there are some where it is not. One notable example is Spanish and Portuguese. Although Portuguese speakers can understand Spanish with relative ease, so
long as it is spoken slowly, Spanish speakers find it harder to understand Portuguese
due to its more complex phonology (Jensen 1989). In the future, indexes of semi-
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communication should attempt to allow for this ‘asymmetric’ communication potential
in order to provide more accurate estimates of the real communication potential between two languages. If we were to develop a comprehensive index of communication
potential across the world’s major languages, as proposed in the previous section, it
would perhaps be wise to allow for the degree of intelligibility to vary depending on the
‘direction’. The intelligibility a Spanish speaker enjoys with Portuguese, for instance,
would be lower than that a Portuguese speaker enjoys with Spanish.

7.3.3

The ‘position’ of semi-communication

A final question which this thesis left unanswered is the ‘position’ of semi-communication
as a trust generator relative to no communication and full communication. Assume that
Research Question 2 is answered in the affirmative, and semi-communication was found
to generate trust, although not as much as full communication. This would imply the
monotonic relationship hypothesised in Chapter 3. However, the exact ‘position’ of
semi-communication would still not be clear. Would it be only slightly better than no
communication at all? Or would it be far better than no communication, and almost as
effective at generating trust as full communication? This question has important implications for future research. If semi-communication produced only a tiny benefit over no
communication, researchers may not find it worthwhile to consider semi-communication
in their models. If the effect is trivial, why go to the lengths of obtaining data for this
variable? On the other hand, if the effect of semi-communication was very substantial
and approached that of full communication, this would suggest that no study which
considers shared language would be complete without also including a measure of semicommunication. Future studies will hopefully provide a means of determining where
semi-communication lies on the trust-generating ‘spectrum’.
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7.4

Was Zamenhof right?

In the nineteenth century the founder of Esperanto, L. L. Zamenhof, wrote that language
divides were the principal source of intergroup tension and hostility in a society. This
thesis has essentially served as a test of Zamenhof’s claim. Although it would obviously
be far too strong a statement to claim that language divides are the ‘main’ cause of
intergroup hostility or distrust, the results of this thesis broadly support Zamenhof’s
argument. Linguistic diversity was found to inhibit the growth of trust between different
groups, because the accompanying communication barriers serve to segregate groups
from one another and prevent the kind of cross-group interaction which generates trust.
This somewhat pessimistic finding is also consistent with more recent scholarship such
as Anderson and Paskeviciute (2006), Buzasi (2015), and Wang and Steiner (2015).
But there are also grounds for optimism. This thesis has also found that increased
communication potential arising from a shared language tends to increase the level of
trust between the groups in question. As a result, societies which suffer from intergroup
tensions may be able to ameliorate these by improving communicative potential between
their ethnic groups. This suggests that promoting a single language as a ‘national
language’ for the entire country might improve ethnic relations in a diverse society by
allowing different groups to communicate. Because trust and the closely related concept
of social capital are in turn linked to a range of positive outcomes such as improved
economic growth and greater ease of collective action (Fukuyama 1995; Knack and
Keefer 1997; Whiteley 2000), the benefits of promulgating a single national language
could be widespread. This does not necessarily entail discouraging the use of other
languages. Many countries possess a single national language which coexists with other
languages at the regional level. Spain is one example, where the national language
(Castilian Spanish) exists alongside regional languages such as Catalan, Basque and
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Galician (Fernandéz and Roth 2006).
However, attempting to implement a national language is not always an effective means
of improving intergroup relations and social trust. Amy Liu’s (2015) enlightening study
of language policy distinguishes between ‘power-concentrating’ and ‘power-neutralising’
language regimes. In the former, the language chosen as the ‘national’ language is the
mother tongue of an existing group within the country, usually the politically dominant
group. Examples include Bengali in Bangladesh and Nepali in Nepal (Liu 2015, p.
30). For obvious reasons, this tends to disadvantage speakers of other mother tongues,
who are forced to learn the new national language if they want to retain access to the
government, trade and national media. They become ‘linguistically disenfranchised’
(Ginsburgh, Ortuño Ortı́n, and Weber 2005), which can inflame ethnic tensions and
generate resentment against the dominant group whose language has been privileged.
It is therefore unsurprising that ‘power-neutralising’ regimes fare much better. This
is when the different groups ‘forfeit claims to their mother tongues and agree to the
exclusive use of a lingua franca’ (Liu 2015, p. 34). The most successful example of this
is Indonesia, which chose Malay (later renamed Indonesian) as its national language,
precisely because it was not the mother tongue of any of Indonesia’s ethnic groups.
Partly for this reason, Indonesian has been remarkably successful as a unifying force
(Paauw 2009). Other diverse countries may be able to follow Indonesia’s approach and
enjoy the benefits of diversity while minimising its negative effects on communication,
intergroup contact and ultimately social trust.
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A1

Calculation of semi-communication pairings

In the 21 countries in my sample from Chapter 4, I coded a total of 28 different languages
(not including ‘other’). Only languages which had a mother tongue population of at
least ten were counted, otherwise they were included in the ‘other’ category. The 28
languages are:

Arabic

Basque

Catalan

Croatian

Czech

Danish

Dutch

English

Estonian

Finnish

French

Galician

German

Greek

Hungarian

Irish Gaelic

Italian

Latvian

Lithuanian

Luxembourgish

Polish

Portuguese

Romanian

Russian

Slovak

Slovene

Spanish

Swedish

I assumed that only languages within the same subfamily even have the possibility of
being intelligible with each other. This is in line with Gooskens et al’s (2018) approach,
which examined mutual intelligibility only within, not across, European language subfamilies. The subfamilies that these languages fall into are:

• Romance: Catalan, French, Galician, Italian, Portuguese, Romanian, Spanish
• Slavic: Croatian, Czech, Polish, Russian, Slovak, Slovenian
• Germanic: Danish, Dutch, English, German, Luxembourgish, Swedish
• Baltic: Latvian, Lithuanian
• Celtic: Irish Gaelic
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• Hellenic: Greek
There are also five languages which fall outside of the Indo-European language family
entirely. Their families are:
• Finno-Ugric: Estonian, Finnish, Hungarian
• Basque: Basque
• Afro-Asiatic: Arabic
I am concerned only with spoken intelligibility for the purposes of this thesis, so any
references to ‘intelligibility’ henceforth refer to spoken intelligibility. To see whether any
languages within the Germanic, Slavic or Germanic subfamilies are intelligible with each
other, I relied first on Gooskens et al’s (2018) study. This examined mutual intelligibility
between several languages across those families, although it did not include Catalan,
Galician, Russian or Luxembourgish. I counted pairs of languages as partly intelligible if
they had an average two-way listening score of above 40% for minimal-exposure listeners.
For instance, Swedes can understand 56.0% of Danish, while Danes can understand
43.8% of Swedish. The average is 49.9%, which is above 40% and therefore qualifies this
language pairing as partially intelligible. Using this procedure, I coded the following
languages as partially intelligible:
Italian-Spanish

Portuguese-Spanish

Croatian-Slovene

Czech-Slovak

Polish-Slovak

Danish-Swedish

This still leaves the question of Galician, Catalan, Luxembourgish and Russian. For
these I relied on other online sources to indicate whether they are intelligible with other
languages in their subfamilies. These were primarily online forums, where native speakers of the language in question report on whether they are able to partially understand
other languages as well. These sources indicate that:
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• Catalan is partly intelligible with Spanish and Italian:
– ‘I’m Spanish. For us Spaniards, Catalan is understandable. The languages
are different but pretty close. With a little imagination you can guess the
meaning of most words. If you happen to know some French, that will definitely help too’

1

– Even non-native speakers of Spanish report being able to understand some
spoken Catalan: ‘I found Catalan highly decipherable at times both written
(very easy) and spoken (trickier but manageable)’

2

– Italian is reportedly even closer to Catalan than Spanish is: ‘For Catalan
speakers, Italian is definitely very intelligible. Most of the time, they don’t
even subtitle Italian on Catalan TV ... I have extensive experience talking
with Italians, using western Catalan while they were using Italian, with little
problem for understanding’. Another poster writes that ‘When the lamguages
are spoken, if catalan is spoken slowly and with valencian accent it’s almost
all intelligible, no each word but each sentence yes.’

3

– Native speaker reports indicate that probably around 40% of Catalan is understandable to Italians who have never studied it, or a closely related language like Spanish. Italians who have studied some Spanish can understand
Catalan even better, reporting 70% - 80% intelligibility.

4

• Galician is partly intelligible with both Portuguese and Spanish:
– ‘If you speak Portuguese, you’ll find that you understand Galician better than
Spanish speakers’. Posters tend to report that Galician is very intelligible
1

https://spanish.stackexchange.com/questions/3825/difference-between-spanish-and-catalan/3828
https://www.reddit.com/r/AskEurope/comments/6vlysq/spaniards are the different languages in spain/
3
https://www.quora.com/Are-Catalan-and-Italian-mutually-intelligible
4
Anna Reboldi, informal email conversation, 22 August 2018.
2
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with Portuguese, and somewhat less so with Spanish.

5

– ‘I am catalan myself ... Galician is rather similar to Spanish, they may be
easy to understand’.

6

• Russian is not really intelligible with any of the other Slavic languages in the
sample.
– Russian is reported to be highly intelligible with Belorussian and partly intelligible with Ukrainian. But other Slavic languages such as Croatian, Polish,
Czech and so on are a little bit too different to be understandable. A Russian
native speaker reports: ‘It is mutually intelligible with Belarusian and borderline mutually intelligible with Ukrainian. A Russian speaker can pick out
isolated words and phrases in spoken Polish or Bulgarian. Croatian creates
a sense of cognitive dissonance, because it sounds a lot like Russian except
you can’t recognize any words.’

7

• Luxembourgish is not really intelligible with any of the other Germanic languages in the sample.
– Luxembourgish is reportedly closest to Dutch and German, but even these
languages (in their standard forms) are too distinct for my standard of partial
intelligibility to be met. A Dutch speaker reports that ‘I can understand quite
some things of what they say, but understanding 50%? No, it’s very hard to
understand it without having learned it’.
5

8

https://www.quora.com/How-mutually-intelligible-is-Galician-to-Spanish-and-Portuguesespeakers
6
https://forum.wordreference.com/threads/catalan-spanish-galician-mutual-intelligibility.162650/
7
https://www.quora.com/Is-Russian-mutually-intelligible-with-any-other-Slavic-language
8
https://forum.wordreference.com/threads/luxembourgish-mutual-intelligibility-with-othergermanic-languages-and-french.2173106/
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– However, dialects close to the Luxembourg border may be partially intelligible with Luxembourgish. ‘If you learn Standard German... no [you cannot
understand it]. If you learn the western dialects, you could probably understand not only Luxembourgish, but Dutch too.’

9

This still leaves the question of the Baltic languages (Latvian and Lithuanian) and the
Finno-Ugric languages (Finnish, Estonian and Hungarian). Sources indicate that:
• Latvian and Lithuanian are not intelligible with each other to any real extent.
– Although from the same subfamily, they are too distinct for communication
to be possible. ‘It’s not the case of Latvian and Lithuanian [that they can
communicate]. As far as I know, Bulgarian and Serbian are mutually inteligible, while Latvians and Lithuanians, in order to understand eachother, have
to communicate in Russian or any other language they both speak.’

10

– Another native speaker reports that ‘we are not able speak with each other.
We can understand some single words only. In order to communicate we have
to use English or Russian.’

11

• Finnish, Estonian and Hungarian are not mutually or partly intelligible with
each other to any real extent.
– Finnish and Estonian are the most closely-related of the three, but are still
too different to allow mutual conversations, even simple ones. ‘Finnish and
Estonian are not mutually intelligible. They belong to different sub-branches
of Finnic languages. Finns and Estonians can understand [only] some words
9

https://answers.yahoo.com/question/index?qid=20130702100425AAQE2vC
https://forum.wordreference.com/threads/lithuanian-latvian-how-similar-different-arethey.2768830/
11
https://hinative.com/en-US/questions/2234223
10
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of each other’s language’. Speakers report that the languages are far less
mutually intelligible than Spanish and Portuguese.

12

– Since Hungarian is considerably more distant from Finnish and Estonian than
they are from each other, I have assumed that it therefore is also unintelligible
with them.

Finally, since the Celtic, Basque, Hellenic and Afro-Asiatic families consist of only one
language each in this sample, there are no possible languages with which they may
be mutually intelligible. The process above, where Gooskens et al’s (2018) research is
supplemented by testimony from online sources, gives me the following list:
Catalan-Spanish

Catalan-Italian

Galician-Portuguese

Galician-Spanish

Italian-Spanish

Portuguese-Spanish

Croatian-Slovene

Czech-Slovak

Polish-Slovak

Danish-Swedish
These ten pairings were classed as partly intelligible and allowing for semi-communication.

12

https://www.quora.com/Are-Estonian-and-Finnish-as-mutually-intelligible-as-Spanish-andPortuguese
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A2

Regression diagnostics for Chapter 4

To confirm that the regression assumptions in Chapter 4 were met, I carried out a
series of diagnostics based on the recommendations of Chen et. al (2003). I carried
out the tests on the full-specification regression contained in model six of Table 4.2, as
this is the model on which I rely most heavily for confirming the hypotheses. The first
step is to test if the residuals are normally distributed. To test this, I calculated the
(non-studentised) residuals using the Stata command predict RawResiduads, resid, and
then generated a graph of those, overlaid against a normal distribution, using kdensity
RawResiduals, normal. The graph in Figure A.1 indicated that the residuals exhibit a
slight skew but for the most part are normally distributed. I also tested for normality
using the pnorm graph, which is sensitive to deviations in the middle of the range) and
the qnorm graph, which is sensitive to deviations at the extremes. Once again there
were only relatively minor deviations from normality, as shown in Figure A.2 and A.3.
Next, I tested for heteroskedasticity using a Breusch-Pagan test as well as a visual plot
of the residuals versus predicted values. The Breusch-Pagan test (Stata command: estat
hettest) generated a p-value of 0.18, which means that there is no basis to reject the
null hypothesis of constant variance of residuals. In plain terms, this means there is
no evidence of heteroskedasticity. That impression aligns with the graph in Figure A.4
(Stata command rvfplot, yline(0)). The pattern of data points is perhaps slightly thicker
in the middle, but overall it is difficult to discern much of a pattern.
Third, I tested for linearity of the two key independent variables: the shared language
index and semi-communication index. First, I generated scatterplots of the residuals
against each variable, which are contained in Figures A.5 and A.6. These showed little
evidence of non-linearity. As a more sophisticated test of the linearity assumption, I
also generated “augmented component-plus residual” plots which show how close the
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Fig. A.1: Distribution of residuals
observations fit alongside the predicted linear model. These are contained in Figure A.7
and A.8. The shared language index shows some deviation from linearity at high values,
but it seems relatively minor overall and appears to be the result of a small number
of influential observations at high values of the index. The semi-communication index
shows almost no deviation from linearity.
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Fig. A.2: Residuals probability plot (pnorm)

Fig. A.3: Residuals quintile plot (qnorm)
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Fig. A.4: Residuals versual predicted values

Fig. A.5: Residuals by shared language index
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Fig. A.6: Residuals by semi-communication index

Fig. A.7: ACPR plot for shared language index
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Fig. A.8: ACPR plot for semi-communication index
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A3

Supplementary online material on mutual intelligibility with Slovene and Macedonian

This section contains information obtained online about the mutually intelligibility between Serb speakers of BCMS and each of Slovene and Macedonian. Each bullet point
represents a separate person’s post or comment.

• Reddit discussion 1:

13

– ‘I can totally understand Croatian and Bosnian, because it’s literally the same
language as Serbian. I’m able to easily understand most of Macedonian, but
still not perfectly. I can understand some of Bulgarian and Slovenian, but
not enough for normal conversation, I’d say. And it’s easier to understand if
I’m reading. And I can’t understand Hungarian, Romanian and Albanian at
all.’
– ‘...i cant really speak [Slovene],[but] i can understand it pretty well. it sounds
like croatian spoken by a drunk person to me.’
– ‘I can understand Serbian, Bosnian and Montenegrin 100%, Croatian 99.9%,
Macedonian more than 90%. Slovene is a bit harder to understand, maybe
50%.’
– ‘I can understand some of Macedonian, perhaps almost all. I’m having issues
with Slovenian though.’
– ‘The Slovenian, I get the gist of what he is saying, but I get maybe less than
40% of the words.’

13

https://www.reddit.com/r/serbia/comments/bviqmt/can serbs understand the languages of -

the/
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– ‘Croatian, Bosnian, Montenegrin 100%. Macedonian about 70% I’d say.
Slovenian like 10% IMO.’
– ‘The level of understanding of Northmacedonian and Slovenian also depends
on your personal level of familiarity with the language. Most people in Serbia will say Northmacedonian is easier to understand, but I suspect that is
because most of them had way more exposure to it than to Slovenian. I
personally had way more exposure to Slovenian (both in writing and in actual speech) and almost no exposure to Northmacedonian at all, so I can
understand Slovenian better.’
– ‘I can understand Macedonian like 90%, and I was surprised that I can actually understand Slovenian quiet a bit, lot more than expected, maybe around
60-70% roughly speaking.’

• Reddit discussion 2:

14

– ‘I think we Slovenians have a much easier time understanding [BCMS speakers] than vice versa.’
– ‘You can figure out the meaning if you see [Slovene] written down. But
hearing it spoken is something different altogether, it’s a different language.
Some words may be similar, but all in all pretty difficult to have even a simple
conversation.’
– ‘i can understand [Slovene] with a lot of handwaving and slow speaking.’
– ‘Yes, I think [Slovene and BCMS] are mutually intelligible, in at least 70,
or rather 80%. I think if person A speaks a standard language (croat-serbo,
slovene..) and speaks it slowly and person B (Slovene/Croat) still doesnt
14

https://www.reddit.com/r/AskBalkans/comments/axzifz/is slovenian mutually intelligible with/
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understand the person A anything, I simply think that person B is stupid. I
understood Croats when I was 10 and I didn’t have serbocroatian at school.’
• Quora discussion 1:

15

– ‘[I understand Slovene] only partially. It’s like “we went to a store and looked
for ... we bought them and they were ... good. ..., next time we’ll take some
... from home.” You understand a lot, but then there are words you don’t
understand although they sound familiar, and you sometimes miss the whole
point. However, Slovenes are much more exposed to Croatian and Serbian
(music, travel, older generations learned it in school...) so they understand
it better than in the opposite direction.’
– ‘[Slovene and BCMS are] partly intelligible, but not too much. It is more like
English and Dutch or German and Dutch, I’d say. A lot of common words,
but somehow a bit different, just enough to rather have an idea of what was
being said than really understanding.’
• Quora discussion 2:

16

– ‘I’m in my 40s, highly educated, and a speaker of a variety that is extremely
close to standard Serbian (the dialect spoken in Pančevo), with grandparents
who spoke Newer Ikavian Croatian, Kosovo-Resava Serbian, and PrizrenTimok (Torlakian) Serbian and parents who speak a fairly run-off-the-mill
standard Serbian. I find standard Bulgarian and standard Slovene both easy
to understand. I understand Slovene TV news and can read Slovene press,
non-fiction, novels, and poetry. I’ll occasionally need a dictionary, especially
for novels or poetry, but usually I read Slovene fluently...’
15
16

https://www.quora.com/Are-Serbo-Croatian-and-Slovenian-mutually-intelligible
https://www.quora.com/Do-Serbians-understand-Bulgarian-better-or-Slovenian
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– ‘In percentage, I would say that I understand about 20-30% of what is said
in Slovenian, and about 50% what is said in Bulgarian and/or Macedonian.’
– ‘As a Serbian who has Bulgarian friends(we communicate with weird mixture
of Bulgarian Serbian and English), I understand most of Bulgarian language
without ever learning a word. Having no interactions with Slovenian culture,
people and language, I can’t understand Slovenian. I can recognize few similar words but I can’t form or understand sentences or have a conversation in
Slovenian.’

• Quora discussion 3:

17

– ‘I can understand [Slovene] somewhat, but if I want to communicate with a
Slovenian, I’ll most likely use English, because I can’t understand Slovenian
apart from simple sentences and words. My impression is that Slovenians
can get a gist of me speaking Serbian better than I can Slovenian (I can be
wrong though). So, yes, I can understand it to some degree, but eventually
would need to switch to English if I want a proper communication without
misunderstandings.’
– ‘Croatian and Serbian-speaking friends of mine say that they can understand
somebody speaking Slovenian slowly, just as an Italian can communicate
quite easily with a Spanish speaker.’
– ‘When reading Slovenian and if listening to it slowly, Serbo-Croat speakers
will generally get the gist.’

• Quora discussion 4:
17
18

18

https://www.quora.com/Do-Serbs-understand-Slovenian
https://www.quora.com/Are-Macedonian-and-Serbian-mutually-intelligible
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– ‘[Serbian and Macedonian] are intelligible to a large degree and each side
speaking in their own language won’t be a problem for the other side (Serbians) to understand what Macedonians are saying... I had conversations
with Macedonians where neither of us changed our languages while speaking
or tried to adjust - it was easy for me to understand them and vice versa, in
my experience. Although it’s far from saying that I understand absolutely
everything and some expressions are not used in the language, so then I’ll
ask what does it mean in order to understand. Those who are from southern Serbia will have absolutely no problem having a full blown convo with
Macedonians on the other hand.’
– ‘Yes [Serbian and Macedonian] are [mutually intelligible]. Even Serbian and
Bulgarian are mutually intelligible and Macedonian is essentially Serbianized
Bulgarian. With this being said the two languages are not as similar as
Serbian and Croatian are...’

Summary:
The pattern of these posts and comments seem fairly clear and consistent. Serbs consistently report being able to understand spoken Macedonian very well, with estimates of
intelligibility ranging as high as 90 per cent, although they do not understand it as well
as they do the other varieties of BCMS. Many Serb commenters stated that they can
understand a reasonable amount of spoken Slovene, such as 50, 60 or 70 per cent, that
they ‘get the gist’ of it, or that they can understand it if the Slovenian person speaks
slowly. However, a couple of commenters stated that they find Slovene very difficult, in
one case understanding only about 10 per cent. Commenters also consistently reported
that Slovenes understand Serbs better than vice-versa.
It seems that Slovene and Macedonian occupy opposite ends of what we could consider
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‘semi-communication’ with Serbian. Macedonian is so understandable to Serbs that if
it was any higher, I might have had to consider whether this was in fact an instance
of full communication rather than semi-communication. Slovene is much lower, and
the fact that some Serbs appear to struggle to understand much of anything in Slovene
might make us question whether this even meets the criteria for semi-communication.
On balance, the fact that many Serbs do understand quite a lot of Slovene means that
it likely does meet the 40 per cent threshold for semi-communication on average, and
this estimate is bolstered by the impression that Slovenes understand Serbs better than
Serbs do Slovenes, so the bi-directional average is even more likely to meet the 40 per
cent threshold. Both languages will be categorised as allowing semi-communication with
BCMS for the purposes of this chapter.
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A4

Full survey from Chapter 5

This is the original English version of the survey. This was then translated into BCMS
(Serbian variety) for distribution to participants.
1. What year were you born?
2. What is your gender? (Male/Female/Other)
3. Do you currently live in Serbia? (Yes/No)
4. Where in Serbia do you live?
5. Which ethnic group would you say you belong to? (Serbian/Croatian/Slovenian/Bosnian
Muslim/Montenegrin/Macedonian)
6. Apart from Serbian, what other languages do you speak well?
7. How much trust would you say you have in each of the following groups?
Croats:
(A great deal of trust/Some trust/A bit of trust/Not much trust/No trust)
Bosnian Muslims:
(A great deal of trust/Some trust/A bit of trust/Not much trust/No trust)
Montenegrins:
(A great deal of trust/Some trust/A bit of trust/Not much trust/No trust)
Slovenians:
(A great deal of trust/Some trust/A bit of trust/Not much trust/No trust)
Macedonians:
(A great deal of trust/Some trust/A bit of trust/Not much trust/No trust)
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Kosovo Albanians:
(A great deal of trust/Some trust/A bit of trust/Not much trust/No trust)
8. How often do you encounter people from the following groups?
Croats:
(I encounter them every day/ I encounter them often/ I sometimes encounter them/I
occasionally encounter them/I never encounter them)
Bosnian Muslims:
(I encounter them every day/ I encounter them often/ I sometimes encounter them/I
occasionally encounter them/I never encounter them)
Montenegrins:
(I encounter them every day/ I encounter them often/ I sometimes encounter them/I
occasionally encounter them/I never encounter them)
Slovenians:
(I encounter them every day/ I encounter them often/ I sometimes encounter them/I
occasionally encounter them/I never encounter them)
Macedonians:
(I encounter them every day/ I encounter them often/ I sometimes encounter them/I
occasionally encounter them/I never encounter them)
Kosovo Albanians:
(I encounter them every day/ I encounter them often/ I sometimes encounter them/I
occasionally encounter them/I never encounter them)
9. Are any of your friends from the following groups?

265

Croats:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
Bosnian Muslims:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
Montenegrins:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
Slovenians:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
Macedonians:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
Kosovo Albanians:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
10. Are any of your acquaintances from the following groups? Acquaintances are
people who you know and see sometimes, but would not necessarily count as one of
your personal friends.
Croats:
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(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
Bosnian Muslims:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
Montenegrins:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
Slovenians:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
Macedonians:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
Kosovo Albanians:
(Most of them are from this group/Many of them are from this group/Some of them are
from this group/A few of them are from this group/None of them are from this group)
11. What do you think are the factors that prevent you from making friends or
acquaintances with the following groups, if any? [select as many as apply]
Croats:
(I rarely get the chance to meet them/Language differences make it hard to communicate/Cultural or religious differences/I don’t feel much in common with them/Nothing
prevents me from making friends with them)
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Bosnian Muslims:
(I rarely get the chance to meet them/Language differences make it hard to communicate/Cultural or religious differences/I don’t feel much in common with them/Nothing
prevents me from making friends with them)
Montenegrins:
(I rarely get the chance to meet them/Language differences make it hard to communicate/Cultural or religious differences/I don’t feel much in common with them/Nothing
prevents me from making friends with them)
Slovenians:
(I rarely get the chance to meet them/Language differences make it hard to communicate/Cultural or religious differences/I don’t feel much in common with them/Nothing
prevents me from making friends with them)
Macedonians:
(I rarely get the chance to meet them/Language differences make it hard to communicate/Cultural or religious differences/I don’t feel much in common with them/Nothing
prevents me from making friends with them)
Kosovo Albanians:
(I rarely get the chance to meet them/Language differences make it hard to communicate/Cultural or religious differences/I don’t feel much in common with them/Nothing
prevents me from making friends with them)
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A5

Regression diagnostics for Chapter 5

To confirm that the regression assumptions were met, I carried out a series of diagnostics
based on the recommendations of Chen et. al (2003). These are the same diagnostics
used in Chapter 4. I carried out the tests on the full-specification regression contained
in model three of Table 5.4, but in order to utilise Stata’s diagnostic commands, this
regression was re-run as OLS rather than an ordered probit. The first step is to test if
the residuals are normally distributed. To test this, I calculated the (non-studentised)
residuals using the Stata command predict Residuads, resid, and then generated a graph
of those, overlaid against a normal distribution, using kdensity Residuals, normal. The
graph in Figure A.9 indicated that the residuals exhibit a significant skew but still
largely resemble a normal distribution. I also tested for normality using the pnorm
graph, which is sensitive to deviations in the middle of the range) and the qnorm graph,
which is sensitive to deviations at the extremes. These showed only relatively minor
deviations from normality, as shown in Figure A.10 and A.11.
Next, I tested for heteroskedasticity using a visual plot of the residuals versus predicted
values. A Breusch-Pagan test is unfortunately not possible with clustered standard
errors. The visual plot is contained in Figure A.12 (Stata command rvfplot, yline(0)).
The pattern of data points suggests that there is heteroskedasticity present: the residuals
tend to skew positive at low values, but negative at high values. On the other hand,
the ordinal nature of the data means that the values cluster into ‘lines’, which makes it
somewhat hard to discern whether this heteroskedasticity is comparable in severity to
that which would emerge with continuous data.
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Fig. A.9: Distribution of residuals

Fig. A.10: Residuals probability plot (pnorm)
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Fig. A.11: Residuals quintile plot (qnorm)

Fig. A.12: Residuals vs predicted values

271

A6

Statistical power calculations

An important step in designing any experiment is determining the necessary sample
size. The sample must be large enough so that, if a treatment effect exists, the study is
able to detect it. The ability to detect a treatment effect is called “statistical power” and
is usually expressed as a proportion, β. A β-value of at least 0.8 is usually regarded as
an acceptable level of statistical power: this means that if a treatment effect exists, the
study will successfully detect it 80 per cent of the time. The level of statistical power is
a function of the sample size, the level of statistical significance desired and the size of
the treatment effect.
To calculate the relationship between these variables, I conducted analysis in R based on
code provided by www.egap.org.19 After the code is executed, R conducts a large number
of simulated experiments and displays the resulting relationships between statistical
power and treatment size. This requires the researcher to enter in the level of statistical
significance which will be used (0.05 in this case) and the desired sample size (N=150).
The treatment effect specifies the change in the outcome variable depending on the
experimental condition, and our three main outcome variables are measured on a 0
to 100 scale. When the treatment effect is 10 (i.e. 10% of the range of the outcome
variable), this means that the value of the outcome variable will increase by 10 as we
move from no communication, to semi-communication and then another 10 from semicommunication to full communication.
All estimations are based on 500 simulations. Since there are three experimental conditions, the simulations assume multiple treatment arms. I estimate three statistical
power in three different ways: the probability that at least one significant treatment effect will be detected, the probability that both treatments will yield significant results,
19

http://egap.org/content/power-analysis-simulations-r
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and the probability that the treatment effects will yield be in the hypothesised ranking,
and the differences will be significant. This third definition of power (represented by
the blue line in the graphs) is the most critical.
The results are displayed in Figures A.13, A.14 and A.15. These simulations were
run with an assumed standard deviation of 10, 15 and 20 respectively. Unsurprisingly,
higher standard deviations make it more difficult to detect significant results, so a larger
treatment effect is required to generate the same amount of statistical power. N=150
in all simulations.

Fig. A.13: Statistical power analysis with N=150, SD=10

With the smallest standard deviation of 10, a power level of β=0.8 can be achieved with
a treatment effect as small as 7. This means that the difference between the mean scores
on the dependent variable for the three groups would need to be 7 (on a 0 to 100 scale).
When the standard deviation is increased to 15 in Figure A.14, a larger treatment effect
(about 10) is required to generate the same level of statistical power. When the high
estimate (20) is used in Figure A.15, a treatment effect of about 13 is required.
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Fig. A.14: Statistical power analysis with N=150, SD=15

Fig. A.15: Statistical power analysis with N=150, SD=20
These results appear to confirm that N=150 is an appropriate sample size. Even with
the highest standard deviation estimate, β=0.8 can be achieved with a treatment effect
of only 13. In reality, I expect that the treatment effects are likely to be much bigger
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than this. The treatment is not subtle or inconspicuous. Inhibiting the subjects’ ability
to communicate dramatically changes the character of the interaction. For the question
Was the encounter frustrating or difficult in any way? (0 to 100), it would not be
surprising if the difference between the group means was 20 or even 30. With the midrange estimate of standard deviation in Figure A.14, the treatment effect required is
even smaller.
The only situation where there would be a real risk of insufficient statistical power is if
there was an unexpectedly large standard deviation (perhaps 25) combined with a small
treatment effect (less than 15). A standard deviation of 25 would be an exceptionally
wide spread, indicating that 68 per cent of the data is clustered across 50 per cent of
the range. It is unlikely the standard deviation will be this high. This is especially the
case because the homogeneity of the subject pool (all will be Portuguese undergraduate
students of similar age) means that large variations between subjects on their dependent
variable scores are less likely to occur.
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A7

Experiment post-treatment survey

Thank you for participating! We hope you found the experience interesting.
Before you leave, we would like you to ask you a few questions to better understand
what you thought and how you felt about the activity. Please rest assured that your
answers are completely confidential, and will not be revealed to your partner or
anyone else apart from the experiment team.
1. How much of your partner’s speech could you understand? Please estimate a percentage between zero and 100.

2. How much did you enjoy interacting with your partner? Please select a number
between 1 (I didn’t enjoy it at all) and 7 (I enjoyed it greatly)

3. Was the experience frustrating in any way? Please select a number between 1 (not
frustrating at all) and 7 (Extremely frustrating)

4. If you had another chance to interact with your partner, how likely do you think it
is that you would interact with them?

5. We have another study underway involving [insert confederate’s name]. Would you
be willing to come back and participate in that study, again with [insert confederate’s
name]?

6. Thinking about the next time you find yourself in a situation where you could interact
with a [insert confederate’s nationality] person, how likely do you think it is that you
would interact with them?

276

7. In general, how much do you think you would enjoy interacting with [insert confederate’s nationality] people in the future?

8. How willing would you be to join a university club or society that includes a lot of
[insert confederate’s nationality] people?
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A8

Debrief sheet for experiment participants

Thank you for participating in the study! This leaflet will debrief you on the purpose
of the research, the experimental method used, and how your participation contributed
to the study.
Purpose of the research: This research investigates the relationship between communication, contact and social trust. My theory is that when two groups of people can
communicate more easily, they will have more contact with each other. As a result of
this, they should also trust each other more.
Experimental method: This question is a little bit difficult to study, because there
are so many variables that we need to ‘control’ for. People who can communicate more
easily will probably have a language in common, and if they have a language in common,
they probably also have similar cultures. Because of this, it is hard to figure out if the
differences in social contact and trust are a result of communication, or just cultural
similarity. Using an experiment helps to avoid this problem. In an experiment, we can
change the level of communication (but nothing else), so any differences in contact or
trust must be a result of this factor.
In this experiment, we created three groups. There was one group where the partners
spoke the same language, another where they spoke languages which were different but
partly understandable, and a third where they spoke languages that were completely
different.
Your participation: You were placed into one of these three groups. Your partner
was instructed to speak different languages with you depending which group you were
placed in. Although it may have appeared that they were unable to speak English or
Portuguese, in fact they were able to speak both of these. This was necessary because we
need to hold constant all factors other than communication between the three groups,
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and this can only be achieved by using the same person in all three.
Your participation helps us to understand how communication affects people’s desire
to engage in social contact with other groups. In the post-experiment survey, you
were asked questions about your enjoyment and desire for further contact with your
partner as well as other people of their nationality. If my theory is correct, these should
differ across the three groups. Once again, rest assured that everything about your
participation in this experiment is completely confidential. You can also request that
your data be withdrawn from the research at any time.

Thank you again for your participation. In order to maintain the integrity of the experiment, please do not mention these details to any
other prospective participants!
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