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ABSTRACT

One day I will find the right words, and they will be simple.
— Jack Kerouac
We analyse the dynamics of a one-dimensional vertical Fabry-Pérot cavity where
the upper mirror levitates due to intracavity radiation pressure force, providing a
foundation for understanding how levitated cavity schemes may be used as stable
metrological platforms. The nonlinear dynamics are solved in the classical regime
using a perturbative approach — the first characterisation of the levitated optical
spring. This analysis is then applied to a variety of experimental schemes including
two-laser cooling, and a detailed investigation of photothermal effects.
Next we consider parameter estimation incorporating prior knowledge from
an information-theoretic viewpoint. We introduce a new quantity, the coherence
of encoding, which quantifies how much information is lost due to choice of
projective measurement basis, and apply this to derive new bounds on the error
of an estimator which incorporates prior information. This is then generalised to
phase estimation. We show that circular statistics motivates a natural measure of
error on the circle, on which we derive new entropic bounds. Finally we discuss
how the coherence of encoding may be used to design an adaptive estimation
algorithm which maximises the information gained from each measurement.
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INTRODUCTION

Beware of bugs in the above code; I have only proved it correct, not tried it.
— Donald Knuth

1

See [TB16] for a
review of biological
applications of
quantum metrology.

This thesis investigates metrology in both an applied and abstract setting. Metrology is the study of measuring physical quantities, and there has been much interest
as of late in the use of quantum systems to do so. These are very sensitive to
environmental disturbances, the cause of so much grief in the ‘second quantum
revolution’ [DM03] as we try to implement computing and cryptography protocols.
But this very same sensitivity could lead to sensors far exceeding the capability
of current-day technology. Moreover, phenomena such as entanglement may be
exploited to design protocols
performing better than any classical scheme — classi√
cally errors decay as 1/ N with N probes, while if the probes are entangled this
can become 1/N [GLM06]. Quantum sensing is a very diverse and evolving field,
for a recent review consult [DRC17].
The most striking example of quantum metrology is perhaps the Advanced
LIGO gravitational wave observatory. In 2019 implementation of squeezed states
of light in their interferometers increased the detection rate by 50% [Tse+19].
This is arguably the first — and currently only — example of a system where
quantum entanglement allows for ‘useful’ sensing with precision beyond what can
be achieved with state of the art classical technology. It was a major milestone for
humanity, ushering in a new age of quantum technology.
A quantum system does not however have to surpass classical sensitivity to
be useful. For example a recent demonstration in [Cas+20] uses squeezed light
to image a biological system, where equivalent precision with a classical source
requires intensities that would destroy the sample.1 More generally even if nonclassical phenomena such as entanglement are not involved, quantum systems can
still provide useful platforms for sensing. For example an atomic clock works by
creating a superposition of two internal atomic states and observing the interference
pattern which changes very precisely with time. This provides state of the art
timekeeping, due to the existence of a long-lived transition with exceptionally
stable energies [SHH20, §II.A].
One goal of quantum metrology is to identify such systems which can be used to
build precise sensors. There are many factors to consider. We want our system to
be sensitive to the quantity of interest, such as electric fields or gravity. Meanwhile
it should be insensitive to other sources of noise at the range of frequencies we will
be investigating. If we want to take measurements over long periods of time then
stability is important, where the parameters of the system must remain constant
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over long periods. Another factor is how easy it is to transfer information between
the sensor and other systems — especially if this can be done coherently to enable
future quantum protocols [DRC17, §III]. Because of the diversity of requirements,
developing novel sensing platforms can help us expand our sensing capability into
new, unexplored niches.
Independent of the choice of system metrological protocols share several general
features. We measure a probe — or multiple probes to increase our accuracy —
and then combine the result with prior information to create an estimate of the
parameter. When analysing a scheme we must be able to quantify how good this
estimate will be. We may ask, for example, if we stabilise our system around a
parameter value φ0 , what is the smallest fluctuation ∆φ we can detect? Such a line
of inquiry leads to the idea of Fisher information, defined to be the inverse ∆φ−1 .
Alternatively there may be some relevant cost function C (φ, φ̂), where φ̂ is our
estimate of the parameter φ. Analysing the average hC i then leads to what is called
the Bayesian picture. Whichever is better depends on the situation. For example,
sensitivities derived using Fisher information cannot be applied directly to systems
where the operating point φ0 isn’t well-known in advance.
The thesis is composed of two sections. The first part ‘Optomechanics’ focuses
on the levitating mirror. This is a vertically-oriented cavity where the upper mirror
levitates on the intra-cavity field, which behaves as an effective optical spring. I
derived a detailed characterisation of the optical spring in the classical nonlinear
regime, with a view to using the system as a platform for precision metrology. The
second part ‘Information’ moves away from any particular system, and studies
the general problem of metrology using information theory. When performing
projective measurements on quantum systems to estimate some parameter, I introduce a new quantity called the coherence of encoding. This determines how much
information is lost due to choice of projective basis, and can be used to formulate
the optimal measurement.
part i: optomechanics
Optomechanics studies the coupling of an optical field to mechanical motion,
the canonical example being a Fabry-Pérot cavity where one end oscillates on
a spring. I introduce these systems in Chapter 1, and discuss the potential they
have for precision metrology. For example we can cool the initial motion of the
oscillator using optical techniques, couple it to a force we wish to measure, and
then read out its position with great accuracy through the cavity field. The greatest
source of noise in these systems is usually of thermal origin, coupling in from the
environment through the spring. One way of eliminating this would be to replace
physical coupling with levitation, and there have been several proposals to this
effect which are discussed in § 1.4. Apart from reducing noise the optical spring
itself is a very flexible tool, as its properties can be tuned at will by modifying the
intensity and frequency of the cavity field. Moreover if the quantum regime can be
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2

The presentation in
those sections is
focused on my
contributions. A
more complete
treatment may be
found in the
referenced papers.

attained, levitation itself opens up possibilities for tests of quantum gravity and
collapse mechanisms.
My principal results are presented in Chapter 2, where I derive the first characterisation of the levitated optical ‘spring’ — results which were published in [Lec+20].
This is done in the classical regime, which is relevant to current experiments, but
without resorting to linearisation. I use a perturbative approach which makes use
of the fact that the dynamics of the light field are much faster than the motion of
the mirror, allowing for an analytical solution to the coupled nonlinear dynamics. I
show that the system is intrinsically unstable, and derive an effective potential in
which the mirror will exhibit growing oscillations until it falls out of the trap. The
system can be completely characterised by a small number of dimensionless parameters, in terms of which we can calculate all quantities of experimental interest,
such as the frequencies of oscillation of the optical spring.
Using this picture I then investigate how stable trapping may be attained. A
common technique in optomechanics is to use a second detuned laser to damp
the motion of the mechanical oscillator, and this had been previously proposed
for the levitating mirror. I identify all parameter regimes where this would be
possible, and quantify their effectiveness. The analysis shows that the trapping
regions created would be flat and shallow, so may be difficult to realise in the
laboratory. Next I consider the influence of photothermal effects, where a portion
of the optical field is absorbed by the mirror, causing it to deform. Even for a highly
reflective mirror such effects become significant at the extreme optical powers
required for levitation. Conventionally these act to shorten the cavity length, in
competition with levitation, and I show that this will cause further destabilisation
of the system. Photothermal effects may however be engineered to lengthen the
cavity in cooperation with levitation. This will have a stabilising effect, and I derive
an approximate expression for the rate at which this will happen.
I applied this formalism and collaborated on a number of experimental projects,
my contributions to which are outlined in the next few sections.2 In [Ma+20a]
the levitating mirror system was investigated in the laboratory, and found to
agree very well with a theoretical model as detailed in § 2.3. I then discuss in
Chapter 3 two novel phenomena which arise in the regime where we linearise
about a steady state. Again by exploiting a separation of timescales — this time
between the photothermal expansion and optical field — I derive simple analytical
expressions for these. In [Ma+21] we investigated the effect of the optical field on the
photothermal relaxation rate, which allow for the effective photothermal parameters
of the system to be calibrated to great accuracy. The concept of photothermally
induced transparency was introduced in [Ma+20b], where interaction between
photothermal effects and the optical field induces a transparency window in the
cavity transmission.
Together, the results from this section provide a robust characterisation of levitated mirror systems in the regimes that we would encounter in a laboratory, and
a foundation for using these as stable metrological platforms in the near future.
Moreover the techniques employed proved themselves to be versatile and applica-
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ble to a range of experimental situations, and could doubtless be applied to other
optomechanical systems.
part ii: information
In the second part of this thesis I study how a general quantum system may
be used to optimally measure physical quantities. Take for example a magnetic
field φ. We begin with N identical probe states ρ0 and interact these with the
field, causing them to evolve into ρφ . These are then projectively measured in
turn, using results from previous measurements to optimise future choice of basis.
In practice the value of φ will not be totally unknown — there will be some
probability distribution representing our prior knowledge. While not the most
general measurement scheme, this is a reasonable current-day scenario.
As discussed earlier, parameter estimation can be studied through two lenses: that
of Fisher information, and the Bayeisan picture. The former is very well-developed
and widely applied in the literature — however it assumes a very precise operating
point, and so cannot incorporate a prior distribution for our parameter. Bayesian
theory on the other hand through its use of averages naturally integrates over the
prior, and so is the picture most suited to our purposes. The fundamental tool that
I use will be information theory and entropy which are introduced in Chapter 4.
In Chapter 5 I first consider the problem of how much information may be
extracted from one projective measurement on a single system. An upper bound has
long been known in the form of the Holevo information, but this in general cannot
be attained. In § 5.1 I derive the CXI equality, which quantifies the informational
gain exactly in terms of a new quantity, the coherence of encoding. This is easy to
calculate, and gives a simple method for characterising the information you will
gain from measurement in different bases. This derivation is straightforward in
the case where the parameter we wish to estimate is discrete, but the continuous
case requires measure theory for all quantities to be properly formulated, which
I go through in § 5.2. This is applied in § 5.4 to derive bounds on the error of an
estimator in the metrological scenario mentioned above.
The situation is complicated when estimating phases, where the fact that zero and
2π are considered equal breaks our traditional measures of mean and variance. In
Chapter 6 I show that circular statistics motivates a natural measure of phase error,
called the circular error, and that this may be decomposed into circular analogues
of the variance and bias analogously to the standard error. I generalise existing
entropic bounds to the circular error, and then using the CXI equality I derive a
measurement basis dependent bound. As an application of the techniques I have
developed, I show how they may be used to design an adaptive phase estimator.
This part motivates the coherence of encoding as a new metrological quantity. It
is easy to calculate, and tells you how much information you gain from a real-world
measurement — unlike the Holevo information which requires infinite resources.
Moreover, this can be easily applied to design adaptive measurement schemes in
wide a range of scenarios which incorporate prior knowledge.

xv

OUTLINE

i
1
2
3

optomechanics
background
3
a classical, one-dimensional, levitating mirror
the linear regime
57

ii
4
5
6

information
background
75
estimation with a prior
phase estimation
117

iii
a
b
c

appendix
optomechanics
143
information theory
147
operator theory
153
bibliography

23

93

159

xvii

CONTENTS

i
1

2

3

optomechanics
background
3
1.1 Quantum optics
3
1.1.1 Light as a harmonic oscillator
3
1.1.2 Coherent states
6
1.2 Optical cavities
8
1.2.1 Fabry-Pérot cavities
8
1.2.2 Spherical mirrors
12
1.3 Optomechanics
13
1.3.1 Optomechanical Hamiltonian
15
1.3.2 Equations of motion
16
1.4 Optical mirror levitation
18
1.4.1 The case for levitation
18
1.4.2 Optical mirror levitation vs the rest
19
1.4.3 History of optical mirror levitation
21
a classical, one-dimensional, levitating mirror
23
2.1 The physical system
23
2.2 Analysis of the mirror
26
2.2.1 Nondimensionalisation
26
2.2.2 Steady states
30
2.2.3 Separation of timescales
31
2.2.4 Adiabatic regime
32
2.2.5 Dynamics of the light field
36
2.2.6 Visualising the motion
37
2.2.7 Two-laser stabilisation
39
2.2.8 Photothermal stabilisation
45
2.2.9 Summary
50
2.3 Experimental results
50
2.4 Towards the quantum regime
53
2.5 Conclusion and outlook
54
the linear regime
57
3.1 Dimensionless equations of motion
57
3.2 Novel photothermal effects
61
3.2.1 Optical correction of the photothermal relaxation rate
3.2.2 Photothermally-induced transparency
68
3.3 Conclusion and outlook
72

xviii

66

contents

ii
4

5

6

information
background
75
4.1 Classical information
75
4.1.1 Discrete entropy
76
4.1.2 Correlated random variables
79
4.1.3 Continuous entropy
82
4.1.4 Some entropic relations
83
4.2 Quantum information
84
4.2.1 Von Neumann entropy
85
4.2.2 Quantum coherence
86
4.3 Parameter estimation
88
4.3.1 Fisher information
89
4.3.2 Entropic bounds
90
estimation with a prior
93
5.1 Discrete CXI equality
93
5.1.1 Coherence of encoding
94
5.1.2 Simplest case
94
5.1.3 Infinite discrete case
96
5.2 Information theory via measure theory 100
5.2.1 Measure theory 100
5.2.2 Entropy redux 103
5.3 CXI for continuous parameters 108
5.4 M-AMSE bound 110
5.4.1 The efficiency of an estimator 110
5.4.2 Bounding the error of parameter estimation
5.5 Conclusion and outlook 114
phase estimation
117
6.1 Phase estimation in literature 117
6.2 Circular statistics 119
6.2.1 Mean and variance 120
6.2.2 von Mises distribution 122
6.3 Circular error 124
6.3.1 Defining a circular error 124
6.3.2 Holevo variance 125
6.3.3 Mean circular error 127
6.4 Entropic bounds 131
6.5 Adaptive phase estimation 132
6.5.1 Optimal estimator 133
6.5.2 Posterior distribution 134
6.5.3 Adaptive algorithm 135
6.6 Conclusion and outlook 138

112

xix

iii appendix
a optomechanics
143
a.1 Moving to a rotating frame 143
a.2 Buckingham π theorem 145
b information theory
147
b.1 The choice of natural logarithm 147
b.2 Finite energy proof of discrete CXI 147
b.3 von Mises distribution 148
b.3.1 Basic properties 149
b.3.2 Entropic characterisation 149
c operator theory
153
c.1 Operator topologies 153
c.2 Some functional analysis 155
c.3 Entropy convergence theorems 156
bibliography

xx

159

Part I
OPTOMECHANICS
We investigate the levitating mirror — a vertically-oriented Fabry-Pérot
cavity where the upper mirror levitates on the intra-cavity field. We
begin in Chapter 1 with a brief introduction to the essentials of quantum
optics and optomechanics. Then in Chapter 2 we analyse a classical, onedimensional, levitating mirror using a perturbative approach based on
a separation of timescales, and compare this with results obtained
in the laboratory. The extreme optical powers required for levitation
cause deformation of the mirror substrate. The interaction of this with
the optical field leads to two novel phenomena which we discuss in
Chapter 3.

1

BACKGROUND

[Noether] taught us to think in terms of simple and general algebraic concepts —
homomorphic mappings, groups and rings with operators, ideals — and not in cumbersome
algebraic computations; and she thereby opened up the path to finding algebraic principles
in places where such principles had been obscured by some complicated special situation.
— Pavel Alexandrov, qtd in Emmy Noether, 1882-1935
Over the years, the mathematics of quantum mechanics has become more abstract and,
consequently, simpler.
— Veeravalli Varadarajan, Geometry of Quantum Theory

This chapter provides a whirlwind tour of optics and optomechanics. In § 1.1
we discuss the quantum picture of light, and the states that will be most of interest
to us. Next in § 1.2 we review the fundamentals of optical cavities, which are
how we trap and manipulate states of light in the laboratory. Coupling a cavity
to a mechanical resonator leads to optomechanics in § 1.3 — a new field which
shows great promise for metrology and tests of fundamental physics. The biggest
challenge for practical implementation of optomechanical systems at present is
thermal noise from the environment. In § 1.4 we discuss how levitated levitated
optomechanics can eliminate this, and where our optically levitated mirror fits into
the literature.
1.1

quantum optics

In the classical world light is a self propagating electromagnetic wave. Viewed
through the quantum lens however this picture is replaced by the oscillations of
a quantised harmonic oscillator. In this section we will see how this connection
arises, and introduce the kinds of optical states that arise in the laboratory.
1.1.1

Light as a harmonic oscillator

Suppose a ball of mass m oscillates without friction on a spring of angular
frequency ω. If x and p denote the position and momentum of the mass respectively,
the energy of the system is given by the Hamiltonian
H=

mω 2 2
p2
x +
.
2
2m

(1.1.1)

3

4

background

Let’s solve this first in the classical regime. We extract a factor of h̄ω to make the
quantity in brackets dimensionless:

H = h̄ω

mω 2
p2
x +
2h̄
2mωh̄


.

(1.1.2)

Then factoring
a2 + b2 = ( a + ib)( a − ib),

(1.1.3)

we define the dimensionless amplitude
r
mω
p
x + i√
.
α=
2h̄
2mωh̄

(1.1.4)

While the amplitude is more abstract than position or momentum, in terms of this
the Hamiltonian is much simpler:
H = h̄ωα∗ α = h̄ω |α|2 ,

(1.1.5)

and energy conservation tells us that the magnitude |α|2 will be unchanged. We
can find the evolution of α using Hamilton’s equation (see [LL07, §42])
∂α ∂H ∂H ∂α
dα
= {α, H } =
−
= −iωα.
dt
∂x ∂p
∂x ∂p

(1.1.6)

Assuming no damping, the state of a classical harmonic oscillator may be described as a vector α in the complex plane rotating with constant angular velocity ω.
From Eq. 1.1.4 the real and imaginary components of α correspond to the (scaled)
position and momentum respectively, so as α circles the origin x and p will trace
sinusoids. The length of α gives us the energy, and the angle where it is in its oscillation. With a more sophisticated treatment we can show that damping or driving
will cause α to spiral inwards or outwards, depending on which is dominant.
Now let us descend into the quantum world. We promote our observables to
operators and give them hats:

Ĥ = h̄ω

mω 2
p̂2
x̂ +
2h̄
2mωh̄


.

In analogy with before we define the annihilation operator
r
mω
p̂
x̂ + i √
,
â =
2h̄
2mωh̄
however the commutation relation [ x̂, p̂] = ih̄ means that we have


1
†
Ĥ = h̄ω â â +
,
2

(1.1.7)

(1.1.8)

(1.1.9)
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with a quantum correction adding a factor of one-half to Eq. 1.1.5. An in-depth
discussion on the quantum harmonic oscillator may be found in [Gri05, §2.3], we
will briefly outline its properties without proof.
The eigenstates of Ĥ are the number states |ni for n = 0, 1, 2 . . ., where n
represents the ‘quanta’ of energy in the oscillator. Consequently while a classical
spring may oscillate with any amplitude, the oscillations of a quantum spring are
quantised, giving us a ‘ladder’ of possible states. We may traverse this ladder using
the annihilation operator and its conjugate â† the creation operator:
√
â|ni = n|n − 1i,
√
(1.1.10)
â† |ni = n + 1|n + 1i.
The position-momentum commutator imposes the relation

[ â, â† ] = 1.

(1.1.11)

If we define the number operator n̂ = â† â then Eq. 1.1.10 may be used to show
n̂|ni = n|ni,

(1.1.12)

so n̂ counts the number of quanta in a state. In terms of this a number state has
energy


1
| n i.
(1.1.13)
Ĥ |ni = n +
2
In contrast to a classical oscillator, even when there are zero quanta the oscillator
will have energy h̄ω/2, the so-called zero-point energy. A quantum spring is therefore
always in motion.3 In what follows we will often omit the zero point energy as a
constant shift to the Hamiltonian does not change Hamilton’s equations of motion.
In the next section we will consider optical cavities — an arrangement of mirrors
supporting a standing wave of light with frequency ω. Light is an electromagnetic
wave, and classically has an energy density e0 |E|2 /2 + |B|2 /2µ0 throughout the
cavity region. To obtain a quantum description of the light we need to quantise this
Hamiltonian. If we follow this procedure, we find that the electromagnetic field is
described by a quantum harmonic oscillator of the same frequency ω.
Such a treatment may have varying levels of sophistication, depending on how
far we wish to go with quantum field theory. For our purposes such requirements
are minimal, and a very simple picture will suffice. We replace an electromagnetic
wave distributed throughout the entire cavity, with a single ‘oscillator’. It may
not however be obvious what it is that is ‘oscillating’, and what the position
and momentum of this oscillator correspond to. What is more intuitive is the
diagonalised form Eq. 1.1.9. The number state |ni corresponds to having n photons
in the cavity, and the creation and annihilation operators add and subtract photons
respectively.

3

The appearance of
zero point energy
may be seen as an
expression of the
uncertainty
principle. For the
oscillator to have
zero energy position
and momentum
would both have to
be exactly zero, and
so be simultaneously
perfectly known.
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When there are no photons in the cavity we say it is in the vacuum state |0i. This
still has zero point energy, and consequently will exhibit small fluctuations. This is
a quantum source of noise which can appear in many guises, and places a bound
on the precision of our measurements.
1.1.2

Coherent states

Number states describe a situation where you have an exact number of photons
in a cavity. Such states can occur when doing experiments with a small number
of photons, but are not what is created by a laser. In this section we will derive
coherent states, states which are approximately classical, and what we often have in
practice in the laboratory.
The motivation for a coherent state comes from trying to conceive of a state
which is ‘large’, and so robust against photon loss. Such a state would be an
eigenstate of the annihilation operator. Let us denote the eigenvalue — which may
be complex since â is not Hermitian — α, and call the state |αi. We re-iterate that
this is not a number state representing a definite number of photons, and is instead
a superposition over different photon numbers:

|αi = e−|α|

2 /2

∞

αn
√ | n i.
n!
n =0

∑

(1.1.14)

We can show that Eq. 1.1.14 satisfies the eigenvalue equation â|αi = α|αi:
∞

αn √
√
∑ n! n|n − 1i,
n =0
∞
2
α n −1
= α · e−|α| /2 ∑ p
| n − 1i,
( n − 1) !
n =0
∞
2
αn
= α · e−|α| /2 ∑ √ |ni,
n!
n =1

â|αi = e−|α|

2 /2

(1.1.15)

= α | α i.
Moreover normalisation follows via

hα|αi = e−|α|

2

= e−|α|

2

∞

αn (α∗ )m
√
h n | m i,
n!m!
n =0

∑
∞

(|α|2 )n
,
n!
n =0

∑

(1.1.16)

=1
The number α is called the amplitude of the coherent state. We mentioned before
that these are states which are approximately classical, and so we may return to
the classical picture of a Harmonic oscillator. The amplitude is analogous to the
parameter defined in Eq. 1.1.4, though while a classical oscillator occupies a point
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Coherent state photon distribution

Figure 1.1: The number n of photons in a coherent state follow Poisson statistics Eq. 1.1.18,
with mean photon number |α|2 at which the peak of the distribution occurs.
The Poisson distribution is assymetric, with a long tail, and grows wider as the
mean increases.

in phase space, a quantum one occupies a ‘blob’ corresponding to a region of
uncertainty. Under Hamiltonian evolution a coherent state will oscillate in phase
space a constant distance from the origin.
For a classical oscillator the length of α represented its energy. In the case of a
coherent state this gives the expected number of photons:4

hn̂i = hα| â† â|αi = ( â|αi)† â|αi = α∗ α.

(1.1.17)

4

Since E = nh̄ω,
this is also
equivalent to the
energy.

To find the distribution of photons we return to Eq. 1.1.14. The absolute square of
the nth coefficient gives us the probability Pn of measuring n photons:
Pn = e−|α|

2

(|α|2 )n
.
n!

(1.1.18)

We can recognise this as a Poisson distribution with a mean of |α|2 . The probabilities
Pn for mean photon numbers of 2, 5, and 15 are plotted in Fig. 1.1.
An optical mode being in a coherent state allows us to greatly simplify equations
of motion involving the annihilation and creation operators. Computing expectation
values we find:

hα| â|αi = α

(1.1.19)

hα| â† |αi = α∗

(1.1.20)

This allows us to replace the operators â and â† with the scalar amplitudes α and
α∗ respectively,5 with the implicit understanding that every expression is to be

5 If we are in the
Heisenberg picture
these amplitudes will
be time-dependent.
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(a) A planar Fabry-Pérot cavity

(b) Resonant wavelengths of a Fabry-Pérot cavity

Figure 1.2: (a) A Fabry-Pérot cavity is formed by reflecting light between two mirrors. (b)
The resonances of a Fabry-Pérot cavity occur when the wavelength is equal to
2L/n for n = 1, 2, · · · , where L is the length of the cavity.

understood as an expectation value. The approximation will be valid only if our
equations of motion preserve the coherent nature of the state, which is true for the
general class of Hamiltonians which arise in optomechanics.
1.2

optical cavities

Optical cavities are used to store and manipulate states of light. In our work we
consider an optically levitated mirror, which is essentially a large cavity oriented
vertically. While this is constructed from spherical mirrors, the fundamental behaviour may be understood by analysing a simple planar cavity. We will base our
discussion on the excellent introduction [ST19, §11].
1.2.1

Fabry-Pérot cavities

A Fabry-Pérot cavity consists of two mirrors facing each other, as shown in
Fig. 1.2a, with the line joining the two mirrors called the optical axis. This is the
simplest form of cavity, and highlights all the essential features that will be present
in more complicated geometries. For the analysis in this section we will take
the mirrors to be planar. Such a configuration however is extremely sensitive
to misalignment, and in § 1.2.2 we will discuss how our analysis generalises to
spherical mirrors.
The cavity will only trap particular wavelengths of light. To see this consider
Fig. 1.2b. Suppose a wave of wavelength λ starts on the left mirror, travels across
the cavity, reflects off the right mirror, then returns to the left. Reflection off the
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two mirrors induces a phase shift of π + π = 2π which cancels out, meaning the
overall phase shift ϕ over the round trip of length 2L is
ϕ = 2Lk,

(1.2.1)

where k = 2π/λ is the wavenumber. We will first consider the case where there is no
loss. The light field will reflect indefinitely between the two mirrors, accumulating a
phase shift of ϕ with each round trip. If the initial field at some point has amplitude
a0 , the net field a resulting from all the interfering reflections is
a = a0 + a0 eiϕ + a0 e2iϕ + a0 e3iϕ + · · · .

(1.2.2)

If the phase ϕ is not a multiple of 2π then this is an infinite sum of random phases
in the complex plane which will average out to zero. Constructive interference can
only occur if 2Lk = 2nπ for some integer n, or in terms of wavelength:
λ=

2L
.
n

(1.2.3)

We call these the resonances of the Fabry-Pérot cavity.
There is another way to arrive at the modes of the cavity, by visualising which
wavelengths of the electric field could exist between two perfect mirrors. Again
consider Fig. 1.2b. The field within the mirrors will be a plane wave, which has an
electric field transverse to the optical axis. Since the transverse component of the
electric field is continuous across the boundary,6 and the field on the other side
of a perfect mirror is zero, the electric field must be zero at the boundaries of the
cavities. This implies that the wavelength must be equal to 2L/n.
In terms of angular frequency the resonances in Eq. 1.2.3 become
ωn =

2πc
nπc
=
.
λ
L

(1.2.4)

The spacing between these resonances is called the free spectral range:
ωF =

πc
.
L

6

Continuity of the
transverse electric
field across a
boundary comes
from applying
Stokes’ theorem to
Faraday’s law
∇ × E = − ∂B
∂t .

(1.2.5)

A Fabry-Pérot cavity with no loss will therefore support an infinite number of
modes, all positive integer multiples of the free spectral range. No other frequency
may exist.
Now suppose that that the mirrors are no longer perfect, allowing some of the
light field to be lost with each reflection.7 With each round trip the amplitude is
multiplied by a retention fraction8 0 < r < 1, so the sum in Eq. 1.2.2 becomes
a = a0 + a0 reiϕ + a0 (reiϕ )2 + · · · =

a0
.
1 − reiϕ

(1.2.6)

| a0 |2
I = | a| =
.
1 + r2 − 2r cos( ϕ)

Or due to
absorption, if there is
a material between
the mirrors.
8

The intensity of the light field is then absolute square of the amplitude:
2

7

(1.2.7)

This terminology
isn’t standard, as r
doesn’t have a name
in literature.
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(a) Finesse

(b) Cavity intensity

Figure 1.3: (a) Finesse F as a function of retention factor r, as given by Eq. 1.2.11. Both
quantities are dimensionless. The finesse is zero for r = 0, while as r → 1 we
have F → ∞. (b) Cavity intensity Eq. 1.2.12 scaled by the maximum intensity.
The intensity is peaked at multiples of the free spectral range, and a larger
finesse sharpens the distribution.

Physically the intensity is what we would detect with a photodetector, and what we
think of as the ‘brightness’ of a light source. However Eq. 1.2.7 is a function of the
initial amplitude a0 , round-trip phase ϕ, and retention r — three variables which
are nice from a theoretical point of view but not easy to quantify in the laboratory.
We will substitute each of these in turn with things we can actually measure.
a 0 The denominator takes its minimum value when cos( ϕ) = 1, at which point
the maximum intensity is
Imax =

| a0 |2
.
(1 − r )2

(1.2.8)

Motivated by this we use the trigonometric identity cos( ϕ) = 1 − 2 sin2 ( ϕ/2),
which gives
I=

| a0 |2
=
(1 + r2 − 2r ) + 4r sin2 ( ϕ/2)
1+

Imax
.
4r
sin2 ( ϕ/2)
(1−r )2

(1.2.9)

ϕ The phase may be expressed in terms of the cavity frequency ω using Eq. 1.2.1
and Eq. 1.2.5:
ϕ = 2L

ω
c

=

2πω
.
ωF

r The loss of a cavity is quantified by the finesse
√
π r
F=
.
1−r

(1.2.10)

(1.2.11)
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This has a geometric meaning, but for now we will just plot F in Fig. 1.3a.
We often speak of the good and bad cavity limits, corresponding to low and
high loss respectively. A bad cavity (r → 0) has a finesse approaching zero,
while as the cavity gets better (r → 1) the finesse approaches infinity.
Putting all this together gives us the intensity profile of a cavity
I=
1+

Imax

2F 2
sin2
π



πω
ωF

,

(1.2.12)

which we plot in Fig. 1.3b for various values of the finesse. There are a series of
resonances when ω is equal to an integer multiple of the free spectral range ω F , and
as the finesse increases the distribution grows sharper. Resonance always has an
intensity equal to Imax . The minimum intensity is obtained when ω is a half-integer
multiple of ω F , in which case
Imin =

Imax
1+


2F 2
π

.

(1.2.13)

The optical cavities we will encounter have finesses of several thousand, and
so the intensity profiles will be very sharply peaked. Furthermore we will be
addressing only a single one of the cavity resonances. Let us therefore suppose that
ω = nω F + ∆,

(1.2.14)

where n is a positive integer9 and ∆  ω F is the detuning from resonance. In this
case we may Taylor expand to second order10
sin2



π (nω F + ∆)
ωF



≈ sin2 (nπ ) + 2 cos(2nπ )



π∆
ωF

2



=

π∆
ωF

2
.

(1.2.15)

The intensity close to resonance then becomes
I≈
1+

Imax
  2 =
2F 2 π∆
π

ωF

1+

Imax


∆
ω F /2F

2 .

(1.2.16)

Eq. 3.2.51 is called a Lorentzian distribution, which we plot in Fig. 1.4. The width
at the half-maximum is called the linewidth, which we denote δω. This gives us the
geometric interpretation of the finesse, as the ratio between the free spectral range
and the linewidth:

F=

ωF
.
δω

(1.2.17)

The finesse therefore measures how sharply peaked the intensity profile is, as a
fraction of the free spectral range.

9

For the levitating
mirror system n will
be several thousand.
10 The first order
term vanishes, since
∆ = 0 is a local
maximum of the
intensity.
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Lorentzian distribution

Figure 1.4: The cavity intensity follows a Lorentzian distribution Eq. 3.2.51, where the
vertical axis is the detuning. The width at half maximum is the linewidth δω,
which is related to the finesse by Eq. 1.2.17.

Finally we note that through Eq. 1.2.11 the linewidth is inversely related to loss:
the better the cavity the narrower the linewidth. It can be shown that the decay rate
of the cavity field is equal to the inverse linewidth: in the absence of driving δω −1
is the time it takes for the optical field within the cavity to reduce by a factor of
1/e. For this reason δω will show up later as a decay constant in our equations of
motion.
1.2.2

Spherical mirrors

A planar mirror, while nice from a conceptual point of view, is not usually
suitable in practice. If the mirrors are not perfectly parallel and the incident field
not normal, light will be reflected out of the cavity as shown in Fig. 1.5a. Instead
we often use mirrors where the reflective surface has a spherical shape. These can
form a cavity for a variety of positional or angular displacements, as shown in
Fig. 1.5.
A spherical mirror is described by the radius of curvature R of the sphere that its
reflective surface corresponds to. A smaller radius of curvature means the mirror
is more curved, while a larger radius of curvature makes the mirror flatter. By
convention positive values of R denote convex mirrors and negative values concave
mirrors — which we shown in Fig. 1.6a — with R = 0 corresponding to a planar
mirror.
As Fig. 1.6a figure demonstrates, a cavity may be formed by using two spherical
mirrors with different radii of curvature. We could have various configurations,
for example both mirrors concave, or a convex-concave configuration. Not all of
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(a) Reflection between planar mirrors
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(b) Reflection between spherical mirrors

Figure 1.5: (a) Planar mirrors must be perfectly parallel in order to form a cavity, and the
light must be normally incident. (b) Spherical mirrors can trap light travelling
at a variety of angles to the optical axis, and so in practice are more useful than
planar mirrors.

these however will be able to form a cavity which can trap light. To check whether
confinement is possible, we look at the so-called g-parameters
gi = 1 +

L
,
Ri

(1.2.18)

where i = 1, 2 indexes the two mirrors, Ri is the radius of curvature of the ith
mirror, and L is the length of the cavity. It can be shown [ST19, §11.2 A] that the
cavity will confine light when
0 ≤ g1 g2 ≤ 1.

(1.2.19)

This defines the set of parameters leading to a stable resonator, which we show in
Fig. 1.6b. Different points on this diagram correspond to different cavity configurations.
Regardless of configuration, our earlier discussion about the resonances of a
Fabry-Pérot cavity carries over to the spherical case. Before we had a series of
resonances separated by the free spectral range: ωn = nω F . Now the only difference
is a constant offset ∆ω which depends on the curvature of the mirrors, the length
of the cavity, and the type of optical mode being considered11 [ST19, §11.2.C-D]:
ωn = nω F + ∆ω.

(1.2.20)

The constant shift ∆ω won’t affect our calculations, so we will neglect this going
forward.
1.3

optomechanics

Optomechanics explores the interaction between an optical field and mechanical
motion. The canonical example is a Fabry-Pérot cavity with one end oscillating on

11

As well has
having a series of
wavelengths along
the optical axis, there
is also transverse
structure which is
described by the
Hermite-Gauss
modes [ST19,
§11.2.D]. The
specifics of this
however won’t be
relevant to us here.
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(a) A convex-concave cavity

(b) g-parameters with stable cavities

Figure 1.6: (a) A cavity formed between convex-concave mirrors. By convention the the
convex mirror is said to have a a positive radius of curvature while the concave
mirror has a negative one. The second radius of curvature R2 has a larger
magnitude than R1 , and so the concave mirror is ‘flatter’. (b) The g-parameters
0 ≤ g1 g2 ≤ 1 which can support stable cavities. We can divide the stable cavities
into five regions indicated by the coloured areas, typical cavities from each
region are shown. The dashed line represents symmetric cavities where the two
mirrors are identical.

Canonical optomechanical system

Figure 1.7: The canonical optomechanical system consists of a Fabry-Pérot cavity with one
end fixed, and the other free to oscillate on a spring. The mechanical spring
has frequency Ω and may be described by either its extension x̂ or annihilation
operator b̂. The cavity mode has annihilation operator â, and its frequency ωc
depends on the extension x̂ of the oscillator.

1.3 optomechanics

15

a spring, as shown in Fig. 1.7. This coupling between different physical systems
opens up many applications, particularly in metrology and fundamental physics.
We provide only a brief overview here, a comprehensive treatment may be found
in [AKM14].
Great progress has been made in sensing applications. We can couple the mechanical motion to a force we wish to measure, and then read out the mirror’s
position very accurately through the optical field [Pon+14]. Moreover the thermal
motion of the oscillator can be cooled using optical techniques [Gro+09], reducing
noise in the measurement. The interaction can also be used to generate useful states,
such as squeezed light for quantum information [Mar+10; SN+13]. Further afield
optomechanical systems have potential as testbeds of new physics. A quantum state
of light in the cavity could generate a macroscopic quantum superposition in the
mechanical oscillator [MMT97; Fio+11], allowing us to probe models of quantum
decoherence [BJK99] and semiclassical quantum gravity [Yan+13; GSS16; Gro+16].
1.3.1

Optomechanical Hamiltonian

Here we will derive the Hamiltonian for the canonical optomechanical system in
Fig. 1.7. In the following when we say mirror, we will mean the right-hand mirror
which is free to oscillate on the spring. We will suppose the cavity contains only a
single mode with annihilation operator â and frequency ωc . The mechanical spring
will have natural frequency Ω and annihilation operator b̂. The total Hamiltonian
for the system is then
Ĥ = h̄ωc â† â + h̄Ωb̂† b̂.

(1.3.1)

The optomechanical and mechanical components are coupled through the cavity
frequency ωc , which depends on the position x̂ of the mirror. The extension of
the spring will be small compared to the length of the cavity,12 so we may Taylor
expand ωc ( x̂ ) to first order in x̂:
ωc ( x̂ ) = ωc (0) + x̂

∂ωc
∂ x̂

+ O( x̂2 ).

(1.3.2)

x̂ =0

We may compute the derivative using Eq. 1.2.4, where we denote ω0 = ωc (0):


∂
ω0
nπc
nπc/L0
∂ωc
=
=−
=− .
(1.3.3)
∂ x̂ x̂=0
∂ x̂ L0 + x̂ x̂=0
L0
L0
This constant is called the (linearised) optomechanical coupling
G=−

∂ωc
∂ x̂

=
x =0

ω0
,
L0

(1.3.4)

in terms of which we have the optomechanical Hamiltonian
Ĥ = h̄ω0 â† â + h̄Ωb̂† b̂ − h̄G â† â x̂.

(1.3.5)

Optomechanical interactions therefore lead to a nonlinear Hamiltonian term
Ĥom = −h̄G â† â x̂.

(1.3.6)

12

A small cavity
might have a length
of micrometers, while
those we will
consider will be
centimeters long.
The motion of the
spring on the other
hand is induced by
moving the cavity in
and out of resonance
and hence will be a
fraction of the
wavelength of light,
so tens of
nanometers.
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As the mirror moves, Ĥom will induce a frequency shift in the optical field
proportional to the displacement:
∆ω = − G x̂.

13

The force is the
negative gradient of
the potential.

(1.3.7)

Meanwhile the cavity field also acts back on the mirror’s motion. Photons carry
momentum, and as they reflect off the mirror they will exert what is called radiation
pressure force. We may calculate this by differentiating Eq. 1.3.6 with respect to x̂:13
F̂rp = −

d Ĥom
= h̄G â† â.
dx̂

(1.3.8)

Radiation pressure force is therefore directly proportional to the number of photons
in the cavity.
We therefore have a two-way flow of information between the optical field and
mechanical motion, where photons push on the mirror, which shifts the frequency
of the field, and so on. In the literature this bidirectional nonlinear interaction is
referred to as dynamical backaction [AKM14, §V.B]. If we linearise the system around
a steady state, we will find that interaction with the light field modifies the response
of the mechanical oscillator. The spring can be stiffened or softened, depending on
the parameters of the system. This is called the optical spring effect [AKM14, §V.B.1].
With the levitating mirror system there is no mechanical oscillator as the mirror is
supported by radiation pressure alone, and we will use optical spring to refer to the
effective ‘spring’ formed by the cavity field.
1.3.2

Equations of motion

We will now derive the equations of motion for an optomechanical system. As
well as Hamiltonian evolution we must also consider damping and driving, which
may be dealt with using the framework of open quantum systems. All our work
will be done in the Heisenberg picture, as this makes it easiest to move between
the quantum world and its classical approximation.
We begin with the cavity annihilation operator â.
hamiltonian The motion generated by the Hamiltonian Ĥ from Eq. 1.3.5 is
given by the commutator:
i
[ Ĥ, â] = −i (ω0 − G x̂ ) â.
h̄

(1.3.9)

The phase oscillates with detuning − G x̂ from the cavity frequency ω0 .
damping As we discussed in § 1.2 the optical field within a cavity decays at a rate
proportional to the linewidth δω. In the language of open quantum systems
this is described by a Lindblad term proportional to the annihilation operator:


√
â† â
â† â
δω
D ∗ [ δω â] â = δω â† â â −
â − â
= − â.
2
2
2

(1.3.10)
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driving Our cavity is driven by some field âin , multiplied by an input coupling
√
rate κi . The driving field will be a laser, which we model as a coherent state
with amplitude αin oscillating with frequency ω L :
âin = αin e−iωL t .

(1.3.11)

Without loss of generality we may take αin to be real. Since |αin |2 is the
number of photons incident on the cavity per unit time, the input power is
this multiplied by the energy per photon:14 Pin = h̄ω0 |αin |2 , and so the overall
driving term for â may be written as
s
√
κi Pin −iωL t
κi âin =
e
.
(1.3.12)
h̄ω0
Putting all this together the equation of motion for â is therefore

√
√
i
dâ
= [ H, â] + D ∗ [ δω â] â + κ i âin ,
dt
h̄
s

κi Pin −iωL t
e
.
h̄ω0

δω
= −i (ω0 − G x̂ ) â −
â +
2

(1.3.13)

In Eq. 1.3.13 we have two frequencies: that of the cavity ω0 and laser ω L . What
affects our dynamics however is the difference between these two, which we call
the detuning:
∆ = ω L − ω0 .

(1.3.14)

We can make this explicit and simplify our equations by moving into a frame which
rotates along with the laser frequency. We go through these calculations in detail in
§ A.1, and show that making this transformation leads to the Hamiltonian
Ĥ = −h̄∆ â† â + h̄Ωb̂† b̂ − h̄G â† â x̂,

(1.3.15)

and equations of motion
dâ
δω
= i (∆ + G x̂ ) â −
â +
dt
2

s

κi Pin
.
h̄ω0

(1.3.16)

For the position and momentum operators the situation is similar. Since we will
be making comparison with the classical world it will be easier to work with x̂, p̂
than b̂, b̂† , so we re-write Eq. 1.3.15 as
Ĥ = −h̄∆ â† â +

mΩ2 2
p̂2
x̂ +
− h̄G â† â x̂.
2
2m

(1.3.17)

Assuming some damping for the oscillator Γ, the equations of motion become
dx̂
i
p̂
= [ Ĥ, x̂ ] = ,
dt
h̄
m
d p̂
i
= [ Ĥ, p̂] − Γ p̂ = −mΩ2 x̂ + h̄G â† â − Γ p̂.
dt
h̄

(1.3.18)
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It should really be
Pin = h̄ω L |αin |2 ,
but relative to the
absolute size of ω0
the difference
|ω0 − ω L | will be
small. To see this we
return to Fig. 1.3b;
ω0 = nω F for n on
the order of several
thousand, while
|ω0 − ω L | will be
less than ω F . Since
we often scan ω L
over a range of
values it is
convenient to take
here ω L ≈ ω0 rather
than worry about a
negligible time
dependence in the
denominator.
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We have thus arrived at the equations of motion for a standard optomechanical
system. We will only have to tweak this procedure slightly for the levitating mirror
— modifying the Hamiltonian and removing damping on the momentum term due
to the lack of physical attachment.
1.4

optical mirror levitation

Levitated optomechanical systems replace some form of physical contact in a
traditional optomechanical system with levitation. This can lead to new modes of
control, greater potential for metrology, or a testbed for novel physics. There are
many methods of levitation; we use optical mirror levitation, consisting of a vertical
Fabry-Pérot cavity where the upper mirror ‘floats’ on the intra-cavity field. In this
section we will see how this fits into the broader field of levitated optomechanics.
Optical levitation in general is a very wide field, for a brief overview see [Guc17,
§8.1], and [Mil+20] for an in depth review of levitated particles using optical
tweezers. Another review focusing on using levitated optomechanics to search for
new physics is [MG20], and in particular investigating theories of wavefunction
collapse may be found in §IV.E of [Bas+13].
1.4.1

15

A high Q f
product means the
resonator can store
energy at high
frequencies for many
oscillations without
dissipation. Such
systems are useful
for metrology.

The case for levitation

Consider the standard optomechanical system shown in Fig. 1.7, some of whose
key achievements were discussed in § 1.3. In all of these physical realisations, the
main source of noise and decoherence was thermal effects from the environment,
which coupled into the system via the mechanical oscillator. These usually prove
to be the greatest challenge to building sensitive optomechanical systems, even at
cryogenic temperatures.
One approach is to use advanced designs and fabrication techniques to reduce
environmental coupling while maintaining the Q f product15 of the mechanical
resonator. Optomechanical systems with mechanical quality factors of 108 at room
temperature have been demonstrated in the past few years. The system in [NMG16]
is a membrane engineered to have a very high tensile stress. This stress leads to a
high oscillation frequency with a very thin substrate, and as it is thin there are low
bending losses. The other innovation is very narrow mechanical supports, leading
to low environmental coupling. In [Tsa+17; Bar18] a scheme called ‘soft clamping’
designs delocalised mechanical modes which cause low curvature in the substrate,
with consequently reduced dissipation losses. Both these systems attain impressive
Q f products, and are doubtless promising platforms for future research. Levitation
however offers the prospect of completely severing the link between the resonator
and the environment. Such systems may be able to attain ground state cooling at
room temperature, simply under vacuum.
Levitated systems also offer a fundamentally different kind of resonator. Due
to the lack of a mechanical spring the quality factor of a levitated oscillator scales
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differently with mass to a traditional oscillator, [Mil+20, Fig. 1] allowing us to
reach a much higher quality factor for a given mass than what would usually be
possible. The optical spring itself is very flexible and controllable. We may modify
its properties at will by tuning the frequency and power of the laser, and by using
multiple lasers very complex ‘springs’ may be engineered [Sla+16].
By their very nature levitated systems are particular useful for accelerometers
and gravimeters. So-called superconducting gravimeters use superconducting currents
to levitate a superconducting sphere and measure deviations in its position. This is
in contrast to spring gravimeters, which measure the change in extension of some
spring. Spring gravimeters are dependent on the properties of the mechanical
oscillator, which suffers from drift and temperature-dependence which is often
non-linear and difficult to model. Levitation-based gravimeters are not susceptible
to this, and so are unequalled when it comes to precision and stability [CHR13, §3.23.3]. Currently superconducting gravimeters are very expensive, and dependent on
cryogenic conditions to operate. Optically levitated setups could potentially offer a
new means of seismic sensing.
We may also use levitated systems as experimental testbeds for new physics.
Since they are decoupled from a physical tether, the mirror’s motion is very sensitive
to the surrounding gas, and so such systems may be used to probe non-equilibrium
thermodynamics and fluctuation relations [Mil+20, §2]. Beyond the classical regime,
levitated quantum systems have been identified as a promising means to test
the foundations of physics. Objects exist in superpositions on the quantum scale,
but on the macroscopic scale the world appears to follow classical mechanics.
There is currently no consensus on how this splitting occurs — whether it is due
to measurement, many worlds, or some form of spontaneous collapse process
— and to investigate this we can try and construct superpositions of larger and
larger objects [Bas+13, §IV]. The decoupling of a levitated object from its thermal
environment and lack of physical tethers makes it particularly suited for trying to
construct such states [Bas+13, §IV.E]. As well as this, their coupling with gravity
makes them natural candidates for investigating whether the gravitational field is of
a classical or quantum nature. The proposal in [GSS16] argued that rocking modes
of an optically levitated mirror may be used to falsify the Schrödinger-Newton
model of quantum gravity.
1.4.2

Optical mirror levitation vs the rest

There are a variety of different types of levitation, an exhaustive list may be
found at [Con19]. Some particular kinds used in optomechanics are listed below,
for a review and history see [AKM14, §IV.E].
optical tweezers A nanoparticle is placed inside a beam of light, becomes
polarised by the electric field, and so is drawn towards the region where the
intensity is greatest.16 We may achieve three-dimensional trapping by focusing

16

For a detailed
consideration see
[Con20].
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a Gaussian beam to create a point of high intensity. A brief introduction and
history of optical tweezers is given in [Phy18].

17

And also the
biologist’s — optical
tweezers allow for
manipulation of
single cells, and
sometimes parts of
cells [Phy18].

The technology behind optical tweezers has become very well developed;
they are now a routine tool in the optomechanic’s toolbox, many examples of
which are detailed in [Mil+20].17 For example, a nanoparticle may be held via
tweezers then subjected to some force or acceleration while being imaged via
photodetectors, allowing for very precise sensing. Current state of the art has
demonstrated measurement-based feedback cooling of the motional mode to
20 phonons in 2019 [Teb+19] — and later 4 phonons in 2020 with quantum
effects becoming apparent [Teb+20].
cavity levitation Using optical tweezers the levitated particle may be held
inside a Fabry-Pérot cavity, or we may even use the cavity field directly to form
our trap. In doing this the cavity field becomes coupled to the nanoparticle
on even footing, and we may then view this as an optomechanical system,
with the motion of the nanoparticle perturbing the cavity field in a manner
similar to a movable mirror. This gives us access to the full optical toolbox of
methods for cooling, control, and precise readout [Mil+20, §5.1] [NV15, §3.3].

18

Other exceptions
to Earnshaw’s
theorem include
time-dependent
fields, such as are
used in trapped ion
experiments, or a
combination of forces
such as perhaps
vertical optical
levitation with
lateral
electromagnetic
confinement.

electromagnetic An object may also be levitated by electromagnetic means.
Earnshaw’s theorem and its many extensions forbid stable confinement using
only a static combination of inverse square forces, and so in practice we are
generally left with diamagnetic levitation.18 A diamagnet — or superconductor, which behaves as a perfect diamagnet — is drawn to regions of minimum
magnetic field strength, with force proportional to the gradient ∇|B · B|.
Magnetic fields allows for much larger objects to be levitated than optical
tweezers (albeit with less precision). Superconducting mirror levitation on the
miligram-scale was recently reported in [JRH20], with applications towards
precision magnetic field sensing. We also have different methods for control
and sensing. For example, placing a levitated magnet in a spatial superposition could generate a superposition of currents in a coupled superconducting
coil, allowing for precision gravimetry [JBT16].
No kind of levitation is ‘best’, each has advantages that make it more suitable
to different purposes. Some particular advantages of optical mirror levitation are
listed below.
isolation Optical levitation provides absolute detachment from the environment
when operating at ultra-high vacuum at room temperature. In schemes which
rely on electromagnetic levitation your setup is vulnerable to interference
from environmental fields, and you still have to contend with decoherence
processes such as eddy currents.
reduced scattering losses If the mirrors are highly reflective, read-out from
the cavity provides an almost complete picture of the state of the oscillator.

1.4 optical mirror levitation

Nanoparticles levitated with optical tweezers scatter photons in random
directions leading to perturbations to their motion, and detection efficiencies
for realistic setups in directions transverse to the optical axis are very low
[TFN19]. In the schemes [Teb+19; Teb+20] mentioned earlier, it was only the
motion along the optical axis which was cooled close to the ground state. In
an optical cavity setup however such transverse scattering is much reduced,
and almost all information can be collected. As well as cooling, we may
be interested in control. For different sensing applications we may wish to
damp or excite particular modes of oscillation; the proposal in [GSS16] to
use an optically levitated mirror to test a theory of quantum gravity required
excitation of a particular rocking mode and damping of all others.
Scattering losses also represent unknown information flow to the environment, and so decoherence of our system. Attaining the quantum regime
would allow for metrology with entangled states of the mirror — a ‘step up’
from classical sensing. This is also a pre-requisite for the tests of quantum
gravity and collapse theories mentioned previously.
high mass Optical mirror levitation allows for a much higher mass than what is
possible with optical tweezers. For sensing applications, a superposition of
a larger number of atoms has greater metrological power. Tests of collapse
mechanisms such as continuous spontaneous localisation require investigating superpositions of higher masses [Bas+13, §IV.E]. There are studies
approaching the standard quantum limit at the gram and kilogram scales,
but at the miligram scale they are far from it, with thermal noise one of the
main problems [Mic+17, §1]. A greater mass would also be more useful for
probing theories of quantum gravity.
We should also discuss some of the challenges of mirror levitation. Firstly the
technology behind optical tweezers is very well developed, while as we shall see in
§ 1.4.3 optical mirror levitation is still in its infancy. There are geometric constraints
— with tweezers you have the flexibility to place an array of nanoparticles close to
whatever you want to sense, while levitated mirrors require a more extensive and
bulky setup. Optical levitation of a mirror also requires very high intra-cavity fields
to support the entire mirror mass. Even for a highly reflective mirror the fraction of
optical power absorbed is sufficient to cause deformation of the mirror substrate.
This can destabilise the system and adds another pathway for decoherence to occur.
1.4.3

History of optical mirror levitation

Optical levitation began 1975 when Ashkin and Dziedzic first demonstrated
optical tweezers at Bell Laboratories [AD76]. On a parallel track, in the early 2000s
advances in technology allowed for the fabrication and control of a veritable zoo
of nano- and micro-scale systems with high quality factors, leading to the birth
of optomechanics [AKM14, §I]. These two fields first intersected in 2010, when
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multiple groups used optical tweezers to couple levitated nanoparticles to optical
cavities, leading to the birth of levitated optomechanics [Mil+20, §I].
As discussed in the previous section, one of the primary issues with levitated
nanoparticles is scattering of light in directions parallel to the optical axis, leading
to backaction on the system and decoherence. To avoid this, a proposal was made
in 2010 to use optical tweezers to levitate a dielectric disk, which would support
the upper mirror of a Fabry-Pérot cavity [Sin+10]. Such a system would be difficult
to implement in practice however, as to date optical tweezers can only levitate very
small mass objects.
The first mirror-levitation system was proposed in 2013 in [Guc+13], which
outlined a tripod arrangement of optical cavities supported by radiation pressure
force alone. The authors showed that there were configurations at which a miligramscale mirror could be levitated, and briefly argued that such a system could be
cooled to the quantum regime via optical techniques.
Another mirror levitation scheme was proposed four years later in [Mic+17]
which used a sandwich configuration of mirrors. The authors showed in detail that
a miligram-scale mirror would be stable for the various forms of oscillation. They
also argued that for reasonable parameters, the system could attain the quantum
regime.

2

A C L A S S I C A L , O N E - D I M E N S I O N A L , L E V I TAT I N G M I R R O R

I am among those who think that science has great beauty. A scientist in his laboratory is
not only a technician: he is also a child placed before natural phenomena that impress him
like a fairy tale. We should not allow it to be believed that all scientific progress can be
reduced to mechanisms, machines, gearings, even though such machinery also has its
beauty.
— Marie Curie, qtd. in Madame Curie: A Biography

In § 2.1 we introduce the levitating mirror system. This is analysed in the classical
regime in § 2.2 using a perturbative, separation-of-timescales approach, results
which were published in [Lec+20]. The system is found to be inherently unstable,
and the technique of two-laser passive cooling will lead to very shallow and flat
trapping regions. We show that conventional phothermal effects — which act to
shorten the cavity length — further destabilise the system, but if we engineer them
to lengthen the cavity then the system may be stabilised. In § 2.3 we compare our
theoretical results with an experimental investigation, which lead to the publication
[Ma+20a]. Finally in § 2.4 we discuss how progress may be made towards a quantum
model of the mirror.
2.1

the physical system

The one-dimensional levitating mirror is shown in Fig. 2.1. The system consists
of a vertically-oriented Fabry-Pérot cavity where the lower mirror is fixed and
the upper mirror levitates due to the radiation pressure force of the intra-cavity
field. The cavity has natural length L0 at which the resonant frequency is ω0 , and
the displacement of the upper mirror from this is represented by x. The upper
mirror has mass m and momentum p, and is acted on by the downwards force of
gravity g and the upwards radiation pressure force. We will assume damping to be
negligible, which will be the case if the system is operated in a vacuum. From now
on we will refer to the upper mirror as simply the ‘mirror’.
We will work in the classical regime, where the intra-cavity field may be taken
to be a coherent state of amplitude α. This is driven by an input field with power
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Figure 2.1: The levitating mirror cavity has natural
length L0 , from which the upper mirror is displaced a distance x. The upper
mirror momentum is denoted p, while
the lower mirror is kept fixed. The intracavity field is a coherent state of amplitude α. The cavity is driven by a coherent
state with power Pα , detuned by ∆α from
the natural frequency ω0 of the cavity.

Pα and frequency ω L , which we parameterise by the detuning ∆α = ω L − ω0 .
Following § 1.3.2 the equations of motion are then:
p
,
m
ṗ = −mg + h̄G |α|2 ,

ẋ =

s
α̇ = i (∆α + Gx ) α −

δω
α+
2

(2.1.1)
2κi Pα
,
h̄ω0

with slight differences in the momentum equation ṗ due to the lack of a mechanical
spring, and coupling to gravitational acceleration.
In the experiment, the lower and upper mirror are concave and convex respectively. We discussed in § 1.2.2 some of the properties of spherical mirrors, and why
these are more useful in practice than planar mirrors. A detailed model would take
into account their geometry and alignment, but for simplicity we shall neglect these
here, as our focus is on the properties of the levitated optical spring. Such effects
are but one of the many small differences between an ideal theoretical model and
experiment, and incorporating these is left for future work. We shall see in § 2.3
that this omission is not too serious.
Such a one-dimensional system could not exist in practice without transverse
confinement for the upper mirror. For experimental demonstration in § 2.3 we use a
tripod setup as proposed in [Guc+13], which is shown in Fig. 2.2. One-dimensional
dynamics may be approximated by using only a single leg of the tripod.
A typical set of parameters for this system is a cavity finesse of 2500, a length
of 10 cm, and a mirror mass of 1 mg. These are what were assumed in the
theoretical paper [Lec+20], and are very close to what was measured experimentally
in [Ma+20a]. We will take the input laser to be 1050 nm with a power of 2 watts, and
assume the input coupling is half of the linewidth (κi = δω/2 in Eq. 2.1.1). Since
δω/2 represents the total cavity decay, this means we are supposing that the most
significant source of loss from the cavity is light which couples out of the bottom

2.1 the physical system

(a) Tripod dimensions

(b) Laboratory setup

Figure 2.2: Levitating mirror tripod arrangement. (a) Tripod dimensions, where ‘RoC’
stands for ‘Radius of Curvature’. (b) A photograph of the experiment. The lower
mirrors are indicated by the dashed oval. The upper mirror is obscured by the
apparatus, but it lies at the end of the arrow.
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mirror. This is a reasonable approximation, as the upper mirror is designed to be
highly reflecting and minimise scattering losses, while the lower mirror should
‘leak’ an output which we use to probe the cavity.
2.2

analysis of the mirror

We analyse a series of increasingly complex models for the levitating mirror. We
will find that the behaviour is well-characterised by a few dimensionless parameters
and a perturbative approach, allowing us to avoid linearisation and consider the
full nonlinear dynamics.
2.2.1

Nondimensionalisation

In Eq. 2.1.1 we have a set of coupled, nonlinear, differential equations for the
mirror’s motion. In these situations a closed-form analytical solution is unlikely
to exist, so we generally resort to numerical simulation. However with eight
parameters and three initial conditions our search space is eleven dimensional,
making it difficult to draw general conclusions about the behaviour of the system
— as opposed to how it would behave in very particular circumstances.
We can make our task easier through non-dimensionalisation. Many of the constants
in Eq. 2.1.1 are ‘conversion factors’ which transform from base SI units to the
‘natural’ units of the system, much like how factors of c and h̄ in fundamental
physics are artefacts which vanish when we switch to Planck units. In this section
we will search for a natural choice of units adapted to the levitating mirror. Once
we have found this any remaining constants will have a fundamental meaning, and
tell us something about our system. We note that in § A.2 an alternative approach
is described using the Buckingham π theorem, which for the most part recovers the
same results.
We introduce a natural frequency ν, length `, and (dimensionless) amplitude A,
and in terms of these define the dimensionless parameters
t̃ = νt, x̃ =

x
p
α
, p̃ =
, α̃ = .
`
m`ν
A

(2.2.1)

In the equations to follow we will use a dot to signify the derivative with respect to
normal time t, and a prime for derivatives with respect to the dimensionless time t̃.
A tilde will be used to mark a dimensionless parameter.
mirror Re-writing the equations of motion in terms of our dimensionless parameters gives
p
,
m
p
x̃ 0 =
= p̃.
m`ν

`ν x̃ 0 =

(2.2.2)
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For momentum
m`ν2 p̃0 = −mg + h̄GA2 |α̃|2 ,
p̃0 = −

(2.2.3)

h̄GA2 2
g
+
|α̃| .
` ν2
m ` ν2

Motivated by this we define
g
g̃ = 2 , ν2 =
`ν



h̄GA2
m`


,

(2.2.4)

in which case the momentum equation becomes
p̃0 = − g̃ + |α̃|2 .

(2.2.5)

optical field
s
2κi Pα
δω
,
Aα̃ +
Aνα̃ = i (∆α − G ` x̃ ) Aα̃ +
2
h̄ω0
s
" 
# (2.2.6)

δω/2
∆
G
`
1
2κ
P
α
α
i
α̃0 =
i
+
x̃ α̃ − α̃ +
.
ν
δω/2 δω/2
A(δω/2)
h̄ω0
0

As before we need to make a judicious choice of parameters. We define
δω/2
δω/2
`=
, η̃ =
, A=
G
ν

1
δω/2

s

2κi Pα
h̄ω0

! −1
,

(2.2.7)

as well as the normalised detuning
˜α =
∆

∆α
.
δω/2

(2.2.8)

With these we obtain



˜ α + x̃ α̃ − α̃ + 1 .
α̃0 = η̃ i ∆

(2.2.9)

We have now identified the natural units of our system, in which we will work
for the rest of our analysis:
δω/2
`=
, ν=
G

r

h̄GA2
, A=
m`

1
δω/2

s

2κi Pα
h̄ω0

! −1
.

(2.2.10)

We arrived at these by choosing values which would make constants ‘vanish’, and
perhaps unsurprisingly these turn out to be quite meaningful. This is another
advantage of non-dimensionalisation — if we perform simulations or calculations
in natural units the numbers we receive become much more intuitive.
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` The optomechanical coupling G converts motion of the mirror x into a detuning
in frequency of the cavity. Meanwhile recalling Fig. 1.4, δω is the width of the
cavity resonance in units of frequency. Putting this together, ` is the distance
the mirror has to move away from resonance for the cavity intensity to drop
to half of its maximum. In natural units the position will usually be on the
order of O(1), as once we have x̃ = 3 (so x = 3`) the cavity intensity will
drop close to zero and there will no longer be radiation pressure force on the
mirror.
A From Eq. 2.1.1 the steady state cavity amplitude αs , obtained by setting α̇ = 0,
is
s
2κi Pα
1
αs =
.
(2.2.11)
(δω/2) − i (∆α + Gx ) h̄ω0
On resonance ∆α + Gx = 0 and the amplitude takes its maximum value,
which we find to be A. Therefore we will always have 0 ≤ |α̃|2 ≤ 1, so |α̃|2
represents the fraction of power in the cavity.
19

For a spring we
have Hooke’s law
F = −κos x, where
the left hand side is
the radiation
pressure force
Frp = h̄G |α|2 .

ν The optical spring constant κos is given by the first derivative of the radiation
pressure force.19 The spring constant depends on position:
κos ( x0 ) = −

Equivalently we
may suppose there is
˜ α = 0,
no detuning ∆
and the mirror is
displaced to x = `.

.

(2.2.12)

x = x0

Re-arranging Eq. 2.2.11 and Eq. 2.2.10 yields

| α |2 =

20


∂
h̄G |α|2
∂x

A2
.
˜ α + x/`)2
1 + (∆

(2.2.13)

˜ α + x/` =
Suppose that the overall detuning is equal to half a linewidth, so ∆
20
1. At this position we have
∂
| α |2
∂x

=−
˜ α + x/`=1
∆

A2
,
2`

(2.2.14)

and so the optical spring constant is
κos

h̄GA2
=
=m
2`



h̄GA2
2m`





=m

ν
√
2

2
.

(2.2.15)

Compare this with the usual relation κ = mω 2 for a harmonic oscillator
with
√ spring constant κ, mass m, and natural frequency ω. We see that ν is
1/ 2 multiplied by the optical spring frequency at one half-linedwidth’s
displacement. We have therefore chosen a timescale which approximates that
at which the upper mirror will vibrate on the optical spring. For this reason
we will call ν the mechanical timescale.
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Working in natural units we arrive at the non-dimensional version of Eq. 2.1.1:
x̃ 0 = p̃,
p̃0 = − g̃ + |α̃|2 ,


˜ α + x̃ )α̃ − α̃ + 1 .
α̃0 = η̃ i (∆

(2.2.16)

From the original eight dimensional quantities, we now have three dimensionless
parameters:
g̃ is the effective gravity, representing how ‘difficult’ levitation is in our system:
g̃ =

mgL0 (δω/2)2
.
2κi Pα

(2.2.17)

On the numerator are all the parameters which oppose levitation — mass,
gravity, cavity length,21 and loss — while on the denominator is the input
power which is coupled into the cavity. This parameter is always positive,
since all of its constituents are. Moreover since |α̃|2 is bounded between
zero and one, from the equation of motion for p̃0 we need only consider the
parameter regime 0 ≤ g̃ ≤ 1, as otherwise levitation will never be achieved.
η̃ We discussed earlier that ν is the mechanical timescale, characterising the speed
at which the mirror oscillates on the optical spring. Meanwhile δω/2 is the
timescale at which the cavity field evolves, the optical timescale. The ratio η̃
therefore measures how much faster the optical field evolves as compared to
the mirror’s motion.
In optomechanical systems we typically have η̃ on the order of 102 or 103 . For
the levitating mirror the large cavity length L0 actually makes η̃ unusually
small, since photons consequently take longer to propagate through the
cavity and attain a new steady state. Evaluating the parameters mentioned
in § 2.1 gives η̃ ≈ 6. Since all other parameters are of order unity however
this is reasonably large in comparison, so we can approximate η̃  1 with
reasonable accuracy. Intuitively this means that the cavity field reacts very
quickly to changes in the mirror’s position, and we will perform a perturbative
expansion around η̃ = ∞ to simplify our analysis. The accuracy of this will
be confirmed by numerical simulation.
˜ α is the detuning between the input laser and the cavity frequency, scaled relative
∆
to δω/2. Thus rather than giving a detuning in terms of an angular frequency,
we give it more intuitively as a fraction of the cavity linewidth δω (see Fig. 1.4).
If the detuning is held constant its sole effect is to add a steady state shift
to the position x̃, in which case it may be eliminated by a transformation
˜ α and has no effect on the dynamics. This will be the case for most
χ̃ = x̃ + ∆
of our analysis. In an experiment however we probe the system by scanning
the detuning over a range of values, which we will consider at the end of
§ 2.2.4.
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If we imagine
photons as particles
bouncing between
the mirrors, a longer
cavity means more
time between each
bounce, and
consequently less
momentum transfer
to the upper mirror
per unit time.
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The non-dimensionalisation has thus greatly simplified the equations of motion,
from Eq. 2.1.1 to Eq. 2.2.16. This also makes numerical searches much easier with
the dimensionless parameters identified. Rather than having to scan over eight
parameters which can take a wide range of values, for the most part we need only
set η̃ to an appropriately large value and consider 0 < g̃ < 1. The numbers in our
simulations will also be much more intuitive when expressed in natural units, and
all dynamical variables should be of order one.
2.2.2

Steady states

We will briefly analyse the steady states of the nondimensionalised equations,
which we denote with a subscript ‘s’. This is done by setting the derivatives equal
to zero in Eq. 2.2.16, and then solving for the dynamical variables.
mirror From the equation for x̃ 0 we find
p̃s = 0,

(2.2.18)

while for p̃0 :
0 = − g̃ + |α̃s |2 ,

(2.2.19)

2

(2.2.20)

|α̃s | = g̃.

cavity field The equation for α̃0 tells us that η̃ has no bearing on the steady
states of the system, and that the steady state amplitude is
˜ α − x̃s )α̃s − α̃s + 1,
0 = i (∆
1
.
α̃s =
˜ α − x̃s )
1 − i (∆

(2.2.21)
(2.2.22)

Taking the absolute square and substituting in Eq. 2.2.25 then gives the
equation for x̃s :
g̃ =

22

This is much
simpler than
conventional
optomechanics,
where the equation
for x̃s is a cubic
which may have one
or three solutions
depending on the
parameter regime
[AKM14, §V.A].

1
.
˜
1 + (∆α − x̃s )2

This has two solutions from the usual quadratic formula:
s
˜ α ± 1 − 1.
x̃s = ∆
g̃

(2.2.23)

(2.2.24)

We will define
s
σ̃ =

1
,
g̃ − 1

(2.2.25)

˜ α = ±σ̃. Real solutions will exist if
then the steady states are found at x̃ + ∆
and only if 0 < g̃ < 1, which is precisely the condition required for levitation
to be possible.
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There are therefore two22 steady states which exist for all parameter values at
which levitation can occur — though they become degenerate as g̃ → 1. We will
investigate these in more detail in the following sections.
2.2.3

Separation of timescales

In this system there are two timescales: slow time corresponding to x̃, p̃ described
by ν, and fast time giving the dynamics of α̃ and described by δω/2. The size of
the disparity is expressed by the dimensionless ratio η̃, which will typically be
large. We may exploit this to simplify our dynamics. Since the cavity field evolves
so much faster than the mirror we shall work in slow time, and imagine that the
dynamics of α̃ happen ‘too fast’ for us to see. This will effectively remove the
dynamics of the light field from our model.
We will follow the methods outlined in [VK85, §2].23 We begin by expanding the
cavity field as a power series in 1/η̃:
 
 
1
1
α̃ = α̃0 +
α̃1 + O
,
(2.2.26)
η̃
η̃ 2
where α̃0 and α̃1 are functions of time. Substituting this into the equations of motion
Eq. 2.2.16 for α̃0 gives
 

 

1 0
1
1
1
0
˜
α̃0 + α̃1 + O
= η̃ i (∆α + x̃ ) − 1 α̃0 + α̃1 + O
+ η̃. (2.2.27)
η̃
η̃ 2
η̃
η̃ 2
We can then equate terms of equal order in η̃.

O(η̃ ) Equating terms of order η̃ gives


˜ α + x̃ − 1 α̃0 + 1,
0= i ∆

(2.2.28)

and so
α̃0 =

1
.
˜ α + x̃
1−i ∆

(2.2.29)

The light field can then be approximated to zeroth order in 1/η̃ as

|α̃0 |2 =

1
˜α
1 + x̃ + ∆

2 .

(2.2.30)

This gives us equations of motion to zeroth-order in 1/η̃:
x̃ 0 = p̃,
p̃0 = − g̃ +

1
˜α
1 + x̃ + ∆

2 .

(2.2.31)

We will see in the next section that this corresponds to the ‘adiabatic approximation’, so called because in this regime the system does not exchange energy
with the environment.

23 In [VK85] Van
Kampen identifies
several different
classes of slow-fast
problems, this is
what he calls the
‘third category’,
where the fast
mechanism is
dissipative. In our
case energy can enter
or leave the system
only through the
optical field.
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O(1) The terms of order one give
α̃1 =

−α̃00
.
˜ α + x̃
1−i ∆

(2.2.32)

˜ 0α = s̃
To obtain α̃00 we can differentiate Eq. 2.2.29 using x̃ 0 = p̃, and letting ∆
be the speed at which the detuning is scanned. This gives us
α̃00 =

i (s̃ + p̃)
 .
˜ α + x̃ 2
1−i ∆

(2.2.33)

We next substitute α̃00 into α̃1 , and then use this to compute |α̃|2 to first order
in 1/η̃:
 
˜ α)
1
1 4(s̃ + p̃)( x̃ + ∆
.
|α̃| =
3 + O
2 + 
2

2
η̃
η̃
˜α
1 + x̃ + ∆
˜α
1 + x̃ + ∆
1

2

(2.2.34)

The equations of motion to first order in 1/η̃ are then
x̃ 0 = p̃,
p̃0 = − g̃ +

1
˜α
1 + x̃ + ∆

2 +

˜ α)
1 4(s̃ + p̃)( x̃ + ∆

 .

2 3
η̃
˜
1 + x̃ + ∆α

(2.2.35)

While these equations may not look much simpler than Eq. 2.2.16, we will find
them much more amenable to an analytical approach.
2.2.4

Adiabatic regime

In this section we will analyse the equations of motion to zeroth order in 1/η̃:
x̃ 0 = p̃,
p̃0 = − g̃ +

1
.
˜ α )2
1 + ( x̃ + ∆

(2.2.36)

These arise in the limit η̃ → ∞, implying that the optical timescale is infinitely faster
than the mechanical. We may intuit this regime as the light reacting instantaneously
to the mirror’s motion, and another way of deriving Eq. 2.2.36 is to replace the
optical field in Eq. 2.2.16 with its steady state value Eq. 2.2.22. Such a process is
called ‘adiabatic elimination’, so we call this the adiabatic regime. As the name
suggests, we will show that Eq. 2.2.36 conserves energy, unlike Eq. 2.1.1 which can
gain or lose energy depending on if driving or damping is dominant.
Partially integrating the equation of motion for p̃ with respect to x̃ gives

Z 

d p̃
˜ α + x̃ .
dx̃ = g̃ x̃ − arctan ∆
−
(2.2.37)
dt̃
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(b) Full range of possible Ṽ ( x̃ )

(a) Slices of Ṽ ( x̃ ) for various g̃

Figure 2.3: The dimensionless potential Eq. 2.2.38 in which the mirror moves, plotted as
slices for specific g̃ values in (a), and over the full range 0 ≤ g̃ ≤ 1 in (b). There
˜ α > 0 region, which grows deeper as g̃ approaches
is a trapping well in the x̃ + ∆
zero. The potential has steady states at ±σ̃ as defined in Eq. 2.2.25, indicated by
the dashed curves.

˜ α is not varied. Since the dynamics are
For now let us suppose that the detuning ∆
˜ α and define the effective
unchanged by addition of a constant, we add a shift of g̃∆
dimensionless potential energy as
˜ α ) − arctan( x̃ + ∆
˜ α );
Ṽ ( x̃ ) = g̃( x̃ + ∆

(2.2.38)

we may verify via computation that p̃0 = −∂ x̃ Ṽ ( x̃ ). Adding a ‘kinetic energy’ term
p̃2 /2, the total dimensionless energy is

Ẽ =

p̃2
+ Ṽ ( x̃ ).
2

(2.2.39)

We can compute the derivative dẼ / dt̃ using the equations of motion Eq. 2.2.36:
dẼ
∂Ṽ ( x̃ ) 0
= p̃ p̃0 +
x̃ ,
∂ x̃
dt̃

= p̃ − g̃ +

!

1
˜α
1 + x̃ + ∆

2

+

g̃ −

!

1
˜α
1 + x̃ + ∆

2

( p̃) ,

(2.2.40)

= 0,
so the energy Ẽ is conserved. In the adiabatic regime the mirror therefore behaves
like a particle moving in the potential Ṽ ( x̃ ).
We plot the potential in Fig. 2.3. For all values
q of g̃ the fundamental shape
˜ α = ± 1 − 1, and a trapping well in
is the same, with two equilibria at x̃ + ∆
g̃

˜ α > 0. For a given initial position and momentum, the mirror
the region x̃ + ∆
will either oscillate in the potential at constant amplitude, or ‘fall out’ towards
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x̃ = −∞. As g̃ grows larger approaching 1 the trapping region becomes smaller
and shallower, until eventually contracting to a point of inflection. On the other
hand as g̃ approaches zero the well grows wider, until it encompasses the entire
˜ α > 0.
region x̃ + ∆
We can use the potential to calculate the frequencies of oscillation of the mirror
following the methods in [AF05, §2]. These will depend upon the amplitude of
oscillation, since Ṽ ( x̃ ) is not harmonic. We first note that the period T̃ is trivially
given by the integral

I
Z x̃2 
dt̃
T̃ =
dt̃ = 2
dx̃,
(2.2.41)
dx̃
x̃1
where x̃1 , x̃2 are the extrema of the oscillation. We can then re-write the integrand
using the fact that Ẽ is constant:


1 dx̃ 2
Ẽ =
+ Ṽ ( x̃ ),
2 dt̃
dt̃
1
=q
.
dx̃
2 Ẽ − Ṽ ( x̃ )

(2.2.42)

The period of an oscillation with maximum and minimum points x̃1 , x̃2 is then
T̃ =

√ Z
2

x̃2
x̃1

dx̃
q

Ẽ − Ṽ ( x̃ )

=

√ Z
2

x̃2
x̃1

dx̃
q

.

(2.2.43)

Ṽ ( x̃1 ) − Ṽ ( x̃ )

The last equality follows as the energy Ẽ of the oscillation can be found by evaluating Ṽ ( x̃1 ) (or equally Ṽ ( x̃2 )), since at the extrema the mirror will be stationary so
Ẽ ( x̃1 ) = Ṽ ( x̃1 ).
The integral Eq. 2.2.43 can be numerically evaluated for various values of g̃ and
oscillation amplitudes. The range of allowable amplitudes increases as g̃ decreases
and we plot the corresponding frequencies in Fig. 2.4. We see that as amplitude
of oscilation increases the frequency decreases, a signature we can look for in an
experiment. On the other hand frequency does not increase monotonically with g̃
but rather is largest for g̃ around 0.7. This is because the potential is going from flat
at g̃ = 0 to a point of inflection as g̃ = 1. Neither of these endpoints are conducive
to high oscillation frequencies, so the largest frequency will occur somewhere
between them.
˜ α is static. We will now
So far we have assumed that the input laser detuning ∆
˜
briefly investigate allowing ∆α to vary linearly with t̃, which can occur when we
scan the laser frequency:
24

In the language of
quantum-optics the
laser is red-detuned
compared to the
cavity.

˜ α (t̃) = ∆
˜ α0 + s̃t̃,
∆

(2.2.44)

˜ α0 is the initial detuning and s̃ the scan speed. Such a sweeping is commonly
where ∆
used to probe and characterise the optical system, and will correspond to shifting
the potential shown in Fig. 2.3 horizontally at the speed s̃.
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Oscillation frequencies of the dimensionless potential

Figure 2.4: Dimensionless frequencies of oscillation for the one-dimensional levitating
mirror as a function of g̃ and dimensionless amplitude, calculated via Eq. 2.2.43.
As g̃ decreases the well widens, and larger amplitudes become available.

˜ α0 is negative,24 and s̃ is positive. The mirror begins at x̃ = 0,
First suppose that ∆
and we assume this to be sitting on a stand which prevents it from falling below
˜ α0 > 0, and moves to the left at
this point. The potential Ṽ is initially centred at −∆
speed s̃. The force due to the potential on the mirror is initially downwards, so the
˜ α (t̃) = −σ̃ the local maximum
mirror will be stationary due to the stand. When ∆
of the potential will pass the mirror leading to a net upwards force, so it will begin
to oscillate on the stand. Eventually however the potential will keep moving and
the force on the mirror will become negative; the oscillations will cease and it will
rest on the stand.
˜ α0 > 0 and s̃ < 0, where the centre of the potential begins to
The other case is ∆
the left of the mirror and moves towards the right. If the scan speed is slow enough,
the mirror will be ‘picked up’ by the potential well and there will be oscillations
˜ α (t̃). If the scan is too fast however the moving potential well
centred about x̃ = ∆
will not be able to pick up the mirror, so after a brief period of oscillation the force
will become downwards again and oscillations will cease. The critical scan velocity
s̃c below which the mirror is picked up can be found by moving to a reference
frame where the potential is stationary, while the mirror moves to the left at speed
s̃. Because of the stand, the mirror doesn’t begin moving until the force is in the
upwards direction, so the initial mirror position in this frame must be at the local
minimum of the potential well. In this case for the mirror to be trapped by the
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potential we require its kinetic energy to be less than the potential barrier between
σ̃ and −σ̃:
s̃2
≤ 2 (arctan(σ̃) − σ̃ g̃) ,
2

(2.2.45)

which gives
q
s̃c = 2 arctan(σ̃) − σ̃ g̃.

(2.2.46)

The analysis in this section has completely characterised the adiabatic equations
of motion Eq. 2.2.36. Assuming constant detuning, the system behaves as a particle
oscillating with constant energy in the potential Ṽ ( x̃ ). The mirror will either fall or
exhibit constant amplitude oscillations in the trapping region, depending on the
initial position and momentum. Moreover, the shape of this region and frequencies
of oscillation are completely described by a single dimensionless parameter 0 <
g̃ < 1. If we scan the detuning linearly, the mirror will be ‘picked up’ by the
potential provided that the scan speed is below the critical value s̃c . The intuition
behind this regime is that the optical field reacts instantaneously to the motion of
the mirror, an assumption we will relax in the next section.
2.2.5

Dynamics of the light field

In the adiabatic limit we supposed that the light field immediately reached its
steady state in response to the mirror’s motion. In reality the cavity will take some
time to respond as the mirror moves. We can consider this by including the first
order perturbation to the dynamics:
x̃ 0 = p̃,
p̃0 = − g̃ +

1
˜α
1 + x̃ + ∆

2 +

˜ α)
1 4( p̃ + s̃)( x̃ + ∆

 3 .
η̃
˜α 2
1 + x̃ + ∆

(2.2.47)

Previously mirror oscillated in the dimensionless potential without any loss of
energy Ẽ , which we defined in Eq. 2.2.39. If we compute the derivative of Ẽ now
using the first-order equations Eq. 2.2.47 we find
˜ α)
1 4( p̃ + s̃)2 ( x̃ + ∆
dẼ
=
 .
η̃ 1 + ( x̃ + ∆
dt̃
˜ α )2 3

(2.2.48)

25

This corresponds
to the usual
optomechanical
picture of sideband
heating(cooling) in
the
blue(red)-detuned
input-laser regime
[AKM14, §VA].

We call this the heating rate of the system. The dynamics of the light field thus
˜ α determines whether damping (negative)
alters the energy, and the sign of x̃ + ∆
25
or anti-damping (positive) occurs. Note that this change in energy is not because
we are neglecting to include a term proportional to α̃ — the energy of the cavity
˜ ã ) term of the dimensionless potential Ṽ ( x̃ ).
field is included by the arctan( x̃ + ∆
Eq. 2.2.48 arises from the fact that the levitating mirror system does not conserve
energy; light can leak or enter through the bottom mirror.
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To see how the dynamics of the light field affects our system, let us look again at
the potential in Fig. 2.3 and consider a small oscillation around the minimum at
+σ̃. Since the oscillations lie to the right of the axis x̃ + ∆˜ α — dẼ / dt̃ — is positive.
There will therefore be anti-damping and the amplitude of the oscillation will grow.
Eventually the oscillations will become so large that the mirror crosses the axis
into the damping region, however as this is much narrower than the anti-damping
region, we can expect that over one oscillation the anti-damping will dominate,
and the mirror will eventually cross over −σ̃ and leave the trap. The effect of the
dynamics of the light field is thus to render unstable all oscillations within the
trapping well.
Finally, we investigate in Fig. 2.5 how accurate the first-order approximation
is compared to the full dynamics as given by Eq. 2.2.16. For a value of η̃ = 100
in Fig. 2.5a there is no visible difference between the approximation and the full
equations. Zooming in on the heating rate in Fig. 2.6, this is found to be highly
oscillatory due to the rapid dynamics of the cavity field, but the average value
is well-described by the approximation. For η̃ = 10 in Fig. 2.5b we observe a
divergence, however the dynamics are still qualitatively similar. Thus the first-order
approximation is still effective for analysing qualitative features of the system, even
in reasonably small η̃ regimes.
2.2.6

Visualising the motion

The picture we have developed with the adiabatic and first-order approximations
provides us with an intuitive visualisation of the system dynamics. In this section
we will perform simulations of the unapproximated dynamics Eq. 2.2.16 for η̃ = 5,
to demonstrate that our approach is robust even for relatively small values of
η̃ where the separation of timescales is less than an order of magnitude. This
corresponds to the experimental parameters of the levitated mirror system for
which we calculated η̃ ≈ 6, while for conventional optomechanical systems this
parameter will be several orders of magnitude larger.
Consider the trace of position x̃ in Fig. 2.7a. The mirror exhibits growing oscillations until at some point it falls out of the trap, but from numerical simulation
alone it is not clear why the mirror drops when it does, or if other behaviour may
be obtained in other regimes or for different initial conditions. We can obtain a
clearer picture by plotting the mirror’s motion in the potential Ṽ ( x̃ ) in Fig. 2.7b.
Now it is clear how the mirror oscillates in a trapping well, and that the fall occurs
once the oscillations take it over the potential maximum. Moreover from the shape
of the effective potential we can see that there is only one trapping region, so no
other type of behaviour may be observed.
In Fig. 2.7c we plot the same trajectory in the three-dimensional phase space.
Regardless of starting point, the dynamics rapidly collapse onto a Lorentzianshaped ‘adiabatic manifold’ given by Eq. 2.2.30. The cause of this is the rapid
cavity field evolution. Even a small value of η̃ = 5 is sufficient to render the
dynamics effectively two dimensional, as roughly speaking this means the optical
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(a) Comparing exact dynamics with approximation for η̃ = 100

(b) Comparing exact dynamics with approximation for η̃ = 10

Figure 2.5: Comparison of the first-order approximation Eq. 2.2.47 (orange) with the un˜ α ) = (0.5, 0). The
approximated system Eq. 2.2.16 (blue), with parameters ( g̃, ∆
mirror starts off slightly perturbed from equilibrium, and exhibits growing
oscillations until it falls out of the trapping well. (a) For η̃ = 100 the traces for x̃,
p̃, and the energy Ẽ perfectly coincide, while we can see slight discrepancies
in the heating rate dẼ / dt̃. (b) When η̃ = 10 the actual dynamics eventually
diverge from those of the approximation, however the qualitative behaviour is
the same.
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Comparing exact heating rate with approximation for η̃ = 100

Figure 2.6: Comparison of the heating rate for the approximation Eq. 2.2.47 (orange) with
˜ α ) = (0.5, 100, 0). The
the full system Eq. 2.2.16 (blue), with parameters ( g̃, η̃, ∆
actual equations of motion predict very fast behaviour, the average of which is
well described by the first-order approximation.

field is evolving five times as fast as the mirror moves. It is this ‘effective lowerdimensionality’ that allows us to eliminate α̃ from our equations, and derive
expressions in terms of x̃ and p̃ alone.
2.2.7

Two-laser stabilisation

It is common in optomechanics to use a second laser to passively damp the
mirror’s motion, a technique known as sideband cooling [AKM14, §V.B]. Depending
on the detuning of an input laser, it can either lead to
trapping and anti-damping opposing motion of the mirror but transferring
energy to it from the optical field, or
anti-trapping and damping removing energy from the mirror while pushing
it in the direction of motion.
This was what we found in § 2.2.5: dẼ / dt̃ was positive in the trapping well, and
negative in the region where the mirror would just fall. In the case of a levitated
mirror we would use a strong primary laser to provide the trapping, which would
have the side-effect of amplifying oscillations until the mirror escapes the trap. To
counteract this we then employ a weaker, detuned laser to provide damping —
which perturbs the dimensionless potential deforms our trapping well. By choosing
appropriate amplitudes and detunings for the two lasers, we aim to find a regime
where overall trapping and damping effects dominate. In contrast to a traditional
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(a) ‘Real’ motion

(b) Motion in adiabatic potential

(c) Motion in phase space

˜ α , η̃ ) = (0.5, 0, 5), where the trajectory is coloured
Figure 2.7: A plot of x̃ vs t̃ for ( g̃, ∆
according to time t̃ (beginning at blue and ending at yellow). (a) Mirror height
as a function of position. Around t̃ = 70 the mirror falls out of the trap,
though it is not immediately evident why. (b) The same trajectory is shown
in the dimensionless potential. The mirror exhibits growing oscillations in the
trapping region, until eventually it falls out. (c) The same trajectory now plotted
in phase space. The dynamics rapidly collapses onto the Lorentzian-shaped
adiabatic manifold given by Eq. 2.2.30, then exhibits growing oscillations until
the mirror falls out of the trap. Note that due to the relatively small value of η̃,
the trajectory can be seen to briefly leave the manifold when passing over the
crest.
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optomechanical system however we do not have a mechanical spring, so all of the
trapping force must come from the light field. This makes a difference, and while
there do exist regions with simultaneous trapping and damping, we will find that
the potential around these points tends to be very shallow and flat.
Suppose we have a second laser incident on the cavity, leading to another optical
mode with coherent amplitude β. The equations of motion Eq. 2.1.1 then become
p
,
m
ṗ = −mg + h̄G |α|2 + h̄G | β|2 ,
s
2κi Pα
δω
α̇ = i (∆α + Gx )α −
α+
,
2
h̄ω0
s
2κi Pβ
δω
β+
,
β̇ = i (∆ β + Gx ) β −
2
h̄ω0
ẋ =

(2.2.49)

where now Pβ and ∆ β are the power and detuning of the second laser β. As before
many of these parameters may be eliminated via nondimensionalisation, where
now we will exploit the symmetry between α, β to reduce the range of parameters
we need to consider.26
We begin by without loss of generality supposing that α has the greater power:
Pα ≥ Pβ .

(2.2.50)

We then rescale the second laser as
β̃ =

β
,
B̃A

where 0 < B̃ < 1 parameterises the ratio of input laser powers:
s
Pβ
B̃ =
.
Pα

(2.2.51)

(2.2.53)

and χ̃ now takes the place of position x̃. The non-dimensionalised equations for
the case of two lasers are then
χ̃0 = p̃,
p̃0 = − g̃ + |α̃|2 + B̃2 | β̃|2 ,
α̃0 = η̃ [i χ̃α̃ − α̃ + 1] ,


˜ βα ) β̃ − β̃ + 1 .
β̃0 = η̃ i (χ̃ + ∆

Eq. 2.2.54 is
symmetric under the
transformation
α ↔ β. In general
symmetries can be
‘spent’ or broken to
reduce the size of our
parameter space.

(2.2.52)

As before we will have 0 < | β̃|2 < 1, which represents the fraction of power in
the second optical field.27 We will suppose that both ∆α , ∆ β are held constant, in
which case the relevant parameter will be the difference between them. To make
this explicit we define
˜ βα = ∆
˜β−∆
˜ α,
∆
˜ α,
χ̃ = x̃ + ∆

26

(2.2.54)

27

Note that
regardless of the
value of B̃, by our
definition | β̃|2 will
attain its maximum
value of one when
the second laser is on
resonance.
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Inspecting the equation for p̃0 our condition for levitation now becomes g̃ < 1 + B̃2 ,
which is again a simple bounded region of parameter space compared to the many
constants in Eq. 2.2.49.
We first analyse this in the adiabatic approximation as in § 2.2.4, leading to an
effective potential which is the sum of the potentials of the individual lasers:

˜ βα .
Ṽ (χ̃) = g̃χ̃ − arctan (χ̃) − B̃2 arctan χ̃ + ∆
(2.2.55)
A first-order perturbation as in § 2.2.5 then leads to a heating rate
!
˜ βα )
(
χ̃
+
∆
dẼ
4 p̃2
χ̃
.
=
+ B̃2

η̃
dt̃
˜ βα )2 3
(1 + χ̃2 )3
1 + (χ̃ + ∆

(2.2.56)

We use Eq. 2.2.55 and Eq. 2.2.56 to find regions which are both trapping (minima
of Ṽ (χ̃)) and damping (negative dẼ / dt̃). Alternatively we could linearise the
equations of motion and search for parameter regimes where the Jacobian has
negative eigenvalues. Considering the potential and heating rates however allows
us to visualise the width and shape of the entire trapping region, while the Jacobian
provides only local information about the trapping point.
We perform a numerical search over all parameter regimes, a task made easier
by our nondimensionalisation. There are three parameters to search over: the ratio
of laser powers 0 ≤ B̃ ≤ 1, the effective gravity 0 ≤ g̃ ≤ 1 + B̃2 , and the relative
˜ βα ; η̃ is irrelevant in this case as this changes only the magnitude of the
detuning ∆
heating rate but not its sign. While there is no bound on the detuning, we restrict
˜ βα ≤ 10. The code and simulation results may be downloaded
ourselves to −10 ≤ ∆
from[Lec20].
One such trapping and damping solution is shown in Fig. 2.8. The dashed
lines denotes the ‘trapping region’, and trajectories beginning within this will
exhibit decaying oscillations towards the minimum. This was found by simulating
the unapproximated equations Eq. 2.2.54 (taking η̃ = 5) with initial conditions
increasingly distant from the well’s centre. As we can see, a trajectory beginning in
a location where the optical field is anti-damping may still show net damping over
one oscillation and be trapped, if for example it spends more time in the damping
region over each period. We say that the ‘width’ of this trap is the space between the
dashed lines (∼ 1.3 `), and the ‘depth’ the vertical distance between the minimum
and the intersection of the rightmost dashed line with the potential (∼ 0.03 m`2 ν2 ),
since if the mirror moves above this then it will leave the trapping region. The
energy value the depth represents is very small, for the parameters in § 2.2 this
corresponds to the kinetic energy of a mirror with speed 10−5 ms−1 . However,
note that from Eq. 2.2.48 the damping rate is proportional to momentum, and
simulations show that an initial velocity at least ten times larger is still trapped and
damped, though increasing by another factor of ten leads to the mirror escaping.
In Fig. 2.9 we plot all dimensionless parameters at which there exist regions of
simultaneous trapping and damping. We searched over a grid of 500 values of g̃,
˜ βα within the aforementioned ranges, in a
500 values of B̃, and 1000 values of ∆
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Widest two-laser trapping and cooling potential

˜ βα , η̃ ) ≈
Figure 2.8: Regime with the greatest trapping and damping area: ( g̃, B̃, ∆
(0.37, 0.47, −2.63, 5). The black curve shows the effective two-laser potential
Eq. 2.2.55 with the black dot the minimum, and the coloured line gives the
effective heating rate Eq. 2.2.56 divided by 4 p̃2 /η̃, with blue for damping and
red anti-damping. The two dashed vertical lines denote the two ends of the
trapping region; trajectories originating in the trapping region with zero initial
momentum will exhibit decaying oscillations towards the minimum. The distance between them is the ‘width’ of this trap, and the vertical distance from the
minimum to the intersection of the right dashed line with the potential is the
‘depth’ — we pick the rightmost line in this case as this leads to the shallowest
depth. Multiplying the width by the depth then gives us the ‘area’.
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(a) Trapping and damping, coloured by width

(b) Trapping and damping, coloured by area

Figure 2.9: (a) The parameters which allow for simultaneous trapping and damping regions
form a two-dimensional folded manifold in parameter space, with η̃ = 5 used
for numerical simulation of Eq. 2.2.54. Little difference is visible when η̃ = 100,
although the (anti)damping will be much slower. The points are coloured by
the width of the region in units of `. (b) The points are now coloured by the
area of the trapping and damping region, found by multiplying the width by
the depth.

computation which took two days on a Google Cloud Compute Engine with 64
virtual CPUs. These form a folded, two-dimensional surface, where the banding
comes from the numerical grid used. The colour of the points denotes the width of
the trapping region. This was found by simulating the unapproximated equations of
motion Eq. 2.2.54 again with η̃ = 5, with χ̃ beginning at increasingly large distances
χ̃0 from the potential well minimum, and recording the largest distance such that
both a positive and negative perturbation of that magnitude to the position would
remain trapped. The initial conditions for the other dynamical variables were
their steady states for the
 given initial value of χ̃0 : p̃ = 0, α̃ = 1/(1 − i χ̃0 ), and
˜
β̃ = 1/ 1 − i (χ̃0 + ∆ βα ) . We can see that in general there are reasonably wide
trapping and damping regions in the regime where both g̃ and B̃ approach zero,
˜ βα is strongly negatively detuned.
and ∆
In Fig. 2.9b we colour the points by the ‘area’, naïvely defined by multiplying
the width by the depth of the well. All of the trapping regions are very shallow, so
while robust against large changes in position χ̃, even a small change in momentum
may be enough for the mirror to escape. We note that Fig. 2.8 displays the solution
with the greatest trapping area; other solutions display similar characteristics,
with a broad flat region about the minimum and a somewhat shallow nature.
Thus the experimental utility of sideband cooling for levitated systems is far from
guaranteed, and a detailed investigation needs to be done to study the robustness
of the parameter regimes identified against fluctuations of the cavity field or the
mirror’s thermal Brownian motion.

2.2 analysis of the mirror
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Finally, we note that simulations were repeated for η̃ = 100 but there was little
difference in the cooling widths and areas. The change in energy of the mirror’s
oscillations however, either damping or anti-damping, was much slower. This is to
be expected, as (anti)damping arises from the dynamics of the light field, and as
η̃ → ∞ these dynamics vanish.
2.2.8

Photothermal stabilisation

So far we have assumed the mirror to be perfectly reflecting, which will not
be true in practice. The intra-cavity field must be very strong in order to provide
levitation, so even for a highly reflective mirror a substantial amount of optical
energy is likely to be absorbed by the mirror substrate. This causes photothermal
effects, where the mirror both deforms and undergoes a change in refractive index,
resulting in a measurable change to the effective optical path length of the cavity.
We can model this as [MDRM06; MM07; MM11; MM13]
p
,
m
ṗ = −mg + h̄G |α|2 ,


h̄ω0 |α|2
ż = −γ z + ζ
,
2L0 /c

ẋ =

(2.2.57)
s

δω
α̇ = i (∆α + G ( x + z)) −
α+
2

2κi Pα
.
h̄ω0

The variable z represents the change in optical path length due to photon absorption
by the mirror, and may be positive or negative depending on the properties of the
mirror substrate. The dynamics of this depends on two new parameters:
ζ is the expansion coefficient parametrising the rate at which intracavity power28
translates to a change in z, with units length divided by power. The sign of ζ
determines if photothermal effects act to increase or decrease the optical path
length.
γ is the photothermal relaxation rate which describes the timescale of the photothermal effects.
Eq. 2.2.57 may be non-dimensionalised as
x̃ 0 = p̃,
p̃0 = − g̃ + |α̃|2 ,


z̃0 = −γ̃ z̃ + ζ̃ |α̃|2 ,


˜ α + x̃ + z̃)α̃ − α̃ + 1 ,
α̃0 = η̃ i (∆

(2.2.58)

where we have introduced dimensionless parameters
z
γ
h̄ω0 A2 ζ
z̃ = , γ̃ = , ζ̃ =
.
`
ν
(2L0 /c)`

(2.2.59)

28

Note that
intra-cavity power is
given by
h̄ω0 |α|2 /(2L0 /c) —
i.e. energy divided by
photon travel time.
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(a) Photothermal phase space

(b) Phothermal motion in potential

Figure 2.10: (a) The phase space with photothermal expansion and a negative photothermal
˜ α , η̃ ) = (0.5, 0, 100) and (ζ̃, γ̃) =
expansion coefficient, taking parameters ( g̃, ∆
−
4
(−30, 3 × 10 ). Time runs from blue to yellow; the trajectory begins at the
bottom and exhibits decaying oscillations towards the steady state at the
top. The dashed black line through the centre denotes the steady state for
x̃, p̃ assuming a fixed value of z̃, which is given by Eq. 2.2.60. (b) The same
trajectory, now plotted in the potential Ṽ.

We will consider the regime γ̃  1, which is true for many systems due to
the slow rate of thermal expansion and contraction. For example, a typical value
of γ between 10-100 Hz [DR+02] will make γ̃ ∼ 10−5 − 10−4 for the parameters
mentioned at the beginning of § 2.2. The expansion coefficient ζ depends on the
mirror substrate and the width and shape of the optical beam, a typical value is on
the order of 10 picometers per watt [Kon+17, §III.C] which corresponds to ζ̃ ∼ 30.
As in Fig. 2.7 we can visualise the trajectories in phase space. Taking advantage
of the two-dimensional nature of the dynamics we replace the |α̃|2 -axis in Fig. 2.7c
with the photothermal variable z̃, and plot a simulation in Fig. 2.10a for a negative
photothermal coefficient. We observe decaying oscillations towards the equilibrium
state. These are centered on the steady state for x̃, p̃ assuming a fixed value z̃,
which from Eq. 2.2.62 this is given by the line
˜ α + ζ̃ z̃ + σ̃.
x̃ = −∆

(2.2.60)

in the p̃ = 0 plane. Next we plot the trajectory in the dimensionless potential Ṽ
in Fig. 2.10b. In this case we need to consider the total displacement x̃ + z̃, and
with this we can see the photothermal damping stabilising the mirror oscillations
towards the well minimum.
We can also investigate the steady states of Eq. 2.2.58. From x̃ 0 we must have
p̃s = 0. The equation for p̃0 requires |α̃s |2 = g̃, so from z̃0 we find:
z̃s = −ζ̃ g̃.

(2.2.61)
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Thus the only contribution of the photothermal effects to the steady state is to
add a constant shift to the detuning. As before the mirror position x̃ will have two
equilibrium states
˜ α,e ± σ̃,
x̃± = −∆

(2.2.62)

with σ̃ from Eq. 2.2.25, and an effective detuning
˜ α,e = ∆
˜ α − ζ̃ g̃.
∆

(2.2.63)

Photothermal effects will also affect the stability of these equilibria, by having
a damping or anti-damping effect. To focus on the photothermal effect alone, we
eliminate the influence of the optical field by making an adiabatic approximation.
This is justified as typically the dynamics of the light field, described by η̃, are fast
compared to the photothermal relaxation rate γ̃. With this we have equations of
motion
x̃ 0 = p̃,
1
,
p̃0 = − g̃ +
˜
1 + (∆α + x̃ + z̃)2


1
0
.
z̃ = −γ̃ z̃ + ζ̃
˜ α + x̃ + z̃)2
1 + (∆

(2.2.64)

We then linearise the system Eq. 2.2.64 about the trapping well x̃+ , which leads to
equations of motion
δ x̃ 0 = δ p̃,
δ p̃0 = −ω̃ 2 (δ x̃ + δz̃),
0

(2.2.65)

2

δz̃ = γ̃ζ̃ ω̃ δ x̃ − λ̃δz̃,
with constants defined as
s
1
2
2
ω̃ = 2 g̃
− 1, λ̃ = γ̃(1 − ω̃ 2 ζ̃ ).
g̃

(2.2.66)

While the coupled linear system Eq. 2.2.65 can be solved directly, this results in a
very complicated expression from which it is difficult to draw qualitative results.
We can however derive a simpler approximate solution, taking advantage of the
small value of γ̃.
Suppose that the mirror is perturbed a small distance ρ̃ from x̃+ . From our
analysis of the adiabatic system in § 2.2.4 we know that the mirror will oscillate
around the steady state. As this happens, this will induce oscillations in the intracavity field, and thus photothermal expansion δz̃. Due to the small value of γ̃, the
oscillations of δz̃ will be much smaller than those of δ x̃ and δ p̃. A zeroth order
approximation will thus be to take δz̃ ≈ O(γ̃) ≈ 0, in which case solving Eq. 2.2.65
gives
δ x̃ (t̃) = ρ̃ sin(ω̃ t̃),
δ p̃(t̃) = ρ̃ω̃ cos(ω̃ t̃),
δz̃(t̃) = 0.

(2.2.67)
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Eq. 2.2.67 is an approximate solution, and we can find the error in this by substituting it into the equations of motion Eq. 2.2.65. Doing this we are left with remainder
terms of order O(γ̃), and so this solution is accurate to zeroth order in γ̃.
Next we use Eq. 2.2.67 to generate the first-order approximation. We assume δ x̃,
δ p̃ take the form given in Eq. 2.2.67, and then solve the equation of motion for δz̃0
which yields
δz̃(t̃) =


ρ̃ω̃ 2 γ̃ζ̃
λ̃
sin
(
ω̃
t̃
)
−
ω̃
cos
(
ω̃
t̃
)
.
ω̃ 2 + λ̃2

(2.2.68)

We then substitute in this form for δz̃ into the equations of motion Eq. 2.2.65, and
derive
δ x̃ (t̃) = ρ̃ sin(ω̃ t̃)

+ ρ̃γ̃ Ẽ C̃+ (t̃) cos(ω̃ t̃) − D̃− (t̃) sin(ω̃ t̃) ,
δ p̃(t̃) = ρ̃ω cos(ω̃ t̃)

(2.2.69)


+ ρ̃γ̃ω̃ Ẽ D̃+ (t̃) cos(ω̃ t̃) + C̃− (t̃) sin(ω̃ t̃) ,
where
Ẽ =

ζ̃ ω̃ 2
, C̃± (t̃) = ω̃ (1 ± 2λ̃t̃), D̃± (t̃) = λ̃ ± 2ω̃ 2 t̃.
4(ω̃ 2 + λ̃2 )

(2.2.70)

Substituting Eq. 2.2.68 and Eq. 2.2.69 into the equations of motion Eq. 2.2.65 the
error is found to be of order O(γ̃2 t̃), which is negligible for small times. We can
thus use these approximate solutions to see how the photothermal expansion will
affect the stability of x̃+ .
Accounting for photothermal expansion, the energy of the mirror is now

Ẽ =

p̃2
+ g̃ x̃ − tan−1 ( x̃ + z̃).
2

(2.2.71)

Assuming we are in the neighbourhood of the steady state ( x̃+ , p̃s , z̃s ), we have to
second order

Ẽ = Ẽs − g̃δz̃ +

δ p̃2
ω̃ 2
+
(δ x̃ + δz̃)2 + O(δ3 ),
2
2

(2.2.72)

where Ẽs is the steady state energy. If the mirror position is perturbed a distance ρ̃
from equilibrium, its motion will approximate periodic oscillation with period
T̃ =

2π
.
ω̃

(2.2.73)

The average heating over a single oscillation can then be found via
1
T̃

Z T̃
dẼ
0

dt̃

dt̃.

(2.2.74)
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Maximum eigenvalue of the linearised system

Figure 2.11: We take γ̃ = 10−4 and compute the maximum eigenvalue of the linearised
version of Eq. 2.2.58 at the potential-well minimum x̃+ for various values of
η̃. Positive and negative values are coloured red and blue respectively, and
the opacity is proportional to the magnitude of the eigenvalue (for negative
eigenvalues a value of −0.3 is fully opaque, while for the positive eigenvalues
a value of 3 is opaque). For small η̃ there is competition between photothermal
damping and radiation pressure anti-damping, while as η̃ increases and optical
dynamics become less significant the sign of the eigenvalues relies on ζ̃ alone.

Using the derived forms Eq. 2.2.68 and Eq. 2.2.69, we find this to be
ω̃ 4 2
ρ̃ ζ̃ γ̃ + O(γ̃2 ) = 2(1 − g̃) g̃3 ρ̃2 ζ̃ γ̃ + O(γ̃2 ).
2

(2.2.75)

Thus photothermal expansion induces anti-damping at a rate linearly proportional
to ζ̃. Positive photothermal expansion — where the path length decreases in
opposition to levitation — will provide an anti-damping effect, while negative
photothermal expansion which increases the cavity length will give damping.
This is similar to what is observed in conventional optomechanical systems,
where engineering a photothermal effect with a negative sign in order to stabilise the system has also been proposed [Kel+15]. Note that Eq. 2.2.75 describes
photothermal effects only, which will be in competition with the damping/antidamping induced by the light field.
This result relied upon a number of approximations, and we can verify this with
a numerical search of the unapproximated system Eq. 2.2.58. We compute the sign
of the maximum eigenvalue of the linearised system around the steady state for
various parameter regimes, and plot these in Fig. 2.11. We find that x̃+ is in general
unstable for a positive ζ̃, and stable for a negative value. This difference becomes
more pronounced as η̃ grows larger, and the optical heating effect decreases.
Interestingly, for a large positive photothermal expansion coefficient, increasing η̃
actually increases the anti-damping rate.
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2.2.9

Summary

Nondimensionalising the equations of motion Eq. 2.1.1, we found that the behaviour of the system was determined essentially by two dimensionless parameters:
the effective gravity g̃ and the ratio η̃ of the optical to mechanical timescales.
Typically the optical timescale is much faster than the mechanical (η̃  1). We
could exploit this by performing a perturbative expansion around η̃ ≈ ∞, which
simplified the dynamics to the point where an analytic approach was tractable.
To zeroth order in 1/η̃ this lead to an adiabatic approximation. We derived
an effective potential in which the mirror moved, and used this to calculate its
frequencies of oscillation. The first-order correction to the equations of motion
allowed us to derive the effective damping or anti-damping rate caused by the
dynamics of the cavity field. Comparing with simulations of the exact equations,
our approximation was very accurate for η̃ = 100 and still qualitatively similar
for η̃ = 10, which encompasses a wide range of realistic parameter regimes. From
this analysis we concluded that the motion of the upper mirror would always be
unstable if the cavity was driven by a single laser, with the rate at which oscillations
were amplified linearly proportional to 1/η̃.
With this we have solved the coupled, nonlinear, equations of motion Eq. 2.1.1.
While we may not have a closed-form solution — which most likely does not exist
— the dimensionless potential allows us to understand the full global behaviour
for any given initial conditions. Arguably this is even more useful than a complex
closed-form solution. Moreover all quantities of interest such as frequencies of
oscillation or the width of the trapping regions could be easily computed in terms
of a small number of parameters, all without resorting to linearisation.
Using this we explored using two input lasers with different amplitudes and
detunings, and found all parameter regimes which allowed for stable trapping of
the mirror. In these regions the confining potential well could be made relatively
wide, but was always flat and shallow. We also analysed the effect of photothermal
changes in the optical path length of the cavity. If heating of the mirror substrate
lead to a decrease in the cavity length, in opposition to levitation, there was an
anti-damping effect. If however photothermal effects increased the cavity length
the system could be stabilised, even with only a single laser.
2.3

experimental results

The system shown in Fig. 2.2 was investigated experimentally, with the results
published in [Ma+20a]. As a step towards understanding the full three-dimensional
dynamics only a single leg of the tripod was probed. In this case we would expect
the upper mirror to tip due to radiation pressure force, and approximate the
dynamics of the one-dimensional system we analysed in the previous section. We
will discuss in this section only a subset of the results from the manuscript, in
particular those which are relevant to our analysis from § 2.2.

2.3 experimental results

In simulations we can extract the values of all of the dynamical variables of the
system at any point in time. However, this is not so easy in the laboratory. The
photothermal expansion z for example is impossible to observe directly. Moreover
while we might imagine we could just ‘see’ any levitation x, since this will only be
on the order of nanometers, it is also very difficult to observe. In reality the variable
we can most readily access is the intra-cavity power |α|2 , which is proportional to
the field which is reflected from the lower mirror when we apply our driving laser.
To see what information we can extract from this we return to our expression
for the steady state of α. From Eq. 2.2.22, |α|2 is proportional to the effective
cavity length, which is the sum of the detuning ∆α , levitation x, and photothermal
expansion z. We therefore cannot differentiate between the dynamical variables of
levitation and photothermal expansion. To probe the dynamics of the system, the
input laser frequency is scanned from below to above resonance. As this happens
we observe the reflected signal from the bottom mirror, generating a trace as shown
in Fig. 2.12a. We must analyse this and infer the internal system dynamics.
This becomes much easier if we resolve the time series into its frequency components. One way of doing this is the Fourier transform, which decomposes a
signal into sine functions. Sinusoids however have infinite extent, so cannot show
us how frequencies come and go with time. There is another basis of signals called
wavelets, which as well as a frequency also have a temporal extent. We show the
wavelet transform corresponding to the timeseries Fig. 2.12a in Fig. 2.12b. We can
now observe the structure of the signal, and how various frequency components
are arising and changing with time.
The system parameters are given in Fig. 2.12. Initially an input power of Pα =
1.2 W was used, which corresponds to η̃ ≈ 7.6, and g̃ ≈ 1.1 which is just over the
levitation threshold. The mechanical frequency evaluates to ν ≈ 3.0 × 105 Hz, so
from Fig. 2.4 if levitation were observed we would expect to see a frequency on the
order of 3 kHz. Moreover we note that as amplitude increases the frequency of the
levitated spring should decrease. A finite element analysis was completed of the
mirror itself, and a vibrational mode was found to occur at approximately 30 kHz
[Ma+20a, Fig. 4], which we will refer to as the acoustic mode.29 The interaction of
this vibrational mode with the optical field would lead to a modification in its
observed frequency as the cavity detuning changes, a phenomenon well known in
optomechanics as the ‘optical spring effect’ [AKM14, §V.B.1].
The timeseries in Fig. 2.12a reveals complicated dynamics, with a banded pattern
of frequencies in Fig. 2.12b — all multiplies of a fundamental frequency at 28 kHz.
This is much higher than what would be expected from the levitated spring
frequency at this parameter regime, and moreover the frequency appears to increase
with time whereas the levitated spring should decrease. It could however be
explained by the acoustic vibration, with the change in frequency being due to
the optical spring effect. The model in Eq. 2.2.57 was extended to include a 28 kHz
acoustic vibration, and also a physical stand which prevented the mirror from
falling below a set height. A simulation is shown in Fig. 2.12c and Fig. 2.12d.
We can see that this provides good qualitative and quantitative agreement with
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Vibrational modes
in a mirror coupling
to the cavity field
have been previously
observed in LIGO
[Eva+15].
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(a) Experimental trace

(b) Wavelet transform of experimental trace

(c) Theoretical trace

(d) Wavelet transform of theoretical trace

(e) High power experimental trace

(f) Wavelet transform of high power experimental trace

Figure 2.12: Experimental data and theoretical comparisons of single tripod leg, collected
and processed by Jinyong Ma in [Ma+20a]. The parameters are L0 = 8 cm, m =
1.116 mg, δω = 2π × 730 kHz, κi = 2π × 180 kHz, G = 2π × 3.6 MHz nm−1 ,
refer to the article for how these were measured. For (a) and (c) the input
power was 1.2 W, which was increased to 4.5 W in (e). We note that in (e) it
is the transmitted rather than reflected signal which is shown, but this is not
significant as | R|2 + | T |2 = 1.

2.4 towards the quantum regime

the system, implying this model provides a good understanding of the system
dynamics. As the input laser reaches resonance, the cavity field grows in power and
excites the photothermal parameter z. This then increases the optical path-length
of the cavity, causing it to stay locked to the laser while the detuning is scanned.
As this happens the acoustic mode is excited, leading to the visible oscillations at
multiples of 28 kHz.
Next we attempt to push our system into the levitation regime by increasing the
input power to 4.5 W, which corresponds to η̃ ≈ 4.9, g̃ ≈ 0.45, and ν ≈ 4.6 × 105 Hz.
From Fig. 2.4 we would therefore expect oscillation frequencies of 4.6 − 46 kHz,
which again should increase over time. We show the timeseries in Fig. 2.12e with
corresponding wavelet transform in Fig. 2.12f. However we find that the frequency
spectrum is unchanged, and still dominated by an acoustic mode. We note that the
theoretical model continued to provide good quantitative and qualitative agreement.
There is however an interesting feature at t = 3 s — which is also present at t = 2.7 s
in Fig. 2.12a — that is not present in the model. This seems to indicate the system
is transitioning between internal dynamical regimes that we do not yet understand.
Despite the low value of g̃, it therefore seems that significant levitation did not
occur. This is due to the effects of photothermal expansion and the acoustic mode,
which will compete with levitation. In our analysis earlier in this section we did not
consider the interaction between levitation and photothermal parameters directly.
Unfortunately experimental and theoretical results show that non-levitation effects
are dominant — simulations with these parameters suggested levitation occurs
on the order of tens of picometers, which is less than the size of the nucleus of an
atom.
It is disappointing that significant levitation remains to be achieved. At the
same time, these results show that a combination of levitation, photothermal
expansion, and an acoustic vibration provide a good understanding of the dynamics
of real levitated optical systems. It was possible to experimentally determine the
parameters of the system to the point where simulations provided qualitative and
quantitative agreement with behaviour observed in the laboratory. This provides
a good launching point from which we can now consider methods of enhancing
the levitation potential of our system, such as through feedback — which was
investigated in the article — or different mirror substrates or geometries which
are less vulnerable to photothermal effects or vibrations. Moreover, theoretical
investigation into the interaction between these effects is now very well-motivated,
and will be directly relevant to what we can achieve experimentally in the near
future.
2.4

towards the quantum regime

The analysis in this section allowed us to analyse the nonlinear dynamics of the
levitated mirror in the classical regime. We will derive in the next chapter several
interesting phenomena by linearising our system about a steady state, but these
will still also be fully classical. Eventually however as experimental techniques
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advance, we will eventually investigate cooling our system to the quantum regime.
This will greatly increase metrological power, and is necessary for some of the more
exotic goals such as tests of quantum gravity or collapse mechanisms.
In the quantum regime, following nonlinear dynamics is not straightforward.
The operator analogues of our dynamical variables occupy infinite-dimensional
Hilbert spaces, so the mathematics becomes much more complicated. A quantum
system requires many more degrees of freedom to describe a superposition of
points across a phase space, as opposed to a classical system which occupies only a
single point.
There has been recent promising work on analysing the nonlinear equations of
motion of optomechanical systems in the quantum regime [Sch+20; Qva20]. These
and similar analyses apply for Hamiltonian systems where the operators in the
Hamiltonian span a closed Lie algebra [Fer89]. We identify a convenient basis,
and then any operator can be expressed through a set of time-dependent scalar
coefficients. We can then derive scalar differential equations for these coefficients —
which can be solved analytically, through perturbative methods such as in § 2.2, or
numerically.
A general optomechanical system does not however evolve under Hamiltonian
evolution alone. This approach has also been generalised to include Lindblad
damping terms [Qva+20; Twa93], and so can account for loss from the cavity.
Unfortunately, the theory cannot as of yet incorporate an input laser driving.
As shown in § A.1 this is modelled by a Hamiltonian term of the form a + a† .
Unfortunately incorporating this requires an infinite-dimensional Lie algebra, and
how to do this remains an open question [Qva20, §2.3.11].
2.5

conclusion and outlook

We have completed a comprehensive analysis of an idealised levitated mirror
in the classical regime, using a perturbative, separation of timescales approach.
This allowed us to solve the nonlinear dynamics, and characterise all quantities of
interest in terms of a few dimensionless parameters. A trapping region does exist,
but the dynamics of the light field cause oscillations to be amplified until the mirror
falls from the trap. Two-laser passive cooling leads to shallow and flat potentials,
but negative photothermal coefficients may be engineered to stabilise the system.
Experimental investigations have shown qualitative and quantitative agreement
with our model, however coupling with photothermal effects and acoustic vibration
of the mirror mean that levitation is as of yet difficult to achieve.
One avenue for future investigation would be to extend our analysis from
§ 2.2 to directly include coupling to the acoustic and photothermal variables, and
see under what circumstances levitation may be achieved. This question would
have direct experimental relevance, as we want to better understand in which
regimes levitation can be made to dominate. It would also be useful to see the
global classes of behaviour that can occur in trajectories. As mentioned in § 2.3
there was unexplained behaviour observed in the experimental traces. A detailed

2.5 conclusion and outlook

understanding of the system could help us understand what that could be, or if
other effects need to be added to our model.
Another route would be to investigate active feedback of the optical spring,
rather than the passive two-laser and photothermal means that we considered.
Experimentally it is easy in the laboratory to modify the detuning and power of the
driving laser, and it would be useful to study how we may damp and control the
system using these. Implementation of such a scheme would also require a better
understanding of what information we can extract from the system. In § 2.3 we
studied only the reflected signal, which was proportional to the intra-cavity power.
A more sophisticated measurement scheme could provide more information, such
as a homodyne measurement which would give us access to the phase of the optical
field.
The one-dimensional system is also just a stepping-stone towards realisation
of a tripod setup, and in future work we would like to extend our analysis to
three-dimensions. This of course would be much more complicated, but would
bring us closer to understanding how levitated mirror systems could be used as
real metrological platforms.
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It is customary to begin courses in mathematical engineering by explaining that the
lecturer would never trust his life to an aeroplane whose behaviour depended on properties
of the Lebesgue integral. It might, perhaps, be just as foolhardy to fly in an aeroplane
designed by an engineer who believed that cookbook application of the Laplace transform
revealed all that was to be known about its stability.
— Thomas Körner, Fourier Analysis

In experiments we often operate around the steady state of our system, in which
case the behaviour can be modelled by a linear approximation. This chapter studies
two phenomena which arise in the linear regime due to the interaction between
photothermal expansion and the optical field. As before the analysis can be greatly
simplified using a separation of timescales, this time between the optical timescale
and the photothermal relaxation rate, with very good agreement between theory
and experiment.
We begin in § 3.1 with the linearised equations of motion for the levitated mirror
system. These are derived in greater generality than we have need, in the hope that
they will prove useful for future work. We then apply this in § 3.2 to analyse two
new phenomena based on the interaction between photothermal effects and the
optical field. First in § 3.2.1 we show how the optical field modifies the photothermal
relaxation rate, the results of which were published in [Ma+21]. Then in § 3.2.2
we describe how the interaction induces a transparency window in the cavity
transmission profile, which led to the publication [Ma+20b].
3.1

dimensionless equations of motion

Let us consider the equations of motion Eq. 2.1.1 in the quantum regime, with
our dynamical variables becoming operators as denoted by hats. We will also
consider a few new effects. We first add damping at a rate Γ to the momentum
equation. We also consider a small force δ fˆ acting on the mirror, which may be
a perturbation to gravity or some other signal that we wish to detect. Finally the
input to the cavity is replaced by a quantum field âin , as well as an unmonitored
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channel δ â0 to account for scattering losses which will lead to decoherence. The
equations of motion are then
p̂
x̂˙ = ,
m
p̂˙ = −mg + h̄G â† â − Γ p̂ + δ fˆ,


† â
h̄ω
â
0
ẑ˙ = −γ ẑ + ζ
,
2L0 /c
p
√
δω
â + 2κi âin + κ0 δ â0 .
â˙ = i (∆ + G ( x̂ + ẑ)) â −
2

(3.1.1)

The terms δ fˆ and δ â0 are prefaced by ‘δ’ to indicate that they will be assumed
small.
As in § 2.2.1 we may lower the number of parameters by non-dimensionalising
the equations of motion. This is done by introducing the dimensionless variables
x̂
p̂
ẑ
â
, z̃ˆ = , ãˆ = .
t̃ = νt, x̃ˆ = , p̃ˆ =
`
m`ν
`
A
Proceeding as before, we find that the natural scales are
q
† â i
2
2κi h âin
in
h̄GA
δω/2
2
ν =
, `=
, A=
,
m`
G
δω/2

(3.1.2)

(3.1.3)

with dimensionless variables
g̃ =

δω/2
γ
h̄ωA2 ζ
g
,
η̃
=
,
γ̃
=
,
ζ̃
=
.
` ν2
ν
ν
(2L0 /c)`

(3.1.4)

Now however we also have to scale the input fields as

√
√
κ0 δ â0
δ fˆ ˆ
2κi âin
ˆ
˜
ˆ
δf =
, ãin =
, δ ã0 =
.
2
m`ν
(δω/2) A
(δω/2) A

(3.1.5)

In terms of these the dimensionless equations of motion are then
x̃ˆ 0 = p̃ˆ ,

30

Strictly speaking
Eq. 3.1.3 merely
ensures α̃in,s will be
a complex number of
norm one, however
we can without loss
of generality take our
mean pump phase to
be zero.

p̃ˆ 0 = − g̃ + ãˆ † ãˆ + δ fˆ˜,
h
i
z̃ˆ0 = −γ̃ z̃ˆ + ζ̃ ãˆ † ãˆ ,



˜ + x̃ˆ + z̃ˆ ãˆ − ãˆ + ãˆ in + δ ãˆ 0 ,
ãˆ 0 = η̃ i ∆

(3.1.6)

Let’s now suppose that our dynamics are localised around a steady state. We will
take our operator-valued observables to be equal to a constant classical amplitude
plus a small quantum fluctuation:
x̃ˆ = x̃s + δ x̃ˆ , p̃ˆ = p̃s + δ p̃ˆ , z̃ˆ = z̃s + δz̃ˆ, ãˆ = α̃s + δ ãˆ , ãˆ in = 1 + δ ãˆ in .

(3.1.7)

3.1 dimensionless equations of motion

In the above we have denoted the classical steady state with a subscript ‘s’ — except
for the input field ãˆ in , where our normalisation of A in Eq. 3.1.3 means that its
steady state amplitude will be unity.30
To find the steady state we ignore small fluctuations and set the derivatives in
Eq. 3.1.6 equal to zero. The equation for position sets momentum equal to zero:
p̃s = 0,

(3.1.8)

while that of momentum gives

|α̃s |2 = g̃.

(3.1.9)

For the photothermal parameter we obtain
z̃s = −ζ̃ |α̃s |2 = −ζ̃ g̃.

(3.1.10)

The light field yields the equation
α̃s =

1
,
˜
1 − i ∆ + x̃s + z̃s

(3.1.11)

from which we find
s
˜ − ζ̃ g̃ ±
x̃s = ∆


1
− 1.
g̃

(3.1.12)

There are therefore two steady states for the system.
We can now calculate the linearised equations of motion in the neighbourhood
of a steady state.
mirror The position gives simply
δ x̃ˆ 0 = δ p̃ˆ ,

(3.1.13)

while for momentum we have



δ p̃ˆ 0 = − g̃ + α̃∗s + δ ãˆ † α̃ + δ ãˆ + δ fˆ˜,

= − g̃ + |α̃s |2 + α̃∗s δ ãˆ + α̃δ ãˆ † + δ fˆ˜ + O(δ2 ),
= α̃∗ δ ãˆ + α̃δ ãˆ † + δ f˜ˆ + O(δ2 ).

(3.1.14)

s

photothermal expansion
h

i
δz̃ˆ0 = −γ̃ z̃s + δz̃ˆ + ζ̃ |α̃s |2 + α̃∗s δ ãˆ + α̃s δ ãˆ † + O(δ2 ),

i
h
= −γ̃ δz̃ˆ + ζ̃ α̃∗s δ ãˆ + α̃s δ ãˆ † + O(δ2 ).

(3.1.15)
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cavity field We define the steady-state detuning
˜s = ∆
˜ + x̃s + z̃s .
∆

(3.1.16)

In terms of this the equation for the light field is



˜ s + δ x̃ˆ + δz̃ˆ (α̃s + δ ãˆ ) − α̃s − δ ãˆ + 1 + δ ãˆ in + δ ãˆ 0 ,
δ ãˆ 0 = η̃ i ∆



(3.1.17)
= η̃ i ∆˜ s δ ãˆ + α̃s (δ x̃ˆ + δz̃ˆ) − δ ãˆ + δ ãˆ in + δ ãˆ 0 + O(δ2 ).
The linearised equations of motion are therefore
δ x̃ˆ 0 = δ p̃ˆ ,
δ p̃ˆ 0 = α̃∗s δ ãˆ + α̃s δ ãˆ † − Γ̃δ p̃ˆ + δ fˆ˜,
h

i
δz̃ˆ0 = −γ̃ δz̃ˆ + ζ̃ α̃∗s δ ãˆ + α̃s δ ãˆ † ,



˜ s δ ãˆ + α̃s (δ x̃ˆ + δz̃ˆ ) − δ ãˆ + δ ãˆ in + δ ãˆ 0 ,
δ ãˆ 0 = η̃ i ∆

(3.1.18)

and we recall |α̃s |2 = g̃. Note that we have not pulled Γ̃ to the front of the momentum equation — as we did in the case of the photothermal and cavity field
equations — so that we may still consider the limit of optical levitation in a vacuum
where Γ̃ → 0.

√
Eq. 3.1.18 contains the parameter α̃s , whose magnitude we know is equal to g̃.
The phase of the α̃s may be eliminated from our equations by a suitable change of
variables. For some angle θ consider the shifted field δu:
δu = e−iθ δa.

(3.1.19)

Then δa = eiθ δu, and the equations of motion in terms of δu are
δ x̃ˆ 0 = δ p̃ˆ ,
δ p̃ˆ 0 = α̃∗s eiθ δũˆ + α̃s e−iθ δũˆ † − Γ̃δ p̃ˆ + δ fˆ˜,
h

i
δz̃ˆ0 = −γ̃ δz̃ˆ + ζ̃ α̃∗s eiθ δũˆ + α̃s e−iθ δũˆ † ,

i
h 
˜ s δũˆ + α̃s e−iθ (δ x̃ˆ + δz̃ˆ ) − δũˆ + e−iθ δ ãˆ in + e−iθ δ ãˆ 0 ,
δũˆ 0 = η̃ i ∆
We choose θ to be equal to the phase of α̃s , so
p
e−iθ α̃s = |α̃s | = g̃.

(3.1.20)

(3.1.21)

We also define the shifted input and scattering fields
δũˆ in = e−iθ δ ãˆ in ; δũˆ 0 = e−iθ δũˆ .

(3.1.22)

If we work entirely in terms of these, the phase of θ will be eliminated from our
calculations.

3.2 novel photothermal effects

In later sections, we will want to consider particular input fields δ ãˆ in . In this case
the phase difference between the cavity state and pump laser will become relevant.
To compute expressions in terms of θ we note that from Eq. 3.1.11 and Eq. 3.1.16
we have
α̃s =

1
,
˜s
1 − i∆

(3.1.23)

which from |α̃s |2 = g̃ gives
1
= g̃.
˜ 2s
1+∆

(3.1.24)

The real and imaginary parts of the light field are then
1
α̃s + α̃∗s
=
= g̃,
˜ 2s
2
1+∆
˜s
α̃s − α̃∗s
∆
Im(α̃s ) =
= ∆˜ s g̃,
=
˜ 2s
2i
1+∆
Re(α̃s ) =

(3.1.25)

with the squared sum giving the expected result:

˜ 2s = g̃.
Re(α̃s )2 + Im(α̃s )2 = g̃2 1 + ∆

(3.1.26)

Using these we obtain two useful relations:
cos(θ ) = p
sin(θ ) = p

Re(α̃s )
Re(α̃s )2 + Im(α̃s )2
Im(α̃s )
Re(α̃s )2 + Im(α̃s )2

p

g̃,

= ∆˜ s

p

=

(3.1.27)
g̃.

In what follows we will omit hats from variables; since our equations are linear
they may apply to either quantum operators or classical expectation values. Our
analysis in the rest of this chapter will be purely classical, but we hope that the
dimensionless quantum equations will prove useful for future work. We will also
omit the tildes for simplicity and assume all quantities to be dimensionless unless
stated otherwise. With this our equations of motion are
δx 0 = δp,
√
δp0 = g (δu + δu∗ ) − Γδp + δ f ,
√
δz0 = −γ [δz + gζ (δu + δu∗ )] ,
√
δu0 = η [i (∆s δu + g(δx + δz)) − δu + δuin + δu0 ] .
3.2

(3.1.28)

novel photothermal effects

In this section we investigate two novel phenomena caused by interaction of
the photothermal parameter with the optical field. To focus on these the mirror
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variables x and p are neglected completely. We will suppose that we are in the
classical regime, and that there are no scattering losses (δa0 = 0). In this case the
linearised equations of motion are
h
i
√ 
δż = −γ δz + ζ g δu + δu† ,
(3.2.1)
√
δu̇ = η [i (∆s δu + gδz) − δu + δuin ] ,
q
where now ∆s = ∆ + zs , xs = ∆ ± 1g − 1, and we have used a dot to denote the
time derivative. There are two timescales in Eq. 3.2.1, the optical η and photothermal γ. As explained in § 2.2 these will be separated by many orders of magnitude
in any optomechanical system, and we may exploit this separation to simplify our
analysis via a perturbative expansion.
Our current timescale t is based on the mechanical motion of the mirror. We
begin by moving into a new time τ̃ which is adapted to the photothermal variable:
τ̃ = γt.

(3.2.2)

Using the chain rule we derive
df
d f dτ̃
df
=
=γ
.
dt
dτ̃ dt
dτ̃

(3.2.3)

If we denote derivatives with respect to τ̃ with a prime, the equations of motion in
our new timescale are
h
i
√ 
δz0 = − δz + ζ g δu + δu† ,
(3.2.4)
√
δu0 = η̃ [i (∆s δu + gδz) − δu + δuin ] ,
where we have defined
η̃ =

η
.
γ

(3.2.5)

The parameter η̃ quantifies how much faster the optical timescale is than the
photohermal one, and typically will be several orders of magnitude. We will be
able to simplify our expressions by Taylor expanding in powers of 1/η̃.
The new phenomena arise for two different input perturbations δain . Firstly
we may consider modulating the amplitude of input field cosinusoidally at some
frequency ω̃ and amplitude e:
δain = e cos(ω̃ τ̃ + φ).

(3.2.6)

The tilde on ω̃ is to remind us that this is relative to the photothermal timescale τ̃,
and we recall that in the shifted frame δuin = e−iθ δain . The total laser field driving
our system is then
ain = 1 + δain = 1 + e cos(ω̃ τ̃ + φ),

(3.2.7)

3.2 novel photothermal effects
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and we will show that this leads to a modification of the photothermal timescale.
Alternatively, we may instead apply a second, probe laser to the system with
frequency ω̃:
δain = ee−i(ω̃ τ̃ +φ) .

(3.2.8)

This leads to a total driving of
ain = 1 + ee−i(ω̃ τ̃ +φ) ,

(3.2.9)

where we recall that we are in a frame rotating with the main driving laser. This
approach leads to photothermally induced transparency. To consider both Eq. 3.2.6
and Eq. 3.2.8 simultaneously, we introduce the mixing angle ϕ, and let the input
field be


δain = e sin( ϕ)ei(ω̃ τ̃ +φ) + cos( ϕ)e−i(ω̃ τ̃ +φ) .
(3.2.10)
Then amplitude modulation in Eq. 3.2.6 corresponds to ϕ = π/4, and the second
probe laser from Eq. 3.2.8 to ϕ = 0.31
Since we have a linear system being driven at ω̃, our dynamical variables will
respond at the same frequency with some phase lag. We therefore make the ansätze
δz = Ze−iω̃ τ̃ + Z ∗ eiω̃ τ̃ ,
δu = U− e−iω̃ τ̃ + U+ eiω̃ τ̃ ,

(3.2.11)

31

From Eq. 3.2.10,
other values of ϕ
correspond to two
phase-locked lasers of
opposite frequency
perturbing the
system.

∗ i ω̃ τ̃
∗ −i ω̃ τ̃
δu∗ = U−
e + U+
e
,

where the complex coefficients Z, U± are unknown quantities to be solved for,
whose magnitudes encode the amplitudes and phases the phase lags.32
To find the coefficients we substitute Eq. 3.2.11 into the equations of motion
Eq. 3.2.4, and then equate terms oscillating at positive and negative frequency.
optical field We substitute the ansätze into δu0 , with the rotated δuin given by
Eq. 3.2.10 multiplied by e−iθ :

− i ω̃U− e−iω̃ τ̃ + i ω̃U+ eiω̃ τ̃
h  
 √ 

−i ω̃ τ̃
i ω̃ τ̃
−i ω̃ τ̃
∗ i ω̃ τ̃
= η̃ i ∆s U− e
+ U+ e
+ g Ze
+Z e



i
− U− e−iω̃ τ̃ + U+ eiω̃ τ̃ + ee−iθ sin( ϕ)ei(ω̃ τ̃ +φ) + cos( ϕ)e−i(ω̃ τ̃ +φ) .
(3.2.12)
Equating terms oscillating at e−iω̃ τ̃ gives


√
ω̃
U− −i − i∆s + 1 = i gZ + e cos( ϕ)e−iθ e−iφ ,
η̃
√
i gZ + e cos( ϕ)e−iθ e−iφ


U− =
,
1 − i ω̃η̃ + ∆s

(3.2.13)
(3.2.14)

32

We may suppose
that δz =
Z− e−iω̃ τ̃ + Z+ eiω̃ τ̃ ,
but δz = δz∗ then
∗.
implies Z+ = Z−
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while the terms oscillating at eiω̃ τ̃ provide


√
ω̃
U+ i − i∆s + 1 = i gZ ∗ + e sin( ϕ)e−iθ eiφ ,
η̃
√
i gZ ∗ + e sin( ϕ)e−iθ eiφ


U+ =
.
1 + i ω̃η̃ − ∆s

(3.2.15)
(3.2.16)

photothermal expansion Substituting into the equation of motion for δz
gives

− i ω̃Ze−iω̃ τ̃ + i ω̃Z ∗ eiω̃ τ̃
(3.2.17)
√
√
∗
∗
= −e−iω̃ τ̃ [ Z + ζ g (U− + U+
+ U+ )] .
)] − eiω̃ τ̃ [ Z ∗ + ζ g (U−
From the terms oscillating at e−iω̃ τ̃ we find
√
∗)
−ζ g(U− + U+
Z=
,
1 − i ω̃

(3.2.18)

with the same relation appearing from the terms oscillating at eiω̃ τ̃ .
We can evaluate Eq. 3.2.18 using our solutions Eq. 3.2.14 and Eq. 3.2.16 for U± .
We first compute the sum

√
√
−i gZ + e sin( ϕ)eiθ e−iφ
i gZ + e cos( ϕ)e−iθ e−iφ




+
,
1 − i ω̃η̃ + ∆s
1 − i ω̃η̃ − ∆s

h

i
√
−2 g∆s Z + ee−iφ 1 − i ω̃η̃ cos( ϕ)e−iθ + sin( ϕ)eiθ + i∆s cos( ϕ)e−iθ − sin( ϕ)eiθ
=
.
 2
1 + ∆2s − 2i ω̃η − ω̃η
∗
U− + U+
=

(3.2.19)
If we consider the optical quadrature33
33

Sums such as
eiβ â + e−iβ â† for
0 ≤ β < 2π are
referred to as
‘quadratures’. In this
case we have taken
β = 0.

∗
∗
δu + δu† = e−iω̃ τ̃ (U− + U+
+ U+ ) ,
) + eiω̃ τ̃ (U−

(3.2.20)

the left hand side of Eq. 3.2.19 is the part of the optical quadrature which oscillates
at e−iω̃ τ̃ . In experiments we will observe at this frequency to view the novel
∗ as the quadrature
photothermal effects, and for this reason we refer to U− + U+
from now on.
We can simplify our expression for the quadrature. First recalling Eq. 3.1.27 we
find
√
√
cos( ϕ)e−iθ + sin( ϕ)eiθ = cos( ϕ) g(1 − i∆s ) + sin( ϕ) g(1 + i∆s ).
(3.2.21)
We then use sin( ϕ) = cos(π/2 − ϕ), as well as




α−β
α+β
cos
,
cos(α) + cos( β) = 2 cos
2
2




α+β
α−β
cos(α) − cos( β) = −2 sin
sin
.
2
2

(3.2.22)
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With these we find

√

π


−ϕ ,
 π4

√
cos( ϕ) − sin( ϕ) = 2 sin
−ϕ ,
4
sin( ϕ) + cos( ϕ) =

2 cos

(3.2.23)

and so Eq. 3.2.21 becomes
cos( ϕ)e−iθ + sin( ϕ)eiθ =

p

2g cos

π


π

p
− ϕ − i∆s 2g sin
− ϕ . (3.2.24)
4
4

Working similarly, the other term in the quadrature is


π
π
p
p
− ϕ − i∆s 2g cos
− ϕ . (3.2.25)
cos( ϕ)e−iθ − sin( ϕ)eiθ = 2g sin
4
4
With these — and using 1 + ∆2s = g−1 — the quadrature simplifies as


p h
√
−2 g∆s Z + ee−iφ 2g g−1 − i ω̃η̃ cos π4 − ϕ − ∆s ω̃η̃ sin
∗
U− + U+
=
 2
g−1 − 2i ω̃η − ω̃η

π
4

−ϕ

i
.

(3.2.26)
We will solve our system in terms of transfer functions, which describe how an
excitation is transferred from one variable to another. From Eq. 3.2.26 we have one
transfer function for how the quadrature is driven by Z:
√
−2 g∆s
q←z
χ
(ω̃ ) =
(3.2.27)
 2 ,
ω̃
ω̃
−
1
g − 2i η̃ − η̃
and another for the driving laser e:


p h
e−iφ 2g g−1 − i ω̃η̃ cos π4 − ϕ − ∆s ω̃η̃ sin
χq←e (ω̃ ) =
 2
g−1 − 2i ω̃η̃ − ω̃η̃

π
4

−ϕ

i
.

(3.2.28)

Note that both of these depend on ω̃, since different modulation frequencies
will lead to various regimes of behaviour. In terms of the transfer functions the
quadrature is then
∗
U− + U+
= χq←z (ω̃ ) Z + χq←e (ω̃ )e.

(3.2.29)

We may also re-write Eq. 3.2.18 in terms of a transfer function for the photothermal expansion as driven by the quadrature:
∗
Z = χz←q (ω̃ )(U− + U+
),
√
−ζ g
χz←q (ω̃ ) =
.
1 − i ω̃

(3.2.30)
(3.2.31)
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Substituting Eq. 3.2.29 into Eq. 3.2.30 then gives
Z = χz←q (ω̃ ) (χq←z (ω̃ ) Z + χq←e (ω̃ )e) .

(3.2.32)

This can then be solved for Z:
Z=

χz←q (ω̃ )
χq←e (ω̃ )e = χz←e (ω̃ )e,
1 − χq←z (ω̃ )χz←q (ω̃ )

(3.2.33)

where we can now see how the photothermal expansion is excited by e:
χz←e (ω̃ ) =

34

Terms in
Eq. 3.2.34 and
Eq. 3.2.35 are best
read right-to-left.

χz←q (ω̃ )
1 − χq←z (ω̃ )χz←q (ω̃ )

χq←e (ω̃ ).

(3.2.34)

Eq. 3.2.33 gives us an explicit form for Z in terms of the parameters of the system,
which also intuitively describes the flow of energy through the system. The laser
e first excites the quadrature via χq←e — from the equations of motion Eq. 3.2.4
the photothermal variable is driven by the optical quadrature δu + δu† . We then
have dynamical backaction as represented by the fractional term, a superposition
of all possible back-and-forth flows between the optical field and photothermal
expansion:34
1
= 1 + χq←z (ω̃ )χz←q (ω̃ ) + [χq←z (ω̃ )χz←q (ω̃ )]2 + · · · .
1 − χq←z (ω̃ )χz←q (ω̃ )
(3.2.35)
Finally the excitation passes from the quadrature into the photothermal variable
via χz←q . In the following sections we will use these transfer functions to solve for
the photothermal variable and the optical quadrature, each of which will describe
a new phenomemon.
3.2.1

Optical correction of the photothermal relaxation rate

In this section we will suppose ϕ = π/4, which physically corresponds to a
single laser with modulated amplitude. We first expand the transfer functions in
Eq. 3.2.33 to obtain an explicit form for Z:
χz←e (ω̃ ) =

e−iφ gζ η̃ (i η̃ + gω̃ )
.
i η̃ 2 (2g2 ∆s ζ + i ω̃ − 1) + 2igη̃ ω̃ (i + ω̃ ) + gω̃ 2 (i + ω̃ )

(3.2.36)

The complexity of Eq. 3.2.36 makes it difficult to extract qualitative features. We
can simplify the expression by recalling that due to our separation of timescales,
the dimensionless parameter η̃ = η/γ will be many orders of magnitude larger
than the others. We therefore expand in powers of 1/η̃:
χ

z←e



 
e−iφ gζ
igω̃ i ω̃ − 1 − 2g2 ∆s ζ
1
(ω̃ ) =
1+
+O
. (3.2.37)
i ω̃ − 1 + 2g2 ∆s ζ
η̃ i ω̃ − 1 + 2g2 ∆s ζ
η̃ 2
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While approximate, this form is much more natural and easier to interpret than
the exact expression Eq. 3.2.36. Moreover the error should be negligible due to the
large value of η̃.
Let us consider the zeroth order term
 
1
e−iφ gζ
.
(3.2.38)
Z=
e
+
O
i ω̃ − 1 + 2g2 ∆s ζ
η̃
We are studying the steady-state of the system to cosinusoidal driving. Eq. 3.2.38
characterises the oscillatory response of the photothermal variable as a function of
frequency ω̃, and so may be understood as a Fourier transform. The photothermal
dynamics in the absence of interaction with the optical field are simply exponential
decay. Let Θ(t) be the Heaviside step function,35 and a > 0. The Fourier transform
of a decaying exponential is36

Θ(t < 0) = 0,
and Θ(t ≥ 0) = 1.
35

36



F e

− at

1
Θ(t) =
.
a + iω


(3.2.39)

Note that from Eq. 3.2.11, Z represents the negative-frequency component oscillating at −ω̃. Moreover we have moved to the timescale of the photothermal relaxation
rate, so the decay constant a should be one. The overall sign of the coefficient corresponds only to a phase difference, so if if Z were unmodified by its interaction
with the optical field we would expect a transfer function analogous to
Z∼

1
i ω̃ − 1

(3.2.40)

This has the same general form as the zeroth order approximation Eq. 3.2.38,
with some slight modifications. On the numerator there is a phase shift of e−iφ
corresponding to the phase of the probe. We can also see from the denominator
that the decay rate is now 1 − 2g2 ∆s ζ. To zeroth order in 1/η̃, interaction with
the optical field preserves the exponential-decay dynamics of the photothermal
variable, but modifies the relaxation rate by
∆γ = −2g2 ∆s ζ.

(3.2.41)

Note that all parameters have suppressed tildes and are dimensionless. From
Eq. 3.2.37 we can see that higher order terms will introduce more complex dynamics. We will not consider these here, but they may be used in the future if we wish
to better understand how the system would behave in smaller-η̃ regimes.
The modification of the photothermal relaxation rate is a new phenomenon,
analogous to the optical spring effect where the frequency and damping rate of a
mechanical resonator are modified by interaction with the light field in an optomechanical system [AKM14, V.B]. This was first proposed, and then demonstrated
experimentally, in [Ma+21], where a very strong agreement was found between
theory and experimental results. The manuscript contains many investigations

This is using the
convention
F
R +[ f∞(t)] = −iωt
dt,
−∞ f (t )e
in which case the
inverse transform is
F −R1 [ f (ω )] =
+∞
1
iωt dω.
2π −∞ f ( ω ) e
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into the modification of photothermal relaxation, but we will mention here one of
particular relevance to the levitated mirror.
Let us consider the correction factor Eq. 3.2.41. This depends on ∆s , which is
proportional to the input laser detuning. By observing how ∆γ varies as we scan
the input laser, the photothermal parameters may be calibrated very accurately. In
particular we can measure γ with an order of magnitude greater precision than
previous methods. Moreover, other schemes require significant modifications to the
experimental setup, whereas this procedure can be performed simply by modulating the amplitude of the input laser. The photothermal parameters are sensitive to
factors such as mirror alignment, since this affects the region of substrate which will
be heated. There is therefore a great advantage to directly measuring the effective
parameters of your system. Photothermal effects are prevalent throughout optical
experiments, especially at the powers required for optical levitation, making this a
very useful result. In fact, this was the method used to calibrate the photothermal
parameters in [Ma+20a] and [Ma+20b].
3.2.2
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The results we
present were
originally obtained
using a less rigorous
approximation, see
§2 of the
supplementary
material in
[Ma+20b].

Photothermally-induced transparency

We will now consider perturbing the cavity with a weak probe laser, corresponding to a mixing angle of ϕ = 0. In this regime the interaction between the cavity
field and photothermal expansion leads to a new phenomenon called photothermallyinduced transparency. This was published together with experimental verification in
[Ma+20b].37 A detailed investigation of this photothermally-induced transparency
was carried out, with very strong agreement found between theory and experiment.
We will cover here only a small part of the manuscript, focusing on an analytical
treatment of the transparency feature.
To observe the transparency phenomenon we measure the transmitted signal
from the cavity. In the framework of input-output theory, the dimensionless transmitted amplitude T is equal to the optical field:
T = a = αs + δa.

(3.2.42)

The optical field may also be decomposed into sidebands analogously to Eq. 3.2.11:
δa = A− e−iω̃ τ̃ + A+ eiω̃ τ̃ ,

(3.2.43)

where Eq. 3.1.19 implies A± = eiθ U± . The transmitted power measured by the
photodetector is then

| T |2 = |αs + A− e−iω̃ τ̃ + A+ eiω̃ τ̃ |2 ,
= | α s |2 + | A − |2 + | A + |2
+ e−iω̃ τ̃ (α∗s A− + αs A∗+ ) + eiω̃ τ̃ (αs A∗− + α∗s A+ )
+ e−2iω̃ τ̃ A− A∗+ + e2iω̃ τ̃ A∗− A+ .

(3.2.44)
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The output signal is therefore composed of a strong constant part, first order
sidebands oscillating at ω̃, and second order sidebands at 2ω̃. We can neglect the
latter due to the fact that A± is of order O(δ), so the second order terms are O(δ2 )
(while αs is relatively much larger).
We will consider the signal from the negative e−iω̃ τ̃ sideband, which can be
isolated and observed in the laboratory:
t− = α∗s A− + αs A∗+ .

(3.2.45)

Transforming back to the shifted field this becomes:
∗
t− = α∗s eiθ U− + αs e−iθ U+
,
√
∗
= g (U− + U+ ) .

(3.2.46)

√
This is the quadrature we found earlier, scaled by g.
To evaluate the sideband we use Eq. 3.2.29 and Eq. 3.2.33:
t− =

=

√
√

g (χq←z (ω̃ ) Z + χq←e (ω̃ )e) ,
g (χq←z (ω̃ )χz←e (ω̃ ) + χq←e (ω̃ )) e,

(3.2.47)

where the transfer functions show how energy flows from the probe laser e either
directly into the quadrature, or through the photothermal variable. The signal
intensity is then given by the absolute square:

|t− |2 /e2 =
 2  
 2 
ω̃
ω̃
−
2
η̃ + η̃
1 − 2g∆s η̃ + g ω̃η̃
  2

  4
 6 .
4g3 ∆s ζ
g
ω̃
ω̃
−
1
2
+ (η̃ + 2) η̃
+ g η̃2 + 2(2g − 1)
+ g ω̃η̃
η̃
η̃


g2


2 1−2g2 ∆s ζ 2
η̃


+ 1+

4g2 −2g
η̃ 2

(3.2.48)
We plot this in Fig. 3.1a for both positive and negative detunings ∆s . We can see
that there is an overall Lorentzian shape, however with a feature near ω̃/η̃ ≈ 0 due
to the interaction between the photothermal and optical variables. In particular,
when ∆s > 0 we have the novel phenomenon of phothermally-induced transparency,
where interaction between the optical field and photothermal expansion carves a
transparency window in the transmission.
As before we have in Eq. 3.2.48 a very complicated expression, from which it
is difficult to extract qualitative features. Our first instinct may be to proceed as
before and Taylor expand in powers of 1/η̃. However we must now be careful; we
are trying to analyse the optical field, and the properties of the field will change
as we vary η̃. This is in contrast to before when we were studying some other
variable, and so how the optical field behaved as we made our approximation could
be regarded as a small perturbation. Increasing η̃ corresponds to broadening the
cavity Lorentzian, with η̃ → ∞ representing an infinitely broad cavity. We might
expect this to only give a good representation of the dynamics close to ω̃/η̃ ≈ 0,
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(a) Cavity transmission

(b) Comparing transmission with zeroth-order approximation

(c) Comparing transmission with δz ≈ 0 approximation

Figure 3.1: Transmission |t− |2 at the negative sideband, as in Eq. 3.2.48. Parameters are
ζ = −1.7 (negative for stability, see § 2.2.8), η̃ = 10, and g = 1/(1 + ∆2s ) ≈ 0.3.
(a) The transmission is a Lorentzian, with amplification around ω̃/η̃ ≈ 0 for
negative ∆s , and a transparency window for positive ∆s . (b) A comparison of
the transmission with the zeroth-order expansion in 1/η̃, zoomed in around
ω̃/η̃ ≈ 0. The solid curves denote the unapproximated |t− |2 , and the dashed
curves the approximation Eq. 3.2.49. (c) The dashed curve now denotes the
cavity-only response Eq. 3.2.55, which provides a good approximation away
from the central feature.
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where we are far from the edge of the cavity bandwidth. In particular, we will be
able to use a Taylor expansion to find an approximate analytical form for the shape
of the transparency window.
Expanding Eq. 3.2.48 we find
1 + ω̃ 2
g2
+O
|t− | =
2 (1 − 2g2 ∆s ζ )2 + ω̃ 2
2

 
1
,
η̃

(3.2.49)

which we plot in Fig. 3.1b. We can see that this has a Lorentzian form, and appears
to match the cavity behaviour around ω̃/η̃ ≈ 0. To find the width of the feature we
subtract off the large ω̃ limit of g2 /2:
g2
2g4 ∆s ζ (1 − g2 ∆s ζ )
|t− | −
+O
=
2
(1 − 2g2 ∆s ζ )2 + ω̃ 2
2

 
1
.
η̃

(3.2.50)

A Lorentzian distribution with a full-width at half maximum of 2γ has probability
distribution
f (x) =

γ/π
.
γ2 + x 2

(3.2.51)

The numerator of Eq. 3.2.49 gives us a vertical scaling, which changes only the
height. Comparing Eq. 3.2.50 and Eq. 3.2.51 we thus find that the width of the
feature is approximately
2(1 − 2g2 ∆s ζ ).

(3.2.52)

Finally, we can also derive an approximate expression for the cavity Lorentzian
by neglecting the perturbation to the photothermal variable:
δz ≈ 0.

(3.2.53)

In this case there will be no interference between oscillations of the cavity field
and photothermal expansion, eliminating the feature at ω̃/η̃ ≈ 0. The transmission
window Eq. 3.2.47 will now be driven solely by the laser:
t−,e =

√

gχq←e (ω̃ )e,

(3.2.54)

with magnitude
 2
1 − 2g∆s ω̃η̃ + g ω̃η̃
|t−,e |2 /e2 =
 2
 4 .
2
ω̃
2
1 + 2g(2g − 1) η̃ + g ω̃η̃
g2

(3.2.55)

We plot Eq. 3.2.55 in Fig. 3.1c, where we see that it provides a good approximation
to the cavity response. Moreover, this also shows that interaction with the photothermal variable induces amplification about the Lorentzian centre for positive
∆s , and a decrease when ∆s is less than zero.
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3.3

conclusion and outlook

We analysed the interaction between the optical field and photothermal expansion in the linear regime. When the input field is perturbed we obtain two
new phenomena: a modification of the photothermal relaxation rate from amplitude modulation, and photothermally induced transparency when a second
probe laser is introduced. Moreover, in both of these cases our analysis could be
greatly simplified by exploiting the separation of timescales between the optical
and photothermal evolution, allowing us to derive greatly simplified expressions
which matched very well with experiment.
At the beginning of this chapter we derived general quantum linear equations of
motion for the levitated mirror, and a full analysis of these remains to be performed.
This would reveal the interplay between levitation and quantum effects such as
coherence and entanglement, which may lead to experimental tests of quantum
gravity or collapse models. Studying the transfer functions of this system would
also help us understand how noise and measurement signals propagate through the
dynamical variables. Such an analysis would be crucial if we wish to understand
how the levitating mirror could be used as a realistic metrological platform.

Part II
I N F O R M AT I O N
We derive new bounds on the error when estimating a parameter given
prior knowledge. The fundamental toolkit will be entropy and information theory, which we introduce in Chapter 4. This is then used in
Chapter 5 to derive the CXI equality — which quantifies how much
information is lost due to choice of basis when making a projective
measurement — in terms of a new metrological quantity we term the
coherence of encoding. We then use this to derive a bound on the error
during parameter estimation which depends on your basis of measurement. In Chapter 6 we generalise these ideas to phase estimation, and
show how they may be used to design an adaptive estimator which
maximises the information gained from each measurement.

4

BACKGROUND

While we feel that information theory is indeed a valuable tool in providing fundamental
insights into the nature of communication problems and will continue to grow in
importance, it is certainly no panacea for the communication engineer or, a fortiori, for
anyone else. Seldom do more than a few of nature’s secrets give way at one time.
— Claude Shannon, The Bandwagon

We begin by introducing the basic tools of classical (§ 4.1) and quantum (§ 4.2) information theory. The fundamental object is entropy, which measures the ‘size’ of a
probability distribution.38 This is a natural characterisation of uncertainty — unlike
ideas such as the standard deviation which make assumptions of Gaussianity, and
so behave strangely when this is violated. Finally in § 4.3 we consider the problem
of parameter estimation. The Fisher and Bayesian viewpoints are contrasted, and
we discuss how entropy may be used to formulate uncertainty relations.
4.1

classical information

The mathematical object used to model random events is called a random variable,
which is a set of outcomes, called the sample space, together with an associated
probability distribution. When we observe the outcome of a random variable we
say that we sample it. For example a dice roll has a sample space {1, 2, 3, 4, 5, 6},
each with an equal probability of 1/6, and sampling this twice might result in
outcomes ‘2’ and ‘4’. This is an example of a discrete random variable, which has a
finite sample space. Other random variables are continuous, such as if you were to
sample the height of a random person.
Suppose we wish to use a quantum system ρ to measure a magnetic field.
The unknown value of the field is represented by a random variable Φ. The
sample space is the set of possible field strengths, with the probability distribution
encoding our prior knowledge of which outcomes are more or less likely. We
interact ρ with the field then perform a measurement on the system, the outcome
of which is another random variable M. Many questions naturally spring to mind.
What information does M contain about Φ? What bounds does uncertainty in the
prior distribution place on our uncertainty in M? We can begin to answer these
questions with the tools of classical information theory. In what follows we will
avoid mathematical rigour and make intuitive arguments. For a more complete
development we recommend [Wil17] and [CT05], on which our introduction will
be based.
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38

Entropy was first
introduced by
Claude Shannon in a
1948 paper ‘A
Mathematical
Theory of
Communication’
[Sha48]. Shannon
had a diverse range
of interests and
invented many
things, including the
first juggling robot.
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4.1.1

Discrete entropy

Let X be a discrete random variable with N outcomes. If the ith outcome has
probability pi , we define the entropy of X as
 
N
N
1
H ( X ) = − ∑ pi log pi = ∑ pi log
.
(4.1.1)
p
i
i =1
i =1
Unless explicitly stated all logarithms will be in base e, a choice we discuss in § B.1.
We will spend the rest of this section studying the meaning of this sum.
Suppose you were to sample X, with knowledge of the probability distribution
of samples. The term log(1/pi ) quantifies how much information you would gain
upon observing the ith outcome:
• If pi = 1 then you already knew the outcome beforehand so gain no new
information: log(1/1) = 0. Highly probable events do not represent a large
gain in information, as you were already ‘expecting’ these from the probability
distribution. If NASA were to announce that they searched the skies and
could find no large asteroids heading towards the Earth, they would not be
telling us much more than we already assumed.

39

• If pi = e  1 then witnessing this represents a significant amount of ‘surprise’: log(1/e) is very large. You would feel like you had learned a lot of
information if NASA were to announce that they had found a large asteroid
on a collision course with Earth.39
Then again, it is
2020.

40

This is shown
most easily using the
method of Lagrange
multipliers, see for
example [Wil17,
§10.1].

The sum Eq. 4.1.1 therefore characterises the average amount of information you
would gain per observation. A highly random probability distribution evenly
spread among a large number of outcomes will always ‘surprise’ you, and has
high entropy. A very predictable distribution concentrated amongst a few highly
probable outcomes on the other hand has low entropy. It can be shown that entropy
takes its minimal value of H ( X ) = 0 if pi = 1 for some i, and is bounded by
H ( X ) ≤ log N — with equality achieved only for the uniform distribution.40
As an illustration let’s consider a biased coin where heads has probability p, and
tails 1 − p. The entropy of this distribution is called the binary entropy:
H ( p) = − p log p − (1 − p) log(1 − p).

(4.1.2)

We plot H ( p) in Fig. 4.1. The binary entropy is zero in the deterministic case when
p is either one or zero, and obtains its maximum value of log(2) when the p = 0.5
and the distribution is as ‘random’ as possible. One key property we can see is that
H ( p) has a concave shape. Mathematically this is expressed by the fact that for any
0 ≤ λ ≤ 1,
H (λp + (1 − λ)q) ≥ λH ( p) + (1 − λ) H (q).

(4.1.3)

Conceptually this means that averaging two probability distributions results in
something even more ‘random’. Eq. 4.1.3 is a property of the entropy in general,
not just the binary entropy.

4.1 classical information

Binary entropy

Figure 4.1: The binary entropy as defined in Eq. 4.1.2. The maximum occurs for a uniform
distribution at p = 0.5.

Entropy was introduced as a tool of the information age, when messages were
being transmitted as binary sequences of zeros and ones [Wil17, §2]. For this reason
in the following paragraphs it will be convenient to take our logarithms to be in
base two, which we indicate with a subscript. Our random variable X will represent
a letter in some alphabet, and sampling this multiple times gives us a message we
wish to transmit. The probability distribution of X is the relative frequency with
which each letter is used in the language. The key insight of Shannon was that
this probability distribution introduces a fundamental limit on how efficiently we
may encode a message as binary — the more spread out the distribution, the less
efficient a binary encoding we may use.
We consider an alphabet made up of four letters: { a, b, c, d}. First suppose that in
our language each occurred with equal frequency, so the probability distribution
was uniform pi = 1/4. In this case the entropy of X is


1
1
H2 ( X ) = 4 × − log2
= 2,
(4.1.4)
4
4
with the subscript in ‘H2 ’ to denote the base 2 logarithm. If we wish to encode a
message in binary, Shannon’s fundamental result was to show that we would need
H2 ( X ) bits per character [Sha48] — the higher the entropy, the less efficient an
encoding we can achieve. We will take this on faith here, for a discussion on how
to make this argument see [Wil17, §2.1]. One way of encoding the outcome of X is

{( a, 00), (b, 01), (c, 10), (d, 11)},

(4.1.5)

in which case a message aaba would be 00000110. If X is uniformly distributed
then two bits per character is the best we can do.
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Letters do not however appear with equal frequency, and we may use this
structure to create a more efficient encoding. As an extreme example consider a
different language Y with the same four letters, but suppose that a occurred 97% of
the time — while b, c, and d each had probability 1%. We could then use the code

{( a, 0), (b, 100), (c, 101), (d, 111)},
41

A 0 represents an
‘a’, while a 1 means
that the next two
bits will tell you if it
is a ‘b’, ‘c’, or ‘d’.

42

It may seem
strange for us to use
the word ‘volume’
for a discrete random
variable, when we
really mean ’number
of points’. Points,
length, area, and our
usual
three-dimensional
‘volume’ are all ways
of measuring ‘sizes’,
and which one is
relevant depends on
the dimension of
problem at hand. We
will use the word
‘volume’ to refer to
all of them, and as
we discuss in § 5.2
this may all be made
rigorous through the
lens of measure
theory.

(4.1.6)

which would write aaba as 001000. The number of bits used per letter now varies,
but a string of ones and zeros may still be unambiguously decoded.41 Since a
appears more frequently, 97% of the time we would only use a single bit. The
expected number of bits per character with this encoding is then 0.97 × 1 + 0.01 ×
3 = 1, so this code is twice as efficient as what we had for X. Calculating the
entropy we find H2 (Y ) ≈ 0.24, and so Eq. 4.1.6 is still approximately four times less
efficient than the optimal code. One way do to better would be to encode multiple
characters at a time. Since ‘a’ occurs so often we might let 0 represent the sequence
‘aaa’, and this way the average bits per letter would be less than one.
The two random variables X and Y, despite occupying the same sample space,
ended up having very different ‘sizes’. We would require two bits per character
to transmit X as a binary signal, as opposed to only 0.24 for Y. This ‘size’ is
determined by the probability distribution, and quantified by the entropy. Thinking
about random variables in this manner is called the geometric picture of entropy,
and it is what we will find most useful going forwards.
In the geometric picture we see our random variable as occupying a sub-volume
of the sample space due to the structure of its probability distribution.42 This
volume is found by exponentiating the entropy to the power of whichever base we
took our logarithm in.
• In the example just covered 2 H2 (X ) = 22 = 4, and so the random variable X —
which is uniformly distributed — occupies the entire sample space.
• Suppose we had a variable Z which always used the letter b with probability
one. We would have H2 ( Z ) = 0, and 2 H2 (Z) = 20 = 1. The variable occupies
only a single letter as expected. For our variable Y we have 2 H2 (Y ) = 20.24 ≈
1.18, so this occupies only slightly more than a single letter.
• If a variable Z 0 were evenly distributed between a and b with probability 1/2,
the entropy would be
1
1 1
1
− log − log = 2,
2
2 2
2

(4.1.7)

0

and 2 H2 (Z ) = 22 = 2, occupying exactly two letters out of the sample space.
The geometric picture is most suited to our purposes because it offers an easy
way to unify continuous and discrete entropy. As we will see all you need to do
is switch your idea of size from the discrete ’number of points’ to the continuous
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analogues of ‘length’, ‘area’, or three-dimensional ‘volume’. This will be particularly
useful when we want to describe the interaction between continuous and discrete
quantities, such as when we perform a discrete projective measurement to infer the
continuous phase of a qubit.
4.1.2

Correlated random variables

We often observe one random variable in order to learn about another, for example when making a measurement M to infer the value of a magnetic field Φ. The
mutual information I ( M; Φ) quantifies how much information one random variable
contains about another. Defining this will require introducing a few generalisations
of entropy that deal with correlations.
Suppose we have two correlated random variables X and Y. For example if we
roll a fair dice, and let
X be the resulting number between one and six,
Y be ’1’ if X is a multiple of three (X = 3, 6), and ’0’ otherwise (X = 1, 2, 4, 5).
Prior to observation X is uniformly distributed amongst six outcomes with entropy


1
1
H ( X ) = 6 × − log
6
6



= log 6 ≈ 1.79.

(4.1.8)

Exponentiating gives e H (X ) = 6, and so in the geometric picture X is initially evenly
distributed over its entire sample space. Meanwhile Y attains 1 with probability
1/3, and 0 with probability 2/3, so
1
1 2
2
H (Y ) = − log − log ≈ 0.64.
3
3 3
3

(4.1.9)

We can calculate e H (Y ) ≈ 1.9, so Y is ‘almost’ fully spread out over its own sample
space.
By observing Y we gain information about X, and consequently the entropy of
X will be reduced:
Y = 1 This tells us that X will be distributed amongst two values, 3 and 6, with
equal probability of 1/2. Its entropy conditioned on the result may be computed
as
1
1 1
1
H ( X |Y = 1) = − log − log = log 2.
2
2 2
2

(4.1.10)

Taking the exponential shows that X is now evenly distributed amongst two
outcomes: e H (X |Y =1) = 2.
Y = 0 Now X will be uniformly distributed amongst four values, so we can
immediately guess that
H ( X |Y = 0) = log 4.

(4.1.11)
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The entropy remaining in X given an observation of Y on average may be found
by averaging Eq. 4.1.10 and Eq. 4.1.11, where we must weight by the probability
that Y will be zero or one. This gives us the conditional entropy:
H ( X |Y ) =

2
1
5
H ( X |Y = 0) + H ( X |Y = 1) = log 2.
3
3
3

(4.1.12)

Exponentiating gives e H (X |Y ) ≈ 3.2. Before observing Y, X occupies the entire
sample space of six outcomes. After observation the volume occupied by X will
shrink to on average approximately 3.2.
Motivated by this we define the mutual information
I ( X; Y ) = H ( X ) − H ( X |Y ).

(4.1.13)

Exponentiating the mutual information gives the ratio of volumes occupied by X
before and after observation of Y:
e I (X;Y ) =

e H (X)
6
≈
≈ 1.9.
H
(
X
|
Y
)
3.2
e

(4.1.14)

Thus on average, observing Y causes the volume of sample space occupied by
X to shrink by almost a factor of two. The mutual information quantifies the
‘information’ that Y contains about X — a greater mutual information leads to
more ‘shrinkage’ in volume as X is confined to a smaller region of the sample
space.
The arguments of I ( X; Y ) are separated by a semicolon rather than a comma.
This is because the mutual information is symmetric:
I ( X; Y ) = I (Y; X ).

(4.1.15)

To see this we will re-write the conditional entropies in terms of the probability
distributions. Consider the joint random variable ( X, Y ), which represents sampling
X and Y simultaneously. While the sample space of X is {1, 2, 3, 4, 5, 6} and that of
Y is {0, 1}, correlations between the two mean that not all pairs are possible, one
impossible pair being (3, 0).
The joint random variable has probability distribution p XY ( x, y), and summing
over x and y may be used to reconstruct the distributions for Y and X respectively:

∑0 pXY (x0 , y) = pY (y),
x

∑0 pXY (x, y0 ) = pX (x).

(4.1.16)

y

Meanwhile suppose we sample Y and observe some yi . In this case the probability
distribution for X, which we call the conditional distribution p X |Y ( x |yi ), is found by
normalising p XY ( x, yi ):
p X |Y ( x | y i ) =

p XY ( x, yi )
p ( x, yi )
= XY
.
0
p
(
x
,
y
)
pY ( y i )
∑ x0 XY
i

(4.1.17)
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Re-arranging the above also gives the identity
p XY ( x, y) = p X |Y ( x |y) pY (y).

(4.1.18)

With these we can now re-write the mutual information in a more symmetric way.
From the definition Eq. 4.1.1, the entropy conditioned on a single measurement is
H ( X |Y = yi ) = − ∑ p X |Y ( x 0 |yi ) log p X |Y ( x 0 |yi ),

(4.1.19)

x0

and the conditional entropy is
H ( X |Y ) =

∑0 pY (y0 ) H (X |Y = y0 ),

(4.1.20)

y

= − ∑ pY (y0 ) p X |Y ( x 0 |y0 ) log p X |Y ( x 0 |y0 ).

(4.1.21)

x 0 y0

Substituting Eq. 4.1.18 into the logarithm gives

= − ∑ pY (y0 ) p X |Y ( x 0 |y0 ) log p XY ( x 0 , y0 ) − log pY (y0 ) ,

(4.1.22)

= − ∑ p XY ( x 0 , y0 ) log p XY ( x 0 , y0 ) + ∑ pY (y0 ) log pY (y0 ),

(4.1.23)

x 0 y0

x 0 y0

y0

where in the last line we used Eq. 4.1.18 again for the first term, and Eq. 4.1.16 for
the second. The right hand side is the difference in entropies H (( X, Y )) − H (Y ),
so this becomes
H ( X |Y ) = H (( X, Y )) − H (Y ).

(4.1.24)

Substituting this into Eq. 4.1.13 gives us a symmetric definition for the mutual
information
I ( X; Y ) = H ( X ) + H (Y ) − H (( X, Y )) .

(4.1.25)

It is worth thinking about this new expression geometrically. Returning to our
earlier example, the random variable X occupied its full sample space of size 6,
while the random variable Y occupied a volume of approximately 1.9 out its sample
space size of 2. If the two variables were uncorrelated, the volume occupied by the
joint random variable ( X, Y ) would be equal to the product of the two:



e H (X ) e H (Y ) = e H (X )+ H (Y )
(4.1.26)
In fact the volume occupied by ( X, Y ) is smaller than the product of their individual
volumes, since due to correlations not all pairs of results are allowed, and the actual
volume is
e H ((X,Y )) .

(4.1.27)

From the definition Eq. 4.1.25, we can see that the exponential of the mutual
information gives us the ratio by which the volume of the joint random variable
shrinks due to correlations between the two:
e I (X;Y ) =

e H ( X ) e H (Y )
.
e H ((X,Y ))

(4.1.28)
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4.1.3

Continuous entropy

Many quantities of interest are continuous, such as the phase of a quantum
state, so it is necessary to move beyond discrete random variables. The immediate
difference will be the switch from probability distributions to probability densities,
and from sums to integrals. However we shall find that there are a few subtleties
that we have to keep in mind.
Consider a continuous random variable Φ which has a probability distribution
f ( x ) dx. We define the continuous analog to the entropy, called the differential
entropy, by the integral
h(Φ) = −

43

This is a point
which caused great
consternation
historically, as it
seems to imply that
differential entropy
is not well-defined.

Z

dx f ( x ) log f ( x ).

(4.1.29)

One key property of the differential entropy is that it depends on our choice
of parameterisation of Φ.43 If we let x = 2y and g(y) dy be the corresponding
probability distribution for Φ with respect to y, we might hope that
h(Φ) = −

Z

dy g(y) log g(y).

(4.1.30)

To verify this we transform the distribution
g(y) dy = f ( x ) dx = f (2y)(2 dy),
and so g(y) = 2 f (2y). Inserting this into Eq. 4.1.29 then yields


Z
Z
1
− dx f ( x ) log f ( x ) = − dy g(y) log
g(y) ,
2

(4.1.31)

(4.1.32)

which is half of Eq. 4.1.30.
While this dependence of differential entropy on the choice of parameterisation
may at first seem strange, it is in fact perfectly reasonable when we recall the
geometric interpretation of entropy. Suppose Φ is a Gaussian random variable with
mean µ and variance σ:


x2
1
f ( x ) dx = √
exp − 2 dx.
(4.1.33)
2σ
2πσ2
The differential entropy is
Z +∞




x2
1
x2
2
√
h(Φ) = −
exp − 2
− log 2πσ − 2 dx,
2σ
2
2σ
−∞
2πσ2


Z
2
+∞

1
1
1
x
x2 √
= log 2πσ2 + 2
exp − 2 dx
2
2σ −∞
2σ
2πσ2
1



(4.1.34)

The integral in the second line is calculating the variance σ2 of the Gaussian
distribution, so we find
 1
1
log 2πσ2 + ,
2
2

1
= log 2πeσ2 .
2

h(Φ) =

(4.1.35)
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While the sample space of Φ extends over the entire real line, due to its probability
distribution we may view the random variable as occupying some sub-volume. As
before, this volume is given by the exponential
√
(4.1.36)
2h(Φ) = 2πeσ,
which is linearly proportional to the variance. In the discrete case ‘volume’ was
taken to mean ‘number of points’ — now however we mean ‘length’. If we reparameterise x → 2y, the scaling of our axis will shift, and consequently so
will the volume occupied by our random variable. This is the reason for the
parameterisation-dependence of the differential entropy.
The discrete and differential entropies are therefore two distinct functions, corresponding to different volume measures. The discrete entropy H (Φ) of a continuous
random variable must be infinite, since Φ will always occupy infinitely many
elements of the sample space. The differential entropy h( X ) of a discrete random
variable is negative infinity, since X can only occupy finitely many points and so
has volume e−∞ = 0.
In analogy to Eq. 4.1.25 we can define the differential mutual information between
two continuous random variables Θ, Φ:
I (Θ; Φ) = h(Θ) + h(Φ) − h ((Θ, Φ)) .

(4.1.37)

For a perfect measurement the mutual information would be infinite, after which
our unknown quantity would contract to a single point in the sample space!
4.1.4

Some entropic relations

In this section we will list some relations about entropy which will prove useful
later on. For proofs which we omit, consult [Wil17] and [CT05].
The first inequalities concern how entropies change under observing other
random variables. Entropy can only decrease under conditioning:
H ( X |Y ) ≤ H ( X ) ,

(4.1.38)

as knowledge of the outcome of Y can only increase your knowledge of X. By
‘increase your knowledge’, we mean to confine X to a smaller region of the sample
space. Another result we will need is that knowledge about the outcome of Y gives
you as much information about X, as it does X − Y:
H ( X |Y ) = H ( X − Y |Y ) .

(4.1.39)

To see this we expand
H ( X − Y |Y ) =

∑ p Y ( y ) H ( X − Y |Y = y ) ,

(4.1.40)

y

!

= ∑ pY (y) − ∑ p X −Y |Y ( x − y|y) log p X −Y |Y ( x − y|y) .
y

x

(4.1.41)
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Here we note that p X −Y |Y ( x − y|y) = p X |Y ( x |y), in which case
!

= ∑ pY (y) − ∑ p X |Y ( x |y) log p X |Y ( x |y) ,

(4.1.42)

= ∑ p Y ( y ) H ( X |Y = y ) ,

(4.1.43)

= H ( X |Y ) .

(4.1.44)

y

x

y

For continuous entropy, a very useful tool is the differential Kullback-Leibler
(KL) divergence DKL ( f k g) which measures the ‘distance’ between two probability
distributions f ( x ) dx and g( x ) dx. This is defined as


Z
f (x)
DKL ( f k g) =
f ( x ) ln
dx.
(4.1.45)
g( x )

44

Suppose for
example that f and g
are almost identical,
except f never takes
value x0 while g
does with probability
e > 0. If f is
replaced with g then
a single sample
yielding x0 could
immediately reveal
the replacement,
while if g is replaced
with f a more
detailed statistical
analysis would be
required.
45

Historically the
quantum entropy
was actually
discovered and
applied by von
Neumann to
physical problems
before Shannon
discovered classical
entropy [Wil17,
§11.1].

The KL-divergence asks how much information is lost if the distribution g is
substituted in place of f . This is zero if and only if the distributions are identical,
and roughly speaking increases the more ‘different’ they are. For this reason the
divergence can be thought of as analogous to a distance measure. It is not strictly
speaking a metric however since it is not symmetric: DKL ( f k g) is not the same as
DKL ( gk f ). The meaning of this is that substituting f for g may be more noticeable
than substituting g for f .44
The KL-divergence is always positive. For this reason it is very useful for showing
that certain distributions maximise entropy under given constraints. We will later
use the fact that the Gaussian distribution has the largest entropy for a fixed variance
σ2 . To see this let f be a Gaussian distribution, and g any other distribution with
variance σ2 . Positivity of the Kullback-Liebler divergence gives
0 ≤ DKL ( g, f ) =

Z +∞

(4.1.46)
( g( x ) log g( x ) − g( x ) log f ( x )) dx,


Z +∞

x2
1
2
(4.1.47)
= −h( g) −
g( x ) − ln 2πσ − 2 dx,
2
2σ
−∞
Z +∞
Z +∞
1
1
= −h( g) + ln(2πσ2 )
g( x ) dx + 2
x2 g( x ) dx.
2
2σ −∞
−∞
(4.1.48)
−∞

The integral in the second term is one since g is a probability distribution, and the
last integral computes the variance of g, which is σ2 . Thus we have
0 ≤ −h( g) +

 1
1
ln 2πσ2 + = −h( g) + h( f ),
2
2

(4.1.49)

and so h( g) ≤ h( f ) for any distribution g with variance σ2 .
4.2

quantum information

We will now generalise the tools of classical information theory to quantum
systems.45 Familiarity with the density matrix formalism of quantum mechanics is
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assumed, a good introduction to which may be found in [Pre16, §2]. As before we
will go fast and make intuitive arguments, for more detail refer to [Wil17, §11] or
[Pre16].
4.2.1

Von Neumann entropy

A quantum probability distribution is represented by a density matrix ρ, which
may be diagonalised as


p1 0 · · ·


.
ρ=
(4.2.1)
0
p
·
·
·
2


..
.. . .
.
.
.
This represents a probability pi of being in the ith state. For a diagonal matrix, the
logarithm of the matrix is the logarithm of its diagonal entries. We therefore define
the von Neumann entropy of the probability distribution corresponding to the state
ρ as
S(ρ) = −tr {ρ log ρ} .

(4.2.2)

We can see that for Eq. 4.2.1 this will be equal to our usual expression

− ∑ pi log pi ,

(4.2.3)

i

and since the expression Eq. 4.2.2 is independent of basis this serves as a general
definition for the entropy of a quantum state.
Recall that with classical entropy we had to differentiate between the entropy
of a discrete and continuous random variable. The expression Eq. 4.2.2 however
does not overtly make any such distinction. In the quantum case the difference
is implicit, depending on how ρ may be expressed. The state in Eq. 4.2.1 clearly
represents a discrete probability distribution, and so the corresponding entropy
would be the discrete entropy. If however the diagonalised state were
ρ=

Z ∞
−∞

p( x )| x ih x | dx,

(4.2.4)

then evaluating Eq. 4.2.2 would correspond to the differential entropy. In our work
we will always be assuming ρ is a member of a finite-dimensional Hilbert space,
S(ρ) will always be the discrete entropy.
Suppose we wish to measure some energy level, whose value were represented
by a random variable E taking value e with probability pe . We start with an initial
quantum state ρ and interact this with the field. If E = e the interaction will
cause the probe to evolve into ρe .46 After this process but before we perform any

46

This is in the
discrete case. If we
are measuring a
continuous
parameter we replace
our probability pe
with a probability
density p(e) de and
everything is
analogous.
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measurement, we are left with what we call an ensemble, a collection of states ρe
with probability pe . We may denote this ensemble as

E = {(ρe , pe )},

(4.2.5)

and the ensemble state as
ρE =

∑ pe ρe .

(4.2.6)

e

We then perform a measurement on the ensemble, resulting in a random variable
M. A natural question to ask is how large the mutual information between M and
E can be? The answer is given in part by the Holevo information of the ensemble:
χ(E ) = S(ρE ) − ∑ pe S(ρe ),
e
!

− ∑ p e S ( ρ e ).

∑ pe ρe

=S

e

(4.2.7)

e

This can be seen as a quantum analogue to the mutual information Eq. 4.1.13
between the ensemble state ρE , and the parameter E. Roughly speaking S(ρE ) is
analogous to the entropy H ( M) of a measurement on the ensemble, while S(ρe ) is
akin to H ( M | E = e), a measurement conditioned on knowledge of the value of E.
Thus we may look at Eq. 4.2.7 as
S ( ρ E ) − ∑ p e S ( ρ e ) ∼ H ( M ) − ∑ p e H ( M | E = e ),
e

e

= H ( M ) − H ( M | E ),

(4.2.8)

= I ( M; E)
This is a heuristic argument, and in general the Holevo information provides
only an upper bound for the mutual information:
I ( M; E) ≤ χ(E ).

(4.2.9)

However, the Holevo information may be attained in an asymptotic sense. If we
obtain N copies of ρ and interact them all with E, allow for any form of entangling
operation to be performed, and then make the optimum joint measurement, the
information we gain from this process will approach N times χ(E ) as N grows
large. One of the main contributions of our work will be to understand how close
we may approach the Holevo information with only a single system and projective
measurement.
4.2.2

Quantum coherence

Coherence measures the amount of superposition a state has in a given orthonormal basis, a recent review may be found in [SAP17]. The historical motivation was
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that physically some states are easier to generate than others, and so superpositions of these states will represent a ‘resource’ that may be exploited. We will find
however that this is also a useful quantitative measure in metrology. When you
perform a projective measurement you decompose your state along an orthonormal
basis, and any information stored as a superposition is lost.
Let {Πd } be a set of one-dimensional orthogonal projectors onto some complete
orthonormal basis D. For a state ρ we define ∆ D [ρ] to be ρ decohered in this basis:
∆ D [ρ] =

∑ Πd ρΠd .

(4.2.10)

d

We can quantify the coherence by measuring the ‘distance’ between ρ and ∆ D [ρ].
There are mathematically many different ways of defining ‘distance’, each resulting
in a different measure of coherence.
Our choice of distance measure comes from considering classical probability
theory. If we projectively measure ρ in the basis D, then we are effectively substituting ρ for ∆ D [ρ]. How much information is lost in this substitution? Classically
if we have some probability distribution p and approximate this with a different
distribution p̃, the information that is lost about p is given by the discrete analogue
to the KL-divergence, called the relative entropy:
 
pi
H ( pk p̃) = ∑ pi log
.
(4.2.11)
p̃i
i
In Eq. 4.2.11 the logarithm measures the difference between pi and p̃i , with each
term weighted by pi so that differences in more probable outcomes are more costly
than differences in less probable outcomes.
In the quantum case we can generalise this to the quantum relative entropy between
two states ρ and ρ̃:
S(ρkρ̃) = tr {ρ log ρ − ρ log ρ̃} .

(4.2.12)

Thus we define the relative entropy of coherence of a state ρ to be CD (ρ) = S (ρk∆ D [ρ]).
Using the fact from linear algebra that tr {ρ log ∆ D [ρ]} = tr {∆ D [ρ] log ∆ D [ρ]}, it
can be shown that this has simpler expression
CD (ρ) = S (∆ D [ρ]) − S(ρ).

(4.2.13)

From now on we will refer to 4.2.13 as simply the coherence. This captures how
much information in ρ is lost when we projectively measure it in the orthonormal
basis D. It will be zero if the state is diagonal in the basis D, and take maximum
value log ND if ρ is an even superposition of the ND basis states.
As an example we will calculate the coherence of states on the Bloch sphere,
taking as our basis D the eigenstates of the σz operator. A general state may be
parameterised as
ρ=

1
( I + r · σ ),
2

(4.2.14)
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Coherence on the Bloch sphere

Figure 4.2: The coherence Eq. 4.2.17 for a state on the Bloch sphere, where r is the length
of the Bloch vector and rz the projection onto the σz -axis. The domain of Cσz (ρ)
is restricted to rz < r.

47

A unitary
transformation is
just a change of basis,
which doesn’t change
the underlying
probability
distribution of the
state.

where r = (r x , ry , rz ) is a vector in the unit ball and σ = (σx , σy , σz ) for σi the
Pauli matrices. To find the entropy of our state we note that entropy is preserved
under unitary transformation,47 so we may assume r ∼ (0, 0, r ) points purely in the
σz -direction:
!!




1+r
1+r
1
0
2
( I + rσz ) = S
= H2
.
(4.2.15)
S(ρ) = S
1−r
2
2
0
2
We can see that the entropy is zero for a pure state r = 1, and equal to ln(2) when
ρ is maximally mixed at r = 0. The entropy of the decohered state will be


1 + rz
,
(4.2.16)
S(∆σz [ρ]) = H2
2
which gives us coherence




1 + rz
1+r
Cσz (ρ) = H2
− H2
.
2
2

(4.2.17)

We plot this in Fig. 4.2, and see that it is maximised for pure states (large r) which
have minimal projection along the σz axis (small rz ).
4.3

parameter estimation

We will be considering parameter estimation from the Bayesian point of view,
and we contrast this in § 4.3.1 with commonly used Fisher information techniques.
To derive bounds on our estimators we will use the tools of information theory and
entropy developed in this section, and we given an overview in § 4.3.2 of entropic
uncertainty relations.

4.3 parameter estimation

4.3.1

Fisher information

The aim of metrology is to estimate some parameter φ, by performing measurements on a system ρφ which depends on this quantity in some way. When
analysing metrological schemes we need some way of quantifying the precision
∆φ which may be achieved. Broadly there are two approaches to this: the Fisher
information, and Bayesian picture. We will be taking the latter approach, as it is
better able to deal with prior information.
Let us first consider the problem of classical estimation, where we are measuring
not a quantum state but a probability distribution pφ ( x ) of outcomes x, which is
sensitive to our parameter of interest. The Fisher information I (φ) comes from
studying how sensitive this distribution is to changes in φ:
I (φ) = −

Z

∂φ log pφ ( x )

2

pφ ( x ) dx.

(4.3.1)

The logarithm may be thought of as a scaling factor which ensures that Eq. 4.3.1
reduces to the variance when pφ is a Gaussian distribution. The Fisher information
I (φ0 ) measures on average ‘how large’ the change in the distribution of sample
values x is when φ changes infinitesimally about φ0 . If the distribution changes by a
large amount then we can detect very small fluctuations in the parameter. Naturally
the distribution may be more sensitive around some parameter values than others,
hence the dependence of the Fisher information on φ. A typical example of this is
if φ is the separation between two Gaussian sources of light with widths σ — the
separation will be much harder to estimate when φ  σ than if φ  σ.
The Fisher information places a bound on our error. Suppose we make N
measurements, and use the results to construct an estimator φ̂ of our parameter.
We define the error to be
q
∆φφ0 = Eφ0 [(φ − φ̂)2 ],
(4.3.2)
where the subscript φ0 emphasises that the expectation value is taken over all
possible measurement results, for the given parameter value φ0 . The Cramér-Rao
inequality then says that the smallest fluctuation which may be detected is bounded
by
∆φφ0 ≥ p

1
N I (φ0 )

.

(4.3.3)

Now let us consider the quantum case, where we have a state ρφ which depends
on the parameter φ. First we note that if we choose a particular basis in which
to measure this, corresponding to a particular experimental scheme, then we will
end up sampling from a probability distribution. The classical Fisher information
therefore gives us the sensitivity, assuming that a particular measurement basis has
been chosen. It is associated not with ρφ , but with the probability distribution of
a given measurement scheme. There is also a quantum Fisher information which is
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associated with the quantum state itself. This gives the ultimate precision optimised
over all measurement schemes.
The techniques behind Fisher information techniques are very well developed,
and widely applied throughout literature. However, we must be very careful about
the assumptions behind these techniques. Mathematically, the Cramér-Rao bound
assumes we know our operating point φ0 to arbitrary precision. It is possible
to derive a very high sensitivity from Eq. 4.3.1 and Eq. 4.3.3, only for practical
implementation to require φ0 to be known to an unreasonable degree of accuracy.
Another important fact is that the bound in Eq. 4.3.3 is dependent on the parameter
value φ0 . Fisher information techniques therefore cannot directly incorporate a
prior distribution of φ over a wide range of values.
An alternate route is offered by the Bayesian picture, where we define some
general cost function C (φ, φ̂) of the parameter of its estimator, and average this
over both all measurement results, and all possible values of the parameter. This
cost function may be the error as defined in Eq. 4.3.2, or a quantity specific to the
problem of interest. This naturally takes into account prior distributions. Moreover,
as we shall see in § 6.5, Bayesian methods offer means of explicitly constructing
an estimator which does not make unrealistic assumptions about being arbitrarily
localised near a particular parameter value. We note that there does exist a Bayesian
generalisation of the Cramér-Rao bound — called in literature the ‘van Trees
inequality’ [TBT13, p. 4.2.3]. We will however take a different route and derive
bounds via entropy.
4.3.2

Entropic bounds

Unfortunately deriving bounds in the Bayesian case is a much more complicated
affair than with Fisher information, due to the problems associated with optimising
a cost function averaged over all possible parameter values, rather than evaluated
at a single point. We will do this using the tools of entropy and information theory
introduced in this section.
The concept of using entropy to represent the uncertainty of a random variable
is not new. The Heisenberg bound
∆x∆p ≥
48

See footnote 3 of
[Col+17] for a
discussion on how
units of h̄ in the
logarithm should be
properly understood.

h̄
2

(4.3.4)

can in fact be represented in an entropic form48
h( x ) + h( p) ≥ log(eπh̄).

(4.3.5)

We have already shown in this chapter that the entropies h( x ), h( p) have interpretations as the ‘spread’ of x and p, which naturally encompasses the idea of
an error. Moreover, the standard deviation has geometric meaning only if the
underlying distribution is Gaussian, and can behave strangely if this is violated.
In fact of the two bounds Eq. 4.3.5 is more fundamental, in that it is equivalent to
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the standard uncertainty principle Eq. 4.3.4 for Gaussian states, while delivering a
stronger inequality in the non-Gaussian case [Col+17, §II.A]. For a comprehensive
review of entropic uncertainty relations we refer to [Col+17].
We can also consider how these uncertainty relations vary with the introduction
of prior information. In [Hal18] a detailed investigation was carried out using
entropic ideas to study the problem of phase estimation with a prior distribution,
deriving under this condition uncertainty relations analogous to Eq. 4.3.5 and
studying volumetric interpretations using the geometric interpretation of entropy.
Entropy has also been used to study the bounds that can be placed on parameter
estimation, again in the presence of prior information. In [HW12a] the problem of
estimating a shift parameter such as a phase, time, or spatial displacement with
prior information was considered, and entropy was used to derive a bound on the
mean squared error. In [HW12b] similar bounds were used to consider the benefits
provided by nonlinear metrology.
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Looking for ‘bias’ (the prejudices of the author, and the way they distort the account) may
suggest that an ‘unbiased’ position can be found. This is a problem.
— John Arnold, History: A Very Short Introduction

Suppose there is some quantity Φ that we wish to measure, such as the strength
of a magnetic field. We take N identical probe states ρ0 and interact them with the
field, causing each to evolve into a new state ρΦ . We projectively measure each in
turn, using the information from previous measurements to optimise each future
choice of basis. The measurement results are then used by an estimation algorithm
to replicate the value of Φ. In practice the field strength is not totally unknown,
and we will have some prior probability distribution on Φ. This is not the most
general scenario — we have not considered a POVM, entangled probes, or joint
measurements on multiple systems. These are however reasonable constraints for
what could be achieved in a realistic scenario, and form a starting point for future
generalisation.
We first derive in § 5.1 the CXI equality, which quantifies how much information
is gained by a projective measurement on a single system. In contrast to the Holevo
information which requires infinite resources to be saturated, the CXI equality
tells us how well we can do with the equipment we have to hand. Initially this is
proved for discrete parameters. Continuous parameters will require the machinery
of measure theory, which we introduce in § 5.2, before generalising the result in
§ 5.3. We then apply the CXI relation in § 5.4 to derive a bound on the error of an
estimator which takes into account the basis of measurement.
5.1

discrete cxi equality

We will derive the CXI equality, which quantifies how much information ‘I’ is
gained from a projective measurement on a single system. The upper limit is given
by the Holevo information ‘X’. The difference between the two turns out to be
measured by the coherence ‘C’, which we introduced in § 4.2.2. In particular, the
relevant quantity is how much the coherence changes as the parameter is encoded
in the ensemble.
In this section we will assume that the parameter we are estimating is a discrete
random variable, and denote it D rather than Φ to emphasise this fact. The continuous case is analogous but will require measure theory for proper justification. The
proof is simplest when our Hilbert space is finite dimensional — for example if ρ0
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were a qubit. All quantities are finite, and we do not have to worry about problems
such as subtracting infinity from infinity. The case where our probe lives in an
infinite dimensional Hilbert space, such as a coherent state of light, will require a
more detailed justification.
5.1.1

Coherence of encoding

We discussed in § 4.2.2 that information loss in a projective measurement of a
state could be quantified by the coherence in that basis. We are now considering
estimation of an unknown parameter represented by a random variable D. Interacting our probe with this generates an ensemble of states E = {(ρd , pd )}, where
the probability distribution pd represents our prior knowledge. On average we
are measuring not a state but rather E , and we then wish to find some way of
quantifying the resulting information loss.
We define the initial coherence as the average coherence of the ensemble states,
before they were ‘combined’ to form the ensemble:
CiM (E ) =

∑ p d C M ( ρ d ),

d∈E

=

(5.1.1)

∑ pd (S (∆ M (ρd )) − S(ρd )) .

d∈E

The basis we decohere in is the basis of our projective measurement. The final
coherence is the coherence of the ensemble state:
f

CM (E ) = CM (ρE ),

(5.1.2)

= S (∆ M (ρE )) − S(ρE ).

As we will see the relevant quantity is the difference between these two, which we
call the coherence of encoding:
f

e
CM
(E ) = CiM (E ) − CM (E ),

=

∑ pd C M (ρd ) − C M ∑ pd ρd

d∈E

!
.

(5.1.3)

d∈E

Note the similarity between Eq. 5.1.3 and the Holevo information Eq. 4.2.7.
The coherence of encoding is always positive; convexity of the entropy implies
that coherence can only decrease under encoding [SAP17]. We will show that it is
the coherence of encoding which quantifies the difference between the Holevo and
mutual information.
5.1.2

Simplest case

We consider the metrological scenario described in the introduction to this
chapter, assuming that the probe ρ0 exists in a finite-dimensional Hilbert space,

5.1 discrete cxi equality

and the parameter D to be estimated is a discrete random variable taking a finite
number of values. This provides the template for more general proofs of the CXI
equality — which follow the same idea, just with more ‘bookkeeping’.
We begin by interacting our probe with the parameter, resulting in some state ρ D
depending on the value of D. Since we do not know this value, physically we have
an ensemble E of states ρd with probability pd , for each d in the range of D. We say
that E is the ensemble generated by D. On this ensemble we perform a measurement,
the outcome of which is represented by a random variable M.
Let Πm denote the projector onto the eigenspace with eigenvalue m. Given a
state ρ, the probability of obtaining measurement result m is pm = tr {Πm ρ}. The
classical entropy of the random variable M is then the entropy of the state ρ
decohered in the orthogonal basis of M:
H ( M) = S(∆ M [ρ]).

(5.1.4)

To see this we expand the right hand side as S(∆ M [ρ]) = −tr {∆ M [ρ] log ∆ M [ρ]}.
The decohered state ∆ M [ρ] is a diagonal matrix in the basis of M, where the
elements of the diagonal are pm . Eq. 5.1.4 will thus give
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(5.1.5)
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p NM log p NM
which is equal to H ( M ). Using this, the CXI theorem in the discrete, finitedimensional case follows by re-arrangement.
Theorem 5.1 (Discrete, finite, CXI theorem). Suppose D is a discrete random variable,
and let it generate an ensemble E of states on a finite-dimensional Hilbert space. We then
perform a projective measurement on the ensemble, represented by a random variable M.
The CXI relation holds:
e
CM
(E ) = χ(E ) − I ( M; D ).

(5.1.6)

Proof. We will expand the quantities on the right hand side in terms of the entropies
of the quantum states, and show that they are equal to the left hand side. Since we
have assumed our Hilbert space to be finite-dimensional, all entropies are finite.
Moreover since D has finite range, all sums are finite. We therefore do not have to
worry that we are subtracting infinity from infinity, as we will in later proofs.
The Holevo information is
χ(E ) = S(ρE ) −

∑

d∈ D

p d S ( ρ d ).

(5.1.7)
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To calculate the mutual information we will use the definition I ( M; D ) = H ( M ) −
H ( M | D ). We showed before that H ( M) = S(∆ M [ρE ]), and similar reasoning yields
an expression for the conditional entropy:
H ( M| D) =

∑

p d H ( M | d ),

∑

pd S(∆ M [ρd ]).

d∈ D

=

(5.1.8)

d∈ D

The right hand side of Eq. 5.1.6 is thus
!
S(ρE ) −

∑

pd S(ρd )

d∈ D

− S(∆ M [ρE ]) −

∑

!
pd S(∆ M [ρd ]) ,

d∈ D

=
=

(5.1.9)

∑

pd (S(∆ M [ρd ]) − S(ρd )) − (S(∆ M [ρE ]) − S(ρE )) ,
d∈ D
e
CM
(E ),

where in the last line we recalled the coherence of encoding Eq. 5.1.3.
We have therefore found that when performing a projective measurement on a
single system, the difference between the Holevo and mutual information may be
quantified exactly by the coherence of encoding. The proof followed by straightforward re-arrangement. We made some simplifying assumptions, namely that our
Hilbert space was finite-dimensional, and that D was a discrete random variable
with finite range. This still however describes a number of physical situations, such
as for example if a spin-system were used to probe some discrete energy level.
5.1.3

Infinite discrete case

Many physical systems of interest are infinite-dimensional, such as optical states.
Moreover, many parameters of interest do not have a bounded range. Here we
explore how Thm. 5.1 may be generalised beyond the finite case. We will not
provide a full proof valid in all cases — the mathematics of infinite dimensions is
highly technical. Under some simplifying assumptions however the CXI equality
can be shown to hold without too much difficulty.
Let us first consider the parameter D. For an infinite sample space the entropy
H ( D ) may be infinite [BV13]. This requires the distribution to have a ‘long tail’, with
probability decaying very slowly. In the geometric picture we have been working
with, these distributions refuse to be confined to any bounded subregion of the
sample space — no matter how large an N you choose, contributions from n > N
will always be significant. However, such distributions are quite pathological, one
of the simpler examples being [BV13, Eq. (11)]
pn =

A
.
n(ln n)2

(5.1.10)

5.1 discrete cxi equality

In Eq. 5.1.10, A is the normalisation constant, and n ≥ 2 so the denominator is
non-zero. A reasonable assumption to make is that the priors we will encounter in
practice all have finite entropy:
H ( D ) < ∞.

(5.1.11)

We emphasise that this still allows for D to take infinitely-many values, and includes
all ‘standard’ distributions such as the discrete Gaussian.
Next we can consider the states ρd , ρE , and their decohered forms ∆ M [ρd ], ∆ M [ρE ].
Again in the case of an infinite-dimensional Hilbert space these may have infinite
entropy, which fundamentally arises from the same reasons that an infinite discrete
random variable may have infinite entropy. We have several ways forward from
here. The first would be to rule — not unjustifiably — that such states would be
pathological, and so for what we are likely to encounter the entropies of the states
would be finite. In this case all quantities involved in the proof of Thm. 5.1 will be
finite, and we can proceed exactly as in § 5.1.2.
However, such a ruling may seem unsatisfactory. The probability distribution of
D represents prior knowledge, so is likely to be akin to a Gaussian or bounded
uniform distribution, conditioned on several measurements. The states however are
generated through a general unknown interaction, which will then be affected by
the decoherence operator ∆ M [·], and it may be somewhat discomforting to make
the sweeping generalisation that none of this will ever lead to pathological states.
One common assumption in literature is to impose a ‘finite energy’ constraint
on the states which ensures they will have finite entropy, and we detail how such
an argument may be made in § B.2. ‘Energy’ as defined in this way is somewhat
abstract however, and it is not always clear that this corresponds to our physical
notion of energy. We will therefore describe in the rest of this section how to
proceed making only the assumption that the entropy of the prior distribution is
finite.
We first note that even if the entropies of the ensemble states ρd and ρE are
infinite, the resulting Holevo and mutual informations may still be finite. As a
trivial example suppose our ensemble is composed of two states ρ1 , ρ2 with equal
probabilities of one-half. Such an ensemble can only carry a finite amount of
information regardless of the entropies of the states — which will be log(2) if the
states are perfectly distinguishable. Fundamentally this limitation comes from the
distribution D, and so we may intuit that imposing a finite entropy constraint on D
is sufficient to ensure that our other informational quantities will be finite.
The mutual information I ( D; M) is immediately bounded by H ( D ). Mathematically this follows from the assymetric definition Eq. 4.1.13:
I ( D; M ) = H ( D ) − H ( D | M ) ≤ H ( D ).

(5.1.12)

Alternatively in the geometric picture, the (exponential of the) mutual information
gives the ratio of the initial volume occupied by D, divided by the final volume of
D after we measure M. This ratio must be bounded above by the initial volume
H ( D ).
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The measurements on the other hand may have infinite entropy, as
H ( M) = S(∆ M [ρE ]),

(5.1.13)

H ( M|d) = S(∆ M [ρd ]),

which we have not assumed to be finite. The measurement results could therefore be
very ‘noisy’, with badly behaved probability distributions. From Eq. 5.1.12 however
the information they contain about D will always be finite.
The final quantity we have left to consider is the Holevo information. We recall
that this is the maximum information which may be extracted from the ensemble
E in the limit of infinite resources. If the ensemble states ρd are orthogonal pure
states then S(ρd ) = 0, and the Holevo information is
χ(E ) = S(ρE ) − ∑ pd S(ρd ),
d

=S

∑ pd ρd

!
,

d





p1

0

···



= S
 0
..
.

p2
..
.



... 
 ,
..
.

(5.1.14)

= H ( D ),
where the matrix in the second last line is in a basis diagonalised by the ρd . If the
states ρd are mixed or non-orthogonal, this can only decrease the informational
capacity, and in general we have [Shi19, Eq. (1)]
χ(E ) ≤ H ( D ).

(5.1.15)

Thus simply by assuming that the prior information has finite entropy, the mutual
information and Holevo information will also be finite. The right hand side of the
CXI relation is the difference of two finite quantities, and so is well-defined. We
can therefore also expect the coherence of encoding to be a finite quantity.
The problem we face now is how to define the coherence of encoding. While
f
e
CM (E ) is finite, the initial CiM (E ) and final coherence CM (E ) may be infinite since
we have made no assumptions about the states and measurement bases involved,
e (E ) to be the difference of two infinite quantities. Fully
and we cannot define CM
expanding this we find
e
CM
(E ) =

∑

pd (S(∆ M [ρd ]) − S(ρd )) − (S(∆ M [ρE ]) − S(ρE )) .

(5.1.16)

d∈ D

This as a whole must be finite, as it is equal to the difference of the (finite) Holevo
information and (finite) mutual information. However the individual entropies may
not be, and so we might not still be able to directly compute Eq. 5.1.16.
One way of evaluating Eq. 5.1.16 could be as a limiting process, where we
truncate the dimension of our Hilbert space to N, and then take the limit as N → ∞.

5.1 discrete cxi equality

Formally if {|mi} is a basis for M, we define the truncation operator T MN in the basis
M to order N as
T MN σ =

N

∑ |iihi|σ| jih j|.

(5.1.17)

i,j=0

In general, convergence of a sequence x N → x does not guarantee f ( x N ) → f ( x )
for any function f — this is only true if f is continuous. Continuity is a much more
complicated affair in infinite dimensions, and we discuss this in detail in § C. For
our purposes it suffices to say that as is proved in Prop. C.3, for any density matrix
ρ we have
lim S(T MN ρ) = S(ρ).

N →∞

(5.1.18)

In other words, truncation of the Hilbert space dimension for large N provides a
good approximation to the entropy as N grows large. Nothing ‘strange’ can happen,
even in infinite dimensions.
Putting this together with Eq. 5.1.16 we define the truncated coherence of encoding:

 

e,N
CM
(E ) = ∑ pd S(∆ M [T MN ρd ]) − S(T MN ρd ) − S(∆ M [T MN ρE ]) − S(T MN ρE ) .
d∈ D

(5.1.19)
For a given system Eq. 5.1.19 may be evaluated either analytically or numerically,
and will give a finite answer which depends on N. Taking the limit as N → ∞,
this will then converge to the coherence of encoding. We can therefore evaluate the
e (E ), even if the individual entropies of the terms in Eq. 5.1.16 are
finite value of CM
infinite.
We have now shown that the CXI equality may be used to estimate discrete
parameters even for infinite dimensional Hilbert spaces. The one assumption we
had to make was that our prior had finite entropy, however all this rules out are
some pathological distributions which we are unlikely to come across in practice.
However we often want to estimate continuous parameters, such as the strength of
a magnetic field, which we do by performing a projective measurement in a discrete
basis. This leads to a problem, how are we to interpret the mutual information
between a discrete and continuous quantity?
Let us recall the symmetric definition
I ( X; Y ) = H ( X ) + H (Y ) − H (( X, Y )) .

(5.1.20)

If X is a discrete random variable and Y continuous, we might suppose to replace H (Y ) → h(Y ). However dealing with the joint entropy H (( X, Y )) is not so
straightforward. We need to define some notion of ‘volume’ on a space which
is half ‘counting points’ and half ‘length’. Properly formulating this requires the
machinery of measure theory, which we will build in the next section.
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5.2

information theory via measure theory

We often want to estimate continuous random variables, such as a phase. Generalising our former statements however will require formulating quantities such
as the mutual information between a discrete and continuous quantity. To do
this we will introduce measure theory, the mathematical field which studies how
to ‘measure’ volumes, and then re-interpret our information theoretic quantities
through this lens.
5.2.1

Measure theory

Measure theory studies how to assign a ‘size’ to a set. There are many ways
of quantifying this, one example being the number of points, and another our
traditional idea of volume. In this section we will give a quick introduction to the
main ideas of the field. Good references are [Tao11; Axl20], as well as [Res14] for a
text focused on the application to probability theory.
We begin with a set Ω called the sample space, for example Rn , and we wish to
assign ‘volumes’ — which are called ‘measures’ — to subsets of Ω. These measures
should behave in ways that match our normal intuition of volume. For example if
A ⊂ B ⊂ Ω then the measure of A should be less than the measure of B, and if A,
B are disjoint then the measure of their union should be the sum of their individual
measures. It turns out however that you often cannot assign a volume to every
single subset of Ω in such a consistent manner. The most famous examples of this
are the Vitali sets, a collection of disjoint, zero-volume sets whose union is Rn .
The solution to this is to pick out some collection A of subsets of Ω, and say that
we can only assign a measure to subsets in A. Elements of A are called measurable
sets, because we can ‘measure’ them. If a subset is not in A then we say that it is
not measurable, and for the most part ignore it. The collection A should behave in a
way that matches our intuition for how volumes behave:
Ω ∈ A and ∅ ∈ A We should be able to assign a volume to the empty set (which
will always be zero). We should also be able to assign a measure to the whole
sample space, which may be infinite.

49

An ‘algebra of
sets’ is a collection
which is closed
under finite unions
and intersections.
Prefacing something
with ‘σ’ in measure
theory generally
means replace ‘finite’
with ‘countable’.

closed under complements If A has some measure, then intuitively the measure of the complement Ac should be automatically defined as the measure
of Ω minus the measure of A. For that reason if A is measurable, then so
should be Ac .
closed under countable unions Suppose { Ai } is a countable collection of
(not necessarily disjoint) measurable subsets. If we can measure them individually then we should be able to measure what we get when we join them
together.
A collection A satisfying the axioms above is called a σ-algebra,49 and we can derive
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from the properties above that it is also closed under countable intersections and
set differences — i.e. all our usual set operations.
We have defined a sample space and σ-algebra; the final ingredient is our measure,
a function µ which takes an element A of A and returns a positive real number
µ( A) which is the measure of A. There are two requirements on this for it to behave
in a way matching our intuition of a ‘volume’. The first is that the empty set has
measure zero:
µ(∅) = 0.

(5.2.1)

Secondly, suppose { Ai } is a collection of disjoint subsets in our σ-algebra A. We
then require that the measure of their union is the sum of their measures:
!
µ

∞
[

i =1

∞

Ai

=

∑ µ ( A i ).

(5.2.2)

i =1

Note that the measure of a set may be infinite.
A triple (Ω, A, µ) consisting of a set Ω, a σ-algebra A of subsets of Ω, and a
measure µ on A is called a measure space. A tuple (Ω, A) consisting of just a set
and a σ-algebra is called a measurable space. Below are some common examples of
measure spaces.
counting measure on a discrete set: Let Ω = {1, . . . , n} be a finite set,
and take A to be the power set (the set of all subsets) of Ω. If A ∈ A, let µ( A)
be the number of elements in A. Then (Ω, A, µ) is a measure space, and we
can see that µ(Ω) = n.
lebesgue measure on Rn : Our usual notion of volume is defined mathematically as the Lebesgue measure. We let Ω = Rn , but now A is no longer the
power set, but rather the Borel subsets of Rn which we denote B(Rn ). The
Borel sets are the smallest σ-algebra containing all of the open subsets of Rn .
We can imagine constructing this by starting with the open sets, and seeing
what we can generate by taking complements, countable intersections, and
countable unions. All of the ‘usual’ sets are in B(Rn ), including any set which
is finite, open, closed, or compact, as well as the half-open/closed intervals
such as [ a, b). A set must be very pathological to not be Borel.50
Finally we need to construct the Lebesgue measure, which we re-iterate corresponds to our intuition of volume. For a proper introduction we recommend
[Tao11], but the general principle is that given some Borel set A ∈ B(R)
we may cover it with countably many n-dimensional cubes, then sum their
volumes. The set could be covered in many different ways which would give
you different total volumes. The smallest possible volume of cubes which
covers A is the Lebesgue measure of A. The Lebesgue measure of a Borel set A
is typically denoted as λ( A).

50

You may have
heard of the
Banach-Tarski
paradox, where a ball
in R3 can be cut into
a finite number of
pieces which you can
re-assemble into two
balls of equal volume
to the original. Those
‘pieces’ are non-Borel
sets — the paradox
cannot be achieved
when you restrict to
sets in B(R). This
leads to all sorts of
philosophical
questions — does
this mean non-Borel
sets don’t exist in the
‘real world’?

102

estimation with a prior

probability spaces: The proper formalism for probability theory is in terms of
measure theory [Res14], which was in fact one of the principle motivations for
its formulation. Suppose you want to model the tossing of a dice. The sample
space Ω is set of all possible outcomes, in this case Ω = {1, . . . , 6}. The
σ-algebra P represents sets of outcomes to which we can assign probabilities,
which in this case would be the power set of Ω. Finally we need some way of
assigning probabilities to sets of outcomes. A probability measure is defined as
a measure where the measure of the whole set is one:
P(Ω) = 1,

(5.2.3)

and in this case we would define P( A) to be the number of elements in A
divided by six. Then the probability of rolling a six would be P({6}) = 1/6,
while the probability of rolling an even number would be P({2, 4, 6}) = 3/6.
The triple (Ω, P , P) is called a probability space.
51

Strictly speaking
integrating with
respect to the
Lebesgue measure is
more general than
the Riemann
integral, see the first
chapter in [Tao11]
for an excellent
comparison of the
two. The key
difference is that
whereas with the
Lebesgue measure
you cover a set with
countable
n-dimensional cubes
and sum to find the
total volume, the
Riemann integral
corresponds to
covering it with
finite n-dimensional
cubes — a slightly
different measure.
The two agree for all
functions where the
Riemann integral is
defined however.
52

Describing
situations like this
was one of the
reasons measure
theory was initially
developed.

Measures allow us to integrate over the sample space, by telling us ‘how big’
each point is. Moreover if you integrate over a subset A, the result will be the
measure of that set. Our normal integral corresponds to integrating with respect to
the Lebesgue measure since it weights each point equally, and integrating over a
set gives us the volume of that set.51 Thus if h( x ) is some function on the reals,
Z
R

h dλ

(5.2.4)

R +∞
is another way of writing −∞ h( x ) dx.
Suppose instead we had a probability measure P corresponding to a Gaussian
distribution over R with mean µ and variance σ. This could represent the current
position of a√particle initially located at µ at t = 0 drifting under Brownian motion,
where σ = t.52 If h( x ) is some position-dependent function, its expected value
would be
Z
R

h dP,

(5.2.5)

where now each point is weighted by the Gaussian distribution represented by P.
How exactly do we perform an integral with respect to dP? Since P is Gaussian,
it will have a probability distribution
f (x) = √

1
2πσ

e

− (x−µ2)
2σ

2

,

(5.2.6)

allowing us to write Eq. 5.2.5 in terms of the usual Lebesgue measure
Z

h f dλ.

We re-iterate that this corresponds to the usual Riemann integral
In terms of the measures the substitution was
dP = f ( x ) dλ,

(5.2.7)

R +∞
−∞

h( x ) f ( x ) dx.
(5.2.8)
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or
dP
= f ( x ).
dλ

(5.2.9)

Eq. 5.2.9 shows us that the probability density behaves like the ‘derivative’ of one
measure with respect to another measure. For this reason it is called the RadonNikodym derivative of P with respect to λ. The Radon-Nikodym derivative is a
formal way of switching between what we are integrating over, while still reflecting
the same underlying measure.
A reasonable question to ask is if a Radon-Nikodym derivative exists for any
two given measures. Looking at Eq. 5.2.8, one case where it would fail would be
if there was a set where λ( A) = 0 but P( A) 6= 0, as then no f ( x ) could multiply
dλ to replicate dP. It turns out that this is the only case where the derivative
can fail to exist. Let µ, ν be two general measures with the same σ-algebra A. We
say that µ is absolutely continuous with respect to ν, denoted µ  ν, if whenever
ν( A) = 0 for some set A ∈ A, we immediately have µ( A) = 0. If this is true then
µ is Radon-Nikodym differentiable with respect to ν. This leads to the Lebesgue
decomposition theorem. Let µ, ν be any two measures53 with the same σ-algebra A.
Then we can write µ = µc + µs where µc  ν, and µs and ν are mutually singular.
This means that µs ( A) is nonzero if and only if ν( A) = 0, and vice versa.
Using the language of measure theory we can also formalise our notion of
what a random variable is. A measurable function is a function between measure
spaces E : (Ω, A, µ) → (Ω0 , A0 , µ0 ) such that the preimage of a measurable set is
measurable: E−1 ( A0 ) ∈ A for A ∈ A0 . The motivation for this is that we can now
ask questions like “what is the probability that E takes value in A0 ?”. A random
variable is then defined to be a measurable function from any measure space to
the reals. This will translate our measure on the sample space to a measure on the
reals, allowing us to take averages and expectation values.
5.2.2

53

Technically we
need the measures to
be σ-finite, meaning
that you can write Ω
as a countable union
of sets each with
finite measure with
respect to µ and ν.
This is true for most
measures, so we
won’t worry about
this.

Entropy redux

We will now formulate information theory using the tools developed in the
preceding section. This will give us a unified picture of discrete and differential
entropy, and allow us to generalise to discrete-continuous situations such as estimating the continuous phase of a qubit via discrete measurements. Similar results have
been described in various places in literature,54 however a systematic development
is difficult to find.
We begin by formally introducing our mathematical model for the ensemble of
states that we measure. This is more properly seen as a probability space

E = (ΩS , S , PS ).

(5.2.10)

The sample space ΩS is our set of possible quantum states, S is a σ-algebra on
ΩS , and PS is a probability measure. Comparing this with our former picture

54

A definition
similar to Def. 5.2 is
given in [Con19],
however there is no
further discussion or
reference. Some
mention of
information theory
from the measure
theoretic point of
view is also
discussed in [Kul78].
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E = {(ρd , pd )}, we can see ΩS ∼ {ρd } and { pd } ∼ PS . The presence of the σalgebra is a necessary requirement of measure theory, but is unlikely to matter to
us as we won’t have to worry about pathological collections of quantum states.
The parameter that we are trying to estimate, which we denote as Φ, is a random
variable
Φ : E → (R, B(R)) ,

(5.2.11)

which represents our quantum states ρφ as numbers φ. We will suppose that the
random variable is injective, so that different quantum states correspond to different
parameter values. Whether or not Φ is discrete comes from the structure of the
ensemble. Let’s see how this works in the case of discrete and continuous parameter
estimation.

55

We can intuit this
as asking “What is
the probability of our
parameter being in
the set
{φi1 , . . . , φik }?”.

discrete Suppose we wish to estimate a parameter D which can take N different values φ1 , . . . , φN , with probability distribution pd . In this case ΩS =
{ρ1 , . . . , ρ N }, S is the power set of ΩS , and PS (ρd ) = pd . For a subset,
PS ({ρi1 , . . . , ρik }) = pi1 + · · · + pik .55 The parameter random variable is defined as D (ρd ) = d, which gives us the index of the chosen state. This then
induces a probability measure P on the reals, defined


P( x ) = PS D −1 ( x ) .
(5.2.12)
We will have P(d) = pd if d = {1, . . . , N }, and P( x ) = 0 otherwise. This P is
the probability distribution that we associate with our random variable, and
it lets us work and perform expectation values over the reals, rather than in
the abstract probability space E .
continuous Suppose we want to estimate a phase φ in the interval I = [0, 2π ).
We set ΩS = {ρφ } for a collection of states ρφ defined for φ ∈ I, and our
σ-algebra S is given by the Borel subsets of I. The probability
 measure
0
PS defines our prior knowledge, for example PS {ρφ0 |φ ∈ [ a, b]} gives the
probability that our parameter Φ is in the interval [ a, b]. Our random variable
is again defined as Φ(ρφ ) = φ, which translates this to a probability measure
P on the reals. This will have a probability density p(φ) dφ, where we say
that p(φ) is the Radon-Nikodym derivative of dP with respect to dλ.
Let us now turn to entropy. Given a random variable E, we have introduced
the discrete and continuous entropies H ( E) and h( E). As mentioned before these
correspond to two choices of measure, the first counting the number of points, and
the second the Lebesgue measure. We make this choice explicit with the µ-entropy,
which defines an entropy in terms of an arbitrary measure µ over the real numbers.
This will give us the Shannon entropy when µ is the counting measure, and the
differential entropy when µ is the Lebesgue measure.

5.2 information theory via measure theory

Definition 5.2 (µ-entropy). Let (Ω A , A, PA ) be a probability space, and X a measurable
function X : (Ω A , A, PA ) → (R, B(R)). We denote by PX the measure on B(R) induced
by X: PX ( R) = PA X −1 ( R) . Let µ be a measure on B(R), and let PX,c be the absolutely
continuous part of PX with respect to µ via the Lebesgue decomposition theorem. Then the
µ-entropy of X is defined as


Z
dPX,c
hµ ( X ) = − log
dPX,c ,
(5.2.13)
dµ
X
where

dPX,c
dµ

is the Radon-Nikodym derivative, and we are integrating over the range of X.

It is necessary to take the absolutely continuous part of PX with respect to µ so
that the Radon-Nikodym derivative in Eq. 5.2.13 is defined. Let us think about the
contribution of the singular part PX,s . There are two situations which can arise for
general set R ⊂ R:
µ ( R ) = 0, PX ,s ( R ) > 0 means that there is some probability of R occurring, but
such events have no measure with respect to µ. It is fine to ignore these, as
they do not contribute to our notion of ‘volume’ as measured by µ.
PX,s ( R) = 0, µ( R) > 0 means that there are events R with zero probability which
have positive measure with respect to µ. Again ignoring such events does us
no harm, as they have no probability of occuring.
We therefore lose nothing by considering only the absolutely continuous part in
Def. 5.2.
We will now show that the µ-entropy generalises our conventional notions of
entropy.
Proposition 5.3 (µ-entropy generalises the differential entropy for a continuous
random variable). Let (Ω A , A, PA ) be a measure space, µ be the Lebesgue measure,
and let PX be differentiable with respect to µ. Then the µ-entropy Def. 5.2 reduces to the
differential entropy when we take µ to be the Lebesgue measure on R.
Proof. Since PX is differentiable with respect to the Lebesgue measure we don’t
X
have to worry about absolute continuity, and we may write dPX = dP
dµ dµ:
hµ ( X ) = −



Z
X

log

dPX
dµ



dPX
dµ.
dµ

(5.2.14)

Let PX have probability density f ( x ), i.e. dPX = f dλ. Then
hµ ( X ) = −

=−

Z

log ( f ) f dλ,

X
Z +∞

−∞

(5.2.15)
log ( f ( x )) f ( x ) dx,

where in the last line and we used the fact that the Lebesgue integral is equivalent
to our Riemann integral. We have thus recovered the differential entropy.
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Proposition 5.4 (µ-entropy generalises the Shanon entropy for a discrete random
variable). Let Ω A be an at most countable set of points, A the power set of Ω A , and PA
a probability measure on Ω A assigning value p a to each a ∈ Ω A . Then the µ-entropy
Def. 5.2 reduces to the Shannon entropy when we take µ to be the counting measure on R.
Proof. Our random variable X is defined by X (ρ a ) = a, and so the induced measure
is PX ( x ) = p x if x ∈ Ω A , or zero otherwise. We note that PX is absolutely continuous
with respect to the counting measure PX  µ, as if µ( R) = 0 then R is the empty
set so PX ( R) = 0, so PX,c = PX .
To find the Radon-Nikodym derivative we pick a measurable subset R of the
range of X and compute both sides of the identity:
Z
R

dPX =

Z
R

dPX
dµ.
dµ

(5.2.16)

For the left hand side we are integrating the measure PX over the set R, and the
result will be the measure of this set:

∑ PX (r).

(5.2.17)

r∈R

Meanwhile the right hand side becomes, recalling that µ is the counting measure
X
and dP
dµ is a function,

∑

r∈R

dPX
(r ).
dµ

(5.2.18)

Since this holds for an arbitrary set R we can conclude
dPX
= PX .
dµ

(5.2.19)

With this we can then evaluate the µ-entropy:
hµ ( X ) = −

=−

Z
X

log ( PX ) dPX ,

∑ log ( PX (r)) PX (r),

r∈X

=−

∑

(5.2.20)

log ( PA ( a)) PA ( a),

a∈Ω A

where in the last line we used the fact that X is injective, r is in the range of X,
and PX (r ) = PA ( X −1 (r )). Noting that PA ( a) = p a we finally recover the Shannon
entropy
hµ ( X ) = −

∑

a∈Ω A

p a log p a .

(5.2.21)

5.2 information theory via measure theory

Let us now return to the problem which prompted this digression. Suppose
that we make a discrete projective measurement M on a continuous phase Φ. To
define the mutual information, it is necessary to consider the joint random variable
( M, Φ). What measure should we choose for this? The set is constructed from a
discrete space and a continuous space, so heuristically we would wish to ‘glue
together’ the counting measure on the first space with the Lebesgue measure on
the second space. Such a ‘gluing’ is defined mathematically by a product measure.
We therefore can define the entropy hµ (( M, Φ)) according to Def. 5.2, with µ taken
to be the product of the counting measure on the first space and the Lebesgue
measure on the second. This gives us a measure-theoretic definition of the mutual
information:
Definition 5.5 (µ-mutual information). We define the µ-mutual information to be the
generalisation of the symmetric definition Eq. 4.1.25:
IµX ;µY ( X; Y ) = hµX ( X ) + hµY (Y ) − hµX ×µY (( X, Y )) ,

(5.2.22)

where µ X × µY is the product measure of µ X and µY . If it is clear what the measure on each
space should be, we will just write Iµ ( X; Y ).
The mutual information could also be defined in terms of the conditional entropy,
as in Eq. 4.1.13. The analogous measure-theoretic expression is
hµX ,µY ( X |Y ) = hµX ×µY (( X, Y )) − hµY (Y ).

(5.2.23)

Instead of referring to the joint distribution ( X, Y ), we can also define the entropy
as in Eq. 4.1.20 in terms of the conditional distribution of X given a measurement
result y:
hµX ,µY ( X |Y ) =

Z

hµX ( X |y) dPY (y),

(5.2.24)

where we put a (y) inside the PY as notation to make it explicit which variable we
are integrating over. Eq. 5.2.24 is what will arise in our proof of the CXI equality.
Proposition 5.6. The two definitions of the conditional entropy Eq. 5.2.23 and Eq. 5.2.24
are equivalent.
Proof. From Def. 5.2 the µ-entropy conditioned on a single measurement is
hµX ,µY ( X |y) = −

Z


log

dPX |y
dµ



(x)

dPX |y ( x ),

(5.2.25)

where we shall assume the hypotheses of absolute continuity are satisfied, and PX |y
represents the probability distribution for the random variable X conditioned on
the measurement outcome y. We want to replicate the derivation from Eq. 4.1.20 to
Eq. 4.1.23, which was in terms of probability densities. To do this we recall that a
‘probability density’ is precisely what the Radon-Nikodym derivative is!
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• If µ is the Lebesgue measure then X is a continuous random variable, and
dPX |y
dµ

is the probability density p X |Y ( x |y).

• If µ is the counting measure then X is a discrete random variable, and
is the probability p X |Y ( x |y) of observing x.

dPX |y
dµ

We therefore expand Eq. 5.2.25 as
hµX ,µY ( X |y) = −

Z


log

dPX |y
dµ



(x)

dPX |y
dµ

( x ) dµ( x ),

(5.2.26)

and then manipulate the Radon-Nikodym derivatives as if they were probabilities
or probability densities.
First we integrate over y to obtain the conditional entropy:
hµX ,µY ( X |Y ) =

Z

hµX ( X |y) dPY (y),


Z
dPX |y
dPX |y
= − log
(x)
( x ) dµ( x ) dPY (y),
dµ
dµ


Z
dPX |y
dPX |y
dP
= − log
(x)
( x ) Y (y) dµ( x ) dµ(y),
dµ
dµ
dµ

(5.2.27)

Viewing the derivatives as probability densities we can see
dPX |y dPY
dPX,Y
∼ p X |Y ( x |y) pY (y) = p X,Y ( x, y) ∼
,
dµ dµ
dµ


dPX |y
p X,Y ( x, y)
dPX,Y dPY −1
∼ p X |Y ( x | y ) =
∼
.
dµ
pY ( y )
dµ
dµ
Substituting this back in yields


Z
dPX,Y
dPX,Y
hµX ,µY ( X |Y ) = − log
( x, y)
( x, y) dµ( x ) dµ(y)
dµ
dµ


Z
dPY
dPX,Y
+ log
(y)
( x, y) dµ( x ) dµ(y),
dµ
dµ

(5.2.28)
(5.2.29)

(5.2.30)

= hµX ,µY ( X, Y ) − hµY (Y ),
where in the second integral on the second last line we note that the integral over x
will be unity, and the last line follows as in Eq. 4.1.23
5.3

cxi for continuous parameters

Now that we have defined the mutual information between a continuous and
discrete quantity, we can derive the CXI equality for a continuous random variable.
Suppose we wish to estimate a parameter Φ with probability density pΦ (φ) dφ. We
will suppose h(Φ) < ∞, and initially take the Hilbert space to be finite dimensional.

5.3 cxi for continuous parameters

We now have a continuous ensemble of states, which as before we can imagine
to be {(ρφ , pΦ (φ) dφ)}, though it may be thought of more formally as a probability
space as in Eq. 5.2.10. From this we can define the ensemble state
ρE =

Z

ρφ pΦ (φ) dφ,

(5.3.1)

and the Holevo information
χ(E ) = S(ρE ) −

Z

S(ρφ ) pΦ (φ) dφ.

(5.3.2)

The coherence of encoding may then be expanded as
f

e
CM
(E ) = CiM (E ) − CM (E ),

=

Z

CM (ρφ ) pΦ (φ) dφ − CM (ρE ),

Z


S(∆ M [ρφ ]) − S(ρφ ) pΦ (φ) dφ − (S(∆ M [ρE ]) − S(E )) ,

 

Z
Z
= S(ρE ) − S(ρφ ) pΦ (φ) dφ − S(∆ M [ρE ]) − S(∆ M [ρφ ]) pΦ (φ) dφ .

=

(5.3.3)
The first term in brackets is the Holevo information Eq. 5.3.2, so we turn our
attention to the second. We have S(∆ M [ρE ]) = H ( M ), and the remaining term is
hµ ( M |Φ). To see this we note S(∆ M [ρφ ]) = hµ ( M |φ) taking µ to be the counting
measure since M is discrete, then integrating over this gives hµ ( M|Φ) via Prop. 5.6:
Z

S(∆ M [ρφ ]) pΦ (φ) dφ =

Z

hµ ( D |φ) pΦ (φ) dφ,

= h µ ( M | Φ ).

(5.3.4)

The second term is therefore the mutual information
Iµ ( M; Φ) = H ( M) − H ( M|Φ).

(5.3.5)

The CXI relation therefore holds when we perform a discrete measurement to
estimate a continuous parameter. The main change was we had to use measure
theory to properly formulate the mutual information between a discrete and
continuous quantity. The underlying idea behind our measure theoretic notion
however is still the same.
We can next ask ourselves how the concept would change if we allowed for ρ to
occupy an infinite dimensional Hilbert space, while preserving the requirement
that the differential entropy of Φ be finite. All of the reasoning from § 5.1.3 will still
apply, and so the result will still hold.
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5.4

m-amse bound

We will now apply the CXI equality to parameter estimation. Suppose we wish
to measure some physical parameter, described by a random variable Φ with
probability distribution p(φ) dφ. Until now the dependence of our state ρΦ upon
the random variable has been arbitrary. From now on however we will assume the
parameter is encoded by a Hermitian generator G:
ρφ = e−iGφ ρ0 eiGφ .

56

It is convention in
literature to use a
subscript E A [·] to
denote that the
expectation value
will be a function of
A. We are also
making use of a
superscript for
clarity as we will
move between taking
expectation values
over M, Φ, and both
M and Φ.
57 While the
expression Φ̂( M)
does not explicitly
contain Φ, there is
an implicit
dependence since the
measurement results
M will depend on
the value of the
parameter.
58

If for example we
are estimating the
separation µ between
two Gaussians of
variance σ, we can
expect the error to
increase as µ
becomes less than σ
— a phenomenon
sometimes called
‘Rayleigh’s curse’.

(5.4.1)

This is the most common type of dependence, and describes most metrological
scenarios. We then projectively measure the system and construct an estimator Φ̂
for Φ. In this section we derive the M-AMSE bound, which tells us how efficient
a given choice of basis is for estimating φ. Our discussion on estimators in § 5.4.1
will be based on [Dek+05, §19-20].
Before proceeding we introduce some notation. We will denote by φ a particular
value of the parameter Φ. In general we interact multiple probes with the parameter,
resulting in N identical states ρφ which we measure in various bases. Let M =
( M1 , . . . , M N ) be the random variable corresponding to the set of measurement
results. This is then used by some estimator Φ̂( M ) to reconstruct Φ.
We will also need to take expectation values over M and Φ, holding different vari( M)
ables constant in different expressions. For clarity we will denote by EΦ [ f (Φ, M)]
the expectation value over M for a given value of Φ, with the subscript Φ reminding
us that the result will be a function of Φ.56
The efficiency of an estimator

5.4.1

Given multiple estimators for the same parameter, we need some way of quantifying how ‘good’ each one is. One option is the expected square of the difference
between our parameter Φ, and the estimator Φ̂( M) given measurement results M.
This gives us the Mean Squared Error (MSE):57
( M)

eΦ (Φ̂)2 = EΦ




(Φ̂( M) − Φ)2 .

(5.4.2)

The mean squared error depends on the value of Φ, since some parameter values
will be easier to estimate than others.58
The mean squared error incorporates both the variance and bias of the estimator:

( M)

EΦ




2 



( M)
( M) 
( M) 
(Φ̂( M) − Φ)2 = EΦ
Φ̂( M) − EΦ Φ̂( M) + EΦ Φ̂( M) − Φ
,
(5.4.3)

5.4 m-amse bound
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variance

z
}|
}|
h
h
i{ z
i{
( M)
( M)
( M)
( M)
2
2
= EΦ (Φ̂( M) − EΦ [Φ̂( M)]) + EΦ (EΦ [Φ̂( M)] − Φ)
zero

(5.4.4)

}|  
z
h
i{
( M)
( M)
( M)
Φ̂( M ) − EΦ [Φ̂( M)] EΦ [Φ̂( M)] − Φ .
+ 2EΦ
To see this, we note that by linearity the term on the last line is zero:
h

i
( M)
( M)
( M)
2EΦ
Φ̂( M) − EΦ [Φ̂( M)] EΦ [Φ̂( M )] − Φ



( M)
( M)
( M)
= 2 EΦ [Φ̂( M)] − EΦ [Φ̂( M)] EΦ [Φ̂( M)] − Φ ,

(5.4.5)

= 0,
while the first two terms give us the variance of the estimator and square of the
bias respectively:

2 
( M)
( M)
varΦ (Φ̂) = EΦ
Φ̂( M ) − EΦ [Φ̂( M)]
,

(5.4.6)
2  
2
( M)
( M)
( M)
2
biasΦ (Φ̂) = EΦ
EΦ [Φ̂( M )] − Φ
= EΦ [Φ̂( M)] − Φ .
The mean squared error thus decomposes as:
eΦ (Φ̂)2 = varΦ (Φ̂) + biasΦ (Φ̂)2 ,

(5.4.7)

and is therefore a general measure of how ‘good’ Φ̂ is at estimating Φ, taking into
account both variance and bias.
The mean squared error depends on the value of the parameter Φ, taking into
account the fact that some parameter values are easier to estimate than others.
This is a good measure of error when we have a well-defined operating point φ
around which we will be measuring small fluctuations ∆φ. When we have a prior
pΦ (φ) dφ however, the natural way of quantifying our error is to average Eq. 5.4.7
with respect to this distribution. Doing this leads to the Average Mean Squared Error
(AMSE)59
h


2 i
e(Φ̂)2 = E(Φ) eΦ (Φ̂)2 = E(Φ,M) Φ̂( M ) − Φ
.
(5.4.8)
Note that e(Φ̂) is not the average of eΦ (Φ̂), rather e(Φ̂)2 is the average of eΦ (Φ̂)2 .
To define the average variance and bias we cannot simply take the average over
over Φ of Eq. 5.4.6 and Eq. 5.4.7. For the variance this would give us

2 
( M)
E(Φ,M) Φ̂( M) − EΦ [Φ̂( M )]
,
(5.4.9)

59

Our term AMSE
is idiosyncratic, to
emphasise that this
is just the average of
the MSE. In
literature AMSE is
called the average
estimation error
[HW12b] or Root
Mean Square (RMS)
error [TBT13].
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rather than the required

2 
(Φ,M)
(Φ,M)
.
E
Φ̂( M) − E
[Φ̂( M)]

(5.4.10)

Instead we must consider a slightly modified decomposition. Let us consider the
random variable Φ − Φ̂. By definition this has variance

2
var(Φ − Φ̂) = E(Φ,M) [(Φ − Φ̂)2 ] − E(Φ,M) [Φ − Φ̂] .

(5.4.11)

The first term on the right-hand side is the mean-squared error, while the second is
the square of the bias:
bias(Φ̂) = E(Φ,M) [Φ − Φ̂].

(5.4.12)

We thus have the expansion
e(Φ̂)2 = var(Φ − Φ̂) + bias(Φ̂)2 .

(5.4.13)

As we can see, what matters is not the variance of Φ̂, but that of the deviation
∆Φ̂ = Φ − Φ̂. This did not appear when considering the MSE since the two coincide
when Φ is known. It is the AMSE that we shall take as our quantifier of error.
It penalises both variance and bias in the estimator, and incorporates the prior
distribution of our parameter.
5.4.2

Bounding the error of parameter estimation

Suppose we use a single projective measurement to estimate our parameter Φ.
We will now derive the Measurement-Average Mean Squared Error (M-AMSE)
bound, relating the basis of measurement to average mean squared error. We begin
by relating the AMSE to the entropy of our estimator.
Proposition 5.7 (Entropic lower bound on the AMSE [CT05, Thm. 8.6.6] [HW12b,
Eq. (11)]). Suppose we have an estimator Φ̂ for a continuous random variable Φ. The
average mean squared error is bounded below by the entropy of of the parameter, and the
mutual information between the parameter and our estimator:
e(Φ̂) ≥ √

1
2πe


exp h(Φ) − I (Φ̂; Φ) .

(5.4.14)

This bound will be an equality if the estimator is unbaised, and the errors Φ − Φ̂ are
Gaussian distributed and independent of the value of the estimator.
Proof. Expanding the mutual information gives
I (Φ̂; Φ) = h(Φ) − h(Φ|Φ̂) = h(Φ) − h(Φ − Φ̂|Φ̂),

(5.4.15)

5.4 m-amse bound

where the last step follows as Φ and Φ − Φ̂ contain the same amount of information
if Φ̂ is known (Eq. 4.1.39). If the error Φ − Φ̂ is independent of the value of the
estimator Φ̂, then we will have h(Φ − Φ̂|Φ̂) = h(Φ − Φ̂). In general the relation is
I (Φ̂; Φ) ≥ h(Φ) − h(Φ − Φ̂),

(5.4.16)

with equality if the errors are independent of the value of the parameter.
We next connect the differential entropy h(Φ − Φ̂) with the average mean squared
error. We showed in § 4.1.4 that for a fixed variance σ2 , the Gaussian distribution
maximises entropy at 12 ln(2πeσ2 ). From Eq. 5.4.13 the variance is bounded by the
AMSE:
var(Φ − Φ̂) = e(Φ̂)2 − bias(Φ̂)2 ≤ e(Φ̂)2 ,

(5.4.17)

where we have equality if Φ̂ is unbaised. Putting this together gives
h(Φ − Φ̂) ≤



1
1
ln 2πe var(Φ − Φ̂) ≤ ln 2πe e(Φ̂)2 ,
2
2

(5.4.18)

with equality for an unbiased estimator with Gaussian errors. Substituting this
back into Eq. 5.4.16 then gives
q

1
2
I (Φ̂; Φ) ≥ h(Φ) − ln 2πe e(Φ̂) = h(Φ) − ln 2πe e(Φ̂)2 .
(5.4.19)
2
which can be re-arranged to give Eq. 5.4.14.
Until now we have been considering interacting N probes with the parameter
Φ. The CXI equality however applies only to a single measurement, so let us
suppose that we interact only one probe, on which we make a single projective
measurement.
Proposition 5.8 (M-AMSE bound). Let ρφ be unitarily dependent on a random variable
Φ with probability distribution p(φ)dφ via a Hermitian generator G: ρφ = e−iGφ ρ0 eiGφ .
The average mean squared error of an estimator Φ̂ based on a single projective measurement
is bounded below by:


1
e
e(Φ̂) ≥ √
exp (h(Φ) − CG (ρ0 )) exp (CM
(E )) ,
(5.4.20)
2πe
e is the
where CG (ρ0 ) is the coherence of ρ0 in the orthonormal eigenbasis of G, and CM
coherence of encoding.

Proof. We will follow the strategy from [HW12b, §III.A]. Our starting point is to
substitute the CXI equality into Eq. 5.4.19:
q
e
h(Φ) − ln 2πe e(Φ̂)2 ≤ I (Φ̂; Φ) = χ(E ) − CM
(E ).
(5.4.21)
We will find an upper bound for the Holevo information:
Z
 Z
ρΦ dΦ − S(ρΦ ) dΦ.
χ(E ) = S

(5.4.22)
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Unitary generation means that the second term is S(ρΦ ) = S(ρ0 ). For the first term
we use the fact that entropy is non-decreasing under physical channels, and take
decoherence channel with respect to the orthonormal basis of G:
Z

Z

S
ρΦ dΦ ≤ S
∆G [ρΦ ] dΦ ,
(5.4.23)
and
∆G [ρφ ] = ∆G [e−iGφ ρ0 eiGφ ] =

∑ e−igΦ Πg ρ0 Πg eigφ = ∆G [ρ0 ].

(5.4.24)

g

The first term is therefore bounded above by S(∆G [ρ0 ]) = CG (ρ0 ), and we have
χ(E ) ≤ S(∆G [ρ0 ]) − S(ρ0 ) = CG (ρ0 ).

(5.4.25)

We now substitute our bound for the Holevo information into Eq. 5.4.21:
q
e
h(Φ) − ln 2πe e(Φ̂)2 ≤ CG (ρ0 ) − CM
(E ).
(5.4.26)
Re-arranging gives
q
e
(E ),
ln 2πe e(Φ̂)2 ≥ h(Φ) − CG (ρ0 ) + CM

(5.4.27)

which is equivalent to Eq. 5.4.20.
The term in brackets in Eq. 5.4.20 is a result from Hall [HW12b, Eq. (12)]. We
extend this to take into account the basis of measurement.
Our derivation considered estimation based off of a single measurement, which
may seem like a strong restriction. Such a bound however can still help us to
understand many features of metrological problems — what is the best basis to
make our next measurement in, and what is the penalty paid if we measure in
a different basis? These are fundamentally ‘single-measurement’ questions, and
the problem of N probes can be studied in some way as N sequential singlemeasurement problems. In § 6.5 we will apply this mode of thought to consider
metrological scenarios with multiple measurements.
5.5

conclusion and outlook

We have introduced the CXI equality, which quantifies exactly how much
information you gain when making a projective measurement on a single system.
This is expressed in terms of a new metrological quantity, the coherence of encoding,
which has a simple expression and is easy to compute. The proof of this was
straightforward in the case of a discrete random variable on a finite-dimensional
Hilbert space, and could be generalised to a continuous random variable on an
infinite-dimensional Hilbert space — so long as we make the assumption that the
entropy of our prior is finite. Using this we derived a bound on the error of an

5.5 conclusion and outlook

estimator in the presence of prior information which depended on our basis of
measurement.
e (E ), as
We briefly comment on the meaning of the coherence of encoding CM
quantifying the penalty paid due to the particular choice of projective measurement
e (E ) is the
basis. It is always better for this to be made smaller, as the larger CM
higher ‘penalty’ we are paying due to our choice of measurement basis. However, a
low or zero coherence of encoding does not mean that our scheme is inherently
good. If for example our states ρφ are independent of the parameter φ, then both
the Holevo and mutual informations are zero, thus so is the coherence of encoding.
There is no penalty to our choice of basis if all choices are equally terrible. We will
study in detail a concrete example of the CXI equality applied to the context of
metrology in § 6.5.
The only measurements we considered were projective. The next step would be
POVMs, the most general form of measurement [WM09, §1.2.5], which describes
schemes such as photodetection that alter a system without projecting it onto a
basis state. Rather than an orthogonal set of projectors, a POVM is described by a
set of positive operators Mr satisfying

∑ Mr† Mr = I,

(5.5.1)

r

where I is the identity operator. The probability of observing outcome r when
measuring a state ρ is
n
o
pr = tr Mr† Mr ρ ,
(5.5.2)
at which point the state is transformed as ρ → Mr ρMr† /pr . The analogy to the
˜ M [·] [Hay17, Eq. (1.13)]:
decoherence operator ∆ M [·] for a POVM is the pinching map ∆
˜ M [ρ] =
∆

∑ Mr† ρMr .

(5.5.3)

r

Eq. 5.5.3 represents a new quantum state which is ‘decohered’ with respect to the
POVM. It has positive eigenvalues, since Mr are positive operators, and Eq. 5.5.1
ensures the trace is unity.
Given a substitute for decoherence, we also need an analogy for coherence
in the POVM case. Coherence was originally constructed for orthogonal bases,
however the concept has also recently generalised to nonorthogonal bases [The+17].
Combining these two ideas, it is likely that we could derive a concept analogous to
the coherence of encoding, allowing us to analyse the informational content of the
most general form of measurement.
We could also consider measurement of multiple probes, rather than a single
probe state. As well as broadening the range of applicability, this would open the
door to studying the role of nonclassical correlations between our probe states, and
the informational content of measurements in various scenarios. In [HW12b] the
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authors were able to use the fact that the AMSE bound was unchanged if G was
replaced by a nonlinear function thereof to show that nonlinear metrology was
unhelpful in Bayesian scenarios. Similarly we could study the interplay between
nonlinear metrology and effects such as entanglement or discord.
We also provided a measure theoretic formulation of information theory, which
unified the discrete and continuous pictures and allowed for us to define the
mutual information between a discrete and continuous quantity. Two measures
were considered — the counting measure, which lead to the Shannon entropy, and
the Lebesgue, which generated the differential entropy. It might be of some interest
to consider entropies generated by other measures. Suppose for example that some
values of the parameter we were sensing were of greater consequence, for example
if they signalled a violation of a Bell inequality, or in a quantum communication
scenario the presence of an attacker. In that case we may wish to use a measure
which weighted those regions of parameter space more highly.

6

P H A S E E S T I M AT I O N

Geometry is the art of reasoning well from badly drawn figures.
— Henri Poincaré,60 Analyis Situs

The results from the previous section are generalised for the estimation of phases.
We begin with a brief review of phase estimation literature in § 6.1. The fact that a
phase of zero and 2π are identical breaks our conventional statistical measures of
mean and variance, and will require the development of circular statistics in § 6.2.
Using this we show in § 6.3 that there is a natural analogue to the error on the
circle, which is equivalent to the widely used Holevo variance. We then decompose
this circular error into a circular variance and bias. These are very natural from the
point of view of entropy, and we derive in § 6.4 bounds on the mean circular error
when estimating a parameter given prior information. Finally in § 6.5 we apply
these concepts to design an adaptive phase estimation algorithm.
6.1

phase estimation in literature

The problem of phase estimation has very important applications in metrology.
The concept of a circular error, and optimal measurement schemes thereof, have
therefore been discussed extensively in literature. In this section we will survey
this field, and explain how our work fits into the broader picture.
We will show that circular statistics motivate the circular error as a natural measure
of phase error. As we discuss in § 6.3.1 this quantity is often used under a different
guise, with the motivation of being the ‘simplest’ angular measure of error [DDJK15,
§IV.A.2]. We note however that in [Col93] it was taken as a figure of merit to study
phase noise in squeezed states, and given its geometric interpretation as “the mean
squared distance of heiφ i from 1”. Another commonly used measure is the Holevo
variance, useful as it satisfies quantum uncertainty relations. In [Ber02, §2.1.1] it was
shown that minimising the Holevo variance is equivalent to minimising the circular
variance, and that they are approximately equal when both are small. While we
will not consider them here, other measures of phase variance such as confidence
intervals and the entropy of the distribution are discussed in [Hal93].
Much of the work on phase estimation was done in the context of interferometry,
where a state is sent through a Mach-Zehnder interferometer which imprints a
relative phase difference of φ between two arms. If we assume use of N photons,
the problem has an N + 1 dimensional Hilbert space with a canonical basis |ni
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representing N − n photons travelling through the upper arm. If an initial state ρ0
is used to probe the interferometer, the parameter φ is encoded as
ρφ = Uφ ρ0 Uφ† ,

(6.1.1)

where
Uφ |ni = einφ |ni.

(6.1.2)

In this part we consider the more general evolution
ρφ = e−iGφ ρ0 eiGφ ;
61

This is an
N-dimensional
representation of the
creation and
annihilation
operators. They
behave as usual on
the |ni states for
n < N, but
a† | N i = 0.
62

This is only in the
case of a
finite-dimensional
Hilbert space — i.e.
finite photons in the
interferometer. With
infinite dimensions
we can construct
states with finite
h N i but infinite
Fisher information.

63 Experimentally
speaking such states
are very difficult to
prepare and
incredibly vulnerable
to decoherence, with
the largest state to
date consisting of
five photons
[AAS10].

(6.1.3)

Eq. 6.1.1 represents the special case where61 G = a† a. There are many degrees of
freedom: the input state, a decoherence mechanism, and a measurement scheme —
each of which may be fixed or varied in order to define a new optimisation problem.
We will only give a brief overview here, for a detailed review consult [DDJK15] or
[Ber+09].
As before this problem may be viewed through a Fisher or Bayesian lens, and
the two approaches yield different solutions. The optimal probe state as given by
Fisher information generally turns out to be a NOON state: √1 (| N i|0i + |0i| N i),
2
a superposition of N photons through one port and zero through the other, and
vice-versa.62 In the absence of decoherence, such states allow for ‘Heisenbergscaling’ where the error in the estimate of φ decreases with 1/N.63 However this
changes when we shift to the Bayesian picture and consider the effect of prior
knowledge. The interference pattern produced by a NOON state is extremely
sensitive — slight errors result in huge shifts in the measurement signal — and
interpreting it therefore requires you to have a very localised prior distribution
[DDJK15, §V.A] [HW12b].
From the Bayesian perspective we may assume a uniform prior (pΦ (φ) = 1/2π)
to study phase estimation with no initial knowledge. The optimal state in this case
is more complex than a NOON state but may still be found analytically [DDJK15,
§V.B]. The scaling of the error in this case is π/N — we again obtain Heisenberg
scaling, but with an extra constant factor. It can be shown that this factor of π
remains even if the prior is made arbitrarily narrow [JDD15], implying that this
cost is due to the Bayesian procedure itself, rather than a uniform prior.
Adaptive protocols have been investigated, such as in [BWB01]. A lot of the
time the optimal states and measurements cannot be attained with real-world
equipment, but can be approximated with feedback and adaptive protocols.
Next we may consider estimation in the presence of general prior distributions.
There has been some controversy in literature about schemes which claimed to
attain above Heisenberg-scaling — i.e. for the error to scale as 1/N α for α > 1. It
was shown however in [Ber+12] that such a scheme must in some way make use of
prior information about the parameter. In [HW12a] Heisenberg 1/N-style bounds
were derived which allowed for a prior phase distribution. Moreover these were
proved using entropic techniques similar to what we consider in this section. In
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(a) φ0 = 0, mean = 0, variance ≈ 1.6
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(b) φ0 ≈ 1.6, mean ≈ 0.9, variance ≈ 2.4

Figure 6.1: The probability distribution p(φ) = ecos(φ−φ0 ) /2π I0 (1) for φ0 = 0 in (a) and
φ0 = π/2 in
R (b). The mean (denoted by the Rdashed vertical line) is calculated
by E[φ] = φp(φ) dφ, and the variance by (φ − E[φ])2 p(φ) dφ. Despite one
distribution being a translate of the other, the mean is located at the peak only
for φ0 = 0, and the variances are very different.

[Nai18] the author uses rate-distortion theory to derive a Bayesian bound. There is
also an alternate route through the Ziv-Zakai relations, which are Bayesian bounds
that relate the mean squared error to binary hypothesis testing. This approach
has also been used to consider phase sensing with prior information on the phase
distribution [Tsa12].
The problem of phase estimation with prior knowledge was considered in
detail in [DD11], where the author considered a general POVM, decoherence, and
optimised over both probe states and measurement schemes. Taking the sinusoidal
cost function Eq. 6.3.4 the average estimation error could be minimised analytically
using linear algebra. A detailed comparison between the Fisher information and
Bayesian pictures for the phase estimation case may also be found in [JDD15].
6.2

circular statistics

We often want to estimate the phase of a quantum system, which is represented
by an angle 0 ≤ φ ≤ 2π. Suppose the phase is 0, but we measure 2π − e for some
small e. The error of our estimate is e, however if we naïvely compute the difference
we will find |(2π − e) − 0| ≈ 2π. The problem is that our usual statistical measures
such as mean or variance are not adapted to the topology of the circle, which
requires that an angle φ and φ + 2π are identical. This is illustrated for a probability
distribution64 in Fig. 6.1.
The theory which deals with probability distributions on the circle65 is called
directional statistics, so called as it is the statistics of ‘directions’. Our presentation is
based on two references: a readable introduction [JS01], and the more comprehensive [MJ00].

64

This is the von
Mises distribution,
which we will meet
in § 6.2.2.
65

Or indeed
higher-dimensional
spheres.
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6.2.1

Mean and variance

Suppose we sample a distribution of angles n times, obtaining φ1 , . . . , φn . How
should we define the ‘average’ direction in a way that will respect the topology of
the circle? The solution is to regard our angles φi as vectors ri lying on the unit
circle in R2 . The mean of the ri will be a vector
R=

1
(r1 + · · · + rn ) .
n

(6.2.1)

The angle corresponding to R will then be our ‘average angle’. We call this the
circular mean of φi , denoted hφi. We re-iterate that hφi is not the same as (φ1 + · · · +
φn )/n. Note that the circular mean is undefined if R = 0, in which case the angles
are distributed about the circle in such a way that a mean direction does not exist,
for example a pair of antipodal points or a uniform distribution.
By the triangle inequality the norm R will be bounded between zero and one,
since:

kr1 + · · · + rn k ≤ kr1 k + · · · + krn k = n.

66

In literature the
definition
V = 1 − R is
usually taken. We
will see in § 6.3.3
that our factor of ‘2’
in Eq. 6.2.3 makes
the circular variance
reduce to the linear
variance in the limit
R → 1.

(6.2.2)

We call R the mean resultant length, which is a measure of how ‘clustered’ the φi are.
The triangle inequality is saturated if and only if the ri are colinear, so R = 1 if and
only if the φi coincide. As the φi become more spread around the circle, the value
of R decreases. Subtracting R from one then gives us the circular variance:66
V = 2(1 − R ).

(6.2.3)

The circular variance measures the spread of the distribution, taking its minimum
value of 0 for a single point, and maximum of 2 for a uniform distribution. We
show these ideas in Fig. 6.2. It is the circular variance that we shall use in § 6.3 to
define a natural measure of error on the circle.
There are two sums which come up very often in circular statistics [MJ00, §2.2.1]:

∑ sin(φi − hφi) = 0,

(6.2.4)

∑ cos(φi − hφi) = nR.

(6.2.5)

i

i

These can be seen most readily by choosing coordinates such that R lies along the
positive x-axis. Then the mean of the ri is R = ( R, 0), and hφi = 0. The sum of the
sines in Eq. 6.2.4 is the sum of the vertical components of ri , which must be zero.
The sum of cosines in Eq. 6.2.5 is n times the mean of the horizontal components,
or n times R. Moreover since the variance is minimised about the mean angle hφi,
and V = 2(1 − R), for any other angle φ0 we have [MJ00, §2.3.2]

∑ cos(φi − hφi) ≥ ∑ cos(φi − φ0 ).
i

i

(6.2.6)
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(a) Small circular variance
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(b) Large circular variance

Figure 6.2: The orange points on the circle denote angles φi ∼ ri , where angles are made
counter-clockwise with the x-axis. Taking the mean of the ri gives the dashed
black vector R. The angle of R is the mean angle hφi, and its norm is the mean
resultant length R. In (a) the points are clustered together with a small circular
variance, while in (b) the points are widely spread leading to a large circular
variance.

Let us now move from a discrete sum to a continuous integral, and consider a
probability distribution pΦ (φ) dφ for an angle φ. To define the mean angle we let
rφ = (cos(φ), sin(φ)) ,

(6.2.7)

and then integrating over the probability distribution gives
RΦ =

Z

rφ pΦ (φ) dφ,

(6.2.8)

where the subscript is to emphasise that RΦ corresponds to the probability distribution of Φ. For consistency with other sections however we will denote the mean
angle with a superscript:67 hφi(Φ) , which is the angle RΦ makes with the positive
x-axis. The sums from before now become
Z


sin φ − hφi(Φ) pΦ (φ) dφ = 0,
(6.2.9)
Z


cos φ − hφi(Φ) pΦ (φ) dφ = R,
(6.2.10)
and for any angle φ0 :
Z



cos φ − hφi

(Φ)



pΦ (φ) dφ ≥

Z

cos (φ − φ0 ) pΦ (φ) dφ.

(6.2.11)

67

Following the
convention from
§ 5.4, the superscript
in brackets
emphasises that
hφi(Φ) is the (in this
case circular)
expectation value of
φ over the
probability
distribution Φ. This
notation will be
useful when we
consider circular
errors in § 6.3.
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6.2.2

von Mises distribution

In conventional statistics the Gaussian distribution appears naturally in many
places. The analog of the Gaussian distribution on the circle is called the von Mises
distribution:
p(φ) dφ =

1
eκ cos(φ−µ) dφ,
2πI0 (κ )

(6.2.12)

where the normalisation I0 (κ ) is a modified Bessel function of the first kind of
order zero. This has two parameters:
µ is the mean direction, the angle at which the distribution is peaked.
κ is the concentration parameter, which describes how ‘narrow’ the distribution is.
The uniform distribution on the circle is given by κ = 0, while large values
concentrate the probability more about the mean direction. We will take κ to
be positive; a negative value of κ is equivalent to shifting the mean direction
by π. We can see from the form of p(φ) that the ratio between the highest
and lowest values of the distribution is e2κ .
We plot the von Mises distribution for a range of concentration parameters in
Fig. 6.3.
In § B.3.1 we show that for a given concentration parameter κ, the von Mises
distribution has mean resultant length
A (κ ) =

68 Recalling the
geometric picture
eh(0) = 2π,
implying a uniform
distribution occupies
the full
circumference of the
circle.
69

It may not look
like the entropy is
approaching −∞
from the plot in
Fig. 6.4b. This is
because the entropy
decreases very
slowly, as can be
seen by computing
h(1012 ) ≈ −11.

I1 (κ )
,
I0 (κ )

(6.2.13)

where I1 is a modified Bessel function of the first kind of order one. We can use
this to obtain the circular variance


I1 (κ )
,
(6.2.14)
V (κ ) = 2 1 −
I0 (κ )
which we graph in Fig. 6.4a.
We mentioned that the von Mises distribution was the circular analogue of
the Gaussian. This analogy may be made in a number of ways, what will be
useful for us is an entropic characterisation. We proved in § 4.1.4 that the Gaussian
distribution has maximum entropy for a fixed mean and variance. The von Mises
distribution on the other hand has maximum entropy for a fixed circular mean and
circular variance, which we show in § B.3.2. There we also derive the entropy of the
distribution as a function of concentration parameter:
h(κ ) = log (2πI0 (κ )) − κA(κ ).

(6.2.15)

We plot this in Fig. 6.4b. For κ = 0 this is log(2π ), corresponding to a uniform
distribution on the circle.68 As κ grows large the distribution converges towards a
single point, and so the entropy approaches negative infinity.69

6.2 circular statistics

von Mises distribution

Figure 6.3: The von Mises distribution Eq. 6.2.12 for µ = 0 and varying concentration
parameter κ. A value of zero corresponds to a uniform distribution on the circle,
while as κ increases the distribution grows more ‘concentrated’ about the mean.
Making κ negative corresponds to shifting the mean by π.

(a) Circular variance of the von Mises distribution

(b) Entropy of the von Mises distribution

Figure 6.4: (a) The circular variance of the von Mises distribution Eq. 6.2.14 as a function
of concentration parameter κ. This takes a maximum value of 2 when κ = 0
corresponding to a uniform distribution, and decreases towards 0 as κ → ∞.
(b) The entropy Eq. 6.2.15 of the von Mises distribution. At κ = 0 we have a
uniform distribution on the circle with entropy log(2π ), while as κ → ∞ the
von Mises distribution approaches a single point with an entropy of −∞.
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6.3

circular error

We will show that circular statistics naturally motivates a measure of error for
phases. This is equivalent to the Holevo variance, another commonly used measure
in metrology. We then define a mean circular error in analogy to the mean squared
error, and show that this may be decomposed into circular analogues of the variance
and bias. This will be the cost function we seek to minimise during metrological
problems.
6.3.1

Defining a circular error

Suppose we have an estimator Φ̂ of a random variable Φ. For a deviation
∆Φ̂ = Φ̂ − Φ, our usual notion of error is the square error
2
(∆Φ̂)2 = Φ̂ − Φ .
(6.3.1)
This however does not respect the topology of the circle, as when estimating a
phase Φ = 0 the estimator Φ̂ = 2π would appear to have a very large error.
The square error comes from our usual notion of the variance, and so to generalise
this to the circle we should consider the circular variance V = 2(1 − R). Computing
R using Eq. 6.2.10, we are lead to define the circular error as

c(∆Φ̂) = 2 1 − cos(∆Φ̂) .
(6.3.2)
The factor of ‘2’ ensures that this will reduce to the square error in the limit of
small deviations ∆Φ̂  1, which we may see by Taylor expanding the cosine to
second order:



(∆Φ̂)2
4
c(∆Φ̂) ≈ 2 1 − 1 −
+ O(∆Φ̂ )
= (∆Φ̂)2 + O(∆Φ̂4 ).
(6.3.3)
2
We compare the circular and square errors in Fig. 6.5.
The circular error has been considered many times in literature under a different
guise. Substituting the trigonometric identity sin2 (φ/2) = 12 (1 − cos(φ)) yields


2 ∆Φ
c(∆Φ) = 2 sin
,
(6.3.4)
2
which is often motivated as as the ‘simplest’ periodic function of the error which
will reduce to the square error for ∆Φ  1 [DDJK15, §IV.A.2]. However from the
previous development and our background in circular statistics, we can see that
Eq. 6.3.4 is also the natural circular analogue to the square error Eq. 6.3.1.
Let us now consider the circular variance of a probability distribution. Suppose
we have some continuous random variable X on the real line with probability
density p X ( x ) dx. This has mean

hXi =

Z

xp X ( x ) dx,

(6.3.5)

6.3 circular error

Circular and square errors

Figure 6.5: Comparison of the square error (∆Φ̂)2 with the circular error c(∆Φ̂) as defined
in Eq. 6.3.2. The two agree when ∆Φ̂ is small, however c(∆Φ̂) is periodic about
the circle.

where for X, h X i denotes the conventional mean. The square error then gives us
variance
var( X ) =

Z

( x − h X i)2 p X ( x ) dx,

= ( X − h X i)

2

(6.3.6)

.

Now suppose we have a phase Φ on the circle, with probability density pΦ (φ) dφ.
This has circular mean hΦi. The circular variance of the distribution will then be
cvar(Φ) =

Z

2 (1 − cos(φ − hΦi)) pΦ (φ) dφ,

= 2 (1 − hcos(Φ − hΦi)i) .
6.3.2

(6.3.7)

Holevo variance

One of the innovations of quantum mechanics was uncertainty relations between
conjugate variables, the canonical example being for position and momentum:
∆x∆p ≥

h̄
.
2

(6.3.8)

In Eq. 6.3.8 the errors ∆x, ∆p are expressed with regards to the square error. The
variance ∆x may be shrunk towards zero so long as ∆p approaches infinity, and
vice versa. For phase the conjugate quantity is number of particles N, so we would
expect a similar relation
∆N∆φ ≥

h̄
.
2

(6.3.9)
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For ∆N the natural error measure is the square error as usual, which may approach
zero. However this presents a problem, as for a phase both the square and circular
errors are bounded, and so neither may satisfy a relation like Eq. 6.3.9 which would
require them to approach infinity as ∆N → 0. The Holevo variance was introduced
as a measure of phase uncertainty which would satisfy uncertainty relations.
To define the Holevo variance we place our phase in the complex plane, in
order to respect the topology of the circle [Hol79, §4]. If the phase has distribution
pΦ (φ) dφ, the mean phase is

heiΦ i =

Z +π
−π

eiφ pΦ (φ) dφ,

(6.3.10)

and variance
2
σΦ
=

Z π
−π

eiφ − heiΦ i

2

pΦ (φ) dφ.

(6.3.11)

The Holevo variance is then defined as
VH (Φ) =

70

In literature
|heiΦ i| is often
called the ‘sharpness’
of the distribution; a
uniform distribution
has a sharpness of
zero, while a single
point has a
sharpness of one.
71

The square on the
denominator of
Eq. 6.3.12 ensures
the ‘units’ match —
both are ‘length
squared’ in the
complex plane.
72

Even with the
Holevo variance
number-phase
uncertainty relations
are more complicated
than the
position-momentum
case, see [Ber+09,
§II] for a discussion.

2
σΦ
.
|heiΦ i|2

(6.3.12)

We can recognise |heiΦ i| as the mean resultant length R from circular statistics.70
The Holevo variance is therefore the conventional variance — computed in the
complex plane to account for the topology of the circle — scaled by the mean
resultant length.71 This is zero for a single point, and as the distribution grows
more uniform R → 0 and so VH (Φ) will approach infinity. Holevo showed that
VH (Φ) would satisfy an uncertainty relation with the number variance in the
manner of Eq. 6.3.9 [Hol79, §5].72 For this reason it is a widely used figure of merit
in literature, and many schemes are shown to be optimal by minimising the Holevo
variance.
To see the connection between the Holevo variance and the circular error we will
re-write Eq. 6.3.12 in a more easily computable form. We first explicitly calculate
the variance:
Z π 


2
σΦ
=
e−iφ − he−iΦ i eiφ − heiΦ i pΦ (φ) dφ,
−π
Z π 

1 − eiφ he−iΦ i − e−iφ heiΦ i + heiΦ ihe−iΦ i pΦ (φ) dφ,
=
(6.3.13)
−π
iΦ
−iΦ
= 1 − he ihe i,
2

= 1 − heiΦ i .
Substituting this into Eq. 6.3.12 gives us an alternate expression for the Holevo
variance
VH (Φ) = |heiΦ i|−2 − 1.

(6.3.14)

In the case where heiΦ i is real the connection between the Holevo variance and
the circular error was made in [Ber02, §2.1.1] to derive an equivalent expression to

6.3 circular error
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Mean phase in the complex plane

Figure 6.6: The mean phase heiΦ i makes an angle hΦi in the complex plane, with the gray
dashed curve denoting the unit circle. We stress that heiΦ i is the conventional
mean Eq. 6.3.10, while hΦi is the circular mean as defined in § 6.2.1. We will
always have |heiΦ i| ≤ 1, corresponding to the mean resultant length being less
than one.

Eq. 6.3.14 more amenable to analytical treatment. A generalisation to the complex
case is straightforward using circular statistics. Suppose the mean phase heiΦ i
makes an angle hΦi in the complex plane as shown in Fig. 6.6, where hΦi denotes
the circular mean as defined in § 6.2.1. Then hei(Φ−hΦi) i is real, and so we have

hei(Φ−hΦi) i = hcos (Φ − hΦi)i.

(6.3.15)

Since an absolute value is unchanged by complex phase multiplication we have
|heiΦ i| = |hei(Φ−hΦi) i|. The Holevo variance is then
VH (Φ) = |hei(Φ−hΦi) i|−2 − 1,

= |hcos(Φ − hΦi)i|−2 − 1,

(6.3.16)

= hcos(Φ − hΦi)i−2 − 1,
where in the last line we used the fact that hcos(Φ − hΦi)i = R ≥ 0 from Eq. 6.2.10.
Minimising the Holevo variance is therefore equivalent to maximising hcos(Φ −
hΦi)i, which from Eq. 6.3.7 means minimising the circular variance. While the
Holevo and circular variance are not equal to one another,73 minimising one means
minimising the other.
6.3.3

Mean circular error

In § 5.4 we defined the mean squared error, which may be decomposed into the
sum of a variance and bias. Here we will derive new analogous results for circular
statistics. In the following suppose that Φ is a random variable we are trying to
estimate. We perform measurements on quantum systems, whose outcomes are
represented by a random variable M = ( M1 , M2 , . . .). These are then fed to an
estimator Φ̂( M) which aims to reconstruct the value of Φ. Our error is based on

73

See [Ber02] for a
discussion on the
difference between
the two. The circular
variance can be used
as an approximation
to the Holevo
variance when
VH (Φ) is small.
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the circular error c(∆Φ), which we will now write with slightly different notation
to match that of § 5.4:

cΦ (Φ̂( M )) = 2 1 − cos(Φ̂( M ) − Φ) .
(6.3.17)
74

The character ς is
‘varsigma’ in LATEX.

We begin by defining the Mean Circular Error (MCE) in analogy with Eq. 5.4.2:74
( M)

ς Φ (Φ̂)2 = EΦ





( M) 
cΦ (Φ̂( M)) = EΦ 2 1 − cos Φ̂( M) − Φ
.

(6.3.18)

( M)

Recall that the notation EΦ [·] means the integral over all possible measurement
results M, with subscript to remind us that this will be a function of the parameter
value Φ. We wish to decompose the MCE into a variance and bias in analogy with
Eq. 5.4.3. In circular statistics however we can no longer interpret the quantity
( M)

EΦ



 Z
Φ̂( M) = Φ̂(m) p M|Φ (m|Φ) dm

(6.3.19)

as the ‘correct’ mean of our estimator, since the usual mean does not reflect the
( M)
topology of the circle. In this section and § 6.4 we will use hΦ̂( M)iΦ to denote
the circular mean of Φ̂( M) over M, for a given value of Φ. This is to match our
convention where superscripts denote expectation values, though note that in this
case it is a ‘circular expectation value’.
We first use the trigonometric identity
cos(α + β) = cos α cos β − sin α sin β

(6.3.20)

to expand
( M)

EΦ



cos Φ̂( M ) − Φ



( M)

= EΦ

h


i
( M)
( M)
cos Φ̂( M) − hΦ̂( M)iΦ + hΦ̂( M )iΦ − Φ
RΦ (Φ̂)

z
}|

h

i{

( M)
( M)
( M)
= EΦ cos Φ̂( M) − hΦ̂( M)iΦ
cos hΦ̂( M)iΦ − Φ
0

z
}|
h 
i{


( M)
( M)
( M)
− EΦ sin Φ̂( M) − hΦ̂( M)iΦ
sin hΦ̂( M)iΦ − Φ .
(6.3.21)
As indicated by the overbraces, the averaged sine and cosine terms in the last
expression simplify using Eq. 6.2.9 and Eq. 6.2.10:
h 
i
( M)
( M)
EΦ sin Φ̂( M ) − hΦ̂( M )iΦ
is zero.
( M)

EΦ

h


i
( M)
cos Φ̂( M) − hΦ̂( M)iΦ
will be the mean resultant length RΦ (Φ̂) of the

estimator Φ̂ for a given value of Φ.
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We then substitute Eq. 6.3.21 into Eq. 6.3.18:
1−bias2 /2

1−variance/2

ςΦ

(Φ̂)2
2

z
}|
}|
h

i{ z 
{
( M)
( M)
( M)
= 1 − EΦ cos Φ̂( M) − hΦ̂( M)iΦ
cos hΦ̂( M)iΦ − Φ . (6.3.22)

Again as emphasised, Eq. 6.3.22 is analogous to Eq. 5.4.7. To see this we Taylor
expand the two cosine terms assuming a small ∆Φ̂, and find that they recover the
linear variance and bias.
variance

( M)

EΦ

h


i
( M)
cos Φ̂( M) − hΦ̂( M)iΦ
≈ 1−

= 1−

( M)
EΦ




( M) 2
Φ̂( M) − hΦ̂( M)iΦ
2


,

varΦ (Φ̂)
.
2
(6.3.23)

bias



( M)

cos hΦ̂( M )iΦ



−Φ ≈ 1−
= 1−

( M)

hΦ̂( M)iΦ − Φ
2

(Φ̂)2

biasΦ
2

2
,

(6.3.24)

.

Thus for small ∆Φ̂ the mean circular error is equal to the mean squared error
eΦ (Φ̂):




varΦ (Φ̂)
biasΦ (Φ̂)2
ς Φ (Φ̂)2 = 2 1 − 1 −
+ O(∆Φ̂4 )
1−
+ O(∆Φ̂4 ) ,
2
2

= varΦ (Φ̂) + biasΦ (Φ̂)2 + O(∆Φ̂4 ),
= eΦ (Φ̂)2 + O(∆Φ̂4 ).
(6.3.25)
Motivated by this we define circular analogues to varΦ and biasΦ :

h

i
( M)
( M)
cvarΦ (Φ̂) = 2 1 − EΦ cos Φ̂( M ) − hΦ̂( M )iΦ
,



( M)
cbiasΦ (Φ̂)2 = 2 1 − cos Φ − hΦ̂( M)iΦ
.

(6.3.26)

We can see that cvarΦ (Φ̂) is equivalent to the circular variance Eq. 6.2.3 of the
estimator Φ̂ for a given value of Φ, and consequently is bounded between zero and
two by Eq. 6.2.10.
If we substitute Eq. 6.3.26 into Eq. 6.3.22 we find




cvarΦ (Φ̂)
cbiasΦ (Φ̂)2
2
ς Φ (Φ̂) = 2 1 − 1 −
1−
,
(6.3.27)
2
2
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or
ς Φ (Φ̂)2 = cvarΦ (Φ̂) + cbiasΦ (Φ̂)2 −

cvarΦ (Φ̂)cbiasΦ (Φ̂)2
.
2

(6.3.28)

This mirrors the decomposition eΦ (Φ̂)2 = varΦ (Φ̂) + biasΦ (Φ̂)2 , from which we
were able to conclude that eΦ (Φ̂) ≥ varΦ (Φ̂). We can derive a similar result from
Eq. 6.3.28 by noting that for 0 ≤ a ≤ 2 and b > 0:

a
ab
= a+b 1−
≥ a.
(6.3.29)
a+b−
2
2
Taking a = cvarΦ (Φ̂) and b = cbiasΦ (Φ̂)2 gives
ς Φ (Φ̂)2 ≥ cvarΦ (Φ̂).

(6.3.30)

We have thus shown that the MCE incorporates variance and bias in a manner
analogous to the mean squared error. The definitions of these quantities follow naturally and geometrically from circular statistics. This provides further justification
for the circular error as a metrological quantifier when considering phase errors.
Analogously to before, to incorporate a prior distribution we average over Φ
and define the Average Mean Circular Error (AMCE):




ς(Φ̂)2 = E(Φ) ς Φ (Φ̂)2 = E(Φ,M) 2 1 − cos Φ − Φ̂( M)
.
(6.3.31)
Again we cannot average our earlier equations over Φ, but instead we must define
an average circular variance and bias as:

h

i
cvar(Φ − Φ̂) = 2 1 − E(Φ,M) cos Φ − Φ̂( M) − hΦ − Φ̂( M )i(Φ,M)
,



(6.3.32)
cbias(Φ̂)2 = 2 1 − cos hΦ − Φ̂( M )i(Φ,M) .
We can verify with a Taylor expansion that these agree with Eq. 5.4.11 and Eq. 5.4.12
up to O(∆Φ̂4 ).
We next decompose the average mean circular error into the average circular
variance and bias. Expanding cosine term in Eq. 6.3.31 using the trigonometric
identity Eq. 6.3.20 gives


E(Φ,M) cos Φ − Φ̂( M )
h

i
(Φ,M)
(Φ,M)
= E(Φ,M) cos Φ − Φ̂( M) − Φ − Φ̂( M)
+ Φ − Φ̂( M)
,
h

i


(Φ,M)
(Φ,M)
= E(Φ,M) cos Φ − Φ̂( M) − Φ − Φ̂( M)
cos Φ − Φ̂( M )
h 
i


(Φ,M)
(Φ,M)
− E(Φ,M) sin Φ − Φ̂( M) − Φ − Φ̂( M)
sin Φ − Φ̂( M)
.
(6.3.33)
The second term vanishes, since by Eq. 6.2.9
h 
i
(Φ,M)
E(Φ,M) sin Φ − Φ̂( M) − Φ − Φ̂( M )
= 0.

(6.3.34)

6.4 entropic bounds

The first term may be recognised as containing the circular variance and bias from
Eq. 6.3.32.
Putting all this together we obtain
ς(Φ̂)2 = cvar(Φ̂ − Φ̂) + cbias(Φ̂)2 −

cvar(Φ − Φ̂)cbias(Φ̂)2
,
2

(6.3.35)

from which we have as before
ς(Φ̂)2 ≥ cvar(Φ − Φ̂).
6.4

(6.3.36)

entropic bounds

In § 5.4 we derived the M-AMSE bound Prop. 5.8 on the error e(Φ̂) of an
estimator. A key ingredient in this was Prop. 5.7, which gave a lower bound for the
AMSE in terms of the entropy of our prior. We will now generalise both of these
results to the circular error ς(Φ̂).
We begin with the lower bound on the average mean circular error. Prop. 5.7 was
derived using the fact that a Gaussian maximises entropy for fixed variance, and
the decomposition of the AMSE derived in § 5.4.1. In the circular case the analogue
is the von Mises distribution, and the results from § 6.3.3.
Proposition 6.1 (Entropic lower bound on the AMCE). Suppose we have an estimator
Φ̂ for a continuous random variable Φ. The average mean circular error is bounded below
by:

1
ς(Φ̂)2 ≥ h−
(6.4.1)
vm h ( Φ ) − I ( Φ̂; Φ ) ,
where hvm (V ) is the entropy of the von-Mises distribution with circular variance V. This
bound will be an equality if the estimator is unbaised, and the errors Φ − Φ̂ are von Mises
distributed and independent of the value of the estimator.
Proof. From § 5.4.2 we have
I (Φ̂; Φ) ≥ h(Φ) − h(Φ − Φ̂).

(6.4.2)

Suppose the random variable Φ − Φ̂ has circular variance V:
V = cvar(Φ − Φ̂).

(6.4.3)

Then if hvm (V ) denotes the entropy of the von Mises distribution with circular
variance V, we have h(Φ − Φ̂) ≤ hvm (V ) since the von Mises distribution maximises
entropy for a given value of V. We thus obtain
hvm (V ) ≥ h(Φ) − I (Φ̂; Φ).

(6.4.4)

The function hvm is monotonic increasing — the larger the variance, the more
1
entropy the distribution has. We can therefore apply the inverse h−
vm to either side
and preserve the inequality:

1
V ≥ h−
(6.4.5)
vm h ( Φ ) − I ( Φ̂; Φ ) .
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(a) Prior distribution

(b) Prior on the Bloch sphere

Figure 6.7: Prior distribution for the adaptive measurement scheme, where the qubit makes
an angle φ counterclockwise with the σx axis in the σx σy plane of the Bloch
sphere. (a) We assume a von Mises distribution about φ = π/2 with concentration parameter κ = 3, as in Eq. 6.5.1. (b) The prior is shown on the Bloch
sphere, with the orange solid region representing the probability of Φ being at
that angle in the σx σy plane.

While the inverse may not be written in terms of elementary functions, it is easy to
compute numerically.
What remains is to relate the circular variance V of Φ − Φ̂ to the mean circular
error ς(Φ̂)2 . This is given by Eq. 6.3.36, from which we derive Eq. 6.4.1.
To generalise this to a basis dependent bound we proceed similarly to the proof
of Prop. 5.8, in which we derived
e
I (Φ̂; Φ) ≤ CG (ρ0 ) − CM
(E ).

(6.4.6)

Monotonicity of the inverse von Mises entropy then gives us:
Proposition 6.2 (M-AMCE bound). Let ρφ be unitarily dependent on a random variable
Φ with probability distribution p(φ)dφ via a Hermitian generator G: ρφ = e−iGφ ρ0 eiGφ .
The average mean circular error of an estimator Φ̂ is bounded below by the entropy of Φ
and the coherence of ρ0 with respect to G:
1
e
ς(Φ̂)2 ≥ h−
vm ( h ( Φ ) − CG ( ρ0 ) + C M (E )) .

6.5

(6.4.7)

adaptive phase estimation

We will now apply the ideas from this section to design a novel adaptive phase
estimator. We do not claim that this will be better than state of the art techniques
— as discussed in § 6.1 this problem has been thoroughly investigated. The aim is
instead to provide a concrete example of how the concepts we have introduced may
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be computed and used. Moreover these should be straightforward to generalise to
other metrological scenarios which have been less well studied.
Suppose we wish to measure some magnetic field. We begin with a qubit in a
probe state ρ0 = |↑ x ih↑ x | and then interact this with the field, causing our probe to
be rotated counterclockwise in the σx σy -plane by an angle 0 ≤ φ < 2π proportional
to the field strength. We have some knowledge about the field which is represented
as a prior distribution on the phase Φ. We will take this to be von Mises distributed
about the σy -axis with concentration parameter κ = 3:
pΦ (φ) dφ =

1
e3 cos(φ−π/2) dφ.
2πI0 (3)

(6.5.1)

This is plotted in Fig. 6.7a, and shown on the Bloch sphere in Fig. 6.7b. We wish
to measure Φ (from which we will infer the value of the magnetic field). We
only consider projective measurements made in the σx σy plane — there is no
informational advantage to leaving the σx σy plane for the distribution shown in
Fig. 6.7b — and neglect the effects of decoherence.
We cannot expect to obtain the phase from only a single measurement; in
general we have N probe states which we interact with the field. We may then
sequentially projectively measure these in various bases, using the results from
previous measurements to optimise the choice of future measurement bases. We
will show how the ideas from this section may be used to
• make the optimum choice of measurement basis using the information from
each previous measurement result,
• combine the measurement results to construct the optimum estimate of the
phase, and
• quantify the performance of the resulting estimator.
6.5.1

Optimal estimator

We will begin by constructing the optimal phase estimator from a given sequence
of measurement results. This was derived in [BWB01, §IV] by maximising |heiΦ i|,
which consequently minimised the Holevo variance Eq. 6.3.14. We will take a
different road and adapt the derivation in [TBT13, §4.2.1] to minimise the circular
error Eq. 6.3.2.
We represent a sequence of measurements with a random variable M. A particular value will be a list m = (m1 , . . . , mn ) of results in different bases. These are
fed to an estimator Φ̂(m) which aims to recreate the value φ of the phase random
variable Φ. The average cost C of our estimator is then the average cost over all
possible phases and measurement results:

C=

Z

dφ

Z


dm pΦ,M (φ, m)2 1 − cos(φ − Φ̂(m)) .

(6.5.2)
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We wish to find the estimator Φ̂(m) which minimises C . To do this we decompose
the joint distribution as pΦ,M (φ, m) = pΦ| M (φ|m) p M (m), then collect terms as

=

Z

dm p M (m)

Z

dφpΦ| M (φ|m)2 1 − cos(φ − Φ̂(m))




(6.5.3)

All quantities involved are non-negative, and so it suffices to minimise the inner
integral only. To find this minimum we set the derivative of the inner term with
respect to Φ̂(m) equal to zero:

Z

d
dφpΦ| M (φ|m)2 1 − cos(φ − Φ̂(m)) ,
0=
dΦ̂(m)
(6.5.4)
Z
= −2 dφpΦ| M (φ|m) sin(φ − Φ̂(m)).
The estimator Φ̂(m) will therefore minimise the circular error if
Z


sin φ − Φ̂(m) pΦ| M (φ|m) dφ = 0.

(6.5.5)

From Eq. 6.2.9 we recognise this as saying that the estimator Φ̂(m) is the circular
mean of the posteriori distribution pΦ| M (φ|m) for the given sequence of measurement results:
Φ̂(m) = hφi pΦ| M (φ|m) .

(6.5.6)

In other words, pΦ| M gives the probability distribution of Φ given our sequence
of measurement results, and our optimum choice is to simply take the (circular)
mean of this. This is analogous to standard estimation theory, where the estimator
minimising the square error is also found by taking the mean of the posterior
distribution [TBT13, §4.2.1].
In classical estimation there are three canonical cost functions. We have already
met the square error, the other two are the absolute error | X − X̂ |, and the uniform cost
which is zero if | X − X̂ | is less than e and one otherwise, for some small e. It can be
shown that for the absolute error the optimum estimator is the mode, which picks
the ‘highest point’ of the probability distribution. The uniform cost is minimised by
the median, where the area on either side of the probability distribution is equalised
[TBT13, §4.2]. It might be of some interest to consider when the generalisation of
these cost functions to phase errors might be relevant to metrological problems.
6.5.2

Posterior distribution

Given a sequence of measurement results, pΦ| M gives us the corresponding
probability distribution of Φ. To compute this we will use Bayes’ rule:
pΦ| M (φ | m ) =

p M|Φ ( m | φ ) pΦ ( φ )
;
p M (m)

(6.5.7)
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an introduction to Bayesian statistics may be found in [Dek+05, §3.3]. Looking at
Eq. 6.5.7, the only term we have in our possession at the start of the problem is the
prior distribution pΦ . We may compute the rest using elementary quantum theory
and statistics.
Suppose we measure a qubit along the σx axis. To compute the probabilities of
finding this spin up or down, we let ρφ represent the pure state corresponding to
an angle of φ, then

p M|Φ (↑ x |φ) = tr |↑ x ih↑ x |ρφ ,
(6.5.8)

p M|Φ (↓ x |φ) = tr |↓ x ih↓ x |ρφ .
Multiplying by pΦ (φ) dφ will then give us the joint distribution p M,Φ , which we
can partially integrate over to find the probability distribution for M:
p M (↑ x ) =
p M (↓ x ) =

Z


pΦ (φ)tr |↑ x ih↑ x |ρφ dφ,

Z


pΦ (φ)tr |↓ x ih↓ x |ρφ dφ.

(6.5.9)

We then have all the necessary ingredients to compute Eq. 6.5.7 and find the
posteriori distribution.
The case of multiple measurements is similar. If m = (m1 , m2 ) represents two
measurement results with orthogonal projectors Πm1 , Πm2 respectively, then we
will have75


p M|Φ (m1 , m2 |φ) = tr Πm1 ρφ tr Πm2 ρφ .
(6.5.10)
We may then multiply by pΦ (φ) dφ and integrate to find p M (m1 , m2 ).
We show an example measurement sequence in Fig. 6.8. In Fig. 6.8a we have the
prior distribution von Mises distributed about φ = π/2. Following two spin-up
results along the σx axis the distribution is shifted closer to φ = 0 in Fig. 6.8b, as it
is less probable that the phase close to the |↓ x i pole. Next in Fig. 6.8c we measure
a qubit along the σy axis and record spin down, introducing a node at φ = π/2.
6.5.3

Adaptive algorithm

From the previous sections we know how to make the optimum estimate of φ
from any given sequence of measurement results. What we do not yet know is how
to pick in which basis to make the next measurement, given the information from
our previous measurements. To do this we will look to Prop. 6.2, where we derived
a lower bound on the circular error of an estimator which depended on the basis of
measurement. We will simply measure in the basis that gives the lowest bound on
the error.
In the distributions shown in Fig. 6.8 we measured along the σx - and σy -axes. In
general we will measure at an angle in the σx σy plane chosen to give the maximum
possible information. For our prior Fig. 6.8a it is clear that measurement along

75

Recall that m1
and m2 correspond
to projective
measurements made
on separate, identical
systems. The joint
probability is
therefore equal to the
product of their
individual
probabilities.
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(a) Before measurement

(b) Two measurements

(c) Three measurements

(d) pΦ| M (φ| ↑ x ↑ x ↓y ) on the Bloch sphere

Figure 6.8: Sequential measurement on the Bloch sphere; the dashed vertical line shows
the initial centre of the distribution. (a) The prior distribution Eq. 6.5.1. (b) The
conditional probability distribution of φ after two qubits have been measured
along the σx -axis and recorded spin-up measurements. (c) The conditional
probability distribution following measurement of a third qubit along the σy
axis and recording spin-down. (d) The probability distribution pΦ| M (φ| ↑ x ↑ x ↓y )
represented as the solid orange region on the Bloch sphere. This is asymmetric
and bimodal, making it difficult to determine the optimum measurement angle.
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(a) Coherence of encoding in different measurement bases

(b) Adaptive estimator performance

Figure 6.9: (a) The coherence of encoding calculated at measurement angles φ counterclocke value corresponds to
wise to the σx axis, lying in the σx σy plane. The lowest C M
the optimum measurement angle, and quantifies the ‘quantum advantage’ that
would be gained if we could do an entangling multi-qubit measurement. (b)
The performance of an adaptive estimator which maximises the informational
gain in each step. The bound is calculated using Eq. 6.5.12 and interpolated for
non-integer values of n. For large values of n the bound becomes negative, this
is due to Eq. 6.5.11 which is ‘too strong’.

the σx axis provides maximum discrimination, as can be seen by visualising this
distribution on the Bloch sphere in Fig. 6.7b. However for the asymmetric and
bimodal distribution Fig. 6.8c which we visualise in Fig. 6.8d we can no longer
do this. In practice very complicated distributions can arise very easily from a
sequence of measurements in different bases — or even at the start if we have a
convoluted prior — from which determining the optimum measurement angle will
be difficult.
To determine the best measurement angle we may turn to the CXI equality, which
tells us that the informational penalty paid by a projective measurement is quantie in that basis. We compute this in all possible
fied by the coherence of encoding CM
e . We plot these for
measurement angles, and pick the angle which minimises CM
the distributions pΦ (φ) and pΦ| M (φ| ↑ x ↑ x ↓y ) in Fig. 6.9a. For the prior distribution
the optimum angle lies along σx , as expected. For pΦ| M (φ| ↑ x ↑ x ↓y ) we can see that
measuring at a range of angles from π/3 to 2π/3 would provide roughly the same
informational content, with the optimum angle approximately 0.63π. This is how
our adaptive algorithm works. Each time we get a new measurement we update
our probability distribution for Φ as described in § 6.5.2, then use the coherence
of encoding to pick the next measurement algorithm. This ensures we obtain the
maximum information available with each measurement.
Apart from giving us the optimum measurement, recall that the coherence of
encoding quantifies the difference between the mutual information and the Holevo
information. Since the coherence of encoding is never zero in Fig. 6.9a, this indicates
that projective measurement of a single qubit will not obtain the Holevo bound.
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There would be a ‘quantum advantage’ in performing an entangling measurement
on several qubits rather than sequential projective measurements. Moreover this
advantage is exactly quantified by the minimum value of the coherence of encoding.
We simulated the performance of our algorithm, beginning from the prior Fig. 6.7,
over all possible outcomes from five measurements. The resulting circular error is
plotted in Fig. 6.9b. To quantify our performance we use the bound Prop. 6.1, and
note that for n measurements we will have
I (Φ̂; Φ) ≤ nχ(E ).

(6.5.11)

Eq. 6.5.11 while true is undoubtedly ‘too strong’, especially as n grows large, and
moreover cannot in general be attained by projective measurements alone due to
use of the Holevo information. It can however provide us with a rough quantifier
against which to compare our estimator performance. This gives us
1
ς bound (Φ̂)2 = h−
vm ( h ( Φ ) − nχ (E )) .

(6.5.12)

We plot the two in Fig. 6.9. As a sanity check which seems to confirm our derivation of Prop. 6.1, we note that our adaptive estimator attains the bound for zero
measurements when the parameter is being estimated from the prior.
The algorithm we have outlined is not specific to qubits, the techniques could
be very easily generalised to any form of parameter estimation. All quantities
involved, from Bayes’ rule to the coherence of encoding, are easy and efficient to
compute for any general system. As a final remark we note that our estimator is a
‘greedy’ algorithm: it gains the most information available from each measurement.
It is possible however that a scenario exists where maximum information is gained
from a sequence of measurements which provide less information than optimal
information in the short term, but which manipulate the distribution into a form
which provides more information later on. Therefore we cannot claim that our
algorithm is provably optimum for all scenarios and for all prior distributions.
However our methods provide a formula for constructing the best greedy algorithm
based on sequential projective measurements for a general metrological scenario.
6.6

conclusion and outlook

We introduced circular statistics, which describes probability distributions on
the circle, and motivated the commonly used sine error as the natural circular
analog to variance. Averaging this allowed for the definition of a mean circular
error in analogy to the mean squared error, which could be decomposed into a
mean and variance in analogy with conventional statistics. Using these we were
then able to derive new entropic bounds on the mean circular error in the context
of parameter estimation with prior knowledge. Classical circular statistics provided
a broader context for results which existed in literature and suggested natural
avenues for generalising them, and we feel that it is a useful tool for work in this
area.

6.6 conclusion and outlook

We applied the results from this section to design an adaptive phase estimator on
the Bloch sphere. The coherence of encoding quantifies the informational penalty
paid by a particular choice of projective measurement, allowing us to design a
‘greedy’ adaptive measurement scheme by repeatedly measuring in the basis which
minimises this quantity. This algorithm should be easily generalisable to systems
beyond the Bloch sphere.
The results from this section, in particular Fig. 6.9a, also emphasised how the
coherence of encoding provides a way of visualising the ‘informational landscape’.
For the probability distribution pΦ (φ) this landscape was very ‘sharp’, in that there
is a large penalty for measuring at angles other than optimum. The distribution
pΦ| M (φ| ↑ x ↑ x ↓y ) however is much less demanding, with a range of measurement
angles offering approximately the same informational content. Moreover, the minie quantifies the ‘quantum advantage’ which would be gained by
mum value of CM
performing a multi-particle measurement making use of entanglement.
Many of the future goals mentioned in § 5.5 would also apply to the material in
this section. Specific to this section, a natural generalisation would be to consider
the estimation of general spin states — rather than just phases, which correspond to
a spin of a half. A higher degree of spin takes us into the realm of multi-parameter
metrology, an complicated topic in its own right, and it would be interesting to
see how our results could be generalised when we are considering two parameters
instead of one. Circular statistics can also be extended to ‘directional statistics’ of
higher-dimensional spheres, which might be able to provide other useful insights
or structures which could be exploited.
It would also be interesting to see under what constraints the greedy algorithm
that we considered may be proven to be optimal. There are probably pathological
prior distributions for which particular combinations of measurements which are
‘worse’ in the short term manipulate the distribution into a form which is ‘better’
in the long term, but we might expect that for broad classes of distributions which
arise in nature, a greedy algorithm turns out to be optimal. By explicitly considering
measurement of multiple probes in our analysis, we might also be able to design
an algorithm which is provably optimal over a certain number of measurements.
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Part III
APPENDIX

A

OPTOMECHANICS

Woe to details! Posterity neglects them all;
they are a kind of vermin that undermines large works.
— Voltaire

We include here two calculations from ‘Optomechanics’ which didn’t fit into the
main body.
a.1

moving to a rotating frame

In § 1.3.2 we simplified the optomechanical equations of motion by moving to a
rotating frame. Suppose we have an operator X̂ in the Heisenberg picture, and wish
to rotate with respect to some Hermitian Ĝ. The change of coordinates is carried
out by a unitary operator
Û = e−i Ĝt/h̄ .

(A.1.1)

In terms of this we define operators in our rotated frame, which we denote with a
subscript ‘R’, as
X̂R = Û † X̂ Û.

(A.1.2)

The time derivative of X̂R is then
dÛ †
dX̂R
dÛ
=
X̂ Û + Û † X̂
+ Û † i [ Ĥ, X̂ ]Û.
dt
dt
dt

(A.1.3)

By expanding the commutator it can be shown that
Û † i [ Ĥ, X̂ ]Û = i [Û † Ĥ Û, Û † X̂ Û ] = i [ ĤR , X̂R ].

(A.1.4)

Moreover we have
dÛ †
dÛ
i
i
i
X̂ Û + Û † X̂
= Û † Ĝ X̂Û − Û † X̂ ĜÛ = [ ĜR , X̂R ].
dt
dt
h̄
h̄
h̄

(A.1.5)

The equation of motion in the rotated frame is therefore76
dX̂R
i
= [ ĤR + ĜR , X̂R ].
dt
h̄

76

(A.1.6)
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Note that
Ĝ = ĜR since Ĝ
and Û commute.
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If we rotate with a Hermitian operator Ĝ, we must also add this to our Hamiltonian
to compensate.
Now let us consider the optomechanical equations of motion. Since we wish to
transform the input field, we need to also model this with a Hamiltonian term:
s
κi Pin −iωL t †
Ĥ = h̄ω0 â† â + h̄Ωb̂† b̂ − h̄G â† â x̂ + ih̄
(e
â − eiωL t â).
(A.1.7)
h̄ω0
We can verify that the Heisenberg equations of motion with Eq. A.1.7 will replicate
Eq. 1.3.13:
" s
# s

dâ
κi Pin  −iωL t †
κi Pin −iωL t
i
∼
ih̄
e
â − eiωL t â , â =
e
.
(A.1.8)
dt
h̄
h̄ω0
h̄ω0
To eliminate the e−iωL t oscillations on the driving field, we take
Ĝ = −h̄ω L â† â.

(A.1.9)

In the rotating frame we will therefore need to subtract h̄ω L â† â from our Hamiltonian. The first three terms of Eq. A.1.7 all commute with Ĝ and hence are
unchanged in the rotating frame. Let us therefore compute Û † â† Û. We will work
in the number basis:
â† â =

∞

∑ n|nihn|.

(A.1.10)

n =0

The exponential of a diagonal matrix is also a diagonal matrix, whose entries are
the exponentials of the eigenvalues [BR02, §1.2]. Using this we obtain
∞

Û =
†

Û =

∑ e−iω nt |nihn|,
L

n =0
∞

(A.1.11)

∑e

iω L nt

|nihn|,

n =0

and therefore
Û † âÛ =

∞

∑

eiωL mt |mihm|

m =0
∞

=

∑

∞

!

e

∑ e−iω nt |nihn|

â

L

n =0
iω L (m−n)t

√

!
,
(A.1.12)

|mihm| n|n − 1ihn|.

m,n=0

The n = 0 term will be zero, so may be discarded. Using hm|n − 1i = δm,n−1 only
the m = n − 1 term will survive. The exponential then becomes
eiωL (m−n)t = e−iωL t ,

(A.1.13)

A.2 buckingham π theorem

and overall we have
Û † âÛ = e−iωL t

∞

∑

√

n|n − 1ihn| = e−iωL t â.

(A.1.14)

m =0

Taking the Hermitian conjugate gives
Û † â† Û = eiωL t â† .

(A.1.15)

Defining the detuning
∆ = ω L − ω0 ,

(A.1.16)

our transformed Hamiltonian in the rotating frame is therefore
s
κi Pin †
ĤR + ĜR = −h̄∆ â† â + h̄Ωb̂† b̂ − h̄G â† â x̂ + ih̄
( â − â).
h̄ω0

(A.1.17)

In the rotating frame the input field now no longer oscillates, and the cavity
frequency ω0 is replaced by the detuning −∆.
a.2

buckingham π theorem

The Buckingham π theorem [Zoh17, §1.6] can be used to identify all dimensionless parameters of a system. We begin by constructing a dimensionality matrix D
whose columns correspond to all physical constants in Eq. 2.1.1, and rows give the
dimensions which in this case are length, mass, and time respectively:
m

L 0
D = M 1
T 0

g
1
0
−2

h̄
2
1
−1

G
−1
0
−1

ω0
0
0
−1

δω/2
0
0
−1

κi
0
0
−1

Pα
2
1
−3

∆α

0
0 
−1

(A.2.1)

We can use D and matrix multiplication to represent the dimensions of any multiple
of parameters of the system. For example the quantity g2 /κi has units



0
m
 2  g
 
 0  h̄
 
 
 0  G
2
L
 
 


0  ω0 = 0
M ,
D ·
 
 0  δω/2
−1 T
 
 −1 κ i
 
 0  Pα
0
∆

(A.2.2)
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which corresponds to length squared per second.
A dimensionless quantity is a combination of parameters with no units, i.e. an
element of the nullspace of D. In our system the dimensionality matrix surjectively
maps from R9 to R3 , so by the rank nullity theorem the dimension of the nullspace
is six. We find a spanning set:
g̃ =
δω
η̃ =
2

s

2κi Pα mg
h̄2 ω0 G (δω/2)2
2κi Pα m
h̄2 G2 ω0 (δω/2)

∆α
δω/2
κi
κ̃i =
δω/2
Pα
P̃α =
h̄ω0 (δω/2)
ω0
ω̃0 =
δω/2
˜α =
∆

=



=



=



=



=



1 1 −2 −1 −1 −2 1 1 0

T

,

1/2 0 −1 −1 −1/2 1/2 1/2 1/2 0
0 0 0 0 0 −1 0 0 1
0 0 0 0 0 −1 1 0 0

T
T

T

,

,
,

0 0 −1 0 −1 −1 0 1 0

T
= 0 0 0 0 1 −1 0 0 0
.

T

,

(A.2.3)
Any other dimensionless parameter may be expressed as some combination of these.
The first three were identified in § 2.2.1, and their significance was exhaustively
analysed in Chapter 2. The Buckingham π theorem however has lead us to three
more.
We won’t study the new parameters here, but they may be of interest for future
work. For example using input-output theory the observed reflected or transmitted
cavity fields are proportional to κ̃i , so this would be useful for analysis of what
could be directly observed in the laboratory.

B
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. . . the very effort to achieve rigor has been for me a terrific boost to imagination.
Rigor cleans the window through which intuition shines
— Ellis D Cooper, Mathematical Mechanics: From Particle to Muscle (2011)

This section includes a few extra details and calculations from ‘Information’.
b.1

the choice of natural logarithm

We have chosen to take most of our logarithms in base e, rather than base two
as is often done in information theory. The properties of entropy are for the most
part agnostic as to which choice of base you use, with the only difference being
a constant scaling factor. This is often expressed by giving the entropy ‘units’ —
bits for base two, nats for base e, and bans for the less commonly used base ten.
You convert between different systems of units by multiplying by the appropriate
constant.
We saw in § 4.1.1 that base two was particularly useful when considering binary
signalling. However when we are not specifically looking at this scenario, we see
no reason to tether ourselves to that particular of basis. We feel that the base two
logarithm emphasises applications towards binary signalling, while we want to
emphasise the geometric interpretation in terms of volumes. In so far as any basis
is natural, we choose to use the natural logarithm in base e.
b.2

finite energy proof of discrete cxi

In this section we will allow for the Hilbert space containing our probe to be
infinite dimensional, and our random variable D to take countably infinitely many
values. We will however assume physical constraints commonly used in literature
to avoid problems associated with infinities.
As mentioned states of infinite entropy are quite pathological, and a sufficient
criterion for the entropy of a quantum state ρ to be finite is that it has finite energy
[Zha+16]. By this we mean that there is some basis where, if pn are the diagonal
elements of ρ in this basis, we have
∞

hni =

∑ npn < ∞,

(B.2.1)

n =1
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so this is in fact a constraint of ‘finite average energy’. For Eq. B.2.1 to correspond
to energy, the basis in which ρ is diagonal must have some sort of physical meaning
where the energy increases sufficiently quickly with n. In what follows we will
assume that this is true.
In [Hay17, Eq. 5.79] we have the upper bound
!
N

S

∑

d =1

N

pd ρd

≤

∑ pd S(ρd ) + H ({ pd }).

(B.2.2)

d =1

It thus suffices to assume
1. The average energy of ρd is uniformly bounded — i.e. a single bound exists
for all states d,
2. The discrete random variable D has finite entropy H ( D ),

77 To see this,
suppose we have a
qubit with
Hamiltonian
H = e| ↑iz h↑ |z , for
e some positive
energy. Then the
| ↓iz state has zero
energy, but if we
decohere this in the
| ↑iy , | ↓iy basis it
will have energy
e/2. If this seems
strange, remember
that decoherence
arises from the
environment
‘measuring’ our
system, a process
which can inject
energy.

to ensure that S(ρd ) and S(ρE ) are finite. The first assumption corresponds to
saying that the interaction encoding our parameter into the state has finite energy
available to it, which is physically reasonable. The second was discussed in § 5.1.3
and rules out only pathological prior distributions. We also note that the constraint
of finite entropy holds for any discretisation of a continuous random variable with
finite differential entropy [CT05, Thm. 8.3.1].
Finally, we must ensure that the entropies of ∆ M [ρd ], ∆ M [ρE ] are finite. A bound
on the energy of ρ is not sufficient to bound the energy of ∆[ρ].77 However, in
performing a measurement we are projecting into some basis. Doing this will
require energy at least equal to the difference in energy between ρd and the energy
of any one of the measurement apparatus states. If we assume that the apparatus
states also satisfy the energy constraint Eq. B.2.1, then the decohered states ∆ M [ρd ]
will also have finite energy, and consequently finite entropy. This gives us the final
constraint:
3. The basis onto which we project has uniformly bounded average energy.
These three conditions are sufficient to guarantee all entropies will be finite, and so
the CXI theorem will hold in the infinite discrete case.
b.3

von mises distribution

The von Mises distribution is the analogue to the Gaussian distribution on the
circle. We derive here several properties of the von Mises distribution, which for
the most part follow from properties of Bessel functions.

B.3 von mises distribution

b.3.1

Basic properties

The class of functions strongly associated with the von Mises distribution are
the modified Bessel functions of the first kind. For n an integer these have integral
representation [NIS20]
In ( x ) =

1
π

Z π
0

ez cos θ cos(nθ ) dθ.

(B.3.1)

Let us first try and normalise the von Mises distribution. We wish to find the
constant C such that
Z +π
−π

Ceκ cos(θ ) dθ = 1.

Since cos(−θ ) = cos θ we may re-write this as
 Z π

1
κ cos(θ )
1 = 2πC
e
cos(0θ ) = 2πCI0 (κ ).
π 0

(B.3.2)

(B.3.3)

We hence find
C=

1
,
2πI
(
0 (κ ))

(B.3.4)

and we recover the usual normalisation factor.
The mean resultant length of the distribution may be found by
π
1
R=
cos(θ )eκ cos θ dθ,
2πI0 (κ ) −π
 Z π

1
1
κ cos θ
=
· 2π
e
cos(1θ )dθ ,
2πI0 (κ )
π 0
I (κ )
= 1 .
I0 (κ )

Z

(B.3.5)

The right hand side is typically denoted A(κ ) in literature:
A (κ ) = 1 −

I1 (κ )
,
I0 (κ )

(B.3.6)

so the circular variance becomes
V (κ ) = 2 (1 − A(κ )) .
b.3.2

(B.3.7)

Entropic characterisation

The von Mises distribution can be characterised as the distribution on the circle
with maximum entropy given a fixed mean direction and circular variance. This is
analogous to the Gaussian, which is the distribution on the line with maximum
entropy for fixed (linear) mean and variance. In this section we will derive the
entropic characterisation of the von Mises distribution.
Our fundamental tool will be the following proposition:
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Proposition B.1 (Maximum entropy given integral constraints [KLR73, Thm. 13.2.1]).
Let hi ( x ) be integrable functions on an interval ( a, b) and let gi be constants, which together
define constraints on some probability distribution p( x ):
Z b
a

hi ( x ) p( x ) dx = gi .

(B.3.8)

If there exist probability distributions on ( a, b) which satisfy these constraints, the distributions which maximise the entropy will be of the form
!
a0 + ∑ a i h i ( x ) ,

p( x ) = exp

(B.3.9)

i

where ai are constants.
Proof. Suppose there exists p( x ) and constants ai such that Eq. B.3.9 satisfies the
constraints Eq. B.3.8. Then p( x ) has entropy
h( p) = −

=−

Z
Z

= − a0

p( x ) log p( x ) dx,
p( x ) ( a0 + ai hi ( x )) dx,
Z

p( x ) dx − ai

Z

(B.3.10)

p( x )hi ( x ) dx,

= − a 0 − a i gi .
Let q( x ) be any other probability distribution satisfying Eq. B.3.8. By positivity of
the relative entropy:

−

Z

q( x ) log q( x ) dx ≤ −

=−

Z
Z

= − a0

q( x ) log p( x ) dx,
q( x ) ( a0 + ai hi ( x )) dx,
Z

q( x ) dx − ai

Z

(B.3.11)

q( x )hi ( x ) dx,

= − a 0 − a i gi .
The left hand side is the entropy of q( x ), while the right hand side is the entropy
of p( x ). We therefore see that Eq. B.3.9 maximises the entropy given constraints
Eq. B.3.8.
Suppose we have fixed mean resultant length R and mean direction µ = 0. Then
a probability distribution f (θ ) must satisfy the constraints
Z
Z

sin θ f (θ ) dθ = 0,

(B.3.12)

cos θ f (θ ) dθ = R.

(B.3.13)
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Applying Prop. B.1 we find h1 (θ ) = sin θ, h2 (θ ) = cos θ, and so entropy is maximised by the distribution
p(θ ) = exp ( a0 + a1 sin θ + a2 cos θ ) ,

(B.3.14)

where the constants ai are to be determined.
a1 : First let us look at Eq. B.3.12:
Z +π
−π

exp ( a0 + a1 sin θ + a2 cos θ ) sin θ dθ = 0.

(B.3.15)

Since cos(θ ) is an even function and sin(θ ) an odd function, this will be
satisfied if a1 = 0.
We can then use the working from § B.3.1 to calculate the other two constants.
a0 : We normalise:
1=

Z +π

exp ( a0 + a2 cos θ ) dθ,
 Z π

1
a0
a2 cos θ
e
dθ ,
= 2πe
π 0
−π

(B.3.16)

= (2πI0 ( a2 )) e a0 ,
and so a0 = − log (2πI0 ( a2 )).
a2 : Calculating the mean resultant length
Z +π

1
e a2 cos θ cos θ dθ,
−π 2πI0 ( a2 )

 Z π
1
1
a2 cos θ
=
cos(1θ ) dθ ,
e
I0 ( a2 ) π 0
I ( a2 )
= 1
= A ( a2 ).
I0 ( a2 )

R=

(B.3.17)

The constant a2 can therefore be found by
a 2 = A −1 ( R ) = A −1 (1 − V ).

(B.3.18)

Defining κ = A−1 ( R), we have arrived at the von Mises distribution:
p(θ ) =

eκ cos(θ )
(2πI0 (κ )) .

(B.3.19)

If the mean is something other than zero, we can translate θ → θ − µ. Using
Eq. B.3.10 the entropy of the von Mises distribution is then
h( p) = log (2πI0 (κ )) − κA(κ ).
We plot this in Fig. 6.4b.

(B.3.20)

151

C
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Biting into an apple and finding a maggot is unpleasant enough, but finding half a maggot
is worse. Discovering one-third of a maggot would be more distressing still: The less you
find, the more you might have eaten. Extrapolating to the limit an encounter with no
maggot at all should be the ultimate bad-apple experience. This remorseless logic fails,
however, because the limit is singular: A very small maggot fraction ( f  1) is
qualitatively different from no maggot ( f = 0). Limits in physics can be singular too indeed they usually are - reflecting deep aspects of our scientific description of the world.
— Michael Berry, Singular Limits

We introduce a collection of mathematical tools used to analyse entropy in
infinite dimensions. These techniques are needed because many limits related to
entropy are singular, so we cannot simply analyse a problem in n dimensions then
take the limit as n → ∞. We will provide mostly intuitive arguments, for a rigorous
introduction we recommend [RS78] and [LR73, §A].
c.1

operator topologies

We often have a sequence of operators { Tn } converging to some T. But what do
we mean by to ‘converge’? In infinite dimensions it turns out there are multiple
nonequivalent ways of defining convergence, which are useful in different ways.
Choosing such a method of convergence is called choosing a topology on our space.
The most obvious way is to use the norm. We say that a sequence { Tn } converges
to T in the norm topology, denoted
k·k

Tn → T,

(C.1.1)

if the norm of their difference approaches zero:

k Tn − T k → 0.

(C.1.2)

The norm topology is the strongest topology; if a sequence converges in the norm
topology then it will converge in pretty much any other topology you can think of.
Unfortunately however the norm topology is too strong, and very few sequences
actually converge with respect to this. Suppose for example we have a countable
basis {|di} for our Hilbert space H, and let Πn denote projection onto the subspace
spanned by {|1i, . . . , |ni}. If ρ is an infinite-dimensional density matrix, then Πn ρ
is the (un-normalised) n-dimensional truncation of the state. The sequence Πn does
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not converge to the identity I in the norm topology. To see this we calculate the
norm:

kΠn − I k =

sup

k(Πn − I ) x k ,

x ∈H,k x k≤1

=

sup

kΠn x − Ix k .

(C.1.3)

x ∈H,k x k≤1

For any n we can choose xn = |n + 1i, then
Πn x = 0,
Ixn = xn ,

(C.1.4)

which gives k(Πn − I ) xn k = 1. Therefore kΠn − I k does not approach zero as
n → ∞.
Thus the norm topology is too strong for our purposes, and sequences our
finite-dimensional intuition would lead us to think converge often don’t. Suppose
however that we are approximating a density matrix ρ with some sequence ρn .
In general, we are not so much interested in if kρn − ρk → 0 as whether some
quantity like the entropy S(ρn ) approaches S(ρ). It turns out we can define other
‘weaker’ forms of convergence which will be sufficient to guarantee convergence of
functions of our operator.
We say that a sequence of operators { Tn } converges to T in the strong operator
topology if, for each x ∈ H, we have

k Tn x − Tx k → 0.

(C.1.5)

This is weaker than convergence in the norm topology Eq. C.1.2, as now we are
no longer free to vary our choice of x with n. We will prove in Prop. C.3 that
the projection operators Πn do converge to the identity in the strong topology.
Convergence in the strong toplogy is denoted as
s

Tn → T.

(C.1.6)

Another commonly used topology is the weak operator topology, where we demand
that for each x, y ∈ H:

h Tn x, yi → h Tx, yi.

(C.1.7)

This is denoted as
w

Tn → T.

(C.1.8)

Convergence in the norm topology implies convergence in the strong topology,
which implies convergence in the weak topology.

C.2 some functional analysis

c.2

some functional analysis

In the next section we will talk about ‘compact positive’ operators — these
are conditions we impose on infinite dimensional operators so that they behave
analogously to finite-dimensional Hermitian operators. If an operator ρ is positive,
this means that for every u in our Hilbert space H we have

hρu, ui ≥ 0.

(C.2.1)

If u ∼ |ui is a basis state, this is hu|ρ|ui ≥ 0 in Dirac notation. Thus a positive
operator must have positive eigenvalues. In particular, any density matrix must be
a positive operator.
In everything that we work with compact will be almost synonymous with
‘bounded’, meaning that there exists a positive constant K such that for all x

k Tx k ≤ K k x k.

(C.2.2)

In an infinite dimensional Hilbert space, if an operator T is compact and positive
there exists a countable orthonormal basis for H made up of eigenvectors of T
— analogous to diagonalisation of Hermitian operators. All density matrices are
compact, since the norm of ρ is given by its largest eigenvalue, which must be less
than 1.
The entropy of an operator is determined solely by its eigenvalues. To study this
we will introduce some ideas from [LR73, §A].
1. λk ( A) is the kth largest positive eigenvalue of A, defined to be zero if A
has less than k positive eigenvalues. We count multiplicity, so if the largest
eigenvalue of A is π with a multiplicity of two, then λ1 ( A) = λ2 ( A) = π.
2. A ≤λ B means that λk ( A) ≤ λk ( B) for all k.
We will also introduce the eigenvalue operator topology. We say that An converges to
A in the eigenvalue topology if for all k we have
λ k ( A n ) → λ k ( A ),

(C.2.3)

as n → ∞. This is a very strange topology — A and An may be completely different
operators, so long as they have the same positive eigenvalues when sorted largest
to smallest. It is however what is required for the entropies of An to approach that
of A. We denote this form convergence as
λ

An → A.

(C.2.4)

We will approximate infinite-dimensional operators by projecting them onto
finite-dimensional subspaces. It is intuitive that projection makes an operator
‘smaller’ in some sense. The following theorem relates this to their eigenvalues:
Proposition C.1 (Positive eigenvalues decrease under projection [LR73, Prop. A1]).
Let A be a positive, compact operator and P be a projection. Then PAP ≤λ A.
Proof. See [RS78, Thm. XIII.3].
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c.3

entropy convergence theorems

We are now ready to understand under which conditions the entropy S(ρn ) will
converge to S(ρ). A comprehensive discussion is provided in [LR73, §A], we will
include here only the situations relevant to us.
We first consider when weak convergence is sufficient:
Proposition C.2 (Weak convergence of entropy [LR73, Thm. A2]). Let { An } and A
be compact positive operators. Suppose
w

1. An → A,
2. An ≤λ A for each n.
Then limn→∞ S( An ) = S( A).
Note that in Prop. C.2 the operators An , A do not have to be normalised states,
so An could be a truncation of A (provided weak convergence is satisfied). The
entropy S is defined via the trace
S( A) = −tr { A log A} ,

(C.3.1)

which can be rigorously defined in terms of the eigenvalues for any compact
positive operator, with no requirement for A to be normalised.
The next theorem is the main point of this section: if we approximate an infinite
dimensional density matrix ρ by it’s projection ρn = Πn ρ onto n-dimensional
subspaces, the entropy of S(ρn ) approaches S(ρ).
Proposition C.3 (Convergence of truncated entropy). Let ρ be a density matrix on an
infinite-dimensional Hilbert space H, with M = {|mi} a countable, orthonormal basis for
H. We denote by ρn the projection of ρ onto the subspace spanned by the first n elements of
M . Then
lim S(ρn ) = S(ρ).

n→∞

(C.3.2)

Proof. We follow the method outlined in [LR73, §4]. The strategy is to show that the
projections ρn converge strongly to ρ, and hence weakly. By Prop. C.1 eigenvalues
decrease under projection: ρn ≤λ ρ. The result will then follow by the weak
convergence of entropy Prop. C.2.
Let Πn denote projection onto the space spanned by {|1i, . . . , |ni}, we will show
Πn converges strongly to the identity I. Fix some x ∈ H and let
x n = h x | n i,

(C.3.3)

for |ni ∈ M . Then since M is an orthonormal basis, the norm of x is given by

k x k2 =

∞

∑

m =1

| x m |2 .

(C.3.4)

C.3 entropy convergence theorems

We then compute

kΠn x − Ix k2 ≤

∞

∑

| x n |2 ,

(C.3.5)

k = n +1

which is the tail of the sum from Eq. C.3.4. Since the sum is finite — as a member
of the Hilbert space, x will have finite norm — Eq. C.3.5 must converge to zero. We
therefore have
s

Πn → I.

(C.3.6)

We have shown strong, and hence weak, convergence of the projection operator
to the identity. Then as
Πn ρ = Pn ρPn

(C.3.7)

for some projection ‘matrix’ Pn , by Prop. C.1 ρn ≤λ ρ. The hypotheses of Prop. C.2
are therefore satisfied, so
lim S(ρn ) = S(ρ).

n→∞

(C.3.8)
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