
Chapter 6

Sandpile modelling of dual

location fuelling in fusion plasmas

6.1 Foreword

In addition to the methods employed in Chapter 5, pellet fuelling can also be explored

by adding pellets at locations in the plasma other than the core. For this purpose, the

Feedback Model developed in Chapter 4 is modified in order to consider whether adding

pellets at or near the top of the pedestal in the model is effective to mitigate MLEs at

a minimal Ep cost. This gives rise to two fuelling points in the sandpile, which can be

compared to the constant addition of extra fuel at the top of the pedestal.

In doing so, physically motivated steps are taken away from the original sandpile model,

which produce a result that is more closely comparable to a fusion plasma. The Feedback

Model, and modifications to fuelling rates introduced in Chapter 5, are brought together

in order to more closely model pellet fuelling and gas puffing in a fusion plasma. Pellets

can be treated as quasi-continuous when their ablation time is taken into account, such

that there is an approximately constant rate of introduction of material at the top of the

pedestal. The smaller the pellets, and the higher their frequency, the more closely they

will approximate the constant introduction of fuel.

The algorithms used in this Chapter are described in more detail in Appendix 1,

together with the Mathematica code used to implement the algorithms.

The material in this Chapter was published as ‘Sandpile modelling of dual location

fuelling in fusion plasmas’, C.A. Bowie and M.J. Hole 2020 Plasma Phys. Control. Fusion

62 055006.

6.2 Abstract

We modify the Chapman sandpile model (Chapman et al., Phys. Rev. Lett. 86, 2814

(2001)) to form comparisons with pellet pacing, which is used to reduce or eliminate ELMs

in a fusion plasma. We employ a variation of that model in which a pedestal with feedback

is introduced (Bowie and Hole, Phys. Plasmas 25, 012511 (2018)), which we further

modify to provide for dual fuelling - sand is added both at the centre of the sandpile,

and near the edge. We observe that when the additional sand is added at the top of the

pedestal, mass loss events (MLEs) are largely suppressed. While this suppression comes

at a cost by way of reduction in total energy confinement, that reduction is lower than the

reduction in MLE size. The trade-off between MLE suppression and reduction in energy

confinement depends not only on the amount of extra sand, but also on its precise location
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relative to the top of the pedestal. We suggest that the approach of constant dual fuelling

may be equally applicable to plasmas, and may suggest a strategy for ELM suppression

in fusion plasmas. We observe that when the proposed amount of extra sand is added

in ‘pellets’, using frequencies and amounts based on those proposed for ELM suppression

for ITER, MLEs are similarly suppressed, although MLEs are not significantly suppressed

when the pellet rate does not substantially exceed the MLE frequency. This suggests

that pellet injection at the top of the pedestal at small pellet size and high frequency

may represent a reasonable physical proxy for our proposed scheme. However, our results

suggest that it is not the synchronisation of pellets to ELM frequencies which is the key

factor for ELM suppression in this regime, but rather the introduction of additional fuelling

at the top of the pedestal.

6.3 Introduction

Nuclear fusion, if it can be effectively controlled, may be critical to our future energy

needs. The primary method of seeking to achieve fusion power is via a plasma which is

magnetically confined in a torus known as a tokamak. The goal of fusion research is to

increase the fusion triple product of temperature, plasma density, and particle confine-

ment time. A step towards this goal, known as H-mode, occurs when the plasma enters

into a higher confinement mode, via a mechanism which is not yet fully understood, but

which results in the production of a ‘pedestal’ at the edge of the plasma, in which energy

confinement rises sharply over a distance of approx 3% of the toroidal minor radius [5].

However, with H-mode comes a plasma instability known as an edge localised mode, or

ELM, which triggers a loss of confinement [35]. A large ELM may result in a loss of

confinement of 5% [35], or from 10-40% of the pedestal energy [5] and can cause damage

to the first wall of the tokamak [120]. For ITER, an upper tolerable limit for ELMs of

∼1% of the pedestal energy has been suggested [5, 121]. Controlling ELMs in H-mode is

therefore a key objective of fusion plasma research.

Injection of fuel ‘pellets’ has been extensively used as a candidate for ELM control

and reduction in fusion plasmas, using pellets to trigger ELMs to increase ELM frequency

(fELM ), and consequently decrease their maximum size (WELM ), on the basis that fELM ∗
WELM = constant [48, 49, 50, 51, 52, 53, 54, 55, 56, 57]. Pellet size, frequency, and

location have all been tested experimentally on ASDEX Upgrade [53, 55, 112], DIII-

D [49, 51], JET [52, 113, 55], and EAST [114, 115], and ELM control using pellets is being

considered for use in ITER [116, 52].

Injection of pellets to the top of the pedestal has been suggested to produce ELM

pacing with reduced energy loss in modelling by Hayashi [122], using the code TOPICS-

IB. That modelling suggested that pellets with ∼1% of the pedestal particle content,

with speed sufficient to reach the pedestal top, will reduce energy loss significantly. The

penetration depth of the pellet depends both on its size and speed, as smaller pellets do

not penetrate as far into the plasma before ablation. Experiments at JET determined a

minimum threshold pellet size which was necessary to reach the top of the pedestal in order

to trigger ELMs [113], where the pellet frequency exceeded the natural ELM frequency. For

example, Lang [55] discusses the use of pellets of 1.5−3.7×1020D, introduced into a plasma

with particle inventory of 6×1020D, i.e., 25−60% of the total plasma inventory. It has also

been observed that in a 2016 series of discharges in JET, the highest fusion performance

was observed using a particle fuelling scheme consisting of pellet injection combined with

low gas puffing [123]. Lang [55] discussed pellets added at lower frequencies (higher ∆tP )
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with pellet timing aligned to ELM onset. These pellets triggered ELMs. Lang [55] observes

that as pellets increase the plasma density, this in turn increases the L-H threshold. At

DIII-D, pellet injection has been observed to trigger synchronous ELMs with a frequency

of 12 times the natural fELM [124, 51]. It is proposed that a dual pellet injection system

will be used in ITER with large pellets to provide fuelling, and smaller pellets to trigger

ELMs [52], and it has been suggested that a pellet frequency of ∼ 45 times the natural

fELM will be required to provide the necessary reduction in heat flux.

One way of understanding the impact of pellet injection on both confinement and

ELM behaviour is to seek to identify a physical system whose relaxation processes have

characteristics similar to those of the ELMing process under consideration. Of particular

interest is the sandpile [8], whose relevance to fusion plasmas is well known [65, 79].

Sandpile models generate avalanches, which may be internal or result in loss of particles

from the system. These avalanches are the response to steady fuelling of a system which

relaxes through coupled near-neighbour transport events that occur whenever a critical

gradient is locally exceeded. The possibility that, in some circumstances, ELMing may

resemble avalanching was raised [2] in studies of the specific sandpile model of Chapman [1].

This simple one-dimensional N-cell sandpile model [1, 2] incorporates other established

models [8, 78] as limiting cases. It is centrally fuelled at cell n = 1/500, and its distinctive

feature is the rule for local redistribution of sand near a cell (say at n = k) at which

the critical gradient Zc is exceeded. The sandpile is conservatively flattened around the

unstable cell over a fast redistribution lengthscale Lf , which spans the cells n = k− (Lf −
1), k− (Lf − 2), ..., k+ 1, so that the total amount of sand in the fluidization region before

and after the flattening is unchanged. Because the value at cell n = k + 1 prior to the

redistribution is lower than the value of the cells behind it (at n < k+1), the redistribution

results in the relocation of sand from the fluidization region, to the cell at n = k + 1. If

redistributions are sequentially triggered outwards across neighbouring cells, leading to

sand ultimately being output at the edge of the sandpile, an avalanche is said to have

occurred. The sandpile is then fuelled again, after the sandpile has iterated to stability so

that sand ceases to escape from the system.

The lengthscale Lf , normalized to the system scale N , is typically [65, 2, 10, 64, 96]

treated as the model’s primary control parameter Lf/N , which governs different regimes

of avalanche statistics and system dynamics. Here, we employ a modification to the

classic model in which the lengthscale is variable over a distance from the edge, which

itself depends upon the energy of the system [117]. As Lf reduces near the edge, the

gradient increases at the edge, resulting in a pedestal which is subject to feedback due

to the dependence of the distance on the energy. The resulting pedestal was introduced

as a proxy for the pedestal of a fusion plasma in a H-mode plasma [117]. The feedback

loops were seen to be analogous to the feedback effects intrinsic to the H-mode pedestal

in a fusion plasma [117]. It was suggested that reduction of feedback in the pedestal could

result in ELM suppression within a H-mode plasma [117].

Typically, the model is centrally fuelled only. Here, we introduce a new feature, being

dual fuelling, in which the sandpile is constantly fuelled concurrently at two locations,

in order to observe the effect on energy confinement and mass loss event (MLE) size.

We observe that by adding ∼2.5% of the sand at a location near the top of the pedestal

(near the edge of the plasma), the maximum amount of sand lost in an MLE (∆Smax)

is significantly reduced. We later develop the idea that MLEs (which are relevant to the

sandpile model) may be considered analogous to ELMs occurring in fusion plasmas.



78 Sandpile modelling of dual location fuelling in fusion plasmas

(a)

0 100 200 300 400 500
0

500

1000

1500

2000

Cell number

S
an

d

(b)

0 600 1200 1800
0

10

20

30

40

Time Hx10^3L
E

p
Hx1

0^
8L

(c)

0 600 1200 1800
0

5

10

15

20

Time Hx10^3L

P
W

(d)

0 100 200 300 400 500
0

500

1000

1500

2000

Cell number

S
an

d

(e)

0 600 1200 1800
0

10

20

30

40

Time Hx10^3L

E
p

Hx1
0^

8L

(f)

0 600 1200 1800
0

5

10

15

20

Time Hx10^3L

P
W

Figure 6.1: (L to R) Sandpile, Ep, and Pw plots for base case (dxfe = 0) (top); dxfe = 0.03,

added at nfe = 487 (bottom)

6.4 Dual-fuelled sandpile

We begin with a feedback model in which sand is added only at the core (as is typical for

other implementations of the model). We add sand at a constant rate (dxfc = 1.2) until the

sandpile builds up and enters a ‘steady state’ in which the time averaged amount of sand

lost in MLEs equals the amount of sand added. The median waiting time, ∆tn, between

MLEs is ∼135000, and ∆Smax is ∼630000. The energy of the system (Ep), measured by

the sum of the squares of the values of the cells, is ∼2.7× 109. The parameters chosen are

based on Bowie and Hole [117] and are all unitless.

For the sandpile chosen, the width of the pedestal, Pw, is ∼15/500 cells, meaning that

the top of the pedestal is located at n = 485. Due to the feedback effects built into the

model, the pedestal edge moves with time, approximately synchronously with Ep. The

resulting shape of the sandpile is shown in Figure 6.1(a), with the values of Ep and Pw
over 2 million iterations shown in Figure 6.1(b) and (c).

We then modify the model, by adding most of the sand (dxfc = 1.2) at the core

(n = 1), and some of the sand (dxfe) at another location within the sandpile, nfe. For

the purposes of an analogy to a fusion plasma, developed later, the core in our model

may be regarded as analogous to the maximum practically available penetration depth

for the addition of fuelling [50, 125]. Sand is added continuously at both the core and

nfe, representing dual fuelling rather than time separated pellets. We record the average

values of Ep and ∆Smax. We then repeat the process for a number of values in the range

from nfe = 2 to nfe = 500. The sandpile, and values of Ep and Pw, using this dual fuelling

model, are shown in Figure 6.1(d-f). We observe that, consistent with the reduction in

∆Smax, the Ep and Pw traces are much smoother where dual fuelling is employed. Figure

6.1(f) shows us that for dxfe = 0.03, Pw is about 13 when nfe = 487, i.e., the sand is

added at about the top of the pedestal.

Figure 6.2 shows how Ep and ∆Smax vary as we change nfe, for dxfe = 0.03. Both Ep
and ∆Smax are minimised when nfe is located within the pedestal. MLEs are maximally

suppressed when nfe is in the range from 487− 497, with the maximum Ep in that range

at nfe = 487 (i.e., the top of the pedestal). Again, for the purposes of an analogy to a

fusion plasma, developed later, while we have provided for a specific fuelling location in our

model, we note that in a fusion plasma the particle deposition will occur over a range, such
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Figure 6.2: Ep and ∆Smax for dxfe = 0.03, added at nfe = 480 to 500 (bottom) and nfe = 1 to

500 (top). Figure 6.2(a) shows the full range from n = 1 − 500, while Figure 6.2(b) shows detail

within the pedestal. The average amount of sand in the sandpile is ∼106 units, meaning that

∆Smax is up to 50% for the base case, and is reduced to ∼0.5% when nfe = 487, dxfe = 0.03.
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Figure 6.3: Ep and ∆Smax for dxfe = 0.01 to 0.2. In each case nfe = 490. ∆Smax is significantly

reduced where dxfe > 0.03, while Ep declines more slowly, suggesting that dxfe = 0.03 is optimal

for ∆Smax, while maintaining Ep.
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that the location identified here might be treated as the centre of that range. When nfe
is located at the top of the pedestal, Ep declines by about 30%, with a concurrent ∼93%

reduction in ∆Smax. If nfe is located just outside the pedestal, a reduction in ∆Smax
of ∼50% can be achieved with little effect on Ep. By contrast, dual fuelling significantly

outside the pedestal has little effect on either Ep or ∆Smax, as shown in Figure 6.2(a).

Essentially, what is observed is that nfe, when located at the top of, or within, the

pedestal, sets a maximum value for Pw, by suppressing further growth of Pw. This in turn

prevents the sandpile from becoming sufficiently large that it collapses.

The trade-off between reduction in ∆Smax and Ep can also be seen if dxfe is varied. In

Figure 6.3, we show ∆Smax and Ep for a range of pellet sizes, added at nfe = 490, which

is near the top of the pedestal. We see that as we increase dxfe, ∆Smax and Ep both

decline. ∆Smax has been reduced by an order of magnitude at dxfe = 0.03 and remains

relatively steady after that, while Ep continues to decrease as we increase dxfe.

In addition, generally speaking, for values of dxfe below 0.03, the ‘dip’ in Ep and ∆Smax
is smaller, and occurs over a smaller range of values of nfe. For higher values, the dip is

larger over a ∼ 17 cell range, representing an approximate radial width of 17/500 = 0.034

of the plasma. The ‘sweet spot’ appears where the dip is over a wide enough range such

that extreme precision in adding dxfe is not required, without resulting in a large decrease

in Ep.

Taking these factors into account, we suggest that the optimal value for dxfe is about

0.03, or 2.5% of dxfc. As noted above, for dxfe = 0.03, maximal suppression of MLEs,

coupled with minimal reduction in Ep, occurs at about nfe = 487, being the top of the

pedestal.

6.5 Discussion

To date, pellet fuelling in fusion plasmas has been aimed at the triggering of an ELM im-

mediately following the introduction of a pellet, so as to increase fELM , and consequently

decrease WELM , on the basis that fELM×WELM = constant [48, 49, 50, 51, 52, 53, 54, 55,

56, 57]. Here we suggest a potentially different path to ELM reduction, as the dual fuelling

proposed here is constant, rather than pelletized, and therefore does not produce MLEs

synchronised with the introduction of additional fuelling. Instead, the constant injection

of fuel at or about the top of the pedestal in a feedback modified sandpile, when coupled

with the feedback mechanism, triggers MLEs more regularly, but still with a waiting time

of at least several thousand time steps.

We observe that MLE suppression does not occur when nfe is significantly outside

the pedestal in which feedback occurs. MLE suppression also does not occur for dual

fuelling in the classic sandpile model, in which no feedback occurs. This suggests that

MLE suppression by dual fuelling is directly related to modification of feedback in the

pedestal.

The feedback model, including a pedestal, has been suggested to be analogous to a

fusion plasma, including a H-mode pedestal in which feedback effects occur [117], perhaps

because a common underlying dynamical behaviour occurs in both the model and the

fusion plasma. As a result, we suggest that dual fuelling in a fusion plasma may similarly

lead to ELM suppression. Specifically, it may be advantageous to operate a fusion plasma

in a mode in which most of the fuelling occurs at the core, while 2.5% of the fuelling occurs

at the top of the pedestal. If our conjecture is correct, and the fuelling properties/insights
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of the MLE model are portable to a tokamak, such an operating mode will result in the

suppression of ELMs at a low energy density and temperature cost.

Notwithstanding that existing pellet fuelling schemes have been aimed at the triggering

of an ELM immediately following the introduction of a pellet, there may nonetheless be

a relationship between the proposal here and pellet fuelling schemes employed to date.

Minimum pellet sizes have been suggested for production of ELMs in experiments, as a

consequence of the practical requirement that pellets be large enough to reach the top

of the pedestal. The minimum size is also a function of pellet velocity, as the pellet size

necessary to reach the top of the pedestal decreases as pellet velocity increases. These

minimum sizes are coupled with the maximum practically achievable injection frequency

in each experiment, to produce a total practically achievable rate of injection of fuel into

the top of the pedestal (subject to the breadth of particle deposition). If the practically

achievable rate of injection of fuel is at least 2.5% of the total fuel injected, then our

proposal may be able to be implemented, subject to whether the fuel can be added at a

rate which sufficiently resembles constant fuelling at the top of the pedestal.

In order to make a comparison with the proposed ITER scheme, we have ‘pelletized’

dxfe by adding sand at every 4000 time steps (being approximately the natural waiting

time in the model, divided by 45, based on the assumption that the pellet frequency in

ITER will be 45Hz [52]), with fELM = 1Hz [52]. The amount of sand added in total is

equal to the amount added continuously, i.e., 4000× 0.03 = 120. On the assumption that

pellets take effect over their ablation time, rather than instantaneously, we have delivered

the pellet over 400 time steps, adopting an observed ablation time for a MAST pellet of

13 × 200µs = 2.6ms [126], which equates to ∼ 400 time steps in our model. The result

is that at each time step during pellet injection, dx = 1.2 and dxfe = 0.3, while for all

other time steps dx = 1.2 and dxfe = 0. We also observe that the amount of sand in the

pedestal in the model is about 11000 units, so that a pellet size of 120 units is ∼ 1% of the

particles in the pedestal, which is consistent with modelling by Hayashi [122], suggesting

that the pellet size should be 1% of the pedestal particle content. With these parameter

settings, Ep ∼ 1.9× 109 (a reduction of ∼ 30% from the base case), and ∆Smax ∼ 13000

(a reduction of ∼ 98%).

By contrast, if pellets are injected at a rate equal to the natural MLE frequency,

consistent with pellet pacing experiments at JET, then while Ep ∼ 1.9 × 109 (the same

as for the reduction from the base case of ∼ 30%), ∆Smax ∼ 99000 (a reduction of only

∼ 75%). The continuing occurrence of significant MLEs is consistent with the result

observed at JET in which ELMs still occurred during pellet pacing, rather than being

fully suppressed.

This suggests that a series of pellets, such as those to be used in ITER, represent a good

approximation to the continuous edge fuelling proposed here, particularly with regard to

the practical limitations of implementing such a scheme. Our model also suggests that the

relevant consideration for pellet pacing is whether the total amount of particles delivered

reaches the ELMing threshold, whether delivered continuously, or over several pellets or

gas puffs. This result contrasts with pellet pacing schemes in which pellet timing is aligned

to ELM onset [55] - our result suggests that it is not synchronisation of the pellets which

is relevant in this regime, but instead the total amount of fuelling delivered (at least

quasi-continuously) at the top of the pedestal.

The scheme may alternatively be implemented by gas puffing, to the extent that gas

puffs can be controllably injected at the top of the pedestal as part of a dual fuelling

scheme in the proportions suggested here. Practically, this may not be achievable if some
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of the fuel added by gas puffing penetrates to the confined plasma, with the balance ionised

in the scrape-off layer [127], as an insufficient proportion of the fuel may be delivered to

the top of the pedestal to be consistent with our proposed scheme.

6.6 Conclusion

We have implemented a feedback modified sandpile model, to which we have added dual

fuelling. The sandpile model incorporates feedback effects within an edge pedestal. We

have observed that when additional fuelling is added at the top of the pedestal, MLEs are

almost entirely suppressed while Ep is reduced to a lesser extent.

We observe that optimal MLE suppression, with minimal Ep reduction, occurs when

edge fuelling represents approximately 2.5% of core fuelling, and the edge fuelling is added

at the top of the pedestal. We conjecture that this MLE suppression results from suppres-

sion of feedback in the pedestal of the model. We suggest that a similar scheme employed

in a fusion plasma may result in the suppression of ELMs at a low particle density and

temperature cost.

We have shown that this scheme is related to a scheme of pellet injection at frequencies

up to 45 times the natural fELM proposed for use in ITER [52], and tested in DIII-D [51],

and to a scheme modelled by Hayashi [122], who suggests that small pellets of the order

of 1% of the pedestal particle content, which are fully ablated at the top of the pedestal,

may be sufficient to trigger ELMs, and thereby reduce their size. However, significant

ELM suppression may not occur unless the pellet rate significantly exceeds fELM . Our

result suggests that it is not the synchronisation of pellets to ELMs which is relevant for

ELM suppression in this regime, but rather the total amount of fuel delivered (at least

quasi-continuously) at the top of the pedestal.

Gas puffing which provides relatively constant edge fuelling may also suppress ELMs

at the same ratio of core to edge fuelling.

We suggest that others may wish to implement the scheme proposed here in a fusion

plasma, to determine whether edge fuelling can suppress ELMs at a particle density and

temperature cost which is considered acceptable for the experiment in question, consistent

with the results of our model.
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