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ABSTRACT

In this thesis, I defend a new kind of identity theory of mind that I call the realiser-realiser
identity theory. I will show how the realiser-realiser identity theory solves the problems posed
by conceivability arguments, mental causation, the multiple realisation of the mental, as well
as making sense of the correlation between the mental states and the physical states that our
empirical sciences of the mind encounter.
One of the distinctive features of the realiser-realiser identity theory of mind is that it endorses
the core parts of both dualism and physicalism. The crucial point of our view is a distinction
between two different properties that will allow us to make a distinction between two senses
of ‘mental’ and ‘physical’. The resources to make such distinction come from the distinction
between realised properties, realiser properties and its resultant relation of realisation. Unlike
other known views to address the mind-body problem, the realiser-realiser identity theory of
mind has enough resources to endorse the core parts of both physicalism and dualism and in
this way, find enough room in the theory to make sense of both intuitions of the debate.
The aim of rescuing both intuitions of the debate is not diplomatic or conciliatory. The mindbody problem would not be the mystery that it is if it were true that one of the available options to solve it is clearly false—but this is not so. Regardless of the confidence with which
philosophers assert that certain view or other is true or false, it remains true that the arguments that constitute the mind-body problem tell in favour and against of both views. It is this
state of affairs that encouraged a defence of a view that can harbour the core parts of both
physicalism and dualism. If this project is successful we will be able to say that both the dualist and the physicalist are right about something important, which seems to me much closer to
the truth.
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Introduction
The mind-body problem can be seen as the cluster of problems that shows that
mental properties must be physical properties, while at the same time it shows that
they cannot be. Philosophers have crafted sophisticated and subtle arguments in
favour of each view—as well as subtle and sophisticated objections. After a long
and painstakingly detailed debate surrounding the relation between the mental
and the physical, the reasons why we should believe that the mental cannot be the
physical seem to me as strong as the reasons why we should believe that the mental cannot be anything else than the physical. Of course, such contradiction is intolerable. This is the epistemic stance that makes the mind-body problem the mystery it has always been and this is the epistemic stance that I believe is closer to the
truth. The problem is that there is nothing further away from the truth than an explicit contradiction. But, as William James once wisely put it, “whenever you meet a
contradiction, you must make a distinction”.1
In this thesis, I will argue for a view whose objective is to make sense of the reasons to be a dualist and a physicalist by acknowledging the core parts of both dualism and physicalism. The strategy consists in making a distinction between two
different senses of ‘mental’ and ‘physical’. The resources to make such distinction
1

“What pragmatism means”, second lecture of his Pragmatism: a new name for some old ways
of thinking, 1907.

16

come from the familiar distinction of role properties, realiser properties and its resultant relation of realisation. The thesis is, very roughly put, the dualist is right with
respect to the realised properties whereas the physicalist is right with respect to
the realisers. I will argue that this distinction will provide us with enough ontological resources to navigate through the problems in the metaphysics of mind. In
general, this distinction allows us to say that when we understand ‘mental’ and
‘physical’ as standing for role properties, the upshot is that these properties are distinct and do not necessitate each other—siding with the dualist. However, when we
understand ‘mental’ and ‘physical’ as standing for realiser properties, we hold that
there are not two properties here, but one—siding with the physicalist. In particular,
the distinction will allow us to frame a new kind of identity theory of mind.
There is a familiar identity theory that holds a type-type identi cation between
mental properties and physical properties or, as it is often put, an identi cation between the property of being in pain and the property of having c- bres

ring.

There is also the familiar token-token identity theory, which holds that every instance of being in pain is an instance of having c- bres ring. In this thesis, I will defend what I call the realiser-realiser identity theory. This view holds that the property
that realises the property of being in pain and the property that realises the property of having c- bres ring is the very same property, even though being in pain is
distinct from having c- bres ring. The realiser-realiser identity theory can be presented as follows:
realiser-realiser identity theory: for any mental property M there is a physical property P such that: the realiser of M = the realiser of P.
Roughly put, the view holds that being in pain is a higher order property that consists in having some property that meets certain phenomenological description ‘D’.
Let F be the lower level property that meets ‘D’ in the actual world. In this sense, F
realises the property of being in pain. Likewise, having c- bres ring is a higher or-
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der property that consists in having a property that meets certain scienti c description ‘D*’. If G is the lower level property that meets the description ‘D*’ in the actual
world, then G realises the property of having c- bres ring. The realiser-realiser
identity theory holds that even if being in pain and having c- bres ring are distinct
properties, it is still true that F = G.
Unlike the type-type identity theory of mind, the identity d s not hold between the type properties of the mental and the physical. In this sense, this view
endorses a type-type property dualism and sides with the anti-physicalist part of
the debate. The main difference between the type-type identity theory and our
view is that being in pain and having c- bres ring are two different properties that
do not necessitate each other. However, it is important to bear in mind that the
type-type identity theory entails the realiser-realiser identity theory because if having c- bres ring and being in pain are the same property it follows that they have
the same realiser.
On the other hand, the realiser-realiser identity theory is not as weak as its token-token cousin. Unlike the token-token identity theory, the identity holds between the realiser property not only with their instances. Token-token identity is
compatible with the view that holds that being in pain is realised by F, having c- bres ring is realised by G and F ≠ G—which is a sort of realiser-realiser property
dualism. But, arguably, the realiser-realiser identity theory entails its token-token
counterpart. The fact that any instance of pain is also an instance of c- bres ring is
entailed by the fact that, on our view, anything instantiates those properties because it instantiates their common realiser.
I will argue that this middle ground between the type-type and token-token
identity theories is a robust metaphysical view that will address the mind-body
problem in a straightforward way. The realiser-realiser identity theory is a theory
about the relation between the mental and the physical that provides an answer to:
(i) the conceivability arguments; (ii) the problem of mental causation; (iii) the prob-
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lem of multiple realisation; and (iv) the problem of the correlation of the mental
and the physical. With respect to the rst, the realiser-realiser identity theory accepts the conceivability arguments in favour of dualism, however, it d s so by limiting their scope to the realised properties, showing how these arguments cannot
get off the ground for the realisers. With respect to the problem of mental causation, the realiser-realiser identity theory allows us to hold that the sense in which
the mental and the physical properties are causally ef cacious is the sense in which
their realiser is causally ef cacious. But given that this is the same property for
both, the causal ef cacy of the mental and the physical is saved for the same reasons, in the same sense and by the same property—avoiding any asymmetric treatment and, therefore, any sort of causal competition. With respect to the problem of
multiple realisation, the very same framework of role properties and realisers will
allow the realiser-realiser identity theory enough exibility to accomodate the mental properties that are multiply realised—if any. Towards the problem of the empirical correlation between the mental and the physical, the realiser-realiser identity
theory a priori entails the correlation, and as such, it can be seen as an empirical
prediction of the theory.
The overall project consists in arguing that the realiser-realiser identity theory
can handle the mentioned problems by holding on to the most important aspects
of the main views that attempt to solve the mind-body problem. As a consequence,
the realiser-realiser identity theory is similar to almost any view on the mind-body
problem. I will show that the realiser-realiser identity theory allows us to agree with
every side of the debate in a robust and deep sense of agreement. In other words,
it is my aim to conciliate the different parties by causing the least possible harm. To
this end, I will show how the realiser-realiser identity theory is well equipped to
handle all the mentioned problems without denying any of the premises of the arguments that ground them. If this defence is successful, the realiser-realiser identity
theory comes free of charge.
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Now, any such agreement will come with its corresponding disagreement—for
any conciliation requires compromise. If all parties are correct in an important
sense, they will be incorrect in an equally important sense. One of the distinctive
features of the realiser-realiser identity theory is a humility about the fundamental
nature of the world. On our view, whether mental properties are fundamental or
not, or whether physical properties are fundamental or not, is something that the
realiser-realiser identity theory remains silent about. In my opinion, this humility
comes out from the recognition that we do not know what is the fundamental nature of the universe—at best, we have some theories that very broadly serve us as a
guide in our enquiry. But this broad guides sometimes point into certain directions
and not others, which means that we may be missing many places in the logical
space that are relevant for our enquiry. At this stage, I would like to row against the
current. Humility about the fundamental nature of the world is our starting point
and is therefore strategic. Instead of assuming that the fundamental nature of the
universe is some way or another and then try to nd a place for the phenomena we
are trying to explain, I preferred to stay humble about the fundamental nature of
the universe and then search for a theory of the relation between the mental and
the physical that is compatible with many different ways the fundamental nature of
the universe could be. You may think that this humility is a aw, but I see it as one of
the most important virtues of the view defended here. With it, we will be free of
developing the realiser-realiser identity theory with different metaphysical pictures
of the fundamental nature of the universe—and that is left for the reader to decide.
If you see the glass half-full, you will see that both dualism and physicalism turn
out to be true; if you see the glass half-empty, you will see that neither dualism nor
physicalism turn out to be true. But both views are mistaken. On our view, the glass
is just too big—there are enough properties for everybody to have as much as they
want.
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Chapter I
In order to see what is the realiser-realiser identity theory, it is worth comparing it
to more familiar proposals on the metaphysics of mind. This is the topic of the
present chapter. First, I will discuss the notion of realisation in order to clarify what
the realiser-realiser identity theory holds. Second, I will compare my view with the
classic identity theory proposed by U.T. Place and J.J.C. Smart. Third, I will compare
my view with functionalism and other views known as a priori physicalism. I will be
paying speci c attention to a different proposal on the identity theory given by
David Lewis and David Armstrong also known as Type-A physicalism. Fourth, I will
compare my view with another proposal on the identity theory given by Brian Loar,
Christopher Hill, Katalin Balog, Ned Block and others, and more generally, with the
views known as a posteriori physicalism, also known as Type-B physicalism. Fifth, I
will compare my view with classic dualism. At the end of this Chapter, I will present
the plan of the thesis.

1. Realisation
To realise something is to make it real; to be realised by something is to be made
real by it. Consider the colour orange. When something looks orange to us, it is
because it is constituted by certain speci c entities arranged in a speci c way. For
instance, we may be dealing with an object that is composed out of fabric and ink—
like an orange T-shirt—or we may be dealing with and object composed out of light
—like an image of the same orange T-shirt on a screen. The T-shirt is orange because of it having some ink of a speci c colour—what we combine to have that
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shade of orange is ink, not light. The image of the T-shirt on a screen is orange because of some light of a speci c colour—what we combine is light, not ink. However, whenever we combine ink, we do so with a certain class of primary colours:
cyan, magenta, yellow and black. But whenever we combine light we do so with a
different class of primary colours: red, green and blue.
Just as the orange T-shirt is composed by fabric and ink and the image of the Tshirt on a screen is composed of light, there is a sense in which the property of being orange is constituted by a certain kind of property in one case and another
kind of property in the other. In one case, it is the property of being a certain combination of cyan, magenta, yellow and black ink, in the other case, it is the property
of being a certain combination of red, green and blue light. Now, there is a sense in
which the property of being a certain combination of cyan, magenta, yellow and
black ink is the property of being orange—after all, that is all there is on an orange Tshirt. However, there is a sense in which it is not. If the property of being orange
were the property of being a certain combination of cyan, magenta, yellow and
black ink, the image of the orange T-shirt on your screen would not be orange—but
it is. A distinction between two properties is therefore necessary. The reason why it
is necessary is because we need to recover the sense in which the T-shirt and the
image of the T-shirt on a screen are similar and the sense in which they are different. More precisely, we need to recover the sense in which the property of being a
certain combination of cyan, magenta, yellow and black ink is the property of being
orange and the sense in which it is not.
Here is where the distinction between role properties, realiser properties and
the relation of realisation becomes relevant. The sense in which the property of being a certain combination of cyan, magenta, yellow and black ink is the property of
being orange is the sense in which it realises the property of being orange. The
sense in which it is not, is the sense in which the property of being orange is instantiated without the property of being a certain combination of cyan, magenta, yellow
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and black ink. The property of being orange is the property that is similar between
the T-shirt and the image of the T-shirt on a screen, not the property that is different. The property that realises the property of being orange is the property that is
different between the T-shirt and the image of the T-shirt on a screen. What makes
real the property of being orange in the T-shirt case is some combination of four
inks with different colours, whereas being orange is made real by a combination of
three different beams of light in other cases. The sense in which the property of being orange needs something else to make it real is the sense in which for something to be orange it must be made out of ink or light—or maybe something else,
but something nonetheless.
Consider any Turing Machine around you—any computer will do.1 Plausibly, this
machine is a speci c arrangement of certain physical entities. Now focus on the
property of being a Turing Machine, not just on a speci c instance. Just like a given
Turing Machine is composed of physical entities, there is a sense in which the
property of being a Turing Machine is a physical property in the actual world. However, there is a sense in which it is not. Consider that there are idealist worlds in
which the property of being a Turing Machine is instantiated. In those worlds, no
physical property accounts for their Turing Machines. Yet, there is something in
common between Turing Machines made up of mental stuff and Turing Machines
made up of physical stuff, namely, they are both Turing Machines! But if these two
different Turing Machines are similar with respect to the property of being a Turing
Machine, then the property of being a Turing Machine must be less than just a speci c arrangement of physical properties as well as less than a speci c arrangement
of mental properties.

1

A Turing Machine can be thought of as a device composed of a ‘scanner’ a ‘printer’, a ‘place’ to
print divided in different cells and a class of symbols to print. Each cell can be thought of as a
state in which the Turing Machine can be—which it knows, because of the scanner. There is also
a class of rules that tell the machine what to do. For instance, there is a rule that tells the
machine that, when it is in state-1, the machine should change to state-2 and then print or
erase something.
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On our view, the property of being a Turing Machine is a higher order property
that consists in having a property that meets a certain description. The description
is the de nition of a Turing Machine as given by Alan Turing (1936). This is the
property that idealist and physicalists Turing Machines share. Its realiser, on the
other hand, is the property that in the given world meets the description mentioned in the predicate of the higher order property. If that property is a physical
property, then the realiser of the property of being a Turing Machine is a physical
property at that world. In idealist worlds, the property that realises the property of
being a Turing Machine is a mental property. As such, the property of being a Turing Machine is instantiated in idealist worlds as well as in physicalist worlds, but
their physical realiser is not instantiated in idealist worlds nor vice versa. Therefore,
the property of being a Turing Machine can be made real by different properties in
different worlds.

1.1. General features of realisation
The familiar way to understand the notion of realisation is inspired by the functionalist literature on the mind-body problem. Roughly put, there is a distinction between two kinds of properties: the role givers and the role players. The former acts
like a job description, the latter acts like the property that d s the job. The role
giver is the realised property and the role player is its realiser. Simply put, the given
role is speci ed by the description ‘D’ that is encompassed in the predicate of the
higher order property. The role player is the property that meets ‘D’ in a given
world.
Now, it is true that according to the functionalist take on the mind-body problem, the description that is mentioned in the predicate of the role property is normally speci ed with a restricted kind of terms, i.e., causal terms. But we can make a
distinction between two senses of ‘functionalism’. On the one hand, there is the
view that I just described, which is a general Lewisian take on how to treat theoreti-
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cal terms. According to this view, the description in question has no restrictions
with respect to the kind of terms that should be used to specify ‘D’. But, in some
views—also called functionalists, and also Lewisian—the description is restricted to
causal terms. It is the latter but not the former that makes realisation a relation between a property that states a causal function and the property that performs the
causal function. But there is nothing in the functionalist approach to terms in general that entails an analysis of ‘D’ with a restricted kind of terms. You might want to
present a restriction on which kind of terms are allowed, but this is not forced upon
us. Metaphorically speaking, the core of the idea of having a job description and a
property that d s the job remains the same, regardless of what kind of job we are
talking about.
This opens the door to specify ‘D’ with any kind of term we want. That said, we
can talk about causal roles, inferential roles, spatial roles, physical roles, phenomenal roles, colour roles, etc. The terms that specify ‘D’ might be mathematical and
causal terms, as in the case of being a Turing Machine; they might colours terms, as
in the case of being orange, and so on. The physical role of a property is the property of having the property that meets the description given by our sciences. The
phenomenal role of a property is the property of having the property of feeling the
way it d s, where “feeling” is a way of capturing the peculiar what-is-it-likeness of
experience.
The relata of realisation are properties. This has certain consequences. First, in
this sense of realisation, a given computer d s not realise the property of being a
Turing machine. In other words, realisation is not the relation that obtains between
an instance of the property and the property, or as it is sometimes put, between a
token and its type. More generally, realisation should not be confused with the relation of bearing a property—which is more aptly called instantiation. To wit: if the realiser of the property of being a Turing Machine in the actual world is a physical
property P, it d s not follow that P has the property of being a Turing Machine—
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properties are not the sort of thing that can be Turing Machines. In other words, if F
realises G it d s not follow that F instantiates G. What seems true but different, is
that there is an inheritance relation between the individual that bears the realiser of
F and F. For instance, if x is a physical calculator and the property of being a physical calculator realises the property of being a Turing Machine, then x is also a Turing
Machine. More generally, if an entity instantiates the realiser of F, then it follows
that the entity in question also instantiates F.
Now, before we go any further, you might feel a considerable scepticism over
the idea that we can de ne physical and mental properties as both roles and realisers. On the face of it, it may not be dif cult to understand these properties as
realisers, after all, both of them have been used as the basic building blocks of different metaphysical pictures of the fundamental nature of the universe. However, it
is not easy to see why any of these properties should be considered as a property
of having another property that meets certain description. Moreover, although
some readers might be more open to the idea that mental properties themselves
are multiply realisable on different physical properties, that is easy to see if one accepts a causal analysis of phenomenal properties—and we do not. Further, for this
view, it will be familiar to conceive of physical properties as realisers, but what d s
it mean to say that physical properties themselves are to be understood as a property of having another property?
Our broad notion of realisation presented above is not well equipped to handle these worries. In what follows, I will answer these questions by giving some
more metaphysical content to the distinction between the role properties and their
realisers. The way to give more metaphysical content to the notion of realisation is
by making a distinction between two kinds of properties that allows for such understanding.
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1.2. A visit to Twin Earth
In the actual world, there is an odourless, colourless liquid that falls as rain and is in
our rivers and lakes. We call this liquid ‘water’. We have discovered that this liquid is
composed of molecules with a speci c chemical structure, i.e., H2O. Hilary Putnam
(1975), invited us to consider a different possible world he called Twin Earth in
which there is an odourless, colourless liquid that falls as rain and is in those rivers
and lakes. This liquid has a different chemical structure, XYZ. Putnam’s question
arises: is there water in Twin Earth? Though the answer we give will not matter for
our purposes, it will be easier to observe the distinction by following the philosophical orthodoxy and answer ‘no’.
There are some different but related reasons that have been given to hold that
there is no water in Twin Earth. One common thought is that when we use ‘water’
we mean our actual water, not any other kind. If it happens to be H2O, then our water is H2O and not XYZ. Another reason is that we might want to distinguish between the super cial properties of water and the underlying properties of water.
On this view, the fact that something shares these super cial properties d s not
entail that it will share the underlying ones, and therefore, that it will be the same
stuff that we have in our world. A similar take lies in using the—rather obscure—distinction between the way water seems and the way water really is. This commonly
g s under the name of the appearance/reality distinction. Relatedly, one can say
the way water looks d s not reveal the nature or the essence of water—what water
really is.
But if we can imagine Twin Earth, then we can also imagine a world in which
the laws of chemistry are all true and there are atoms and molecules just like our
chemistry posits. Just as we have bonding, they have bonding. Just as we have elements, they have elements. Our chemists would be as competent there as they
are here. However, the atoms of this world are not made of the same stuff they are
made up in the actual world, because those atoms are Newtonian. In Newtonian
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Earth there are perfectly spherical indivisible entities that—we may suppose—have
all the necessary properties to satisfy the laws of chemistry. Further, in this world,
there are perfectly spherical entities that satisfy the structure of H2O. We can ask
the same question again: is there water in Newtonian Earth?2
You might feel the pull of saying that there is water in Newtonian Earth, because after all, water is H2O. But considering another question will help: is there
H2O in Newtonian Earth? If we are consistent with the reasons mentioned above,
we should say: ‘no’. First, if you believe that there is no water in Twin Earth because
their liquid is not made up of the same actual stuff than ours, then those intuitions
should prevail—we have never drunk anything of that Newtonian kind. Second, the
underlying structure of H2O is not present in Newtonian Earth. Third, if the essence
of H2O depends on the underlying properties of H2O, there cannot be H2O in Newtonian Earth because nothing can be present while its essence is absent. Therefore,
there cannot be H2O in Newtonian Earth—just like there cannot be water in Twin
Earth. But if there is no H2O in such worlds, then there cannot be water in Newtonian Earth either.
However, this move is too swift to be the complete story. There must be a sense
in which there is H2O in Newtonian Earth. After all, this is the way the scenario was
described. In Newtonian Earth there are little spheres that have all the necessary
properties for the laws of chemistry to hold and satisfy the H2O structure. The difference lies within the fundamental properties of Newtonian worlds, not within the
laws of chemistry that follow from them. If we bracket the properties that are not
part of chemistry, we will see that their chemistry and our chemistry are exactly
alike. So why would H2O be absent in such worlds? Recall, our chemists would be
as competent there as they are here.

2

The point does not depend on the fact that these atoms are Newtonian. If you believe that
Newtonian atoms are not enough to satisfy the laws of chemistry, then choose two candidates
for the interpretation of quantum mechanics, or if you will, quantum gravity theories—one for
the actual world, and another for this possible world.
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We now face this situation. We have reasons to hold that there cannot be H2O
in Newtonian Earth, but we also have reasons to hold that there is. A distinction between two properties is necessary. The reason: there is a property that is similar between Newtonian Earth and ours and there is a property that is different. Without
the distinction between two properties, we will not be able to make sense of both
the similarity and the difference between these worlds. Here it is worth being explicit. Whenever we compare some liquid in worlds that are said to be twin to this
one—like Twin Earth, or Newtonian Earth—we will see that there is some respect of
similarity between our liquid and that twin liquid, as well as a respect of dissimilarity between them. In other words, we can compare our liquid with a liquid in a twinworld and there will be a way in which these are similar and another way in which
these are different. But if one can compare x and y and hold that x is either similar
or dissimilar to y, then that respect of similarity or dissimilarity is a property. Without these two properties, we would not have enough resources to hold that there is
respect in which twin-water is similar to water and a respect in which it is not.
A way to capture the respect of similarity between Newtonian Earth and ours is
by focusing on the fact that in Newtonian Earth there are some entities with some
properties—yet to be speci ed—that are arranged H2O-wise. This allows us to attribute the property of being H2O to a molecule, regardless of what that molecule
ultimately is. A way to capture the respect of dissimilarity between Newtonian
worlds and ours is by specifying that their entities and their properties that are
arranged H2O-wise in the Newtonian worlds are an essential component of that
property, but not of ours. As such, we can make a difference between our actual
liquid and theirs.
However, one should not be misled by the idea that the distinction can be captured with the word ‘actual’. The reason is that the word ‘actual’ may pick out the
property that is similar between our water and some twin variant, but it may pick
out the one that is different, because both properties are instantiated here. If any-
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thing, we can distinguish between a super cial sense of ‘actual’ that picks out the
property that is similar between the worlds and a different sense of ‘actual’ that
runs far deeper. Consider that if you mean by ‘water’ the property that is dissimilar
between our world and Newtonian Earth, then you will have the same attitude
whenever we replicate the very same argument at other levels. The instantiation of
our actual water will also depend on the actual atoms, which in turn will depend on
the actual electrons which in turn will depend on the actual fundamental properties—whatever those are. In general, any relevant difference in any of the levels of
fundamentality beneath this property will entail that the property of being water—
our water—will not be instantiated. In sum, the instantiation of the property of being
water will depend on the instantiation of the actual fundamental properties and
they being arranged in the correct way. On the other hand, the property that is similar between Newtonian worlds and ours is independent from the instantiation of
the actual fundamental properties. In a nutshell, we have a distinction between a
property whose instantiation depends on the actual fundamentals and another one
that d s not.
You might be worried that the distinction between these properties depends
on the answer to the question: is there water on Newtonian worlds? But I am not
after an intuition hunt. For suppose that your answer is: ‘yes’. On this view, for
something to be our water, it is enough that it bears the property that is similar between Newtonian worlds and ours—not the property that is dissimilar between
them. Perhaps you do not want to use the word ‘water’ to refer to the property that
is dissimilar between Newtonian worlds and ours—but that other property will be in
need of a name, nonetheless. In general, regardless of the answer you give to the
question: is there water on Newtonian worlds?, your answer needs to recover the
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difference and the similarity between Newtonian worlds and ours. Either way we
go, there are two properties here, not one.3

1.3. Fundamentality dependent and fundamentality independent
properties
Now we can be more precise on what the Newtonian Earth case amounts to. On
the one hand we have a kind of property that is fundamentality independent, or
just independent. On the other hand we have a kind of property that is fundamentality dependent, or just dependent. Intuitively, the independent properties comprise the kind of properties that are shared between the actual world and the twin
worlds that we can construct relative to this one. The dependent properties encompass the properties that are not shared between our world and any corresponding twin world.
We can be explicit about the criterion to distinguish these two properties used
above. Let w be a world that instantiates property Φ and w’ a world that instantiates
Φ’, where Φ and Φ’ are different fundamental properties. Let F be any property that
is instantiated in some possible world. Let Φ and Φ’ be the grounds of F in their respective worlds:
F is a fundamentality independent property iff there is a pair of worlds w, w’
such that F is instantiated in w and F is instantiated in w’.
F is a fundamentality dependent property iff it is not the case that there is a
pair of worlds w, w’ such that F is instantiated in w and F is instantiated in w’.

3

There is the question of whether ‘H2O’ should go with the property that is similar between
Newtonian worlds or whether it should go with the property constituted by the actual
fundamental properties. As far as I can see, this is a verbal issue and verbal disputes are
metaphysically irrelevant. If on your view the term ‘H2O’ refers to the property that is
constituted by the actual fundamental properties, then call the property that is similar between
Newtonian Earth and by ‘H2O-ish’—just like the property of being watery.
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possible world, it is either a dependent or an independent property, but never
both, i.e., the distinction is exclusive and exhaustive. What the distinction captures
is this: a distinction between a kind of property whose instantiation is independent
of the fundamental nature of our world and another property whose instantiation is
not so independent.
Here is another way to describe these properties: the fundamentality independent properties are multiply realisable with respect to the fundamental properties
of our world, whereas the fundamentality dependent properties are not. Roughly
put, our target notion of realisation is the relation between the fundamentality independent properties and fundamentality dependent properties of our world. On
this view, it is the properties that are essentially constituted by the fundamental nature of our universe the ones that make real the other properties that are not essentially constituted by the fundamental properties of the world. In order to get more
detail on what this notion of realisation amounts to, we need to take a closer look
at the kind of properties that fall into one category and into the other.4
Take

rst the fundamentality dependent properties. Given our discussion

above, the property of being water cannot be instantiated unless the actual fundamental properties of the world are arranged in a particular way. As I have argued, the property of being water cannot be instantiated in any world in which we
nd any difference in any of the properties that actually constitute water in the actual world. In this sense, it is part of the essence of the property of being water to
be constituted by the actual fundamental properties of the universe—whatever
those are. As such, the de nition of the property that is fundamentality dependent
must encompass the fundamental properties of the world: that is what makes it
4

In what follows I will present the most basic ideas of the notion of realisation in order to
understand the basic points of the view and see how the arguments work. Though there are
some differences between the nal notion of realisation and its friendly version to come, the
differences are negligible for the arguments that are relevant for this thesis. If you are
interested in the more detailed notion of realisation, you can read Chapter V after nishing this
rst section and then go back to the rest.
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From our de nitions it follows that for any property F that is instantiated at some

fundamentality dependent. Let ‘Φw’ be the name for all the actual fundamental
properties that are relevant for being water, that is, a name for the actual fundamental properties on which the property of being water depends. We can imagine
a description that states how the properties Φw are arranged in order for us to have
some water. Let ‘waterness’ denote such description. Plausibly, ‘waterness’ will be
the term that expresses, not only an essential property of water, but the essence of
water. After all, what part of the essence of water would be left out by such description? This description will mention the actual fundamental properties, tell us what
they are, it will be explicit about their relations, the laws that bind them and the way
the relevant properties are speci cally arranged in order for us to have a glass of
water—and therefore, for the property of being water to be instantiated.
On the face of it, the structure of the description ‘waterness’ has two components: (i) a term that picks out the fundamental properties Φw; (ii) a description that
expresses how those fundamental properties are arranged. It is worth being explicit about an important issue of the second clause. The reason is that each kind of
fundamental property will yield its own kind of laws, relative to their own nature. As
such, depending on how we conceive of the fundamental nature of the universe,
there will be different kinds of laws that rule their behaviour. In this way, the word
‘arranged’ should be understood in a way in which it encompasses the contingent
laws that allow for the Φw to be arranged as water. The second part has to do with
the speci cation of which is the arrangement that the given Φw properties have
with respect to each other. Just to specify that arrangement, I will use ‘water-wise’
to denote it. As such, we will end up with the view that ‘waterness’ is analysed as
“the property of being the Φw arranged water-wise.”
Now let’s take a closer look at the fundamentality independent properties. For
simplicity, call the property that is similar between Newtonian Earth and ours the
property of being arranged H2O-wise. As we have seen, this property can be instantiated in Newtonian Earth and in our world. As such, the correct analysis of the
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de nition of the property of being arranged H2O-wise cannot encompass the fundamental properties of Newtonian Earth, nor should it encompass the fundamental
properties of ours. The correct de nition of any fundamentality independent property must be silent with respect to the fundamental properties of the world in which
they are instantiated. In other words, it is not part of the essence of the fundamentality independent properties to be made up of the fundamental properties of any
given world. As such, we need to understand the terms involved in the predicate of
the property as independent of the fundamental properties of the world. Consider
that if ‘Hydrogen’ and ‘Oxygen’ are thought of as terms whose semantic value is to
pick out the property constituted by the actual fundamental properties, then there
will be no way to have any term to de ne fundamentality independent properties.5
Now, if we were to understand the property of being arranged H2O-wise as
usual, it would seem that there is no reason to treat it as a second order property.
However, even if it is true that the essence of the property of being arranged H2Owise d s not encompass any given fundamental property or other, it d s not follow that it is not part of its essence to be related in a metaphysically interesting way
to a property that is constituted by the fundamental properties of the universe.
Simply put, there is a sense in which nothing is independent from the fundamental
properties of the universe because the class of fundamental properties are there in
order to explain absolutely everything there is. As such, even if the property of being arranged H2O-wise is independent from the actual fundamentals it still must
depend on some property or other in order for it to be instantiated.
But now the key point emerges. Fundamentality independent properties are
such that they can be instantiated in worlds with different fundamentals, however,
they cannot be instantiated in any world unless there is some property or other that

5

Exactly the same considerations follow for other terms. If ‘liquid’, ‘river’ and ‘lake’ where to
stand for the fundamentality dependent property, then there would be no liquids nor rivers
nor lakes in Twin Earth, and therefore, nothing that satis es the description ‘the odourless
liquid in the rivers and lakes’. If you need, distinguish the term ‘river’ from ‘riverish’ and the
term ‘lake’ from ‘lakeish’, and so on.
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is constituted by the fundamentals of such world. Thus, these properties can only
be had by an individual at any world in virtue of that individual having another
property. It is in this sense that fundamentality independent properties are second
order. But the sense in which these properties will be second order is metaphysical
in nature. These properties are second order because for them to be instantiated at
some world they need the instantiation of a property that is constituted by the fundamental properties of that world. This will allow us to de ne a fundamentality independent property under the formula presented above. A fundamentality independent property is the property of having some fundamentality dependent property or other such that it meets description ‘D’. Now, as it stands, ‘D’ is a description
about a property, but the vast majority of our descriptions are not about properties
but about instances. As such, it is convenient to think about ‘D’ under the following
lines: the property whose instances meet ‘d’, where ‘d’ is a description of some individual or other. With that said, in what follows I will talk about ‘D’ without making
this explicit.
Now we can put everything together. On the one hand, we have the property
of being water, namely, the property of being the Φw arranged water-wise, which is
fundamentality dependent. On the other hand we have the property of being
arranged H2O-wise, which is the property of having some fundamentality dependent property G that meets the description of ‘the property whose instances have
the H2O structure’. Now, if the property being water is instantiated by something in
a glass, then there would be something in that glass with the property of being
arranged H2O-wise. On our view, the property of being arranged H2O-wise is realised by the property of being water—in the actual world. It is the latter that makes
the former real because it is the latter the one that is constituted by the fundamental properties of our universe. In Newtonian Earth, the property of being arranged
H2O-wise is realised by the property of being the Newtonian Φw arranged Newtonian-water-wise. Correspondingly, the property of being arranged H2O-wise is mul-
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tiply realisable but the property of being water—just like the property of being Newtonian water—is not.

1.4. The structure of realisation
On our view, realisation is the relation that is had between two different kinds of
properties, the fundamentality dependent and the fundamentality independent.
Fundamentality dependent properties will be treated as realiser properties, by definition. Likewise, fundamentality independent properties will be treated as role
properties, by de nition. The reason why fundamentality dependent properties are
realisers is because these are the ones that are constituted by the actual fundamental properties of the universe. The fundamentality dependent properties are
the real properties of the world, the ones that the world is actually made of and will
account for the way the world really is. The reason why the fundamentality independent properties are role properties is because in order for them to be instantiated they need the instantiation of another property that is constituted by the fundamental properties of the universe.
Realisation is a two-place ordered relation between two properties. The relation can be understood as the relation of ‘F realises G’ or by its converse, ‘G is realised by F’. Any property that is a role property will take the place of ‘G’, and the
realiser properties will take the place of ‘F’. All role properties are fundamentality
independent properties and all realiser properties are fundamentality dependent
properties. Given that the distinction is exclusive and exhaustive, it follows that no
property can be both a role and a realiser property. As such, it follows that F will
never realise F, nor G will ever realise G; if F realises G, then G d s not realise F;
and F is never realised by anything, i.e., realisation is irre exive, asymmetric and
trivially transitive.
Now, I have talked about the realiser of F as if it were only one, but realisation is
a more permissive relation. The relation between roles and realisers can be one to
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one, one to many and many to one, but at least one. Given our discussion above,
there cannot be any instantiated property at some world without there being a
property constituted by the fundamental properties of that world that is instantiated as well. A way to rescue this is as follows:
Totality: For any property F instantiated at w, either F is realised by G or F is
identical to some realiser at w.
Likewise, we have seen that role properties are multiply realisable in the sense in
which the property of being arranged H2O-wise is multiply realisable. As such, the
relation that these properties have with their realisers is contingent:
Realiser-Contingency: If G is realised by F, it is contingent that G is realised
by F—there are worlds in which G is realised by H.
As we have seen, the fundamentality dependent properties are incredibly complex
properties that specify the fundamental properties and their arrangement in order
for something to bear the property in question. To go back to our example, whenever we have the actual fundamental properties that constitute water and the actual laws that bind them all arranged in the way in which there is water, it will follow,
by necessity, that the property of being arranged H2O-wise is instantiated as well.
This can be captured as follows:
Role-Necessity: If F realises G, then it is necessary that F realises G—there is
no world in which F is instantiated and F does not realise G.
Now, necessitation is associated with two very different ways of justi cation, a priori
and a posteriori. Though the notion of realisation can itself be de ned under the
notion of a posteriori necessitation, I believe that necessitation should be under-
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stood as a relation of a priori necessitation. At any rate this is the way I will understand it here.6

1.5. Our notion of realisation
To summarise, the relation of realisation is a relation that obtains between two different properties, the role properties and their realisers. Role properties are understood as a property of having a property that meets certain description ‘D’. The realiser in a given world is the property that meets ‘D’. This description is not limited
to a certain kind of expression and is therefore divorced from a causal analysis—
however compatible with them. The role properties are the fundamentality independent properties, the realisers are the fundamentality dependent properties.
The relation is irre exive, asymmetric and trivially transitive. If an entity x bears
property G and G realises F then it is also true that x bears property F. Realisation is
a relation that can be had one to one, one to many or many to one. Realisation satis es: (i) totality—no instantiated property without a realiser; (ii) realiser-contingency—role properties are multiply realisable; (iii) role necessity—if G realises F,
then the conditional ‘if G is instantiated at w then F is instantiated at w’ is both necessary and a priori.
By now, it is not hard to see how is it that physical properties are multiply realisable, or how to nd a twin-earth scenario for these properties. In short, if it happens with the property of being H2O, then it also happens with the property of having c- bres ring. However, this still d s not show that there is a twin-earth scenario for the property of being in pain. Though I will discuss this at length in Chapter II, these are the reasons why the effect can be had in the case of being in pain.
We can imagine a world in which being in pain feels exactly the way we feel it, yet,
in that world phenomenal properties are sense data; we can imagine another one
6

See Jackson, (1998) and Jackson and Chalmers (2001) for a defence of the a priori entailment
thesis. See Section 4.1. of this Chapter for some reasons to believe why this entailment should
be a priori from the perspective of scienti c methodology.
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in which, again, pain feels exactly the way it d s, but being in pain is a representational property; we can imagine yet another one in which being in pain is realised
by a property suited for Cartesian mental substances, etc. The same structure as
above will arise, and the same consequences will follow.
With that said, the realiser-realiser identity theory holds that the realiser of the
mental is identical with the realiser of the physical. ‘The mental’ stands for any
property whose predicate embeds a description ‘D’ given in phenomenal terms.
Let F be its actual realiser. ‘The physical’ stands for the properties whose predicate
encompasses a description ‘D*’ written in the terms of our natural sciences of consciousness. Let G be its actual realiser. The realiser-realiser identity theory holds
that F = G. The fact that the mental and the physical properties are realised by F is
contingent, for there are worlds in which they have other realisers. The fact that F
realises the mental and the physical properties is necessary, for in any world in
which F is instantiated, it realises the mental and the physical. According to the realiser-realiser identity theory, there are no necessary relations between the mental
and the physical properties but there are necessary relations between their realisers—because it is one and the same. In what follows, I will compare the realiser-realiser identity theory with the classic answers to the mind-body problem.7

Of all the terms used here, ‘physical’ is the most mysterious. The topic on how to de ne
physical properties is complicated in many respects, but we all need to make a decision on
how to use the term ‘physical’. For the time being, the relevant sense in which I am
understanding physical properties is as the kind of property that is postulated today by our
physical sciences of the mind like neuroscience or cognitive science—or something near
enough yet to be discovered. This includes unquestionably physical properties like being H2O,
being a gene, being an atom and the like. Importantly, it does not include the fundamental
properties that will be discovered by some future ideal physics because we do not know what
are they and I do not see the point of saying that a property is physical if we do not know
which one is it nor how would it look like. This view is based on the view defended by J.J.C.
Smart (1978) and David Lewis (1994). I will discuss these vexed issues on how to understand
‘physical’ in Chapter IV. But see section 5.1.1. for the view I defend.
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2. Classic identity theory of mind
The identity theory of mind is one of the landmark points in our debate about the
mind-body problem—if not the view that started the debate as we now know it today. The groundwork for the identity theory of mind is found in the seminal works
by U. T. Place, J.J.C. Smart and Herbert Feigl. The earliest of these appeared in
1956 which is Place's paper 'Is consciousness a brain process?'. This was followed
in 1958 by Herbert Feigl's paper 'The "Mental" and the "Physical"' and in 1959 by
J.J.C. Smart's paper 'Sensations and Brain Processes'. It is no exaggeration to say
that these three papers changed the philosophy of mind.
In general, the identity theory of mind held that mental properties (or mental
states or processes) are identical to physical properties of the brain (or brain states
or brain processes). Identity theorists described themselves as materialist or physicalist, which led to a speci c way of understanding the identity theory that they
proposed. The standard attitude from the identity theorist was a sort of scepticism
towards the notion of the mental combined with a sort of con dence towards our
notion of the physical—which is a view shared by many physicalists today. The main
idea is that with the identity theory we would be able to identify mental states with
physical states in a way in which the mental states are shown to be nothing but or
nothing over and above physical states. A general motivation for this view that provides the overall landscape of Australian physicalism can be seen in this passage
by Smart:
So sensations, states of consciousness, do seem to be the one sort of thing
left outside the physicalist picture, and for various reasons I just cannot believe that this can be so. That everything should be explicable in terms of
physics... except the occurrence of sensations seems to me to be frankly
unbelievable. (Smart, 1959: 53-54)
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Although the three identity theorists are usually mentioned as holding the same
view, there are some differences between them. Notoriously, Place originally talked
about constitution and not identity. But a sharper contrast is found on Feigl’s view.
For Feigl—even before the postscript on “‘The mental’ and ‘the physical’” that came
about ten years later—the metaphysical emphasis was not on the neurophysiological side of the identity, as it was for Place and Smart, but on the side of the “raw
feels“ or “qualia” as he called them:
According to the identity thesis the directly experienced qualia... are the realities-in-themselves that are denoted by the neurophysiological descriptions. (Feigl, 1958: 457)
With this and other differences in mind, Leopold Stubenberg (1997) made a distinction between the Australian and the Austrian identity theory of mind. Given the
contrast between the views, in what follows I will focus on the Australian version of
the identity theory. I will go back to the non-Australian version and other non-standard answers to the mind-body problem in Chapter IV.8
That said, the identity theory of mind—at least in its Australian version—can be
seen as holding, in Place's own words, that:
1. The private experiences or sensations of the individual are reducible without remainder (are nothing but) certain as yet unspeci ed events or processes in the brain (the identity thesis).
2. The identity thesis is a contingent proposition i.e. it is not a logically necessary truth. Descriptions of an individual's private experience do not have
the same sense or meaning as the physiologist's description of the hypo-

In Chapter IV, I will discuss unconventional ways of handling the mind-body problem that are
often seen as versions of non-standard physicalism. Examples are Feigl’s identity theory,
Grover Maxwell’s identity theory, a sceptical view of the notion of the physical as argued by
Noam Chomsky, and more recently by Barbara Montero and Daniel Stoljar and sceptical view
on certain hidden properties of the physical properties, as argued by Bertrand Russell and
more recently by David Chalmers, Daniel Stoljar and Galen Strawson, among others.
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thetical brain processes in which the private experiences themselves in fact
consist.
3. The truth of the identity thesis is at least partly a matter of empirical determination.
4. The identity thesis applies only to certain aspects of mental life - consciousness (Place), the raw feels of experience (Feigl), sensations (Smart). The
cognitive and volitional (intentional) aspects of mental life are not reducible
to brain states or processes; but are (conceptually) reducible to some kind
of semantic, logical or verbal competence or propensity.9
With all these ideas at play, the identity theorist had enough resources to countenance the threat of dualism, or so they held. Broadly speaking, the classic identity
theorist held that ‘sensation’ d s not mean the same as ‘brain process’. According
to them, this dualism of meaning between ‘mental’ and ‘physical’ was enough to
harvest the dualists intuitions and countenance their metaphysical conclusions.
This led identity theorists to a distinction between the meaning of the terms that
we use to pick out the properties in question and the properties that we in fact pick
out. This stance can be seen ever since Place’s paper ‘The concept of Heed’:
The logical objections which might be raised to the statement ‘consciousness is a process in the brain’ are no greater than the logical objections
which might be raised to the statement ‘lightning is a motion of electric
charges’. (Place 1954: 255)
Place’s point is that the fact that these two terms have different meaning d s not
threaten the identity of lightnings in terms of electric charge. In this respect, Smart
and Feigl went further than Place. They explicitly defended their view from those
objections by appealing to the Fregean distinction between sense and reference,
where the descriptions “the very bright planet seen in the morning” and “the very
Website http://host.uniroma3.it/progetti/kant/ eld/mbit.htm
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bright planet seen in the evening” both refer to the same entity—Venus—and yet
they have different meaning. This trait allowed the identity theorist to escape the
typical objections based on the failure of Leibniz's Law. In a nutshell, one can believe that one is in pain and one can believe that one c- bres are not ring. But if
the mental properties are identical to some brain properties, then one believes in a
logical contradiction. The classic identity theorist, reasonably, never attributed a
belief in a logical contradiction neither to the folk nor to the dualist—though they
do attribute a deep confusion between meaning and reference.
Of course, this d s not get the identity theorist out of the woods. One can argue—as Max Black did10—that Venus is being referred to by “the very bright planet
in the morning” because it has a certain property, namely the property of being a
very bright planet in the morning. If Venus were to lack that property, the description could not refer to Venus. But the properties of being the very bright planet in
the morning and being the very bring planet in the evening are two distinct properties. And the mind-body case should have the same fate.
One can also argue in a more Cartesian mood—as Saul Kripke did. In the third
lecture of Naming and Necessity, Kripke reconstructed the Cartesian conceivability
argument with the aid of the sophisticated philosophical machinery of possible
worlds semantics and, more precisely, with his notion of rigid designation. This led
Kripke to hold—at the very minimum—that there seems to be no reason why worlds
with disembodied minds and worlds with mindless bodies are impossible. His central point was this: identity statements with rigid designators are necessarily true, if
true at all. But the classic identity theory is contingent. If Kripke is right in holding
that terms like ‘pain’ and ‘c- bres ring’ are rigid, it would be shown that the identity theory of mind cannot be contingently true, as the identity theorist held. One
can also argue that no amount of physical information will ever be enough to let us
know what is it like to see red—as Frank Jackson did. In his famous case of Mary,
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Referred to by Smart (1959, fn. 11). See also Putnam, (1960:28)
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Jackson asked us to imagine a brilliant scientist that was raised in a black and white
room in which all is painted black and white—even herself. She has never seen a
drop of blood and so on. However, she has access to all the physical information of
what g s on when humans see red—perhaps through the black and white books
or the black and white T.V. When she g s out of her captivity and sees a red tomato, she realises that there is something she did not know about the world.
One can also argue that mental properties are multiply realisable—like Hilary
Putnam did. In a series of articles in the 60’s and 70’s, Hilary Putnam made the idea
of the multiple realisability of the mental a common coin in the philosophy of mind.
In general, he argued that the mental properties we instantiate are also plausibly
instantiated by different creatures. Perhaps octopi are an example, perhaps very
complex robots are another. However, if the classic identity theory of mind were
true, it would follow that only creatures with the exact physical makeup that we instantiate are the ones that can have the exact phenomenal properties that we instantiate. According to the classic identity theory robots and octopi would be unable to have pain. As Ned Block put it, the classic identity theory of mind is a
“chauvinist theory” (1978: 265).

2.1. The realiser-realiser identity theory and the classic identity
theory of mind
As mentioned above, the realiser-realiser identity theory of mind is entailed by the
type-type identity theory but it d s not entail it. This will create a high degree of
similarity between both proposals, with important differences as well.
There are four main similarities. First, there is the question of the target notion
of the mental. Place talked about consciousness, Smart about sensations and Feigl
talked about “raw feels of experience”. Likewise, the realiser-realiser identity theory
applies only to the realisers of phenomenal properties but, unlike Place’s (4), it d s
not commit itself to an analysis of other mental states like beliefs and desires in a
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functionalist or physicalist framework. Second, like the classic identity theory, the
realiser-realiser identity theory is a contingent hypothesis. Third, and relatedly, the
realiser-realiser identity theory is an empirical hypothesis whose truth depends on
how the actual world turns out to be. For instance, just like the classic identity theory, the realiser-realiser identity theory cannot be true unless the actual world turns
out to be in a certain way. If it happens to be the case that in the actual world there
is no correlation between the properties of the mental and the physical, then it will
follow that they cannot have the same realiser. Fourth, both the classic identity theory and the realiser-realiser identity theory accept a dualism of the meaning of the
terms for the realised properties.
However, in sharp contrast with the classic identity theory, the realiser-realiser
identity theory rejects the type-type identi cation between mental and physical
properties—which is what the classic identity theory is all about. The identity theory
herein proposed d s not obtain at the level of the mental properties and the
physical properties, but at the level of their realisers.
A difference that can be drawn between the present proposal and the classic
identity theory is that the realiser-realiser identity theory d s not sit well with the
aura of reduction.11 Classic identity theorist held that the identi cation between the
mental and the physical was a way to hold that mental properties were nothing but
physical properties. Locutions like ‘nothing but’ or ‘nothing over and above’ were
used by these philosophers as some sort of explications of what their view entails,
and all of these metaphors were captured by the notion of identity. However, on
There are many other views usually though as reductive materialism as well. This is the case of
eliminative materialism. A way to understand the thrust of eliminative materialism is with
Quine’s phrase: “the bodily states exist anyway; why add the others?” (Quine, 1960: 264). In
general, eliminativists are very skeptical about folk psychology and think that all that talk will
be replaced by some more precise and useful scienti c talk. As such, the arguments in favour
of their view are usually arguments against folk psychology. Eliminativist views were held by
Wilfred Sellars (1956), W.V.O. Quine (1960), Paul Feyerabend (1963), and Richard Rorty (1965)
with his “disappearance” theory. See William Lycan and George Pappas (1972) for discussion
at that stage. More recently, Paul and Patricia Churchland made philosophers take
eliminativism seriously again. See for instance Paul Churchland (1981) and Patricia Churchland
(1986). See also Stephen Stich (1983). For a defence of folk psychology, see Jackson and Pettit
(1990).
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our view, it is not true that mental properties can be reduced to physical properties—nor is it true that physical properties can be reduced to mental properties, for
that matter. On this view, the mental and the physical are two different properties
that do not necessitate each other. As such, the realiser-realiser identity theory is
seen as denying Place’s (1) above.12
Now, one might be tempted by the idea that there is a sense in which the realiser-realiser identity theory is reductive, because both the physical and the mental properties are going to be shown to be “nothing over and above” their realiser.
But there is a relevant distinction between two senses of the familiar locutions like
“nothing over and above”, “nothing but”, or “just is”. On the one hand, one might
mean the over and above in the sense that Turing Machines are nothing over and
above their physical arrangement in the actual world. If this were to be the relevant
sense, then the realiser-realiser identity theory is wholeheartedly a reductive proposal. However, if locutions like ‘nothing over and above’ or ‘just is’ are used in the
sense that the real nature or essence of the property of being a Turing Machine is a
physical property, then the realiser-realiser identity theory is wholeheartedly nonreductive. On our view, this is merely a contingent truth and therefore, not part of
the essence of the property of being Turing Machine.
A way to express the difference is as follows. Instead of saying that the property
of being a Turing Machine just is its physical arrangement, say that such property
just happens to be nothing over and above and nothing but its physical arrangement. This difference is crucial. According to the realiser-realiser identity theory,
there are no necessary connections between the physical and the mental properties, however, the property that realises both the mental and the physical is exactly
the same. There are three properties here, not two. But, neither the physical nor the

This tight connection between ‘reduction’ and ‘identity’ is very confusing. For some reason, the
idea that identities or theoretical identi cations are reductive became almost synonymous for
many. But there is nothing in identity itself that could entail that identities are reductive.
Identity is a symmetric relation. Reduction is an asymmetric relation. If there is a notion of
reductive identity, then the reductive part certainly does not come from identity itself.
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mental have its actual realiser necessarily. This is the reason why we cannot say that
the nature or the essence of physical and mental properties is nothing but and
nothing over and above its actual realiser—they just happen to be. I will try to show
that this difference will let us have all the virtues that the classic identity theory has,
without falling into any of its problems.
With respect to Max Black’s objection, the realiser-realiser identity theory takes
a clear stance: the mental and the physical properties are indeed distinct. In this
sense, this proposal accepts the deliverances of Max Black argument in favour of
property dualism. With respect to the resurrection of the Cartesian argument by
Kripke, the distinction between the realised and the realiser properties will give us
enough space to man uvre. Roughly put, according to the realiser-realiser identity
theory we can accept the conceivability arguments when those arguments are
about the properties of the mental and the physical—just as we accept the consequences of Max Black’s objection. However, when these arguments are about the
realiser of the mental and the realiser of the physical properties, they cannot get off
the ground. I will discuss this issue and the way the realiser-realiser identity theory
handles the conceivability argument in Chapter II.
Now, the fate of the classic identity theory of mind with respect to the multiple
realisability is not the fate of the realiser-realiser identity theory. The fact—if it is a
fact—that phenomenal properties are multiply realised or not is a matter of controversy—and of considerable mystery. However, the realiser-realiser identity theory
will be able to accomodate both ways the world might be. If it turns out that the
mental is multiply realised, then there will be different realisers for both the same
mental property and a different physical property in each case. The realiser-realiser
identity theory can still be true of each domain. However, the treatment of the role
and the realiser properties as different properties with different essences each will
allow us to accommodate this possibility without falling into the view of a disjunc-
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tive analysis of mental properties—or of physical properties, for that matter. I will
discuss these issues in Chapter III.

3. Functionalism, identity and a priori physicalism
In contrast with the identity theory, what is important for there to be mental properties is not that there are some bres ring, that there are brains or that there is anything physical at all. What is important is the function that the mental state has with
respect to the behaviour of the subject, the inputs to the system and the relation it
has to other mental states. It is this view that started the idea of talking about role
properties, realisers and realisation. The main reason in favour of this view: the
mental is multiply realisable.
As mentioned above, one of the main criticisms against the identity theory of
mind was given by Putnam with his multiple realisability argument. Putnam argued
that the mental properties that we in fact instantiate are also instantiated by other
organisms that are physically quite distinct from us. But, if this is possible, the identity theory of mind is in trouble. The reason is that according to the identity theory,
it must be the case that if something has our mental states it must have our physical states as well. But, according to Putnam it seems incredibly likely that other beings with different physical basis have exactly the same mental states:
Consider what the brain-state theorist has to do to make good his claims.
He has to specify a physical–chemical state such that any organism (not just
a mammal) is in pain if and only if (a) it possesses a brain of suitable physical–chemical structure; and (b) its brain is in that physical–chemical state.
This means that the physical–chemical state in question must be a possible
state of a mammalian brain, a reptilian brain, a mollusc's brain (octopuses
are mollusca, and certainly feel pain), etc. At the same time, it must not be a
possible (physically possible) state of the brain of any physically possible
creature that cannot feel pain. Even if such a state can be found, it must be
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restrial life that may be found that will be capable of feeling pain before we
can even entertain the supposition that it may be pain. It is not altogether
impossible that such a state will be found… . But this is certainly an ambitious hypothesis. (Putnam 1967/1975, p. 436)
This led many philosophers to abandon the type-type identity theory in favour of a
theory that was less restrictive with respect to the attribution of mental states. What
all brands of functionalism have in common is an understanding of mental states in
terms of the functions they perform, and more precisely, in terms of the causal prole they have between inputs, outputs and other mental states. Second, these
properties are treated as second order properties because they are de ned as the
causal role that some other property plays. Third, although compatible with nonphysicalistic views, functionalist typically argued that the realiser of mental states is
some physical state or other.
Functionalism had two different sources of inspiration. The rst lies in behaviourism that can be thought of in two different ways. On the one hand there is the
behaviourism from John B. Watson (1913) and Burrhus F. Skinner (1936)—both inspired by dogs trained by Pavlov and babies conditioned by Watson. This is the
reason why it is sometimes thought of as a sort of empirical behaviourism. On a
more philosophical avour, there is the behaviourism of Gilbert Ryle (1949), who
thought that mental states are to be characterised without remainder as behavioural dispositions that involve only inputs and outputs. The second source of inspiration for functionalism lies in the computationalist theories of mind or early arti cial intelligence theories developed under the lines of the Turing Test and the notion of a Turing Machine.
Functionalists agreed with the behaviourist program to the extent that they
characterise mental states in terms of inputs and outputs. However, they disagreed
with it because the de nition of these mental states will never individuate mental
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nomologically certain that it will also be a state of the brain of any extrater-

states correctly. One of the main differences between functionalism and behaviourism is that the latter de ned mental states solely in terms of behaviour, but as
argued by many—Chomsky (1959) among them—mental states cannot be characterised without appealing to other mental states. In other words, behaviour underdetermines our mental states. Consider Putnam’s super-spartans that feel intense
pain but that behave the way we do when we are relaxed. If anything, in order to
know the mental states of the super-spartans one needs to pay attention to other
mental states—like wanting to resist pain. Without it, the behaviour we see will be
compatible with the attribution of many mental states.
With behaviourism out of the table, three different brands of functionalism appeared. The rst one—greatly in uenced by computationalism—is due to Hilary Putnam and his machine state functionalism. The second one—in uenced by empirical
behaviorism—is due to Fodor (1972) and Block (1980) and is known as psychofunctionalism. The third one—inspired in logical behaviourism—is due to David Lewis
(1966) and David Armstrong (1968) and it is known as analytic functionalism.
Hilary Putnam (1960, 1967) argued that the mind can be understood as a Probabilistic Automaton de ned under the lines of a Turing Machine. More precisely,
Putnam held that a system with mental states is type identical with a system that
implements the structure of a Probabilistic Automaton. In Putnam’s own words:
...a Probabilistic Automaton has beed generalised to allow for ‘sensory inputs’ and motor outputs’—that is, the Machine Table speci es, for every possible combination of a ‘state’ and a complete set of ‘sensory inputs,’ and ‘instruction’ which determines the probability of the next ‘state’, and also the
probabilities of the ‘motor output.’ (this replaces the idea of the Machine as
printing on a tape.) I shall also assume that the physical realisation of the
sense organs responsible for the various inputs, and of the motor organs, is
speci ed, but that the ‘states’ and the ‘inputs’ themselves are, as usual,
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the Machine Table. (1967: 162).
This passage provides us with a clear picture of the functionalist program that
would become one of the most popular theories of mind until this day. On the one
hand, we characterise mental states in terms that are independent of any sort of
stuff—physical, mental or what have you—and then we see how that abstract characterisation is “physically realised” in Putnam’s words. The idea of us being a Turing
Machine was criticised by many, particularly by Jerry Fodor and Ned Block (1972).
However, what is important is that what was abandoned was a speci c kind of functionalism that appealed to a machine table, not to a sort of functionalism that dened mental states in a rather abstract way.
This led Putnam and Fodor to introduce a different kind of functionalism that
Block (1980) later called psychofunctionalism. In contrast with its Turing Machine
predecessor, the new kind of functionalism takes the de nition of the mental states
in question to be given by the empirical sciences like cognitive psychology. The
aim was to have a science like biology that can make important and informative
generalisations without taking into consideration what is the precise biological
construction of the entity in question. One can think about an eye as that thing that
lets the organism have visual experiences and avoid any sort of reference on its biological constitution. This is part of the program of the special sciences championed by Fodor. Very roughly, the view holds that mental states are to be understood as the states that are posited by certain scienti c theories of the mind. These
states will be de ned with respect to the role they play in producing the behaviour
they are associated with, and the role will be de ned by appealing to other mental
states according to the theory in question. This had a general consequence: mental
states are individuated by what our best science says and therefore, will respect the
deliverances of science. However, two problems arose. First, if our best science
appeals to “ ne grained” descriptions that involve certain physical structure the
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speci ed only implicitly—i.e., by the set of transition probabilities given by

multiple realisability of mental states will be threatened. Second, it may be the case
that the scienti c description of mental states ends up being so different from anything that we can can recognise as mental that psychofunctionalism has been
charged with the problem of changing the topic.
Be that as it may, both of these theories had one big problem. According to
these views, the mental is to be identi ed with a sort of abstract understanding that
is independent of its “physical realisation” (in Putnam’s sense). However, as good
old physicalists, they would accept that the realisation in the actual world happens
to be physical. Now, given that the physical realisers are the ones that are doing all
the causal work, the only thing that is causally ef cacious is the realiser of the mental properties and not the mental properties themselves. On this view, the mental
properties have absolutely no causal work left to do, given that their causes are
preempted by their realisers. This is the problem of mental causation. As it is well
known, this has been a problem that has haunted dualism ever since Prince Elizabeth of Bohemia wrote a letter to Descartes. However philosophers—notably J gwon Kim (1998, 2005)—argued that this old problem of causation against dualism
arises for the so called “non-reductive” physicalist views. This is why Kim called it
Descartes’ revenge.13
This leads us to our third kind of functionalism, which is in my opinion the most
beautiful of them all. One can see the third kind of functionalism as growing from
two different directions. On the one hand, the identity theory proposed by Place
and Smart. On the other hand, the logical behaviourism of Ryle. As opposed to the
functionalism given in terms of Turing Machines or scienti c theories yet to be developed, this functionalism held that mental states will be de ned by the causal
platitudes we all know and love. As opposed to holding that mental states are
identical to functional states, these functionalists held that they were identical to
physical states. In contrast with all the functionalist theories before hand, this func-
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I will discuss this problem in more detail in Chapter III, Section 1.
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tionalism provided a clearly de ned notion of ‘realisation’ which became part of
philosophy ever since.

3.1. David Lewis and David Armstrong’s identity theory
A few years after the publication of the classic papers on the identity theory of
mind, both Lewis (1966) and Armstrong (1968) took a further step. According to
Place and Smart, terms like ‘believing’, ‘wanting’, ‘understanding’ or ‘remembering’
can be straightforwardly analysed as “dispositions to behave”. However, in sharp
contrast with these terms there was—as Place put it—an “intractable residue” in the
dispositional analysis of words like ‘sensation’, ‘experience’, ‘consciousness’ and
‘mental imagery’. Against this, both Lewis and Armstrong argued that it is possible
to give an a priori analysis of mental terms in causal terms. On Armstrong’s view,
not to extend the functional and causal analysis to all mental terms was a “hangover from the sensationalism of the British Empiricists” (1968: 81). Both Lewis and
Armstrong argued that the way to understand the problematic terms like ‘sensation’ is by de ning them as, to use Armstrong’s formula:
...states of a person apt to bring about a certain sort of behaviour. (1968:
82).
Lewis (1966) and Armstrong (1968) presented a new argument in favour of the
identity theory of mind that proposed the same conceptual analysis of mental
terms. According to the classic identity theorists, their view is defended on the basis of simplicity, elegance or as an inference to the best explanation. Here Lewis offered more: an a priori argument in favour of the identity theory and a general way
to characterise theoretical terms that was later developed in several papers.14 According to Lewis, the identity between the mental and the physical is obtained in
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See, Lewis (1966), (1970) and (1972) for the basic view. See also Lewis (1994) and (1997) for
further discussion.
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two steps. The rst step is to hold that the truths about experience can be analysed
in causal and functional terms as the sort of thing that produces certain sort of behaviour. The second step consists in identifying what is the physical property that in
the actual world bestows those causal and functional properties that produce certain sort of behaviour: the physical properties themselves. But given that physical
properties are the ones that play the causal role of the mental states, physical
properties are those mental states. The second step is defended as some sort of
empirical but undeniable truth. The

rst step is, according to Lewis (and Arm-

strong) conceptual, necessarily true and a priori. This is the reason why the view is
known as analytic functionalism—though analytic causal functionalism would have
been more accurate.
Lewis’ argument was very much on the tradition of the classic identity theory of
mind. The difference lies in an a priori twist and a solid foundation. The identity
theory is still contingent as it is still dependent on empirical research and cannot
be known a priori. More precisely what cannot be known a priori is what is the occupant of the causal roles of the mental states. But what is a priori is this: the conceptual analysis of mental terms in causal and functional terms. Lewis’ version of
the identity theory is more plastic in nature than the classic identity theory proposed by Smart and Place, but it retains one of its most important virtues. Unlike
the non-reductive physicalist, Lewis’ view d s not have a problem of mental causation for the simple reason that physical properties are causally ef cacious and
these properties are identical with the mental properties in question. Unlike a simple identity theory, Lewis (1980) argued that his view—and Armstrong’s— contains
some extra machinery that allows us to handle what he called mad pain and Martian pain, and more generally, with issues about multiple realisation.
The rst one is a case of a mad man that has some c- bres ring while he behaves in a way that d s not accord with the causal analysis of pain—for he crosses
his legs and snaps his ngers. The second one involves a case of a Martian that in-
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when we have pain—but that d s not instantiate the physical realiser that we in fact
instantiate. In the case of the Martian, the realiser of pain is a property that has to
do with smallish cavities in his feet. Lewis argued that the simple identity theory
gets the mad man but has no room for the Martian and that the functionalist gets
the Martian but d s not have room for the madman. The way in which Lewis dealt
with both of these problems was by appealing to his general analysis of theoretical
terms, which involves the distinction between the role properties and their realisers.
According to Lewis, the mad man has pain, in the sense in which it has the realiser of our population. The Martian also has pain, in the sense in which it has the
role of our population. Strictly speaking, neither the mad man nor the Martian have
pain simpliciter: one has mad pain, the other Martian pain. The mad man has pain
because he has c- bres ring—the Martian d s not. The Martian has pain because
it behaves the way we do when we have pain—the mad man d s not. In one case,
we will use ‘pain’ for one property, and in the other case for another. This is why
Lewis held that ‘pain’ is not a rigid designator.15

3.2. A priori physicalism or Type-A physicalism
This a priori analysis of mental terms in functional terms yielded a strategy to deal
with the mind-body problem that g s beyond the identity theory of mind and
functionalism. The main idea of the strategy is that there will be an analysis of mental terms in either physical terms or terms that can be easily seen to be friendly to
the physicalist ontology. This strategy came to be known as a priori physicalism or
Type-A physicalism. Consider the following conditional:
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This led to the distinction between role-functionalism or realiser-functionalism (also called,
ller-functionalism. The former identi ed pain with the role property, whereas the latter
identi ed pain with the realiser property. See Block (1980) and Mclaughlin (2006).
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stantiates the mental properties we instantiate—it behaves exactly the way we do

Psychophysical conditional: if P then P*
Where P are all the physical truths and P* is an arbitrary phenomenal truth. The a
priori physicalist holds that the psychophysical conditional is both a necessary and
an a priori truth. This view entails a very clear stance with respect to the issues in
the mind-body problem. In the a priori physicalist way, one can know what is it like
to be a bat if one knows everything there is to know about its body. Likewise, Mary
would know what is it like to see red if she knew the entire physical truths. On this
view one cannot ideally conceive of zombies because if you had all the physical
information, we would deduce that we are conscious.
The a priori physicalist stance has been pursued in many different ways. Actually, all the theories that have been introduced until now count as examples of a priori physicalism.16 But there are other strategies that have been pursued in order to
defend the a priori truth of the psychophysical conditional. One line involves the
idea that Place’s “intractable residue” is not so intractable: it d s not even exist!
This is the illusionist line defended by Daniel Dennett (1991) and more recently, by
Keith Frankish (2016). On this view, consciousness is an illusion, there is nothing to
explain and there is a sense in which, as Dennett put it, “we’re all zombies”
(1991:467). All there is to explain is the functional and the physical part of the
world, everything else is some sort of magical spell courtesy of—the quite astonishing production of—the Cartesian theatre.
Jackson in both his dualist and physicalist phases has defended that the only
way to be a physicalist is by being an a priori physicalist (see 2005 and 2007). Second, Jackson (2006) defends a representational account of experience. On Jackson’s view, even if there are no phenomenal properties, there is still the next best
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The only view that does not count as an a priori physicalist view is psychofunctionalism. On this
view, there is some sort of necessary a posteriori identity that will hold between the mental
states and the physical states in question (I will discuss these views in the following section).
However, there is a sense in which psychofunctionalism is a version of a priori physicalism.
After all, the step of de ning mental terms according to what science says is a priori—though it
is not a priori what is the content of those scienti c theories.

oe

fi

fi

56

thing: a representation of the world that makes it seem as if there are phenomenal
properties. In a nutshell, we can see this project as scaffolding the problem and arguing that there is a relevant middle man between the physical truths and the phenomenal truths, which are the truths about representation.

3.3. The realiser-realiser identity theory, functionalism and a priori
physicalism
As mentioned, there are important similarities between our approach and the functionalist approach to the mind-body problem. Both approaches use the distinction
between roles and realisers and on both views the relation of realisation is at the
centre of the stage. However, the differences are important. There are two different
traits that the functionalist picture has: (i) an analysis of the mental in causal terms;
(ii) the idea that the mental is physically realised. But, according to the realiser
identity theory, we do not analyse the mental in causal terms nor do we believe
that the property of having c- bres ring realises the property of being in pain.
Now, from all the functionalist views presented above and given that our view is an
identity theory, our view and Armstrong’s and Lewis’ view are far closer in the logical space. In what follows, I will focus on their view.
It is important to bear in mind that after Lewis’ and Armstrong’s take on the
identity theory, the core of Place’s and Smart’s proposal remained unscathed. As
such, the similarities between this identity theory and the realiser-realiser identity
theory remain unscathed. But there are two important themes that were brought to
the table. On the one hand, there is the analysis of the mental terms in causal and
functional terms, on the other there is the analysis of theoretical terms that brings
with it the distinction between role properties and realiser properties. But these
two steps are different. As mentioned above, one can be a functionalists of theoretical terms without being a causal functionalist of mental terms. The realiser-realiser
identity theory obviously pro ts from the former, but rejects the latter.
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Our view—just like Lewis’—considers a class of properties as role properties and
others as realisers, with all the bene ts that this distinction brings. This—as Lewis
argued—will yield a lot of plasticity to the view with respect to certain issues about
multiple realisation. On our view—just like in Lewis’—phenomenal properties are
higher level properties that need some sort of realiser or other. However, unlike
Lewis’ view, phenomenal properties are not analysed in causal terms and are therefore not realised by a physical property in virtue of being the properties that bring
about a certain sort of behaviour. Yet, this denial d s not mean that we do not
have the virtues of the view, because they come from the functional analysis of
terms in general.
To analyse the cases of mad pain and Martian pain, we need to be careful on
how we describe them. If a mad man or a Martian feel pain the way we do, then the
mad man and the Martian have pain in the same sense than we do—the realiser of
pain is another property. If the mad man has c- bres ring without feeling pain, the
mad man d s not have pain—having c- bres ring is another property. If the Martian has the causal role of pain and there is no feeling of pain, the Martian d s not
have pain—the causal role of pain is another property. This is why we can say that
both ‘c- bres ring’ and ‘pain’ are rigid—unlike Lewis’ view. Now, if we try to imagine a mad man with pain in the sense that the mad man instantiates our realiser of
pain, then the difference lies in the notion of realisation. On Lewis’ view—given his
causal analysis of pain—the realiser of pain is c- bres ring. However, on our view,
that is neither pain nor the realiser of pain, so the c- bres- ring-mad-man d s not
have pain in any sense. Given the distinction between fundamentality dependent
and independent properties, the realiser of pain is some fundamentality dependent property or other that necessitates pain. As such, if the mad man instantiates
our realiser, then the mad man instantiates our pain and, according to the realiserrealiser identity theory, the mad man also instantiates c- bres ring. It follows that
the mad man that instantiates our realiser is impossible—unless we are all mad.
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With respect to the more general a priori physicalist stance towards the psychophysical conditional, the realiser-realiser identity theory distances itself from the
a priori physicalist in the traditional dualist way. We agree with the a priori physicalist that if the psychophysical conditional were to be necessarily true, then it better
be a priori. On our view, this conditional is not a priori, and therefore, it cannot be
necessarily true. Here lies the point of disagreement. On our view, the conceptual
analysis of mental terms in causal and functional terms leaves consciousness out.
The arguments in favour of this are familiar. Thomas Nagel's bat: we cannot know
the phenomenology of a bat even with a complete understanding of its neurophysiology and all the causal properties; Frank Jackson's Mary case in which knowing all the physical truths is insuf cient to deduce a priori what is it like to see red;
Joseph Levine's questions: (i) why this brain state is that particular mental state?; (ii)
why is it this one rather than any other? and (iii) why is it rather one of them as opposed to no one at all?; and the argument from conceivability to possibility of
zombies and ghosts that Kripke brought back to the table and that Chalmers has
carefully defended over the decades. The phenomenal character of experience has
been resilient to its explanation in physical terms in a way in which many other
properties—like density—are not. We can see how there would be an a priori entailment between the physical truths and density, but I do not see how to get an a priori entailment between the physical truths and the phenomenal truths.
In contrast, the realiser-realiser identity theory has enough resources to explain
why there is this explanatory gap, as we hold that the conditional is not a priori. In
this way, we will have enough resources to explain why our neuroscientists cannot
infer mental states just by looking at brains, why we cannot know bat’s phenomenology, why Mary cannot derive the sensation of red from all her knowledge, why
we can conceive of zombies, and so on. In short, the realiser-realiser identity theory
takes sides with the Lewisian take on theoretical terms and harvests the virtues that
this brings with it, but denies that there is an a priori explanation of pain in causal
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terms or within the property of having c- bres ring. On our view, we accept the
conceptual irreducibility and in that way we explain our epistemic situation towards
consciousness.

4. A posteriori physicalism: the post-Kripkean identity theory
There is a new version of the identity theory of mind that is different from the one
defended by Lewis and Armstrong. While the classic identity theory was held to be
contingent, the new identity theory is necessary. While the classic identity theory
proposed an a priori analysis of the mental in physical terms, the new identity theory holds that we can live with one that is a posteriori. According to these views, the
psychophysical conditional presented above is both necessary and a posteriori.
In a sense, one can see that the a posteriori physicalist went back to half of the
original proposal of Place and Smart. The a posteriori physicalist accepts the irreducibility of terms like ‘sensation’ or ‘experience’ but rejects the associated contingent identity between brain states and mental states. A posteriori physicalists
found a haven in an idea that Saul Kripke introduced in his Naming and Necessity:
the a posteriori necessities. In general, these philosophers argued that the link between the a priori realm and the metaphysical realm is severed thanks to the existence of a posteriori necessities. And if it is so severed, then there is no reason to
accept that conceptual irreducibility entails property irreducibility. In Brian Loar’s
words:
It is my view that we can have it both ways. We may take the phenomenological intuition at face value, accepting introspective concepts and their
conceptual irreducibility, and at the same time take phenomenal qualities to
be identical with physical-functional properties of the sort envisaged by
contemporary brain science. (Loar, 1997)
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Central to this thought is the idea that the identity will be necessary but not conceptual and in that sense it is a posteriori. Interestingly, Kripke who brought this
theme to the philosophical discussion was also the main gure in defending that
such a posteriori necessities do not matter for the mind-body problem. However,
the a posteriori physicalists built another strategy to stop the Kripkean reformulation of the Cartesian argument in favour of dualism. Broadly speaking, the strategy
is this: there is a kind of concept that expresses a phenomenal property, and these
phenomenal concepts are peculiar. If we see how peculiar these concepts are, we
would be able to defuse the problems in the philosophy of mind. Phenomenal
concepts are peculiar because they involve some sort of opacity with respect to the
properties that they pick out. Of course, how this opacity is understood, varies according to the strategy. Some focus on concept possession, others focus on concept acquisition, others in concept mastery, yet others on recognitional concepts
and so on.17 This strategy was dubbed the phenomenal concept strategy by Daniel
Stoljar (2005). Though the strategy d s not itself entail that the identity theory of
mind is the only option that is left open—as opposed to weaker versions of physicalism like grounding or supervenience—it is true that the strategy lends itself to a
defence of an identity theory. This view has been endorsed in different ways by
Brian Loar (1990/1997), Christopher Hill (1991, 1997), David Papineau (2002), Ned
Block (2006) and Katalin Balog (2012) among others. However different, they all
converge on the idea that phenomenal concepts are thick enough to explain our
epistemic situation but too thin to extract metaphysical conclusions out of them.
If the phenomenal concept strategy is successful, then they can have it both
ways. For instance, in order to explain the epistemic situation in which Jackson’s
Mary is in, or in order to explain the epistemic situation in which we nd zombies
conceivable, they have all the resources they need in their concept dualism. The a
A causal recognitional concepts is found in Tye (2003) and Caruthers (2004). A demonstrative
account is found in Perry, (2001). An informational-theoretic account is found in Aydede and
Güzeldere, (2005). Constitutive accounts can be found in Hill and McLaughlin (1999),
Papineau, (2002, 2007), Balog (2006) and Block (2007).
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posteriori physicalists takes the epistemic possibility of these scenarios at face value. What these philosophers hold is that dualism of concepts d s not entail a dualism of properties and that concepts are more than enough to explain our epistemic situation. On this view, the fact that we can conceive scenarios in which the
mind is not the body or the body is not the mind d s not show that these scenarios are metaphysically possible. This stance is usually defended by simply holding
that the methodology of philosophers that use a priori arguments in order to extract a metaphysical conclusion is completely devoid of contact with whatever reasonable expectation we have of our best method to obtain truth: science. In other
terms, if what we wanted is an a priori explanation of why the physical properties
necessitate consciousness then we will be very disappointed. What is on offer is
the next best thing: a physicalistic explanation of why we cannot nd an a priori
explanation.
There are many reactions in the literature. One can say with Kripke that the entire strategy d s not really understand ‘the mental’ and ‘the physical’. If they were
to understand them correctly, then they would end up with the property dualism of
the third lecture of Naming and Necessity.18 One can also argue directly against
the idea that there are a posteriori necessities arguing that if there are any such necessities these will involve inexplicable and brute necessities of a form that we do
not nd anywhere else in nature—what Chalmers calls strong necessities. One can
also go into a more general picture and provide a theory of meaning that makes
sense of the intuitions behind the a posteriori necessities, while accepting that
there is none. This is the semantic strategy pursued by Jackson and Chalmers
(2001).19

18

This strategy is pursued by Philip Goff (2009).

19

For a defence of this sense of a priori see Frank Jackson’s From Metaphysics to Ethics, (1998).
See also Chalmers and Jackson (2001) and Stoljar (2005). See also Chalmers (2012). I will
present his view in the Appendix to Chapter II.
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According to Jackson and Chalmers, we start with the idea that it is an a priori
analytic truth that the rigid term ‘water’ means ‘whatever plays the watery role in
the actual world’, where ‘the watery role’ is just a description of the form ‘the liquid
in our rivers and lakes’. The way they express this is by holding the following conditional is an a priori, necessary and analytic truth:
A priori and necessary premise: If something plays the watery role, then it is
water.
Then, there is an empirical premise that consists in identifying what plays the watery role at the world of evaluation. In the actual one, it is H2O. This gives us the
contingent empirical premise:
A posteriori and contingent premise: the watery stuff = H2O.
From these two premises, we are then able to deduce that:
Necessary a posteriori conclusion: water = H2O.
This schema will be generalised for any a posteriori necessity. This alone entails
that in the derivation of the so called a posteriori necessity of ‘water = H2O’ involves one a priori and necessary premise and another that is both a posteriori and
contingent. But now a contradiction follows. Consider that the a posteriori physicalist believes that the psychophysical conditional is both necessary and a posteriori.
However, if Jackson (1998) is right in holding that for any a posteriori necessary
truth there is a contingent truth that a priori entails it, then the psychophysical conditional will be entailed by some a posteriori truth T. Which means that the following conditional should be a a priori and necessary:
(1) If T, then P then P*.
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Now, since ‘If C, then if A then B’ is equivalent to ‘If C & A, then B’ it follows a priori
that:
(2) If T and P, then P*.
But if (1) is necessary and a priori, then (2)—being equivalent to one—should be
necessary and a priori as well. However, according to a posteriori physicalism, P
includes all the nature of the world and that includes the contingent and a posteriori truth T. This means that according to a posteriori physicalism, (2) is actually
equivalent to:
if P then P*.
Which is just the psychophysical conditional! It follows that the psychophysical
conditional should be a priori and necessary—just as (2). Therefore, if for any a posteriori necessity there is a contingent truth that a priori entails it, then to hold that
the psychophysical conditional is an a posteriori necessity entails a contradiction.
This argument leaves only one door open: to reject that there is always a contingent and a posteriori truth that a priori entails any a posteriori necessity. But this a
posteriori necessity will be guaranteed by the two-dimensional semantics of the
form that Jackson and Chalmers defend.
The typical reactions to both of these strategies is to reject that there is a contingent a posteriori truth that entails any a posteriori necessity or to reject that we
can know the essence of phenomenal properties. However, I mentioned that one
of the most attractive features of the a posteriori necessities is that they bring us
back into a naturalistic approach that is continuous with science. According to
these philosophers, the a posteriori necessities are the ones that bind us to a sensible view that respects our scienti c practices. This is sometimes used as the reason why one ought not dwell in the phantasies of the a priori, the conceivability arguments and the like. But the necessary a posteriori is not only out of contact with
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our scienti c methodology, it is a view that if we were to believe, it would hinder
our quest for truth.

4.1. Science and a posteriori necessities
First, let me distinguish the common enemy. Some philosophers use ‘a priori’ in a
way that involves some sort of mystical access to reality that only some privileged
beings get to have sometimes, somehow. Some philosophers also call them intuitions—fairies that sprinkle the magical dust of justi cation on some view. But this is
the wrong picture, and by no means ours—nor is it Russell’s, Kripke’s, Lewis’, Jackson’s or Chalmers’. Roughly, the understanding of ‘a priori’ here will be of a kind of
justi cation that certain sentences have that is—in a relevant sense—independent of
experience. Second, it is essential to divorce the idea of a priori truths from examples that come from mathematics and logic or certain analytic truths involving
bachelors and vixens. The reason is not because these do not provide cases of the
a priori, but because they deviate attention from what I take to be the most important class of a priori truths: the ones that are constitutive of our best science.
Consider the following very rough sketch of a scienti c theory. By acquiring
some empirical evidence about some phenomena in the world, we come to distinguish a certain pattern. We then generalise and create a theory that is based on
such pattern. When things go well, the theory will allow us to make sense of the
pattern that we have found and thereby explain certain events, which—to an extent—provides some con rmation of the theory. Once we have a theory at place, we
can evaluate the explanatory scope of the theory. Here we test the kind of phenomena that the theory can explain and the kind of phenomena that it cannot. If
the theory is enough, we look no further. If it is not enough, we look for ways to
complete the theory. It is in these interesting moments when the theory needs to
be completed, where theorising takes a life of its own. To give some esh to the
bones, consider the following case from the history of physics.
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In the 1960’s, physicists had a problem that for the moment can be called the
problem of mass. The problem consisted in the fact that the physical theory that
was mostly accepted by the physicists of that time—call it Standard Model, for short
—was not able to explain why certain particles acquire mass. A way to think about
the problem is by considering the following conditional:
Problem of Mass: Standard Model + ?, then some particles have mass.
The quest of the theoretical physicists was to nd a way in which the fact that some
particles have mass can be explained with our physical theory. Assuming that the
Standard Model as it stands is not enough, physicists had to come up with a way to
complete the Standard Model and explain that some particles acquire mass. But
how should they proceed? One can imagine some philosophers giving advice.
One can say, with the Illusionists, that the fact that some particles acquire mass
is just an illusion and therefore, there is actually nothing to explain—other than how
and why the illusion arises. On this view, we need to get rid of the consequent.
One can say with the dualist, that there is no other possible option for us but to accept that the fact that some particles have mass is fundamental. On this view, the
way to ll in the ‘?’ in the antecedent is by the proposition expressed in the consequent. But more to the point at stake, one can say, with the friend of a posteriori
necessities, that the conditional in question is that, an a posteriori necessary truth.
As such, there is no need for us to ll in the ‘?’ in the antecedent and the correct
approach is to eliminate it altogether. On this view, we must accept that there is no
explanation why some particles have mass. Perhaps, we could only get the next
best thing: have an explanation why there is no such explanation.
Fortunately, our scientists are not trained in such philosophical tradition. Our
scientists did what they know how to do best: they postulated the existence of
something that they have never seen in order to explain why some particles have
mass. And they did so because with that, they would be able to deduce that parti-
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cles have mass. It is at this point where theorising takes a life of its own. The job
consists in “balancing” the conditional by offering hypothesis that are compatible
with what the Standard Model says and that would complete the theory—and all of
this is done from the armchair. True, our theoretical physicists are constrained by
the empirical data they have as well as by the consequences of the Standard Model, but they are not constrained in imagination nor in a priori reasoning. The way to
“balance” the conditional of the problem of mass consists in hard conceptual and a
priori work—not intuition pumps! It is this a priori work that gave physicists reasons
to postulate the existence of what we now call the Higgs eld—with its corresponding particle, the Higgs boson. At the end, the conditional ended up looking like
this:
(C) Standard Model + The Higgs Boson, then some particles have mass.
It is important to note that we justify the truth of the components of the conditional
a posteriori. We justify the truth of the Standard Model a posteriori. We justify the
existence of the Higgs boson a posteriori. We justify the fact that some particles
have mass a posteriori. Moreover, all of these seem to be contingent truths. There
are worlds in which the Standard Model is false, worlds in which we do not nd a
Higgs boson and worlds in which particles have no mass. Regardless, what is necessarily true and a priori is the entire conditional expressed by (C)—or so it seems
to me. Consider that there is absolutely no empirical reason to believe in the Higgs
Boson at the moment of the postulation that d s not come indirectly from the
empirical reasons that we have to believe in the Standard Model and in the fact
that some particles have mass. But once those are assumed within the theorising,
the the only reason to believe in it is because it “balances” the conditional and that
is a priori. Perhaps as a case to contrast, consider:
Newtonian Mechanics + Vulcan, then the orbits of Mercury are such and
such.
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This conditional, just like (C), seems to be both a priori and necessary. The reason
why it is necessary is because in any world in which Newtonian Mechanics is true
and there is a solar system like ours, with the difference that such system includes
Vulcan, then the orbits of Mercury will be the ones that Le Verrier calculated—or
something near enough. In short, when things go well, we will nd something surprising, but when things do not go well, we keep looking.
Now, from the mentioned philosophical approaches to the problem of mass,
the a posteriori necessities approach is the one that seems completely out of contact with science. There are some cases in which it is plausible to hold that the consequent involves an illusion—the stick is not bent when it g s into water. There are
some cases in which it is plausible to hold that the consequent must be accepted
as part of the antecedent—as in Maxwell’s electromagnetic laws. But to apply the a
posteriori necessities approach to this kind of conditionals is tantamount to saying
that: (i) it is true that there are some particles that have mass; (ii) it is true that some
particles having mass is not fundamental; (iii) there is no way to deduce the fact
that some particles have mass from the assumption that the Standard Model is
true; (iv) the Standard Model needs no completion. But this is not the way we do
things. Further, if that were to be the correct approach to the problem of mass, we
would have never discovered the Higgs Boson. As Wolfgang Pauli would have put
it—relevantly for the present purposes, the theoretical physicist behind the Neutrino—the necessary a posteriori approach to conditionals like (C) “is not even wrong.”
If our best sciences are developed under the assumption that conditionals like
(C) are a priori—and our most impressive discoveries are there as witnesses—there
is no reason to think that metaphysicians are at fault because we are looking for a
priori conditionals that have the form of (C). To wit:
problem of consciousness: Philosophical Standard Model + ? then, some
living beings are conscious.
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Where—philosophy being philosophy—‘Philosophical Standard Model’ is a place
holder for whatever theory of the world you happen to agree with and the fact that
some living beings are conscious is justi ed by your own experience. The hard
conditional of consciousness can be understood as posing us the following question: what is it that completes your Philosophical Standard Model and explains that
some living beings are conscious? Our task is to nd something that will “balance”
that conditional a priori—just like our scientist would try to do. What metaphysicians
of consciousness have been doing is not only in complete accordance with the
strategies that our best scientist use: it is exactly the same methodology. If conditionals like (C) are both a priori and necessary, then it is the method of the a priori
metaphysician and not the “naturalistic” approach of a posteriori necessities the
one that is actually used by our empirical sciences. The world d s not lack a sense
of irony.

4.2. The realiser-realiser identity theory and a posteriori physicalism
The realiser-realiser identity theory takes sides with the a posteriori physicalist in
holding that the psychophysical conditional is a posteriori: one cannot have an a
priori explanation of phenomenal properties in physical terms. As such, we take ”
the phenomenological intuition at face value.” This means that the way to approach
the epistemic problems mentioned above is the same. However, in sharp contrast
with the a posteriori physicalist, it d s not hold that the conditional is necessary.
On our view, the conditional is both a posteriori and contingent. Only in that sense
the realiser-realiser identity theory holds that the psychophysical conditional is
true.
The point of departure can also be seen from the perspective towards the
stance on conceivability arguments. On our view, we do not only accept a dualism
of concepts but accept the deliverances of the conceivability argument to a dual-
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ism of properties. In other words, unlike the a posteriori physicalist, we accept that
the principle that connects the a priori realm with the metaphysical realm: conceivability entails possibility. In Chapter II, I will argue that there is a way to understand
the conceivability/possibility principle that, as far as I can see, we cannot deny. But
the present strategy distances itself in another respect. On our view phenomenal
concepts are not special in any way—nor are physical concepts special, for that matter. The only special thing that these concepts have is that they might be understood as standing for a role property or a realiser property—but that is true of any
concept of a property that we have today, which makes them not so special. I will
argue that we can have an ecumenical treatment of physical and phenomenal
terms in Chapter II and in Chapter IV.
The most important difference between the realiser-realiser identity theory and
any identity theory that has been proposed is that the realiser-realiser identity theory holds at the level of the realiser properties not at the level of the role properties. This, in turn, will entail a type-type property dualism of the mental and the
physical properties in which these do not necessitate each other. This means that
we accept property dualism, to which we now turn.

5. Classic dualism
Dualism is, in an important sense, the default view on the mind-body problem.
Without accepting the prima facie difference between the mind and the body the
very question about their relation cannot even be formulated—nor would it be
salient, interesting or mysterious. As such, the idea that there is no relevant distinction between the mental and the physical seems to me frankly unbelievable.
Although physicalism enjoys a wide support in contemporary philosophy, that
d s not mean that no philosopher has endorsed dualism. Perhaps there was a
time in which dualism was mentioned as an example of how not to solve the mindbody problem, but the tone of the discussion has changed in recent years. One
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can see dualists views in Kripke (1980), Chalmers (1996, 2015), Brie Gertler (1999,
2002), Martine Nida-Rümelin (2007), Giulio Tononi (2007) or Christof Koch (2012).
Broadly speaking, there are two different dimensions with which we draw a difference between kinds of dualist views. The rst has to do with the kind of entity that
we are dualists about, the second one has to do with the stance that the dualist
takes towards the most dif cult problem of the view: the problem of mental causation.
With regards to the rst, the standard distinction amounts to three kinds of dualism: predicate dualism, property dualism and substance dualism. Predicate dualism is by far the most common form of dualism. On this view, the meaning ‘mental’
and ‘physical’ are distinct and do not entail each other. As we have seen, this is the
kind of dualism that is accepted by both the classic identity theorists and the a posteriori physicalist. In this sense, this kind of dualism has taken to be quite neutral
and is seen as a sort of benign dualism. The dualism that is certainly not benign is
the classic kind of dualism attributed to Descartes, also known as substance dualism. On this view, it is not only true that the mental and the physical are two different fundamental properties that do not necessitate each other, but also that they
are two different substances. Now, what was meant by ‘substance’ in those days is,
of course, a matter of dispute, but such details no longer matter for our debate.
The third kind of dualism is the dualism of properties, which is what most philosophers have in mind when talking about dualism in our contemporary debate. On
this view, there are two distinct properties, the mental and the physical. But we
should be precise on the use of ‘distinct’. A dualist metaphysics involves much
more than just a numerical dualism of properties. In particular, dualists metaphysics
have three different traits: (i) the mental and the physical are two distinct properties; (ii) physical properties do not necessitate mental properties nor vice versa;
and (iii) mental and physical properties are both fundamental.
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On this view, the mental is itself a fundamental property of a different kind than
the physical. This will amount to two different kinds of explanations that are both
equally fundamental explanations of what there is. But if these two explanations are
equally fundamental and pertain to different kinds of properties, it is to be expected that any event that bears a certain kind of property will be given a certain kind
of explanation. If the event is physical, it will have a physical explanation. If the
event is mental, it will have a mental explanation. The problem for this view, is that
the relation between the mental and the physical is incredibly intimate. At least, it is
intimate enough for us to attribute our mental states certain causal powers over
our body—like when we fetch some water because we are thirsty. So, how is it that
mental and physical properties causally interact?
This leads us to the second distinction among the dualist views, usually a distinction between epiphenomenalist dualism and interactionist dualism. The

rst

one holds that the mental is never causally ef cacious in our behaviour. The reason
why we fetch some water is not because we are thirsty, but because we have some
bodily state or other. Epiphenomenalism is seen by many as the correct consequence of “taking consciousness seriously” and has been endorsed—if albeit tentatively—by both Jackson (1982, 1986) and Chalmers (1996).20 Of course, epiphenomenalism ies on the face of common sense. And although I do not believe that
we have good reasons to accept that epiphenomenalism is conceptually impossible, to accept that in the actual world our phenomenal states are not causally involved in our behaviour is a very different affair. As it happens, the reason why
Jackson himself converted to physicalism is because he could not believe that he
was not being caused by qualia to write “Epiphenomenal qualia”, and more generally that he could not believe in his normal life that phenomenal properties are not
causally ef cacious—and I wholeheartedly agree.
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Other views are found in Campbell (1970), Huxley (1974) and Robinson (1988).
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For those that want to escape the claws of epiphenomenalism and keep a dualist metaphysics, the answer is to go interactionist. This view holds that the mental
can affect the physical in some mysterious way—a way that has been mysterious
ever since Prince Elisabeth asked Descartes how on earth d s the soul enters into
contact with something that is extended if it cannot enter into contact because the
soul is not extended. Though today we have abandoned Cartesian contact mechanics, to appeal to other physics seems to be of no help—and also to appeal to a
mystery to solve another mystery. Be that as it may, interactionism comes at a very
high cost: denying that every physical event has a suf cient physical cause, sometimes called the principle of completeness of the physical. This principle has many
formulations that vary in strength and therefore in consequences. Now, even
though this principle is certainly not an a priori truth, it is a principle that has either
found good empirical support or it is considered a plausible and non-negotiable
assumption.21 In short, dualism fell out of favour because it seems to entail that either we reject this non-negotiable assumption or we accept that the mental properties are causally inert.

5.1. The realiser-realiser identity theory and dualism
There are at least two important respects in which our view is similar to a dualist
metaphysics. First, we can take the dualist intuition “at face value” and accept that
the physical and the mental properties are distinct. But unlike both of the identity
theories previously presented, the distinction between the mental and the physical
d s not only lie in the conceptual level nor d s it only lie in the epistemic level,
but on the metaphysical level as well. Second, according to the realiser-realiser
identity theory, the distinction between the mental and the physical is not only a
numerical distinction. As it has been mentioned above, according to the realiser-
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For a reconstruction of the arguments in favour of the principle of physical causal closure see
Papineau (2002).
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realiser identity theory, physical and mental properties do not necessitate each
other. To this extent—and only to this extent—the realiser-realiser identity theory
sides with the dualist metaphysics. These two different similarities with the dualist
metaphysics will allow us to enjoy an elegant answer to conceivability arguments.
This is the topic of Chapter II.
However, regardless of these similarities, there are two main differences between the dualism endorsed by the realiser-realiser identity theory and the classic
dualist metaphysics. The rst one is that unlike the classic dualist, the realiser-realiser identity theory d s not entail that the phenomenal properties are fundamental. On our view, that depends on what the realiser turns out to be. This is something that, strictly speaking, the realiser-realiser identity theory is itself silent about.
I will return to this question on Chapter III.
The second important difference has to do with the stance that the realiser-realiser identity theory takes towards the problem of mental causation. As mentioned
above, the dualist is somehow committed to hold that either phenomenal properties are epiphenomenal or that the physical and the mental causally interact in
some mysterious way. But the realiser-realiser identity theory opens a way in which
one can be a property dualist without thereby accepting the Scylla of epiphenomenalism or the Charybdis of denying physical causal closure. On our view, the mental and the physical properties do not causally interact with each other because
their relation is not causal. The relation between the mental and the physical properties is that of being realised by the same property in the actual world. It is this
property that will provide us enough resources to hold that the mental is causally
ef cacious in the same sense that the physical is. I discuss this in Chapter III.

6. Plan of the thesis
In this Chapter, I presented the realiser-realiser identity theory and compared it to
the classic answers that have been given to the mind-body problem. In the follow-
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ing Chapter, I will show how the realiser-realiser identity theory fares with respect
to the conceivability argument against the necessitation between the mental and
the physical properties. First, I will argue that there is a general strategy in which
the conceivability argument has been defended—a strategy that seems much closer to the original Cartesian take on the conceivability arguments. The strategy is
this: the way to bridge the epistemic realm and the metaphysical realm lies within
the knowledge of the essence of both mental and physical properties. The knowledge of the essence of a property usually g s under the name of revelation, and I
will follow that usage here. Then, I will present what I call the realisers’ response to
the conceivability argument. In a nutshell, the way to escape conceivability arguments comes down to the distinction between the realiser and the realised properties presented in this chapter. I will argue that this distinction allows us to make an
analog distinction in the epistemic level as well, particularly in two different ways of
understanding revelation: role-revelation and realiser-revelation. I will argue that
the con ation between role-revelation and realiser-revelation can be seen as the
source of many of the con icts in the philosophy of mind. In other words, I will argue that we can accept conceivability arguments when they are run at the level of
the role properties. However, we will be able to show that when they are run at the
level of the realiser properties the arguments cannot get of the ground. Now, you
might be interested of whether or not this way of understanding conceivability arguments rescues the way in which Kripke and Chalmers have defended the conceivability argument. Given that these arguments require their space and detail, I
discuss these arguments in the Appendix to Chapter II. There I will show how these
arguments abide by the revelation template I present in Chapter II and show how
the realisers’ response works for their arguments as well.
In Chapter III, I will deal with three problems that are core parts of the mindbody problem: the problem of mental causation, the problem of multiple realisation and the problem of explaining the correlation between the mental and the
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physical. With regards to the rst, I will show how the realiser-realiser identity theory can handle the problem of mental causation by having enough room for the
mental properties to be causally ef cacious in our behaviour. With respect to the
problem of multiple realisation, I will argue that the realiser-realiser identity theory
has enough resources to face the problem of multiple realisation. On our view, we
will be able to make sense of the possibility of multiple realisation as well as the
possibility that mental properties are multiply realised in the actual world. With respect to the third, I will argue that the realiser-realiser identity theory can explain
the correlation of the mental and the physical without having to accept that there
are contingent fundamental laws as the dualist, but also without having to accept
that there is a necessary connection between the physical and the mental, as the
physicalist. At the end of this Chapter, I will discuss how the realiser-realiser identity
theory can be developed with respect to the nature of the realiser. I will argue that
the theory can be developed in many versions than range from kinds of physicalism to kinds of idealism, but that these different versions do not change the way in
which the realiser-realiser identity theory handles the problems mentioned above.
In Chapter IV, I will compare the realiser-realiser identity theory with less standard answers to the mind-body problem that focus their attention on the notion of
the physical. Analogously to the phenomenal concept strategy, these less standard
answers to the mind-body problem hold that our concepts of the physical are peculiar, and if we were to pay attention to how peculiar the concept of the physical is
we would be able to circumvent the problems in the philosophy of mind. Broadly
speaking, this strategy has been implemented in three ways: (i) the Chomskyan
line, which involves a sort of sceptical stance on the notion of the physical; (ii) the
non-mental line, which accepts the sceptical stance on the physical and tries to
save the problems with the notion of the non-mental and (iii) the Russellian line,
which involves a sceptical stance towards the non-structural features of the physical. The Chomskyan line holds that our concept of the physical is special in the
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sense that there is no clear notion of it. Without it, the entire question of what is the
relation between the mental and the physical is seen to be suspect. This was argued in different ways by Noam Chomsky, Galen Strawson, Tim Crane and D.H.
Mellor. The non-mental line holds with Chomsky that our concept of the physical is
unclear, but holds contra Chomsky that there is a debate to be had if we focus on
the notion of the non-mental. This was argued in different ways by Barbara Montero, David Papineau, Jessica Wilson and Daniel Stoljar, among others. The Russellian line, on the other hand, holds that our concepts of the physical are peculiar in
the sense that we only have access to the structural features of the physical properties, or to the functional and dynamical properties of the physical properties, but
not to their intrinsic or categorical nature. This has been argued ever since
Bertrand Russell‘s Analysis of Matter. Later, in the 60’s and 70’s it was defended by
Herbert Feigl and Groover Maxwell. More recently, the view is defended by David
Chalmers, Daniel Stoljar, Galen Strawson and others. Although different, the
Chomskyan, the non-mental and the Russellian line hold that there is something
special about the physical concepts: they involve some sort of opacity with respect
to the nature of the physical. I will refer to this strategy as the physical concepts
strategy. Just like the other views discussed in this Chapter, there will be a degree
of similarity between our strategy and the physical concepts strategy, but there is a
crucial difference between them. I will argue that the physical concepts strategy is
about physical concepts, their opacity and its corresponding ignorance of physical
properties. In contrast, the realisers’ response focuses on the relation between the
role properties and their realisers, regardless of whether we are talking about physical properties, mental properties or the property of being a Turing Machine. This
allows the realisers’ response to enjoy a level of generality that the physical concepts strategy cannot have, with its respective metaphysical consequences.
In the nal Chapter, I will discuss in detail the notion of realisation presented in
this Chapter. Here I will present more detail to the notion and distinguish a couple
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of properties of the relation of realisation that are interesting, although not essential for the arguments I present here. Here I will compare my notion of realisation
with other notions in the vicinity in order to have greater clarity on what the relation
amounts to. At the end, I will present a couple of ways on which the notion of realisation can prove useful for different purposes.
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Chapter II
In this Chapter, I will defend what I call the realisers’ response to conceivability arguments. The realisers response holds that even if the arguments are good
enough to settle the lack of necessitation between physical and phenomenal
properties, it still falls short of showing that there are no necessary connections between their realisers. On behalf of the dualist, the realisers’ response agrees with
the fact that there are no necessary connections between physical and phenomenal properties, and thereby accepts a property dualism. On behalf of the physicalist, the realisers’ response holds that there can still be necessary connections between the realiser of the physical properties and the realiser of the phenomenal
properties. This opens the door for a property monism at the level of the realisers.
I will proceed as follows. First, I will present the conceivability arguments
against the necessitation between physical and mental properties in its most general way and show what is the main idea of the realisers’ response. In the second
section, I will present present a rather strong way to frame the conceivability argument that depends on a speci c strategy to bridge the epistemic realm and the
metaphysical realm. I will argue that there is a general template I call the revelation
template that depicts the structure of the conceivability argument by making explicit its essential assumptions as well as its defence. In the third section I will show
how the realisers’ response handles the conceivability arguments as depicted by
the revelation template.
Now, you might feel some scepticism over the idea that the revelation template
is a correct reconstruction of both Kripke’s and Chalmers’ conceivability arguments. However, I will argue that—once we lift the semantic hood—both arguments
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abide by the revelation template I will offer in this Chapter. Given the space and
detail that these two arguments require, I discuss this vexed issues in the Appendix
to this Chapter.

1. The conceivability argument
The general way to present conceivability arguments is by (i) defending a conceivability claim; (ii) defending that conceivability entails metaphysical possibility; and
(iii) extracting an interesting truth about the actual world from this metaphysical
possibility. Traditionally, this interesting metaphysical truth is that physicalism is
false. But whether physicalism is true or false depends on what physicalism says—
which is a rather complicated question. I will return to this issue in Chapter IV. For
this reason, I will present the conceivability argument as attacking the necessary
connections between physical properties as studied by our natural sciences of
consciousness and phenomenal properties and avoid the use of ‘physicalism’ in
what follows.
With that said, the conceivability arguments against the necessitation between
the physical and the phenomenal properties involve two different scenarios: the
conceivability of zombies and the conceivability of ghosts. The former attacks the
necessitation from the physical to the phenomenal; the latter, the necessitation
from the phenomenal to the physical. Although the zombie argument has received
much more attention than the ghost argument, the latter can be used against speci c versions of the identity theory as well as non-standard versions of physicalism
to be discussed in Chapter IV.1 In this chapter, I will show how the realiser-realiser

1

If we hold a type-B version of the identity theory in which mental properties are identical to
physical properties in a necessary a posteriori way, given that as a matter of fact being in pain
is identical with having c- bres ring then pain must be c- bres ring in any world in which it is
instantiated. Thus, it cannot be instantiated in worlds without c- bres ring. Second, it has
been argued by Philip Goff (2009) that ghost argument makes trouble for non-standard
versions of physicalism.
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identity theory can escape the deliverances of both conceivability arguments with
the same resources and without incurring into any cost.

1.1 Zombies and ghosts
A zombie is a creature that instantiates all the physical properties that a normal
human being instantiates but that d s not instantiate any phenomenal property.
The zombie argument against physicalism can be presented as follows:
1. Zombies are conceivable.
2. If zombies are conceivable, then zombies are metaphysically possible.
3. If zombies are metaphysically possible, then physical properties do not
necessitate mental properties.
4. Physical properties do not necessitate mental properties.

A ghost is a creature that instantiates all the phenomenal properties that a normal
human being instantiates, but that d s not instantiate any physical property. The
argument can be presented as follows:
1’. Ghosts are conceivable.
2’. If ghosts are conceivable, then ghosts are metaphysically possible.
3’. If ghosts are metaphysically possible, then mental properties do not necessitate physical properties.
4’. Mental properties do not necessitate physical properties.
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1.2 The standard reactions
The standard way to address conceivability arguments is by denying one of the
premises that yields the unwanted conclusion of the lack of necessitation between
these properties. As mentioned, the argument that has received more attention in
the literature is the zombie argument so I will focus on the zombie argument here.
We can say with the a priori physicalist that zombies and other philosopher’s
extravaganza—like inverted spectra—are not even conceivable.2 But for many, this
strategy denies more that what we seem to be able to deny. The cost consists in
denying what many philosophers take to be a sort of conceptual datum: there is no
a priori entailment between our conception of the physical and our conception of
experience—what is sometimes called the explanatory gap.3 We can say with the a
posteriori physicalist, that zombies are conceivable and in this way accept the lack
of a priori necessitation of these properties. The difference is that, on this view,
even if zombies are conceivable, they are not metaphysically possible.4 The cost is
denying what seems to be a fundamental principle of metaphysics: the link between conceivability and possibility.5 More recently, we can say, with the Russellian
monist, that zombies are conceivable but not metaphysically possible or that zombies are not even conceivable.6 The difference with the a posteriori physicalist is
that the Russellian monist accepts the principle between conceivability and meta2

Examples of this view can be found in Ryle (1949); Armstrong (1968), Lewis (1966; 1995),
Harman (1990), Dennett (1991) or Jackson (2007).

3

Arguments in favour if the explanatory gap, can be found in Nagel, (1974), Jackson, (1982,
1986), Levine, (1983) and Chalmers, (1996).

4

Examples of this view can be found in Loar (1990/1997), Hill and McLaughlin (1999), Tye
(2000), Block (2006), McLaughlin (2001), Papineau (2004), Perry (2001), Levin (2007), Balog,
(2012).

5

And also incurring into two costs: (i) accepting necessary statements whose necessity comes
out to be brute an inexplicable—what Chalmers calls strong necessities, (see Chalmers, 2009);
and (ii) having a view that if we were to believe, we would have never discovered the Higgs
Boson, as I argued in Chapter I, Section 4.1.

6

Examples are Herbert Feigl (1958, 1968), Grover Maxwell (1979), Lockwood (1991), Stoljar
(2001) and Chalmers (2009, 2015).
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physical possibility. The difference with the a priori physicalist is that the Russellian
monist accepts that physical properties have some sort of hidden essence that we
have not been able to conceive. However we express this, the Russellian monist’s
strategy lies in rejecting that the physical concepts we possess are the ones that we
need to bridge the epistemic realm and the metaphysical realm.

1.3. The realisers’ response to the conceivability arguments
In this thesis I explore a different strategy to respond to the modal arguments
against physicalism. I will argue that: (i) we can accept that zombies and ghosts are
conceivable; (ii) sanction the principle that links conceivability and possibility; and
(iii) accept that zombies and ghosts are metaphysically possible. What I deny is that
the metaphysical possibility of these creatures is inconsistent with the idea that
consciousness and its correlate physical property are realised by the same property in the actual world. The realisers’ response holds that even if we can imagine
consciousness without physical properties, the actual realiser of consciousness is
such that one cannot imagine it without physical properties. Likewise, even if we
can imagine physical properties without consciousness, the actual realiser of physical properties is such that one cannot imagine it without consciousness.
On our view, the difference between zombies, ghosts and us d s not lie within
the physical or phenomenal properties that are instantiated by each of these creatures, but with the realiser properties of those properties. And from the fact that a
property has a different realiser in another possible world with its respective unwanted consequences, it hardly follows that it has that realiser in the actual world—
or that we have to live with the unwanted consequences.
Consider this analogy. It is conceivable that there is a world with a Turing Machine that lacks any physical property whats ver. But if this is conceivable, then it
is metaphysically possible. From the metaphysical possibility of this world we can
conclude that the property of being a Turing Machine d s not necessitate any
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physical property—which seems correct. However, this argument has no bearing at
all on what happens to be the realiser of the property of being a Turing Machine in
the actual world. From the fact that the property of being a Turing Machine d s
not necessitate a given physical property, it d s not follow that the realiser of the
property of being a Turing Machine in the actual world d s not. If that were true,
the argument would show that Turing Machines are not realised by a physical
property in this world. But from the fact that the property of being a Turing Machine
is realised by some mental property ψ in some world it d s not follow that it is so
realised in this one. The reason is quite straightforward: the fact that the property
of being a Turing Machine is realised by ψ in some world is a contingent property
of the property of being a Turing Machine. As such, if there are some funny things
that happen when the property of being a Turing Machine is realised by ψ, it d s
not follow that these funny things will happen when it is not.
Now, one might be tempted to run the very same conceivability argument at
the level of the realisers. But if that were to be the case, then one must rephrase the
whole argument in terms of the realiser. This entails that the conceivability claim
should no longer be about the property of being a Turing Machine, but about its
realiser in the actual world. If not, the argument would be about something else.
However, in order for us to conceive of some property as instantiated at some possible world we need to have at least some grasp of it. Without such knowledge, we
would have no idea about what we are conceiving. And here comes the main point
of the realisers’ response: we have no idea what is the realiser of the property of
being a Turing Machine in the actual world. But if we have no idea what that realiser
is, then there is no way for us to conceive of such property. This is the reason why
when the conceivability argument is run at the level of the realisers, it cannot get
off the ground.
But what is true of the property of being a Turing Machine is also true of the
mental and the physical, or so I will argue. According to the realisers’ response, if
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we run the conceivability arguments at the level of the role properties, we can accept them. The fact that we can conceive the properties posited by our natural sciences of consciousness without phenomenal properties and vice versa can be welcomed with its full metaphysical consequences: two distinct properties that do not
necessitate each other. However, when we run the very same arguments at the level of the realisers, the consequence of the lack of necessitation of the relevant
properties is avoided—just as it should be avoided for the property of being a Turing Machine.
To summarise, the realiser-realiser identity theory can accept the conceivability
arguments as they stand and accept the metaphysical possibility of zombies are
ghosts. But when we run the conceivability arguments at the level of the realisers,
our response denies the conceivability of such worlds. This will allow us to have a
very general response to conceivability arguments without denying any of the
premises that have been thoroughly discussed in the debate. Now, this answer is
schematic, inasmuch as the conceivability arguments presented above are
schematic. However, there is a less schematic way of presenting the conceivability
arguments against the necessitation of the physical and the phenomenal properties that is still general enough for our purposes. In the next section, I will argue
that there is a common theme in the conceivability argument that has been at the
centre of the stage—ever since Descartes.

2. Descartes’ argument
Descartes laid down all the essential premises of the conceivability argument in a
very explicit way. The passage in full is relevant:
First, I know that everything which I clearly and distinctly understand is capable of being created by God so as to correspond exactly with my understanding of it. Hence the fact that I can clearly and distinctly understand one
thing apart from another is enough to make me certain that the two things
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are distinct, since they are capable of being separated, at least by God. The
question of what kind of power is required to bring about such a separation
does not affect the judgment that the two things are distinct. Thus, simply by
knowing that I exist and seeing at the same time that absolutely nothing
else belongs to my nature or essence except that I am a thinking thing, I can
infer correctly that my essence consists solely in the fact that I am a thinking
thing. It is true that I may have (or, to anticipate, that I certainly have) a body
that is very closely joined to me. But nevertheless, on the one hand I have a
clear and distinct idea of myself, in so far as I am simply a thinking, non-extended thing; and on the other hand I have a distinct idea of body, in so far
as this is simply an extended, non-thinking thing. And accordingly, it is certain that I am really distinct from my body, and can exist without it. (Med. 6;
CSM II, 54; AT VII, 78)
It is hard to overestimate the importance of clear and distinct ideas for the argument: these are the wheels that make the conceivability machinery move around.
On Descartes' view, the passage from conceivability to possibility can only be taken once we have a very particular and privileged epistemic position: the epistemic
powers of clear and distinct understanding. As Descartes says, whenever he has a
clear and distinct understanding of something, his understanding “corresponds
exactly” with the way the thing is. But if some idea corresponds exactly with what
the idea is about, then that idea must include the essence of whatever it is about.
As we all know, Descartes held that he had a clear and distinct idea of himself as a
thinking and non-extended thing and a clear and distinct idea of his body as a nonthinking extended thing. Therefore, simply by noting that these two ways of understanding the mind and the body are not conceptually related, one can conclude
that the mind and the body are not essentially related. A way to reconstruct
Descartes argument against the idea that he is his body is as follows:
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I. If one clearly and distinctly understands x, then one knows the possibilities of x.
II. We have a clear and distinct understanding of the body: the body is a
non-thinking extended thing.
III. We have a clear and distinct understanding of the mind: the mind is a
thinking non-extended thing.
IV. We can clearly and distinctly understand the mind without the body.
∴

The mind is not the body

Of course, Descartes is not terribly clear on what clear and distinct understanding
really amounts to, nor is it my interest to get involved in scholarly issues. It is worth
noting that there are some differences between the way we think about conceivability arguments and the way Descartes laid down his argument. First, Descartes
talks about understanding, whereas we talk about imagination or conceivability.
Second, Descartes’ argument is about himself and his body, not about the mental
and the physical properties. These differences aside, Descartes’ argument serves to
highlight a common theme that has been part of the conceivability argument ever
since and that is still present in our modern versions of the argument. The common
theme is this: the argument relies on the idea that we know the essence of the
properties that we are conceiving. I will argue that it is this idea what makes the
connection between conceivability and metaphysical possibility plausible and it is
better to be explicit about it.
It is worth distinguishing two different ideas in Descartes’ presentation. On the
one hand we have the idea that we can clearly and distinctly understand the mind
without the body. On the other hand, we have the principle that connects what we
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can clearly and distinctly understand with its possibilities. The latter have to do with
the essence of things and our knowledge of them. It is in this sense that Descartes
holds that whenever you have a clear and distinct idea of x then it “corresponds
exactly” to the way x is. The former, on the other hand, is a thesis about understanding correctly that the mind is not the body, which is stated in premise (IV).
On the face of it, premise (IV) on its own d s not have anything to do with
essences but with a successful process of reasoning given certain information. In
what follows, I will use the more familiar word ‘conceivability’ instead of ‘understanding’. Premise (IV) is an essential part of any conceivability argument. Regardless of whether or not the information that we possess expresses the full essence of
something, if conceivability claims have any metaphysical import, then there cannot be a mistake in reasoning when we imagine, conceive or understand the hypothesis that the mind is not the body. As such, the conceivability premise can be
understood as ideal conceivability like Chalmers (2002, 2009).7 At this stage one
might be uncomfortable with this view, because no proponent of any conceivability
argument is an ideal reasoner. However, this is also true of any detractor of any
conceivability argument. At this point, the proponents can simply hold that they are
working to the best of their abilities and if there is a mistake in reasoning, it remains
to be shown which one is it. In short, to conceive of something in the relevant way
we must allow for certain idealisations in the sense that the conceived scenario
cannot be undermined by further reasoning with the same information.

2.1. Essence and conceivability
With that said, we can go back to the idea of clear and distinct understanding as
involving the knowledge of the essence of what we are talking about. Consider
that conceivability arguments are supposed to be some sort of theoretical technology that allows us to connect the epistemic realm with the metaphysical realm.
See also Appendix to Chapter II, Section 2.1.3. for Chalmers’ take on the a priori.
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Their raison d'être is that we can withdraw consequences about the metaphysical
nature of our world by conceiving such and such scenarios. But the move is ambitious and, if successful, conceivability arguments become incredibly important.
Even assuming that we are conceiving correctly as an ideal reasoner would, it still
needs to be shown that this practice of imagining certain scenarios has some sort
of metaphysical import. This is the work of premise (I).
On Descartes’ view, it is clear and distinct understanding what allows us to
bridge our reasoning with the real possibilities of the things in question. According
to the argument, our conceptions of the mind and the body are such that they provide us with the essence of physical and phenomenal properties. But the idea of
knowing the essence of something, as mysterious as it sounds, should have a particular purpose. If it were not necessary, relying on those ideas would be a disservice to proponents of conceivability arguments. As I hope I can show, without assuming the knowledge of the essence of what we are conceiving the argument is
hopeless, but with it, it is impossible to reject.
Now, talking about essences can easily lead to confusion. However, as I will argue, there are ways to handle the notion of essence without getting unduly involved in controversial issues. Knowing what the essence of F is can be seen as a
particular instance of the more general phenomenon of knowing a suitable truth
about F. For instance, in the least demanding sense of knowing what F is, one can
come to know what F is if one knows a trivial property of F, like the fact that F is selfidentical or that F is a property. In this very undemanding sense, we know what
anything is. In a less trivial sense, one counts as knowing what F is if one knows a
contingent property of F. For instance, one can know what potassium is if one
knows that it is an element found in bananas. A more demanding sense of knowing
what a property is, comes from knowing at least one (non-trivial) necessary property of F. For instance, one can come to know that potassium has atomic number 19.
But we can also distinguish an even more demanding sense of knowing what F is
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when one knows all the necessary properties of F. Now, given that any essential
property of F is also a necessary property, if one can come to know all the necessary properties of F, then one will count as knowing the complete essence of F. For
instance—and plausibly—one can come to know the complete essence of identity
by knowing that it is the only relation that satis es Leibniz’s Law. In this sense we
can say that one counts as knowing the essence of F, if one knows all the necessary
properties of F. Whether the trivial properties like being a member of your singleton are part of your essence or not, we need not settle here. Regardless of the trivial and necessary properties, it is still true that if we have all the necessary properties of F, they will include the necessary and suf cient conditions for the instantiation of F. The knowledge of all the necessary properties of F will yield a knowledge
of a class of properties that F has and nothing else d s in any possible world.
With that said, consider that once we know the essence of something the move
from what we can conceive of it to what is metaphysically possible seems unavoidable. On the one hand, the epistemic realm is related to the meaning of our terms,
the information that we know and what we can reason with that information alone.
On the other, we have the metaphysical realm, which has to do with the nature of
our world, the essential properties of what there is and their real possibilities. But, if
we have the information that expresses the essence of F, then the information that
we have will be enough to map the metaphysical possibilities of F. After all, everything that is not expressed about F within the information that expresses all of its
essence is nothing but accidental features of F—which are contingent. In short, if we
have a clear and distinct idea of F then we have enough information to know the
metaphysical possibilities of F—the rest is left to us. On this view, everything that is
compatible with the essence of F corresponds to one of F’s metaphysical possibilities, everything that is not compatible with the essence of F corresponds to one of
F’s metaphysical impossibilities.8

Examples of this view might be found in Kripke (1980) and Fine, (2002).
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If this is correct, the only other options that we have in order to stop the consequences of the conceivability argument is to hold that either we do not know the
essence of the mind or we do not know the essence of the body. This is where the
controversy really lies. But this controversy is important because it attacks an essential component of the argument. Consider that without the idea that we know the
essence of the physical and the phenomenal, the conceivability argument will always face a familiar reply:
How does he get from the premise that •he isn't aware of anything else belonging to his essence to the conclusion that •nothing else does in fact belong to it? I admit that I'm a bit slow about such things, but I haven't been
able to nd an answer to this question anywhere in the second Meditation.
and Arnauld g s further:
For Descartes admits in his reply to Caterus that for one thing to be conceived distinctly and separately from another they don't have to be really
distinct—·i.e. to be two things rather than one·—and that all that is needed is
for them to be ‘formally distinct', which can be achieved ‘by an abstraction
of the intellect that conceives the thing inadequately'.
It is important to distinguish two ways in which the intellect might conceive of
something inadequately. On the one hand, it might be that there was a mistake in
reasoning. On the other, it might be because the information d s not “correspond
exactly” to the way the thing in question is. I take it that Arnauld means the latter
and not the former, particularly because of the rst quoted passage. But regardless
of what were Arnauld’s real intentions, both of these interpretations would create
enough trouble for the argument. The

rst one would reject the conceivability

claim whereas the second one that we have enough information to conceive what
we are attempting to conceive. In this reading the reply holds that if we are not
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aware of the complete essence of the mind, then we will not be able to conclude
that the body is not part of its essence.
Of course, if the body were part of the essence of the mind, then we would not
be able to imagine the mind without the body. In other words, as soon as our
knowledge of F is incomplete, we will not be able to know whether a given described scenario is a metaphysical possibility of F and not of something else, for it
may be “the intellect that conceives the thing inadequately”. Arnauld’s reply allows
us see the importance of the premises that hold that we know the essence of the
mind and of the body. Any incomplete understanding would yield that we may as
well be conceiving of something else.9 With the Cartesian argument on the table,
we have enough resources to reconstruct a less abstract template of the conceivability argument that will allow us to discus different versions of the conceivability
argument.

2.2. Revelation, essence and the conceivability argument
Although we do not speak about clear and distinct ideas any more, it d s not
mean that we have abandoned the idea of knowing the essence of a property as
being part of the conceivability arguments. Lewis held that there is a doctrine he
called the identi cation thesis and elsewhere he called revelation. The idea of revelation is, in essence, the very same idea that Descartes expressed with his locution
of clarity and distinctness, or at least it is as ambitious and powerful. Lewis presented the identi cation thesis as holding that:
we know what our experiences are, and that, in an uncommonly demanding
sense of knowing what. (1995: 141)

9

This is a very similar response to the one Kripke gave to his own conceivability arguments. The
way Kripke put it is that we need to re-describe the scenario as being about something else,
and not about the target property. The mistake is usually of as a proposition confusion. See
section 1.4. of the Appendix to Chapter II.
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Lewis elaborates the view as follows:
I say that according to the Identi cation Thesis, the knowledge I gain by
having an experience with quale Q enables me to know what Q is—identi es
Q—in this sense: any possibility not ruled out by the content of my knowledge is one in which it is Q, and not any other property instead, that is the
quale of my experience. Equivalently, when I have an experience with quale
Q, the knowledge I thereby gain reveals the essence of Q: a property of Q
such that, necessarily, Q has it and nothing else does. (1995: 142).
According to revelation there is nothing else that we need to know about the experiences but the particular way they feel.10 Once we have such knowledge, we know
of a property such that if we have it, we know that we are having such experience
and if we lack it then we know that we are not having such experience. The idea
was clearly stated by Kripke when he said in Naming and Necessity:
To be in the same epistemic situation that would obtain if one had a pain is
to have a pain; to be in the same epistemic situation that would obtain in
the absence of a pain is not to have a pain. (152-153)
As we can see from these passages, we seem to have a sort of magni cent knowledge about our experiences. As Stoljar put it, we would be in a “remarkable epistemic position” in which we know—or are in a position to know—the full essence of
our experiences. Now, the doctrine of revelation is commonly understood as a thesis about experience—as the passages above express. However, Lewis himself talks
about revelation as a more general thesis, for instance, when he says that:
According to Lewis, this thesis is somehow built into folk psychology and its status is
considered to be some sort of obvious truth. But, given his “non-negotiable commitment to
materialism” argues that a materialist should not believe in the identi cation thesis. Under his
own lights, if pain has an essential property at all it would be something like c- bres ring, or
something “equally esoteric”. The problem for this view is that if we happen to know the
essence of our experiences then we should know that pain is c- bres ring, but we do not.
Therefore, materialism is false. This is known as the revelation argument. For discussion, see
Stoljar (2009a).
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Maybe revelation is true in some other cases—as it might be for the partwhole relation. (1997: 338, fn. 21)
Though this can seem odd at rst sight, (cf. Stoljar, 2009: 120-121), revelation can
be understood as a general thesis that is not limited itself to experiences. After all,
if revelation were to be true of the part/whole relation, then it would be true that
we know what the part/whole relation is by a property that, necessarily, the part/
whole relation has and nothing else d s. As such, we need to make a distinction
between the use of ‘revelation’ as applied to experiences and the use of ‘revelation’ as being in principle applicable to other properties. In what follows, I will use
‘revelation’ in the more general sense for any term, while keeping in mind that the
entire focus of the thesis is on properties. We can de ne a revelatory term as follows:
Revelatory term: ‘F’ is a revelatory term if and only if ‘F’ expresses a property that, necessarily, F has and nothing else does.
Now, even if there are some revelatory terms, it still d s not follow that one has
them or that one is in a position to understand them. It is useful to de ne the following thesis of term understanding:
Term understanding: If one understands ‘F’ then one knows what F is.
Term understanding is a very general thesis that is not circumscribed by revelatory
terms. For instance, if one understands ‘my favourite game’ then one is able to
know what F is: being my favourite game. Of course, this d s not entail that one
knows all the essence of your favourite game, because it d s not even entail that
we know which one is it. In this way, property understanding d s not entail that we
know what F is in any deep sense of knowing what. This all depends on the kind of
term we have. However, when we have a revelatory term and we understand that
term, then we can say that one has Revelation of F:
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F-revelation: If ‘F’ is a revelatory term and one understands ‘F’ then one is
in a position to know the essence of F.
As such one has revelation of pain when one understands what ‘pain’ is and ‘pain’
expresses the full essence of pain. With this general understanding, we can talk
about physical revelation, phenomenal revelation, colour revelation and what not.
In general F-revelation is true if: (i) ‘F’ is revelatory; and (ii) we understand what ‘F’
means. With revelation at hand, we can therefore formulate a principle that states
the circumstances under which conceivability entails metaphysical possibility:
Revelation link: Conceivability entails metaphysical possibility if and only if
p is composed solely of revelatory terms.
Then we can reason—with Descartes—as follows: if revelatory terms provide us with
the complete essence of whatever they are about and we understand the revelatory terms of mental and physical properties, they should reveal the necessary connections between the mental and the physical—if any. Provided that we made no
mistake in reasoning and given that these terms do not reveal necessary connections between the mental and the physical properties, we can derive the conclusion that the essence of the mental is not the essence of the physical: their relation
is merely accidental. Simply put, revelation is the stuff with which we build the
bridge between the epistemic realm and the nature of our world.11

2.3. The revelation template
A general template of the conceivability argument can be presented as follows:
Revelation link: If s is solely composed of revelatory terms, then, if s is conceivable, then s is metaphysically possible.

11

This is what Stoljar (2009) calls the Argument from revelation.
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s-Revelation: s is composed solely of revelatory terms.
Conceivability: s is conceivable.
∴
s is metaphysically possible.
With this general template we will be able to substitute the sentence s for the scenario that we are interested in: the mental is not the physical or the physical is not
the mental. This allows us to reconstruct the zombie and the ghost argument
against physicalism in a less abstract way. Let p be the conjunction of all the physical truths and let q be an arbitrary phenomenal truth. The zombie argument can be
presented as follows:
Revelation link: If p & ~q is solely composed of revelatory terms, then, if p &
~q is conceivable, then p & ~q is metaphysically possible.
Physical Revelation: Physical terms are revelatory.
Phenomenal Revelation: Phenomenal terms are revelatory.
Conceivability: p & ~q is conceivable.
∴
p & ~q is metaphysically possible.
On the other hand, the ghost argument has a different conceivability claim. Let q*
be the conjunction of all phenomenal truths and let p* be a physical truth of the
body:
Revelation link: If q* & ~p* is solely composed of revelatory terms, then, if
q* & ~p* is conceivable, then q* & ~p* is metaphysically possible.
Physical Revelation: Physical terms are revelatory.
96

Phenomenal Revelation: Phenomenal terms are revelatory.
Conceivability: q* & ~p* is conceivable.
∴
q* & ~p* is metaphysically possible.

2.3.1. Does the argument really need revelation?
As presented, both arguments are constructed with both phenomenal and physical
revelation. The aim of this reconstruction is to explicitly state how the link between
conceivability and possibility is obtained. But this is, strictly speaking, wrong—or at
least imprecise. If the conceivability arguments were depicted correctly by the revelation template as presented above, then denying either physical or phenomenal
revelation is suf cient to countenance both arguments. This creates the—rather
widespread—illusion that one can escape both arguments by denying only phenomenal revelation. Second, the idea that the arguments depend on revelation
comes at odds with views held by Chalmers’ (2009) and Stoljar (2009a) where they
explicitly hold that revelation is not part of the conceivability argument.12 But there
is one relevant distinction between two different ways of conceiving that will allow
us to agree with both of them.

2.3.2. Conceiving as present and conceiving as absent
There are two different ways of conceiving a property, namely, conceiving as
present as conceiving as absent. Simply put, when one conceives a property as
present, one imagines a scenario in which some property is instantiated. When one

12

Chalmers expresses this using his two-dimensional semantics by holding that there is a certain
kind of term, the semantically neutral term whose primary and secondary intensions coincide.
In Chalmers (2009), he holds that the zombie argument does not need the coincidence of
intensions of phenomenal terms. I will discuss the relation between two dimensional
semantics and revelation in Section 2.5. of the Appendix to Chapter II.

fi

97

conceives a property as absent, one imagines a scenario in which some property is
not instantiated. When one conceives a property as present, it is plausible to hold
that one must have revelation of that property—in as much as one wants to draw
metaphysical consequences from this conceiving. For suppose that you do not. In
this case, we would be conceiving of a property without knowing all its essential
features, which means that the content of what we are conceiving might as well be
another property that shares some of the essential features of the target property,
but not all. This entails that the content of the scenario might as well be about
something else. The difference with conceiving a property as absent is that we do
not need to know the full essence of the property in question. The reason is that it
would be enough to know part of the essence of the property and conceive of a
scenario where such property is not instantiated, in order to conclude that the
property we are conceiving as absent is not instantiated. Even if we do not know
the full essence of colours, it is enough to conceive a non-extended thing, for us to
conceive of a thing without colour.13
In the zombie argument we are conceiving physical properties as present and
phenomenal properties as absent. In the ghost argument, on the other hand, we
are conceiving phenomenal properties as present and physical properties as absent. These considerations allow us to relax one of the premises of each argument,
i.e., phenomenal and physical revelation respectively. We can make a distinction
between revelation and partial revelation, where the latter is just like revelation but
instead of knowing all the essential properties of a property, partial revelation
holds that we know some but not all of the essential properties of a property:

13

The distinction between presence and absence conceivability is orthogonal to Chalmers’
distinction between positive and negative conceivability. On Chalmers’ view, one negatively
conceives of p if one does not nd any contradiction in the envisaged scenario where p is true.
But it is possible to nd no contradiction in a scenario whether one conceives a property as
present or as absent. Likewise, positive conceivability is de ned in terms of imagining oneself
as the centre of the envisaged scenario in which p is assumed to be true. Again, one can
positively conceive that a property is absent or that a property is present.
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Partial revelatory term: ‘F’ is a partial revelatory term if and only if ‘F’ expresses an essential (non-trivial, necessary) property of F.
And its corresponding notion of partial revelation:
F-partial revelation: if one understands ‘F’ and ‘F’ is a partial revelatory
term, then one knows or is in a position to know an essential (non-trivial,
necessary) property of F.
Now we can distinguish different requirements for conceiving as present and conceiving as absent:
Presence conceivability: One is in a position to conceive F as present if
and only if one understands a revelatory term of F.
Absence conceivability: One is in Position to conceive F as absent if and
only if one understands a partial revelatory term of F.
With these distinctions at hand, we can reformulate the zombie and the ghost argument as follows:
Revelation link: If p & ~q is solely composed of revelatory terms, then, if p &
~q is conceivable, then p & ~q is metaphysically possible.
Physical Revelation: p is composed solely of revelatory terms.
Partial Phenomenal Revelation: q is composed of a partial revelatory term
Conceivability: p & ~q is conceivable.
∴
p & ~q is metaphysically possible.
Likewise, we can reconstruct the ghost argument as follows:
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Revelation link: If q* & ~p* is solely composed of revelatory terms, then, if
q* & ~p* is conceivable, then q* & ~p* is metaphysically possible.
Phenomenal Revelation: q* is composed solely of revelatory terms.
Partial Physical Revelation: p* is composed of a partial revelatory term.
Conceivability: q* & ~p* is conceivable.
∴
q* ∧ ~p* is metaphysically possible.
Now we are able to circumvent the worries mentioned above. First, if a materialist
wants to evade the zombie version of the conceivability argument, to deny phenomenal revelation is not enough. Given that we are conceiving phenomenal
properties as absent, there is no need to hold phenomenal revelation for this scenario, and partial revelation would be more than suf cient. This entails that the
physicalist that wants to stop the argument by denying phenomenal revelation
must deny phenomenal partial revelation as well. This is tantamount to denying if
something is pain, it feels like pain, or more precisely, that nothing can be pain unless it feels like pain—which is a much harder premise to deny. However, it remains
true that denying phenomenal revelation is enough to stop the ghost argument
against the necessitation of the mental and the physical.14
Second, Stoljar argued that revelation is not presupposed by the zombie conceivability argument. However, there is a sense in which the difference between
Stoljar’s view and the view defended here is merely verbal but there is a sense in
which it might not be. First, Stoljar’s use of ‘revelation’, is reserved for knowing the
essences of experiences and is not extended into other properties. As such, what

As well as the revelation argument against the idea that the essence of pain is c- bres ring.
However, if what is meant by the idea that the essence of pain is c- bres ring is something
that involves in no way whatsoever the feeling of pain, then the revelation argument can also
weaken its premise and work with partial phenomenal revelation as well.
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Stoljar really means is that the zombie conceivability argument d s not need phenomenal revelation. But to this extent, we are in complete agreement. To make the
point more precise, consider this passage by Stoljar:
...if the proponent of the conceivability argument relies on revelation then
the proponents of a number of other arguments would have to be relying
on revelation too. As I understand it, the perfect actor argument proceeds
from two premises: rst, that it is conceivable that there is a world identical
to the actual world in all behavioural respects but different from it in some
experiential or phenomenal respect (a world of perfect actors); second, that
if this is conceivable then it is possible. The conclusion of the argument is
that behaviourism is false, for behaviourism entails that any world identical
to the actual world in all behavioural respects is identical to it in all phenomenal respects. Now, so far as I can see, the idea that the conceivability
argument against materialism presupposes a conception of experience
which incorporates revelation is no more and no less plausible that the related idea that the perfect actor argument against behaviourism presupposes that conception. (Stoljar, 2009:134-135)
Stoljar argues that if the conceivability argument needs to be rejected because it
incorporates revelation, then the perfect actors argument should be rejected because it incorporates the same conception. However, Stoljar holds—correctly to my
mind—that the perfect actors argument should not be rejected. Stoljar then takes
this to be evidence that the perfect actor argument is not relying on revelation, and
so the conceivability argument is not relying on revelation either.
The main point here is that the perfect actor argument and the zombie conceivability argument are similar in a crucial respect: in both of them we are conceiving the phenomenal properties as absent and some other property as present.
According to the revelation template above, the perfect actor argument can be
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presented as follows: let b be the conjunction of all behavioural truths and let q be
an arbitrary phenomenal truth.
Revelation bridge: If b & ~q is solely composed of revelatory representations, then, if b & ~q is conceivable, then b & ~q is metaphysically possible.
Behavioural Revelation: Behavioural terms are revelatory.
Phenomenal partial revelation: Phenomenal terms are partially revelatory.
Conceivability: b & ~q is conceivable.
∴
b & ~q is metaphysically possible.
On our view, it remains true that the perfect actor argument—just like the zombie
argument—d s not rely on phenomenal revelation and to this extent we agree with
Stoljar’s analysis. However, one might read Stoljar in a stronger way and hold that
revelation is not needed by any sort of conceivability argument, regardless of what
is the property in question. Under this reading, there is a substantive disagreement
between Stoljar’s view and ours. It is part of the view defended here that conceiving F as present needs revelation. The reason is as old as the conceivability argument itself: we would not be able to avoid analogs of Arnauld’s objection presented above. But this has nothing to do with the phenomenal properties in question
but with any property we are conceiving as present—behavioural properties in this
case. If we do not have revelation of what behavioural properties are, then the argument will always face Arnauld’s reply: how do you know that you are conceiving
of behaviour in that world and not some other look-alike of behaviour? A good reply to the argument would be to nd a way to hold that the perfect actors case
d s not capture the full essence of behaviour because behaviour has some sort of
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hidden essence not revealed by the perfect actors case.15 In sum, the perfect actors argument needs behavioural revelation, not phenomenal revelation. But what
is true of perfect actors, is also true of zombies and ghosts. In order for these arguments to be successful, we need to accept revelation of the properties that we
are conceiving as present although we need not accept revelation of the property
that is conceived as absent.
In sum, if the conceivability arguments are understood under the revelation
template above, we have very few options open. First, to deny the revelation link
seems to me to deny an a priori truth. Second, to deny the conceivability of zombies and ghosts is to deny our epistemic situation. With that said, we can eyeball
the two most important premises of both arguments, namely, physical revelation
and phenomenal revelation—this is where the rubber hits the road.

3. The realisers’ response to the revelation arguments
A natural response to the idea that we know the essence of a given property is to
react with considerable scepticism. The notion of essence is obscure, as it is obscure that we are ever in a position to know the essence of anything. But what is
perfectly clear is that talking about the essence of F is even more obscure when we
do not know what is F from the beginning. The distinction between role properties
and realisers is of particular importance in this context. There is a sense in which
knowing the essence of a property entails knowing something so important that it
seems incredible that we have such knowledge or that we are in a position to have
it. However, there is another sense in which not knowing the essence of a property
entails not knowing something so important that we may not be able to navigate
the world without it. Consider that our life g s with the knowledge of what poison
is, regardless of whether or not we know all the possible poisons around us.

As it happens, this is the structure of Stoljar’s reply to the zombie conceivability argument!
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In this section, I will argue that the distinction between role and realiser properties presented in Chapter I has some epistemological consequences. The important point is not to confuse the question about the essence of F with the question
about the essence of the property that realises F in the actual world. Roughly put,
without the mentioned distinction, it will be easy to confuse the idea that we have
revelation of a property with the idea that we have revelation of the realiser of the
property. However, to know the essence of a fundamentality independent property
is one thing, and to know the essence of a fundamentality dependent property is
quite another. It is true that revelation in general puts us in an “epistemically remarkable position”, however if revelation of the realisers turns our to be true, the
epistemic position that we are left with is only comparable with that of the gods.
Just to make the distinction between these two senses, I will talk about role-revelation and realiser-revelation, respectively.
In order to see the contrast between role-revelation and realiser-revelation,
consider again the case of the property of being a Turing Machine. As before, it
seems conceivable that there is a world in which idealism is true where the property of being a Turing Machine is instantiated. But it is also conceivable that the property of being a Turing Machine is instantiated in a world in which physicalism is
true. As such, in idealist worlds, the property of being a Turing Machine is realised
by a mental property, whereas in the physicalist world it is realised by a physical
property. As I have argued above, in order to extract the metaphysical possibility of
idealist or physicalist worlds that instantiate the property of being a Turing Machine
one needs to imagine certain properties as present. The rst is that mental properties are fundamental in one world and physical properties in another, the second
one is that the property of being a Turing Machine is instantiated. Granting for the
moment that we have a good enough idea of idealists and physicalists worlds with
a Turing Machine, we need to hold that the property of being a Turing Machine is
instantiated in both worlds. But, as we have seen, the property of being a Turing
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that the property of being a Turing Machine d s not have either a physical or a
mental essence, because no contingent property is part of the essence of anything.
As it happens, the essential properties of the property of being a Turing Machine can only be the properties that are instantiated in both, physicalist and idealist worlds with Turing Machines, and the only thing that is common in both of these
worlds is that there is some fundamentality dependent property or other that satises the description associated with the property of being a Turing Machine—that is,
its de nition. As such, in order to know the essence of the property of being a Turing Machine, we need to understand the de nition that was given by Alan Turing.
With this de nition, one will know necessary and suf cient conditions for something to be a Turing Machine. These conditions will be such that all and only Turing
Machines will share. But if one knows all these truths of the property of being a Turing Machine, then one has revelation of the property of being a Turing Machine.
With all this at place, we can hold that the conceivable worlds are indeed metaphysically possible.
But now contrast the difference between knowing the de nition of the property of being a Turing Machine and knowing the essence of its realiser. Clearly, the
fact that we know what the property of being a Turing Machine is, d s not entail
that we know what property realises the property of being a Turing Machine in the
actual world—let alone knowing all of its essence. The reason: in physicalists worlds,
the property of being a Turing Machine is realised by a physical property; in idealist
worlds it is realised by a mental property. This means that we can have role-revelation of the property of being a Turing Machine, and yet not have realiser-revelation.
But, and this is an important point, one can have revelation of the property of being
a Turing Machine without making any sort magical demands on what it takes to
know the essence of the property of being a Turing Machine—which, again, consists
in understanding its de nition. To know the essence of its realiser, though, is a
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Machine is contingently related to physical and mental properties alike. It follows

being a Turing Machine.
The overall strategy of the realisers’ response holds that if you feel very con dent about knowing the essence of a certain property, then that con dence is
plausible only in the case of the role properties of having c- bres ring and being
in pain. If, on the contrary, you do not feel very con dent that we happen to know
the essence of a certain property, then that lack of con dence is plausible in the
case of the realiser properties.

3.1. Pain, c- bres, role-revelation and realiser-revelation
Let ‘pain’ stand for the feeling of pain. Let ‘c- bres ring’ stand for the bodily property that is correlated with pain that our natural sciences of the mind study. Now,
recall that in order to have the properties that all and only pains and all and only cbres ring have, we do not need any sort of magical access to reality, but to look
into the de nition of the given property. One is given by the phenomenal feel, another by the description that science gives us. But once see what the de nitions
involve, it seems very plausible that worlds where someone is in pain without c- bres ring and vice versa are conceivable and that this conceivability is not explained by a mistake in reasoning. Now, if having revelation of both properties is
understanding the proposed de nition—just as it is for the property of being a Turing Machine—then both conceivability arguments should be accepted as sound
and without much hesitation. As such, we can conclude that there is a metaphysically possible world in which having c- bres ring is instantiated and there is no
pain just as there is a metaphysically possible world in which the property of being
in pain is instantiated and there are no c- bres

ring. In other words, zombie

worlds and ghosts worlds are both conceivable and metaphysically possible.
However, even if we accept the metaphysical possibility of these worlds, it still
d s not follow that those worlds have the same realisers for both being in pain
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completely different affair that lies beyond what we can know of the property of

than the one that we have in our world, then the fact that some possible realiser of
pain d s not necessitate a physical property, d s not entail that ours d s not.
Likewise, if there is a world in which the realiser of having c- bres ring d s not
entail pain, it d s not follow that its actual realiser d s not. Now, for this to be the
case, it needs to be shown in what sense is it that being in pain and having c- bres
iring are multiply realisable. If they were not, then the realisers’ response would
be untenable. So let’s start with pain.
For all we know a priori from what our phenomenal predicate ‘pain’ means—
which is the way pain feels—it is consistent to conceive of a world in which pain is
realised by properties suitable for a Cartesian ego. In these worlds, the property
that will make pain real will be a property that is had by a fundamental mental substance. But this means that there is a world in which pain feels the way it d s in this
world, but with different fundamental properties for the feeling of pain. It follows
that being in pain is a fundamentality independent property and therefore a role
property on our view. If we are not Cartesian egos—as I hope—then pain cannot
have the same realiser in those worlds than in this one. Further, just as we saw in
the case of water, if water is not composed of the actual electrons, and bosons and
so on, then it cannot be water. Similar cases will arise for pain. There is a world in
which pain is sense data; a world in which pain is a representational property; a
world in which pain is qualia; a world in which pain is epiphenomenal, and so on.
Any of these worlds will need a distinct fundamentality dependent property for
each. Consider that in worlds in which phenomenal properties are sense data, the
fundamentality dependent property that makes those pain sense data real cannot
be constituted of the same stuff and arranged in the same way as the fundamentality dependent property for representational pains.
To put the point in slightly different terms, it is not part of the essence of pain
to be sense data, but it is also not part of the essence of pain not to be sense data.
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and having c- bres ring that our world has. If those worlds have different realisers

For all the essence of pain entails—which is all and only the way pain feels—the essence of its realiser is up for grabs. It follows that the property of being in pain is
multiply realisable across the modal space, in the same way that the property of
being watery is multiply realisable. Now, in my view there d s not seem to be any
contradiction in any of these scenarios. In other words, it might be the case that G.
E. Moore and Frank Jackson were wrong about sense data theory being true in the
actual world, but it d s not seem to be a conceptual mistake whose source lies in
the feeling of pain. Likewise, Frank Jackson might now disagree with the idea that
epiphenomenalism is true, but it d s not seem to be a conceptual impossibility
that pain is causally irrelevant for the behaviour of some creatures that are not in
this world.
This entails that being realised by F is a contingent property of being in pain.
But, again, no contingent property is part of the essence of anything. This shows
that even if we assume that we know the full essence of pain, we still would not
thereby know the essence of its realiser. If ‘pain’ d s not express the essence of its
realiser, then realiser-revelation of ‘pain’ is false. But if this is so, the conceivability
arguments cannot have any consequence on what is the realiser of pain. The point
generalises: phenomenal realiser-revelation is false.
But exactly the same can be said about the property of having c- bres ring.
For all we know from the predicates that our natural sciences of consciousness of
the property of having c- bres ring, it is consistent to conceive of a world in which
having c- bres ring is realised by a Newtonian property; a world in which it is realised by a property from General Relativity; a world in which it is realised by a
Quantum Mechanical property; or a world in which it is realised by a String Theoretical property, and so on. We have the same options open, either we deny that
these worlds are metaphysically possible—which seems false—or we deny that these
worlds have some c- bres ring. But, just like the case of pain above, it is not part
of the essence of having c- bres ring to be realised by a Newtonian property, nor
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of having c- bres ring is multiply realisable across the modal space. This entails
that the fact that the property of having c- bres ring is realised by G in the actual
world is a contingent property of having c- bres ring, and therefore not part of its
essence. The point also generalises: physical realiser-revelation is false.
But the fact that realiser-revelation of pain is false, d s not entail that role-revelation is false as well. On this view, we can accept that we have necessary and suf cient conditions for something to be pain—the feeling of pain. This will be true regardless of whether pain is realised by sense data, qualia, a representational property, an epiphenomenal property or what not. The same is true about the property
of having c- bres ring. For us to be in a position to know the essence of c- bres
ring, we only need to have the description given by our natural sciences of consciousness. Of course, this description is silent on what is the realiser of the property of having c- bres ring, in as much as our natural sciences of consciousness are
silent about what are the fundamental properties of our world. But the essence of
having c- bres ring is provided by the description from our neuroscience, not by
the essence of another property to which it is contingently related.
On our view, the metaphysically possible worlds in which there are zombies
and ghosts are worlds in which exactly the same physical and mental properties
that we instantiate are instantiated by zombies and ghosts, respectively. We can
agree with Descartes and hold that ‘the mental’ and ‘the physical’ are clear and distinct ideas—or that role-revelation is true of them. In other words, we can accept
that everything that feels like pain is pain and everything that d s not feel like pain
is not pain. We can also accept that everything that our neuroscience says about cbres ring is c- bres ring and if it is not the property our neuroscience posits
then it is not c- bres ring—Kripke was right!
What is different between zombies, ghosts and us is that the realiser of the
physical properties in zombie worlds is not the same realiser of the physical prop-
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is it part of its essence to be realised by a String Theoretical property. The property

erties in the actual world. Likewise, the realiser of the phenomenal properties in
ghosts worlds is not the same realiser of the phenomenal properties in this world.
But given that revelation of pain or of c- bres ring cannot help know what is their
realiser in the actual world, when the conceivability arguments are about the realiser properties of the physical and the mental they cannot get off the ground. For
that to happen, we would need to have realiser-revelatory terms—but we do not.

3.2. Verbal disputes
There is a reaction towards the arguments presented above that is worth discussing and putting aside. The idea is that the worlds in which pain is realised by
sense data and worlds in which pain is realised by a property suitable for a Cartesian ego, are worlds in which there is no pain. The reason: pain is whatever happens to be in the actual world and any difference in that—like it being sense data—
will yield the consequence that we stopped talking about pain. In short, this is the
view in which ‘pain’ is like ‘water’ in Twin Earth.
If this is your view, then you have more work to do. If it is true that pain is something more complex than what we thought it was, as this view holds, it remains true
that there is another property that feels like pain—even if it is not pain. To wit, the
sense data property that feels like pain, call it s-pain, is similar to our pain in some
respect: they both feel in exactly the same way! But if two things are similar in
some respect, then the respect with which they are similar is a property. And if it is
true that s-pains are similar to pains, then it must be true that both s-pains and
pains instantiate the very same identical property—the way they feel. If pains and spains were not to instantiate the very same identical property, then we would not
be able to say that these properties are similar—and they are. Just to have a name
for this other property, call it being in painy.
And now we hit bedrock. On this view, the argument is not successful because
it d s not accept phenomenal revelation of pain. However, we accept the next
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best thing: a metaphysically possible world in which some property—being in painy
—behaves the way it is described above. Now, if it is true that s-pains and pains are
similar with respect to the property of being in painy then, if our world instantiates
the property of being in pain it must be true that it instantiates being in painy as
well. But being in painy just is nothing over and above and nothing but the experience of pain. On this view, the property of being in painy d s not necessitate the
property of being in pain, nor d s it necessitate the property of being in s-pain. As
far as I can see, we are back at where we started. Now, to deny that these worlds
are possible seems false—in as much as denying idealist worlds with Turing Machines seems false—and to deny that pain just is the feeling of pain seems to go
against a proposed de nition above: haven’t we agreed that everything that feels
like pain is pain? Perhaps we have not, but if we disagree about this we can only
disagree about how to call that property not about the fact that there is such an
experience.
The realisers’ response takes the following stance: these different worlds in
which pain is sense data or a representational property instantiate the very same
identical property that we instantiate and call it by the name of ‘pain’. However,
they are different with respect to the realiser properties of pain. On this view, there
is pain in both sense data worlds and epiphenomenal worlds, however, the realiser
of pain is a sense data property in one and an epiphenomenal property in the other. For all we know from our phenomenal terms, all these options are quite open as
possible ways pain could have been realised. Of course, you can call painy what I
call pain and also call pain what I call the realiser of pain. But, as it should be no
surprise, these views are exactly alike in all relevant respects. On both views, the
actual world instantiates both pain and painy—or pain and the realiser of pain. In
the possible worlds described above, one view would say that being in painy is instantiated but not being in pain. The other would say that being in pain will be instantiated, but not its realiser.
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erty ‘pain’ and not the other. Although in the end I believe this point turns out to be
a merely verbal issue, I had to make a choice on how to use the words ‘pain’ and ‘cbres ring’. There are two reasons why I have used these terms to refer to the role
property and not to its realiser. The rst one is because it seems implausible to me
to hold that the terms we use in our life—or in our lab—involve such a mysterious
property. Consider that the paradigm cases of phenomenal properties are properties that we know very well: pain, itches, smell of roses, etc. The paradigm cases of
physical properties are such that we also know them very well: H2O, genes, density,
etc. On the face of it, humans are able to distinguish pain mental states from nonpain mental states and neuroscientist are able to distinguish brain states with c- bres ring and without them. Allegedly, we would be able to distinguish them by a
property that we know. In other words, to hold that the feeling of a pain is not a
phenomenal property or to hold that the property of having c- bres ring is not a
physical property, seems incredibly confusing.
The second reason is that to use a familiar term for an unfamiliar property d s
not make the property more familiar—or better known. For instance, to use the
word ‘physical’ for the realiser of the property of having c- bres ring d s not
make the realiser be like the property that we know from our neuroscience. The realiser is a property—whatever that is—that can play the role in question. What is the
nature of the realiser and how is it that plays the role will not be settled by calling it
in one way or another. If anything, that is settled by the fundamental properties of
the actual world. As such, it seems less confusing to me to refer to these properties
by what they actually are: the realisers of physical and phenomenal properties.
With that said, if you do not like this nomenclature, you can always use any other
variant. At the end—verbal disputes aside—these views will be indistinguishable.
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Of course, one might wonder whether there are any reasons to call one prop-

3.3. Role-revelation and realiser-revelation
One of the main objectives of this chapter is to defend that there is a relevant distinction between role-revelation and realiser-revelation that comes out of the distinction between the role properties and the realiser properties presented in Chapter I. This distinction will allow us to channel both the optimism and the scepticism
of knowing the essence of a property. In this section, I take a closer look at the notion of knowing the essence of F and distinguish my view from the positions taken
by both Kripke and Lewis.
On the one hand, we have the dualist claiming that they know the essence of
pain, and that somehow the knowledge of the essence of pain is specially connected with a privileged epistemic access to our mental states—like Kripke. On the
other hand, we have the physicalists that have vehemently denied that we know
the essence of pain—like Lewis. Kripke distinguished the knowledge of our mental
states from other cases like heat or gold, arguing how the case of pain is special.
Lewis, recognising that his opponents held that pain is special, understood the
case to be as special as the part/whole relation. On my view, we can have it both
ways. The distinction between roles and realisers will allow us to (i) defuse the idea
that knowing the essence of pain is somehow special in comparison with heat and
gold cases; and (ii) distinguish the case of pain from cases in which knowing the
essence of a property is so special that, if it is true, it may only be true of the part/
whole relation.

3.3.1. Heat, gold, pain and c- bres
When knowing essences of the world, the case of pain is special among them all.
Though this is quite a traditional idea, the ambient in philosophy of the past century did not have much room for essences—or for the mind. In this context, Kripke
brought back this old idea to the table.
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The way Kripke defends the idea that we know the essence of consciousness is
by making a distinction between the case of pain and other cases like gold or heat.
The idea is that the knowledge that we have of pain is epistemically more intimate
with respect to the knowledge that we have of these other properties. According to
Kripke there is an important difference between the knowledge that we have of the
property of being gold and the knowledge that we have of pain. The reason: all
that glisters is not gold, but the feeling of consciousness pertains to consciousness
alone—how often have you heard that told?
The main idea is that there is a world in which something can look like gold—
just like it looks to us—but it is not gold. The reason why this happens is because
the way gold looks to us might have a different source which is not the element
with atomic number 79. Given that gold is the property with atomic number 79, we
can say that there are some things that look like gold, but are not gold. In other
words, one can re-describe the world that we are imagining in the former cases,
and say that those cases involve fools gold, not gold. However, one cannot do so in
the case of pain. This is, on Kripke’s view, what makes the case of pain special. As
the passage quoted above says: if something feels like pain then that phenomenon is pain. However, once we look closely at these cases, we will see that
there is no important difference between them. The difference between pain on
the one hand and gold on the other is that in the rst case we are comparing one
property with itself, whereas in the second case we are comparing two different
properties, not one.
If it is true that there are some worlds in which something can look like gold
without being gold, it follows that looking like gold and being gold are two different properties. To wit: fools gold looks like a yellow malleable metal but it is not the
element with atomic number 79. Further, if there is an epistemic situation in which
gold can be confused with fools gold, it can only be because both gold and fools
gold look alike when they enter into contact with us. But if they look alike, then that
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will yield a respect of similarity between gold and fools gold—looking in some way
when we come into contact with them—which entails that there is a property that
they both share. But if there is such a property, then the difference between gold
and the way gold looks is a comparison between two different properties, not one.
On the one hand, we have the property of being gold, which—we may accept—is
the chemical element with atomic number 79 and necessarily so. On the other
hand, we have the way gold looks to us—which is the way fools gold looks, too. Just
to have a name for this other property, call it being goldy.
Now we can be more precise. The case of gold amounts to this: there is an
epistemic situation in which something is goldy without it being gold—which seems
correct. But once the distinction is made, we can also say that there is no epistemic
situation in which something looks like gold but it is not goldy. If it is true that
something looks like gold, then it must be true that it is goldy—for that is the property to which the term ‘goldy’ refers to. In this sense, and to use Kripke’s own way of
putting things, there is an appearance/reality distinction between the way gold
looks and the way gold is, but there is no appearance/reality distinction between
the way gold looks and the way goldy is—these are the same property.
It might be replied that in the case of gold we pick out the property of being
gold with a contingent property of it—the way it interacts with us—and not by any
necessary property it has. However, in the case of pain we do pick out pain by the
property of being pain itself. But exactly the same can be said of the property of
being goldy. It is indeed true that gold is contingently related with the property of
being goldy in the sense that somethings can be goldy without being gold, but it is
not true that something can look like gold without being goldy. Everything that
looks like gold is goldy, just like everything that feels like pain is pain. In this sense,
the property of being goldy is picked out by the property of being goldy itself.
As we have seen the case of gold involves two different putative properties,
not one. As such, in order to give the analogy between pain and gold a chance it
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must be that in the case of pain some property has the features of gold above, and
some other property has the features of goldy above. At least, we need to provide
two putatively different properties to hold the analogy above and then argue that
they are the same. As before, we have the property of feeling like pain—being in
painy—on the other we have the property of being in pain. Gold cases and pain
cases will not be analogous if the property of being in painy is the property of being in pain.
As far as I can see, there are two different ways this can go. One involves a verbal dispute, and the other is symptomatic of a false belief. The rst one consists in
using the word ‘pain’ to refer to the feeling of pain—alternatively, to use ‘pain’ to refer to the property of being in painy. But then, the two putatively different properties are not even putatively different because on this view they are one and the very
same property. The only difference one can nd with gold cases is that we do not
use ‘gold’ to refer to the way gold looks to us. But once we introduce a term like
‘goldy’, we will not have this problem. On this view, the statement, everything that
feels like pain is pain, or equivalently, everything that is painy is pain will be an analytic truth—just like the statement, everything that looks like gold is goldy is an analytic truth. So what is the putative difference between feeling like pain and pain that
is analogous to the distinction between looking like gold and gold?
Here is my best guess. According to Kripke, we use the term ‘gold’ to refer to a
property that in the actual world happens to look like a yellow malleable metal.
This means that we use the property of being a yellow malleable metal to talk
about another property which happens to be the yellow malleable metal in the relevant context. In some contexts, we will pick out fools gold, in other contexts, we
will pick out the element with atomic number 79. If the stuff in the context of the
utterance is yellow, malleable, metallic and has an atomic number 79, then that is
what ‘gold’ picks out—and necessarily so if you will. On the contrary, Kripke thought
that this difference d s not exist in the case of pain—but it d s. As mentioned
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possibility, just as worlds in which the feeling of pain is a representational property.
But these two worlds will have different realisers for the very same feeling. If we
hold the analogy with ‘gold’ and ‘goldy’, then, in sense data worlds, the actual
property picked out by ‘pain’ is a sense data property—because any phenomenal
property would be sense data at that world—but in representational worlds, it is a
representational property. However, the feeling of pain is contingently related to its
realiser in sense data worlds, as well as it is contingently related to its realiser in
representational worlds—just as it is contingent that if something is goldy then it is
gold. On our view, the case of pain is exactly analogous to the case of gold. Perhaps, as mentioned above, the sole difference between ‘gold’ and ‘pain’ cases lies
in the fact that whereas we use ‘gold’ to refer to the realiser property, we use ‘pain’
to refer to the role property of feeling like pain.
But this is also true of c- bres ring. There is one world in which having c- bres
ring is realised by a Newtonian property, and another one in which it is realised by
a Quantum Mechanical property. Perhaps you do not want to hold that c- bres ring could have been a Newtonian property, because our world is not Newtonian.
But this just invites us to state again the distinction between the property of having
c-ish- bres ring and the property of having c- bres ring. The former is the role
property, the latter is the realiser. All the considerations above still stand. Once we
have made the distinction between the role properties and their realisers, we can
clearly see how is it that some of the crucial cases that are thought to be different in
some respect to pain are actually not. To know the essence of being in pain is nothing more demanding than to now the essence of the property of being goldy. If we
use ‘pain’ for the feeling of pain and nothing else—as I have been doing all along—
then that feeling will of course give us necessary and suf cient conditions for
something to be pain. If we use the term ‘goldy’ for the way gold looks to us, then
of course we will have necessary and suf cient conditions for something to be
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above, worlds in which the feeling of pain is sense data seem to be a metaphysical

goldy—a property that goldy has and no other property d s, in any possible world.
If knowing the essence of goldy is not as demanding as it seems, then knowing the
essence of pain cannot be as demanding as it seems. To believe otherwise, is to
con ate the distinction between role-revelation and realiser-revelation, but that is,
in my opinion, the source of many of the problems in the metaphysics of mind.
Consider what the friend of realiser-revelation has do to to make good his
claims. On their view, by claiming that they know the full essence of pain—on the
basis that, necessarily, if something feels like it then it is pain—they would be claiming to know that the realiser of pain in any possible world is the feeling of pain itself. The reason has to do with the character of the distinction between fundamentality dependent and fundamentality independent properties. Any fundamentality
dependent property is essentially constituted by the fundamental properties of the
world in which it is instantiated. As such, if it were true that the feeling of pain reveals the essence of the realiser of pain—because of the way it feels—it must follow
that the feeling of pain is a fundamental property of the universe. But given that the
feeling of pain would reveal its realiser in any world in which there is pain, it would
entail that pain is a fundamental property of any universe in which it is instantiated.
In this sense, if pain seems simple, then it is simple in the most metaphysical sense
of simple: it cannot be analysed any further in any possible world. But this is exactly
what the classic dualist holds: consciousness is fundamental, simple and just the
way it seems to us. The analogy with the part/whole relation seems appropriate.
This relation, after all, seems to be so basic that to understand it in any other terms
than the ones we do, seems impossible. However, we do not know that pain is a
fundamental property of the universe just by knowing its feeling. In other words,
we have no idea what is the fundamentality level that pain occupies within the
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structure of the world.16 As such, if we believe that revelation of pain means realiser-revelation and it is of the kind that we have about the part/whole relation, then
revelation of pain is most de nitely false—Lewis was right!

3.3.2. Role-revelation
But now, having seen what realiser-revelation is all about, it is easy to contrast it
with its far more plausible sibling role-revelation. I argued above that role-revelation is a general thesis that is not restricted to experiences. Recall that to now the
essence of the property of being a Turing Machine one d s not need to know that
the property of being a Turing Machine is a fundamental property, nor one needs
to know what are the fundamental properties of the world. One d s not even
need to know that something is made up of a speci c combination of cyan, magenta, yellow and black ink in order to know that it is orange. One d s not need to
know which is the poison in question in order to know that it is bad to ingest it, and
one d s not need to know if the person in question is a burglar or not—suit and tie
are enough reasons to distrust. In general, knowing the essence of a role property
is far easier than knowing the fundamental nature of the universe, because it consists in understanding its de nition. If we can know the full essence of the property
of being a Turing Machine without knowing anything about its realiser—as it seems—
then we need not have the kind of knowledge that we have of the part/whole relation in order to have revelation. Do not get me wrong: the scepticism on knowing
the essence of something is justi ed. Essences have been associated with either
very mysterious properties that we know somehow or with the scienti c knowledge
16

One can also consider the following argument against the idea that pain is a realiser. If it is
true that pain is a realiser property, then it must be true that pain is among the fundamental
properties of the world. However, as I discuss in Chapter V Section 3.2, for most realiser it is
true that they must be necessarily fundamental. This entails that worlds in which pain is a nonfundamental property are inconceivable, which seems false. The friend of realiser revelation of
pain must hold that (1) pain is inconceivably non-fundamental; (2) that we know some of the
fundamental properties of the world just by feeling them, and (3) that we know that somehow
the mere fact of feeling pain shows that it is fundamental. But this seems to me to be out of
reach, at least to me.
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of natural kinds. But to know the essence of the property of being a Turing Machine, one needs to look at the de nition of the property, not at its microstructure—
and the de nition is quite clear.
Now, you might have a general worry about what knowing the essence of a
property amounts to, because the very same idea of knowing necessary and suf cient conditions for the instantiation of F sounds unreasonable. The reason behind
such scepticism is usually the same: there are hard cases where it is unclear
whether something is F or not. There are limit cases; things left unspoken; distinctions we have not made; things that we have never considered; things we cannot
imagine. The list can go on. To this pessimism, I reply with its corresponding dose
of optimism: for any hard case there is an easy one as well. There are paradigm instances of F; things that we are explicit about; distinctions we know; things we have
considered; things that we can now conceive. The list can go on. In short, the fact
that we do not know how many cents make a rich person, d s not mean that there
are no rich people, nor that we do not know what a rich person is—they have names
and bank accounts. The retaliation is then a tactical retreat. In case in which the essence of the fundamentality independent property ‘F’ is hard, we can still get the
next best thing: we can know the unquestionable F. If we do not know whether x is
F or not, then x d s not fall into the extension of the unquestionable F’s. If the description in ‘F’ is not explicit about some conditions, if a new distinction is discovered, if we nd some new token that we have never thought about or if we learned
something that we could not have conceived before, then we make a distinction:
unquestionable F and F+—which is just like unquestionable F—plus the new knowledge we gathered. If it is close enough, it would be too costly to change the word
‘F’ and we can talk about conceptual change. If it is far away, it will be more costly
not to introduce a new term, and we talk about G instead. Given the plasticity that
role properties allow us, these de nitions can be drawn at will. Some role-properties are gerrymandered, some others plainly useless, others are not even instanti-
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ated and many lines are drawn in sand. But some are joint and connected. In the
best cases, they are instantiated. These properties provide us with a carving of the
world that corresponds to a robust pattern that is useful for many purposes—some
lines are not washed away by the sea.
Four issues are worth clarifying. First, pain is exactly alike in all essential respects in sense data worlds and in worlds where representationalism is true, not
slightly different. If pain were not exactly alike in all its essential respects in both
worlds, then these two worlds cannot be said to be similar with respect to the instantiation of the same property. Second, on our view, the essence of pain is not
analysed as a disjunctive property composed of being sense data or being a representational property or being qualia, etc. The essence of pain is just the way pain
feels. Period. The essence of c- bres is what our neuroscience says it is. Period. The
essence of goldy is looking as a yellow malleable metal. Period. Third, the essence
of the realiser of pain is also not disjunctive. What is disjunctive is the values that
the description “the realiser of pain” could take across the possible worlds, not the
realiser. The realiser of a property at a given world has its given essence, regardless
of how the same description that contingently picks it out, works in different possible worlds.

3.4. The consequences of the realisers’ response
Now we are in a position to hold both a role property dualism and a realiser property monism at the same time. The role property dualism of the mental and the
physical is defended by accepting the conceivability arguments at the level of the
role properties. The realiser property monism is defended by rejecting the conceivability arguments at the level of the realisers. We accept the former because it
is plausible to hold that we know the essence of the role properties of being in
pain and having c- bres ring. We reject the latter because it is implausible that we
know the essence of their realisers. As mentioned above, without revelation, the
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argument seems hopeless, but with revelation the argument seems impossible to
reject. Once we accept role-revelation of pain and c- bres, the only other we have
to deny the arguments would lie in the conceivability claim. To the best of my abilities, I have not been able to nd any mistake in reasoning. If there is none, then
role property dualism is here to stay.
The cases of pain and c- bres ring are, perhaps, the case in which the confusion between role-revelation and realiser-revelation is more evident. But with the
distinction between the role properties and realisers and their respective epistemic
mirrors in role-revelation and realiser-revelation, we can see why knowing the essence of pain is not as metaphysically demanding as it might sound. On this view,
having revelation of a given property is much more mundane and familiar than
what it seems. Revelation of pain is not defended on the grounds that we have a
privileged introspective and magical access to the property of being in pain. The
reason is that we have necessary and suf cient conditions for something to have
that property and all those conditions are contained in the way pain feels. This
property is had by and only by pains across all the possible worlds. But pain is not
special: exactly the same is true of the properties of being goldy, being watery or
being heaty. We have necessary and suf cient conditions for something to be
goldy, and for something to be watery and for something to be heaty: the conditions that are the ones speci ed by the description encompassed in their respective predicates. Once that is settled, there is no more to know about them than that
—and it d s not seem to be out of reach. In contrast, realiser-revelation is almost
de nitely false in most cases I can think of. Perhaps revelation is true of identity,
perhaps it is true of the part/whole relation—but just perhaps.
If revelation has been confused in some cases with realiser-revelation, then we
are able to explain a large portion of the debate in a straightforward way: the intuitions of the lack of knowledge of the essence go to the realiser properties and the
intuitions of the knowledge of the essence go to the role properties. On the one
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hand, the dualist believes that revelation is plausible—as it seems to me—however,
by defending revelation of consciousness they took themselves to be defending
realiser-revelation of consciousness and, therefore, found no other way but to accept that consciousness is fundamental. On the other hand, the physicalist by interpreting the dualist claims about revelation in terms of realiser-revelation, argued—quite reasonably—against the revelation thesis. However, by arguing against
realiser-revelation, they thought they had an argument against any sort of revelation which, on their view, withdrew all strength from conceivability arguments in
general. On my view, the disagreement can be explained like this: a party took itself to be denying role-revelation when what they were denying was realiser-revelation, whereas another other party took themselves to be defending realiser-revelation when all their arguments can do is argue in favour of role-revelation. Without
this distinction, it is at best unclear why some reasonable, smart, unbiased, hardnosed and honest humans adamantly believe that we have revelation of pain; and
why some reasonable, smart, unbiased, hard-nosed and honest humans adamantly
believe that revelation of pain is false. Without the distinction between role and realiser revelation, one of these views is not only completely wrong but delusional—
which is very hard to believe. The distinction between role-revelation and realiserrevelation makes evident in what sense both Lewis and Kripke are right.
With the conceivability argument handled, the next point in the agenda is the
rest of the problems that compose the mind-body problem: mental causation, multiple realisation and the correlation between the mental and the physical properties. In the following chapter, I will argue how the realiser-realiser identity theory
has enough resources to handle all of these problems as it stands.
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Chapter III
Although the conceivability argument is an essential part of the mind-body problem, it is by no means the only issue that a solution to the mind-body problem
needs to handle. In this Chapter, I will brie y present how the realiser-realiser identity theory faces three different problems that are considered essential parts of the
mind-body problem: (i) the problem of mental causation; (ii) the problem of the
multiple realisability of the mental; and (iii) the problem of explaining the correlations between the mental and the physical. The objective is to show how the realiser-realiser identity theory on its own has an answer to all the mentioned problems
without denying any premise of the arguments that ground them.
I will proceed as follows. First, I will argue that the realiser property monism allows us to make sense of the causal ef cacy of the mental properties in the same
way we make sense of the causal ef cacy of the properties of our body. Second, I
will argue that the very same distinction between role properties and realiser
properties that I made for the mental and the physical allows us to handle the arguments in favour of the multiple realisation of the mental. Third, I will argue that
the monism at the level of the realisers will provide us with an explanation why the
correlation between the mental and the physical obtains. At last, I will discuss what
d s our view entail and how d s it fare with respect to a question that I have explicitly avoided so far: what is the nature of the realiser?
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1. The problem of mental causation
Problems of mental causation have been paradigmatically seen as problems for
dualism. They are all based in the following idea: once that we have accepted that
the mental and the physical are so different, how can we explain that they are
causally related? This is what Princess Elisabeth of Bohemia asked Descartes in the
letter that initiated their correspondence:
So I ask you please to tell me how the soul of a human being (it being only a
thinking substance) can determine the bodily spirits, in order to bring about
voluntary actions. For it seems that all determination of movement happens
through the impulsion of the thing moved, by the manner in which it is
pushed by that which moves it, or else by the particular qualities and shape
of the surface of the latter. Physical contact is required for the rst two conditions, extension for the third. You entirely exclude the one [extension] from
the notion you have of the soul, and the other [physical contact] appears to
me incompatible with an immaterial thing. This is why I ask you for a more
precise de nition of the soul than the one you give in your Metaphysics,
that is to say, of its substance separate from its action, that is, from thought.
(Elisabeth to Descartes, The Hague, 6 May 1643)
For a Cartesian dualist the problem seems unsurmountable. As Princess Elisabeth
says, for there to be motion there must be physical contact, but for there to be contact there must be two entities that can enter into contact. Given that the soul is not
even extended, how is it that the soul can move the body if in principle it cannot
enter into contact with it? Descartes’ reaction is revealing of the deep problem that
Princess Elisabeth points out:
...in leaving me the traces of your thoughts on a paper, where, in rereading
them several times and accustoming myself to consider them, I would be
truly less dazzled, but I instead feel more wonder, in noticing that these
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thoughts not only seem ingenious at the outset, but also even more judicious and solid the more one examines them. (Descartes to Elisabeth,
Egmond du Hoef, 21 May 1643)
Descartes’ rst answer to this seems to involve the existence of animal spirits that
would move the pineal gland—the sit of the soul—as much as the soul needs to
move them. According to Descartes, the soul would impinge movements in the
body by motions in the pineal gland—which is as plausible as it sounds. Obviously,
the answer would not satisfy many. Later Spinoza would emphatically say:
Indeed, I am lost in wonder, that a philosopher, who had stoutly asserted,
that he would draw no conclusions which do not follow from self- evident
premisses, and would af rm nothing which he did not clearly and distinctly
perceive, and who had so often taken to task the scholastics for wishing to
explain obscurities through occult qualities, could maintain a hypothesis,
beside which occult qualities are commonplace. What does he understand,
I ask, by the union of the mind and the body? What clear and distinct conception has he got of thought in most intimate union with a certain particle
of extended matter? Truly I should like him to explain this union through its
proximate cause. What clear and distinct conception has he got of thought
in most intimate union with a certain particle of extended matter? But he
had so distinct a conception of mind being distinct from body, that he could
not assign any particular cause of the union between the two, or of the mind
itself, but was obliged to have recourse to the cause of the whole universe,
that is to God. (Spinoza, “Ethics”, Preface to the Fifth Part.)
As of today, no satisfactory answer to this issue has been found ever since Princess
Elisabeth brought it to Descartes’ attention. In short, the problem of mental causation consists in explaining the causal interaction of entities that have distinct na-
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tures. The more different one thinks the mind and the body are, the more problems
we will nd when we are trying to explain how is it that they are united.

1.1 Our problem of mental causation
Although these problems are not discussed in the same way today, the core of the
problem was raised by Princess Elisabeth in the passage above. According to any
classic property dualist it remains true that the mental and the physical have different essences, that both of them are fundamental and that we need to explain how
they causally interact. The problem is that the physical has its own causal chain of
explanations and in order to explain the movements of the body we only need to
appeal to the body itself. However, if the motion of the body can be fully explained
by bodily features, then what is left for the mind to do?
To get at the heart of the issue, we need to settle certain ideas that are related
to the problems that are relevant here. First, at the core of the argument lies the
idea that in order to explain a certain physical effect there is always a complete
physical story one can tell about it. This idea is usually known as the completeness
of the physical. Following Stoljar (2001), a way to understand this is principle is as
follows:
completeness: For all physical events e and e*, if there is a property F such
that F is causally ef cacious in e's causing e*, then F is a physical property.
The idea is that if there is an event like somebody fetching some water and there is
another event that causes that person to fetch some water then, given that fetching
some water is a physical event—the person moved their body—the properties that
are causally ef cacious in the movement of that person’s body must be physical as
well. But then, one wonders what is the causal work that is left for that person’s being thirsty? It seems that the phenomenal property of being thirsty has no causal
role left to play in explaining the event of somebody fetching some water. At this
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point one might just insist—with the Cartesians—that in addition to the physical
causes that are held to be physical according to completeness there are some other mental causes, like being thirsty, that are also causally ef cacious in the production of the event of fetching some water. Of course, these mental causes should be
causally ef cacious in the same way that physical properties are. As such, mental
properties are also seen as suf cient causes of the event in question. But here is
where things get systematically weird. On the one hand, we have a complete physical explanation for the event of fetching some water, on the other we have a suf cient mental explanation for the same event. Therefore, the mental and the physical are somehow both suf cient causes for the same effect—which yields the events
of everyday life to be systematically overdetermined in a way that we do not nd
anywhere else in nature. A familiar way to capture the principle that forbids this is
as follows:
No-overdetermination: there are no distinct suf cient causes for the same
effect.
This principle, although not an a priori truth, is a principle that enjoys wide support.
For some philosophers, like J gwon Kim, to deny it is one of the “non-starters” of
the mind-body debate. To be sure, any view that d s not resort to this kind of
overdetermination is to be seen superior to the one that d s.
With these clari cations, we can see what is the problem of exclusion for the
dualist. Say, for reductio that the reason why you lled your bottle of water last
time, is that you were thirsty. Of course, there is a physical state that will account for
the motion of your body. Given that you had to move your body, by completeness,
the cause of that event of moving your body is physical. But given that you fetched
water because you were thirsty, the cause of fetching the water is phenomenal. But
for any dualist, these two properties will be of different natures and will have different and disjoint suf cient causal explanations. This entails that if you fetch water
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because you were thirsty, it must be because being thirsty overdetermines the
event of you fetching some water. However, once no overdetermination is accepted, we end up with the causal exclusion of the mental. According to the dualist, the
fact that you were thirsty is causally irrelevant.
As usual, any premise can—and has—been denied, but all denials come at considerable costs. The classic physicalistic move is to reject the dualist picture and
hold that the mind is physical in the relevant sense of ‘is’. For them, the physical
causes that explain the events of fetching water include—on some views, are identical with—the property of being thirsty. For the physicalist, there is, at least in principle, no problem of mental causation—just the problem of making sense of the mental being physical properties, which leads us back to the conceivability argument.1
Of course, dualists cannot take this route. This is where dualists are cornered by
their own view. One reaction to the argument is simply to accept it and endorse
epiphenomenalism. Of course, one can argue against completeness and no
overdetermination in some other way, but these attitudes are usually received with
an incredulous stare. At any rate, if there is another way of addressing these problems without denying any of these two principles, then it should be preferred over
the other—and there is.

1.2. Roles, realisers and mental causation
Before I present our solution to the problem, the rst thing we need to do is to get
the problem right. Consider that the distinction between fundamentality dependent and fundamentality independent properties is logically independent from any
sort of topic that has to do with debates about causation. From the perspective of
the realiser-realiser identity theory, before discussing any problem of mental causation, we need to take into account the notion of realisation and its corresponding
As mentioned in Chapter I, Jaegwon Kim (1998, 2005) has argued that the problem will also
arise for any “non-reductive” physicalist view that holds that the mental and the physical
properties are not numerically identical.
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distinction between role properties and realiser properties. Once the distinction is
taken into account, we will have to make a decision on which properties are the
properties that are causally ef cacious: the role properties, the realisers, or both.
So, before considering issues about mental causation, we have the property of
having c- bres ring which is the role property that our sciences of consciousness
specify, and the realiser of having c- bres ring, which is the one constituted by the
actual fundamental properties of the universe, whatever those are. The question is:
which of these properties is causally ef cacious? Though the question is complicated, eliminating the options that are evidently wrong always clears the path. Here
is one: to accept causal ef cacy of the role properties and deny it to the realisers.
On this view, the properties that are constituted out of the fundamental properties
of the universe and that in fact happen to play the role speci ed by the higher order properties are causally inert. But this seems like a non-starter: if there is any
property that has the right to be called causally ef cacious is the one that is constituted by the actual fundamental properties of the universe. It follows that for any
causally ef cacious property, we have only two options: either the role properties
are never causally ef cacious and only the realisers are or both the role properties
and the realiser properties are causally ef cacious. I will argue how the realiser-realiser identity theory can make sense of the causal ef cacy of the mental in both of
these cases.

1.2.1. Causal inef cacy of the roles
If role properties are never causally ef cacious, we will accept that the property of
having c- bres ring is epiphenomenal and plays no causal role. But the reason
why it is epiphenomenal is because having c- bres ring is a role property, and that
is a very general reason. Of course, on our view, it also follows that the property of
being in pain is epiphenomenal and plays no causal role at all. But this is also true
of properties like being a gene, or being H2O. Now, accepting this rampant
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thing, the only thing we can infer from this, is that any statement with which we attribute causal ef cacy to a property must be rephrased in terms of the realiser of
the property. In other words, accepting that the role properties are not causally efcacious d s not mean that the properties of being in pain and having c- bres ring are not causally ef cacious in any sense.
Here is where the realiser-realiser identity theory excels among other variants.
If we accept that the sense in which c- bres ring is causally ef cacious is the sense
in which its realiser is, then—given that the realiser of being in pain is the very same
property as the realiser of having c- bres ring—being in pain will be causally ef cacious for the same reason. On this view, if anything is doing the doing is their
common realiser. It follows that if role properties are not causally ef cacious then
being in pain and having c- bres ring will be causally ef cacious or inef cacious in
the same sense, for the same reasons and for exactly the same property.

1.2.2. Causal ef cacy of the roles
But what happens if we feel more optimistic and would like to recover the causal
ef cacy of the role properties? After all, we usually attribute some causal properties
to properties like being H2O, or being a gene, and this is regardless of the realisers
they have. Fortunately, many philosophers consider that the fact that this problem
is so general in nature is a good sign. One can say, with Jackson, that explanations
of the “special sciences” are in an important sense independent of the explanations in terms of their (physical) realisers. In this way, issues about low-level implementation of higher order properties should not preclude us to have our own distinctive kind of higher level laws.2

2

This idea, or versions of it, has considerable support in the literature. Variations appear in
Dennett (1973), Baker (1993), Van Gulick (1993), Garrett (1998), Hardcastle (1998), Marcus
(2001), Menzies (2003); Raymont (2003), Ross and Spurrett (2004), Woodward (2008) and
Zhong (2014).
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epiphenomenalism d s not mean that no property is causally ef cacious. If any-

Given this attitude, philosophers have tried to handle the worries of the causal
ef cacy of “higher order” properties in many ways. These views have some particular trait in common. They all hold that when the relation between the two properties that are putatively in causal competition is intimate enough, we can con dently
say that these properties do not causally compete. A common way to express this
idea is by the view that holds that the causal powers of the role properties are had
in virtue of the causal powers of the realisers.
One can say, with Jackson and Pettit (1988, 1990) that there is a distinction between the causal ef cacy of the (physical) realisers and the “causal relevance” of
the mental. According to them, this causal relevance of the mental is inherited from
its (physical) realiser. This has to do with the intimacy that the relation of realisation
allows us to have between role properties and realisers. Other views that seem
open for the realiser-realiser identity theory can be found in Stephen Yablo (1992)
in terms of the determinant/determinate distinction where he argued that properties like scarlet and red do not causally compete. Much of what Yablo says is perfectly compatible with what the realiser-realiser identity holds because on our view,
the relation between the realisers and the role properties involves an a priori necessitation, just like it happens in cases of scarlet and red.3 Another option that is
quite close to the heart of the realiser-realiser identity theory is found in Pereboom
(2002). On his view, the reason why the ”higher level” properties and the “lower
level” properties do not causally compete is because both of them are constituted
by exactly the same thing. Other options that appeal to metaphysical necessitation
are defended by Karen Bennet, (2003, 2008) or other views that appeal to grounding are found in Kr del and Schultz, (2016). Also close to our view, it has been defended that the causal properties of the role properties are included in those
causal properties of its realiser. On this view, the mental and the physical will be

3

An important difference, however, is that according to the determinant determinate relation,
each determinate is a different way for the determinant to be. On our view, the role properties
are never even slightly different when they have different realisers.
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causally relevant because of its greater “speci city”. This view has been defended
in Wilson (1999, 2011) and Sh maker (2001, 2008).
In short, one can have an inheritance solution, one can have a special powers
solution, one can have an autonomy solution or one can have a subset powers solution. Of course, from the perspective of the realiser-realiser identity theory, these
options are open as developments of theories of causation. The reason being that,
on our view, there is such a connection: the mental and the physical are both realised by the very same property F. If F is seen to be the responsible of the causal
ef cacy of the properties it realises then, the mental and the physical—in virtue of
being so realised—will be causally ef cacious as well. It follows that the mental will
be causally ef cacious, if the physical is. On my view, which of these views turns out
to be correct is a matter of dispute and issues that have to do with the metaphysics
of causation. But it is suf cient to know that there are many routes open for the realiser-realiser identity theory.

1.3. The realiser-realiser identity theory and our problem of mental
causation
I have argued that the realiser-realiser identity theory has enough resources to explain the issues of mental causation in both, the case in which the role properties
are not causally ef cacious and the case in which they are. Now, there is the issue
of whether or not our view accepts or denies no-overdetermination and completeness. With respect to the rst, it is easy to see how the realiser-realiser identity theory accepts no-overdetermination in both available options. Simply put, if role
properties are not causally ef cacious, it is because we accept a rather strong version of overdetermination. On the other hand, if role properties are seen to be
causally ef cacious it is because one of the mentioned strategies to address the
problem of overdetermination succeeds, which means that we will accept nooverdetermination in this case as well.
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The case of completeness is slightly more complicated. On our view, before we
start discussing issues about completeness we must pay attention to the way in
which the distinction between role and realiser properties plays with completeness. In other words, before discussing whether completeness of the physical is
true or not, we need to see what it means. Given our discussion above, there are
two possible cases: either we accept that the physical properties are not causally
ef cacious and only their realisers are or their causal ef cacy is had in virtue of the
realisers. This leaves us with the following picture: if physical properties are not
causally ef cacious, then its realiser is; if the physical properties are causally ef cacious, then it is because of its realiser. Therefore, the sense in which physical properties are causally ef cacious is the sense in which their realiser is. After all, if there
is a principle that says that the world is physically causally complete, then that
“completeness” can only be had at the level of the realisers. Consider that if the realisers had more causal powers than the physical properties themselves, then causation in our world would certainly not be physically complete. It follows that the
sense in which completeness is true, is the sense that takes into account that it is
the realiser of the physical properties that is causally ef cacious. This invites us to
revise completeness in the following way:
completeness revised: For all physical events e and e*, if there is a property
F such that F is causally ef cacious in e's causing e*, then F is a realiser of a
physical property.
The difference between completeness and completeness revised is just that the
latter but not the former takes into account the possibility of physical properties
being multiply realisable. This is one of the important consequences of our arguments that led to the distinction between fundamentality dependent and fundamentality independent properties. The main point is that once that distinction is
taken into account, completeness cannot look exactly the same. Now, one might
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also add the view that the realiser that completeness revised talks about is a physical property, but this will jeopardise the neutrality of completeness. If we hold that
the realiser of the physical properties is also physical, then it is hard to see what is
the difference between completeness and physicalism. For instance, that version of
completeness would entail on its own that idealism or panpsychism are false and
therefore, it would not be a premise that can be used against any of these views.
Therefore, it seems to me that, for the sake of neutrality, the correct way to understand completeness is completeness revised. But now it is evident that we accept
completeness revised. On our view, the mental is causally ef cacious in virtue of its
realiser—just as the physical is—which is the property that completeness revised
talks about.
In sum, the causal ef cacy of the property of having c- bres ring stands and
falls together with the causal ef cacy of the property of being pain. If both of them
fall, then the sense in which the mental and the physical are causally ef cacious is
the sense in which the realiser is. If both of them stand, then the sense in which the
mental and the physical are causally ef cacious is the sense in which the realiser
allows them to be. The causal ef cacy of the physical and the mental properties is
to seen as some sort of product of the causal going-ons of their realiser, which will
determine the causal chains of both the mental and the physical properties. From
our perspective, the dualist has accepted—correctly—that the mental and the physical properties do not necessitate each other. However, by accepting—incorrectly—
that both of them are fundamental, the dualist found no other way to express the
nexus between the mental and the physical but in terms of causation. In sharp contrast, on our view, the relation between the mental and the physical is not causal—
just as the classic identity theory—but this is not because they are not related in any
interesting way. On our view, the relation between the mental and the physical is
far more intimate than any causal relation—at least in the actual world. The relation
is this: the mental and the physical have the property of being realised by the same
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property in the actual world. As such, the problem of interaction between the mental and the physical vanishes. The only interaction happens between the properties
that realise certain physical property Φ and certain mental property Ψ at one moment, and the properties that realise certain physical property Φ’ and another mental property Ψ’ at another moment. It is in this sense that Φ and Ψ never interact.
However, both are causally ef cacious because its common realiser is. Further, the
modal necessitation from the realiser to the realised properties allows us to hold
that the event in question would not have happened without it being the case that
both Ψ and Φ are instantiated. The reason is that whatever would have happened
in the actual world is whatever is allowed by the actual realiser of Φ and Ψ—and
that property necessitates both Φ and Ψ.4

2. The multiple realisation argument
As mentioned in Chapter I, one of the stock objections to identity theories lies in
the idea that mental properties are multiply realisable. But as advertised, as it is
with other important views on the mind-body problem, the realiser-realiser identity
theory has much in common with a functionalist picture of the mental. The reason
why these views are similar is because both of these views are friendly to the functionalists analysis of theoretical terms. On both of these views, there is the general
idea that there is a certain property that states the role to be played and a certain
property that will play the speci ed role. However, the sharp distinction between
classic functionalism and our functionalism lies in the fact that the functionalist
You may have a worry about causation on the fundamental level. The worry goes as follows:
maybe causation is rescued at the higher level however, the problem will prevail on the
fundamental level of reality. This is because very smallish physical goings on will be produced
or brought about by their realisers. However, the standard physical properties are not part of
the fundamental level, leaving some physical effects to enjoy a non-physical cause, and
therefore violating physical causal closure. However, the fact that there are some small physical
events—or large ones—has two different explanations according to my view. On the one hand,
it may come to be—or it may be made real, as I would put it—by its realiser. And the relation
between realisers and roles is not causal. So the fact that some small physical events come to
be by the fact that the realiser is present is not causal and therefore presents no problem with
the idea of the causal completeness of the physical.

fi

136

fi

4

analyses mental terms in causal terms. But, as mentioned, one can be a functionalist of theoretical terms without being a causal functionalist of mental terms. On our
view, mental terms are treated as specifying the phenomenal role that some realiser or other plays in the actual world. It is this move that allows the realiser-realiser
identity theory to harvest all the virtues of the functionalist view without ever becoming a causal functionalist about the mind. One of these virtues is the plasticity it
has when handling problems of multiple realisation.
First, it is worth distinguishing four different kinds of cases on which multiple
realisation can be had. The rst one is where the very same individual has the very
same mental state across time while it has different physical states correlated with
such mental state. The second one is where two different individuals of the same
species instantiate the very same phenomenal properties than the other, yet these
are correlated with different physical properties on each. The third one is where
two individuals from different species instantiate the same phenomenal properties
that we instantiate but they instantiate different physical properties. The fourth one
is where two individuals from different constitutions can have the same mental
properties we have. The comparison in the last case is between a living being and
a computer.
With that said, in order to see how the realiser-realiser identity theory handles
the problem of multiple realisation of the mental it is fruitful to distinguish two ways
in which we can talk about multiple realisation. First, one can say that F is multiply
realisable because F can be realised by different properties in different possible
worlds, like the property of being a Turing Machine. Second, one can say that F is
multiply realised because in the actual world F is realised by many different properties, like the property of being the odourless liquid, water and gin. The rst kind of
multiple realisation is modal, the second kind is not. The idea that the mental
properties are multiply realisable is not only something that the realiser-realiser
identity theory is compatible with, but a view that is endorsed a priori. In the previ-
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ous chapter, I argued that the mental and the physical are multiply realisable properties in our sense of realisation. In this respect, the realiser-realiser identity theory
takes sides with the functionalist picture and holds that the mental properties are
multiply realisable.
With respect to the second kind of realisation, however, things are quite different. Unlike modal multiple realisation, the idea that mental properties are multiply
realised is a claim that is not endorsed a priori. For all the realiser-realiser identity
theory is committed to, the mental and physical properties might be multiply realised, they might not. In this respect, one can see a sharp distinction between the
realiser-realiser identity theory and the functionalist take on the mind-body problem.
Consider that if one were to be a functionalist of mental properties and one
were to analyse them in purely causal terms—like any causal functionalist view—the
idea that the mental so understood is multiple realised is almost evidently true. On
this view, we only need to nd how a different physical property plays a certain
causal role in producing a certain sort of behaviour. With a coarse grained enough
understanding of the causal role of ‘pain’, octopi most de nitely have pain—and we
have empirical reasons to believe that they do. However, the evident status of the
hypothesis is greatly damaged once we abandon a causal understanding of ‘pain’
and think about pain as the phenomenal property that it is. Once ‘pain’ stands for a
phenomenal property, the idea that the mental is multiply realised seems quite
mysterious, at least to me. Whether or not octopi have exactly the same phenomenal properties that we in fact instantiate, is a matter of dispute—and one that we are
not sure how to settle. It might as well be true that extraterrestrials, octopuses or
some computers instantiate the same phenomenal properties that we in fact instantiate, it might not. But, if anything deserves to be in the category of the unknown, these ones do. To solve the question of whether octopi instantiate the same
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phenomenal properties that we in fact instantiate is just part of the familiar problem of other phenomenal minds.
Let me be explicit. What is true according to our view is that we can conceive of
organisms that are physically like octopuses that have exactly the same feeling of
pain that we have. However, the explanation of these conceivability arguments is
exactly the same explanation as before: those worlds have a different realiser than
this one. But from the fact that some funny things happen in worlds with different
realisers, d s not mean that those funny things happen with the realiser that we in
fact instantiate. I believe that this observations withdraw the multiple realisation arguments from its strength, at least if the conclusion that we are after is that the
mental is multiply realised in our world. This allows us to hold that the problem of
multiple realisation of the mental at the actual world cannot be settled with conceivability arguments—at least not the ones we know.
I should emphasise that what is at stake here is not that octopuses do not have
any phenomenal states—they might as well have their own and they might even be
similar to ours. The point about multiple realisation is that they feel exactly the way
we do when we feel pain. But more importantly, multiple realisation of pain
amounts to the multiple realisation of a phenomenal property, not of a causal role.
As argued above, it is most de nitely true that there is something in octopi that satis es the causal role of pain. We can be sure that if they do not like some causal input they will be disposed to evade it as well as to avoid it in the future. This, on its
own, should provide enough reasons to attribute the causal role of pain—which is a
different property from the feeling of pain.
Now, to the best of my knowledge, I do not see the point of attributing the very
same kind of phenomenal pain that we have to other species—or why that would
be obvious. Other creatures might have phenomenology of their own. Further, for
practical purposes, the obvious thing to do is to treat that the character of phenomenal properties of other creatures as irrelevant. If an octopus satis es the
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causal role of pain, it seems quite clear that we have very good reasons to attribute
that the octopus some sort of phenomenology or other that it plainly d s not like.
With that said, the fact that multiple realisability is more mysterious in the phenomenal case d s not mean that it is not true. As such, multiple realisation is a possibility that any theory should have resources to handle.
On our view, the realiser-realiser identity theory can do just that. If it were the
case that phenomenal states are indeed multiple realised in the actual world, then
we will have to make a distinction between different realisers of phenomenal states
in the actual world—and we already have the resources to do so. Given that we can
make sense of the fact that mental and physical properties are multiply realisable,
we will be able to make sense of the fact that they are multiply realised. After all,
the restriction of having different realisers for different creatures is logically just like
the distinction of having different realisers in different possible worlds. The difference will lie in the kind of restriction. Instead of holding that the correlation between the mental and the physical properties is between M and P at the actual
world, say that it is between M and P at the actual world for such and such kind of
individual. Where ‘such and such’ can be substituted accordingly: same person
across time; different members of the same species; members of different species;
or different kinds of beings. With these restrictions at place, the realiser-realiser
identity theory can attribute the same kind of phenomenology that we in fact instantiate, different physical properties and, therefore, different realiser for each. On
this view, the difference between humans and creatures from Neptune d s not lie
within the phenomenal properties themselves, but within their realisers. In this way,
we can talk about the human realiser of pain and the Neptunian realiser of pain—
not about human pain or Neptunian pain. After all, the phenomenal property itself
is identical in all cases and to have two names for it seems confusing. In sum, the
realiser-realiser identity theory d s not have any problem with any sort of multiple
realisation and has enough resources to accomodate both cases. This in turn
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makes the realiser-realiser identity theory compatible with both the idea that mental properties are multiply realisable and multiply realised.

3. The correlation between the mental and the physical
The correlation between the mental properties and the physical properties is
something that is taken as some sort of empirical datum that any theory of consciousness should aim to explain. As far as the evidence that our empirical sciences
have given us, it is plausible—perhaps increasingly so—to believe that there is a correlation between the mental properties and the physical properties. A general way
of understanding the correlation between the mental and the physical is as follows:
At the actual world, for any mental state M there is a physical state P such
that if P is instantiated, M is instantiated as well.
As discussed in the previous section, to acknowledge cases of multiple realisation,
the correlation should be restricted to the kind of creature in question. With that
said, a challenge for any view that attempts to present a solution to the mind-body
problem consists in accomodating this empirical data in the best possible way. The
classic property dualist, restrained by the belief that the mental and the physical
are both fundamental and that they do not necessitate each other, has few resources to handle the problem of the correlation between the mental and the
physical. The reason is not much because the dualist admits already that the relation is contingent but because they believe that the physical and the mental are
both fundamental. Taken at face value, it is hard to see how to make sense of nonfundamental correlation laws when both of the relata are fundamental. The dualist
is therefore forced to accept the existence of some contingent laws of nature that
relate these fundamental properties. The problem is that they must accept that the
fact that there is such correlation is brute and inexplicable.
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The classic physicalist, on the other hand, will explain the correlation with very
different resources. The physicalist explains the correlation between physical and
mental properties with the idea that mental properties are physical properties—in
some robust sense of ‘are’. Unlike the dualist, the physicalist explanation of the correlation between the mental and the physical is that there is a necessary connection between the mental and the physical. After all, any physicalist holds that once
we xed the physical truths, we have thereby xed the mental truths as well—by necessity. As such, the reason why this mental state is correlated with this physical
state is because the mental state is the physical state in question. Physicalism can
be true only if there is no possible world that is a physical duplicate of ours in
which the correlation between the mental and the physical is different. According
to the physicalist, the laws that relate the physical and the mental are seen to be as
non-fundamental laws and are explicable by the more fundamental physical laws.
The physicalist, unlike the dualist has (i) an explanation of the correlation between
the mental and the physical and (ii) a view that entails that these correlations are
necessary.
The realiser-realiser identity theory allows to take the best of both worlds. Like
the dualist, we will accept that there are contingent laws that correlate the mental
and the physical. From our perspective, the laws will be contingent because there
are possible worlds in which the mental and the physical are either correlated by
different laws or worlds in which they are not correlated at all—and all these worlds
have different realisers. However, unlike the dualist, the realiser-realiser identity
theory d s not accept that these laws are true as a matter of brute fact. The reason
why it is not a brute fact is because those truths will be explained by the truths that
pertain to the realiser. It is the truths about the realisers that will necessitate the
truths of the correlation. On this view, the truths of the correlation themselves are
contingent. But if the realiser-realiser identity theory is true in some world, then it
will follow, by necessity, that mental and physical properties are correlated in that
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world and in that way. The reason is that the realiser of the mental and the physical
necessitates the mental and the physical properties as they are, here and now.
Consider a world in which the mental states happen slightly before any sort of
physical event. We can imagine them developing their neuroscience with which
they will nd a correlation between each mental state M and the physical state P. In
worlds like that, there will be a speci c sort of correlation laws between the M’s and
the P’s in which the M’s precede the P’s. However, if there is some mental state that
can be instantiated before any sort of physical state, then property dualism should
be true in this world. After all, the mental is instantiated without any relevant physical property being instantiated. The point emerges: in these worlds, the mental
and the physical cannot have the same realiser. If they did, it would necessitate
them both—at the same time, in the same way. In these worlds, the realiser-realiser
identity theory is false—just like any version of classic physicalism is false as well.
In general, any difference in the distribution of physical or mental properties
entails a difference in the realisers that they have because if they were to have the
same realisers than in the actual world, then everything would be just like it is in the
actual world. In this sense, the correlation between the mental and the physical
properties that we observe given our sciences of consciousness is not only compatible with the realiser-realiser identity theory, but entailed by it. This allows us to
also enjoy the trait of having empirical predictions that, depending on how the
world turns out to be, can discon rm the theory or yield some epistemic support to
it. In short, the dualist part of the realiser-realiser identity theory accepts the contingency of these laws, but the monist part of the realiser-realiser identity theory
accepts that these laws are not brute and must be explained by some other means.
This re ects the character of the realiser-realiser identity theory as an empirical hypothesis—if true, it can only be contingently so.
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4. The mind-body problem and the fundamental nature of the universe
I have argued that the realiser-realiser identity theory has enough resources to
handle the questions that pertain to the mind-body problem. I have argued that
the realiser-realiser identity theory is not only equipped to face the mentioned issues, but that it d s so without denying any of the premises that have been
deemed problematic by one theory or another.
With the dualist, we accept the conceivability of zombies and ghosts, the principle that connects conceivability and metaphysical possibility with both its epistemological and metaphysical consequences. In particular, the distinction between
role-revelation and realiser-revelation allows us to make sense of two very different
stances on the debate. I argued that skepticism of revelation is plausible when we
are dealing with realiser-revelation, but implausible in the case of role-revelation.
This led to a defence and an attack to conceivability arguments with a general
strategy. Second, I have argued that the realiser-realiser identity theory has no
problem of mental causation whether or not role properties turn our to be causally
ef cacious, that is, whether or not the realisers inherit their causal powers to the
roles. I have argued that this solution accepts both completeness and no-overdetermination. Third, I have argued that, just like with the conceivability arguments,
we can acknowledge the conceivability arguments in favour of multiple realisation,
without thereby accepting that the mental properties are multiply realised. I also
argued that in case they are multiply realised, the realiser-realiser identity theory
has enough resources to handle this possibility. Fourth, I have argued that the realiser-realiser identity theory can explain our empirical hypothesis about the correlation of the mental and the physical by holding that these correlations are both
contingent and not fundamental. But, of course, everything depends on our distinction between two kinds of properties defended in Chapter I. However, I argued
that the distinction between fundamentality dependent and fundamentality inde-
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pendent properties is a distinction that we all need to make. And if we all need to
make a distinction that allows us to handle all of the problems mentioned above
without denying any premise of the arguments that ground them, then the realiserrealiser identity theory of mind comes free of charge.
However, I have left one issue completely open: I have said nothing about what
the realiser of the physical and the mental is. All I have said so far is that there is a
property that must do certain things in order for this theory to work and that the
property in question has such and such characteristics. I have avoided the topic so
far in order to show one of the most important virtues that our view has: in order to
show how the realiser-realiser identity theory faces the issues mentioned above, I
did not need to tell you anything about the nature of the realiser property. Given
that on our view the realisers are the properties that are constituted by the actual
fundamental properties of the world—whatever those are—the realiser-realiser identity theory takes no particular stance with respect to the fundamental nature of the
universe.
To see the point clearly, it is worth distinguishing two questions that are often
run together, but that are different questions altogether. On the one hand, we have
the mind-body problem and the questions that pertain to it: what is the relation between the mental and the physical? How can we explain the putative new knowledge that Mary gains? How can we make sense of the causal ef cacy of the mental? How can we deal with the possibility of the mental being multiply realised in
the actual world? How can we make sense of the correlation of the mental and the
physical?, etc. On the other hand, there is this other question: what is the fundamental nature of the universe? To answer this question, we discuss whether the universe is of some kind or not and whether everything can be given one sort of explanation. The question about the fundamental nature of the universe is so intertwined in the our discussion of the mind-body problem that it almost makes it
seem as if the mind-body problem is about whether physicalism, idealism, dualism,
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different. First, one is about the relation between properties like having c- bres ring and being in pain. The other question is about everything. Second, the question about the relation between the properties of having c- bres ring and being in
pain enjoys a clarity that is not nearly shared by our debate about the fundamental
nature of the universe—to wit, observe the clarity of words like ‘physicalism’, or ‘idealism’. Third, and this is the important point, one can have an answer to all of those
questions that surround the relation between the properties of having c- bres ring and being in pain, without taking a stance on what is the fundamental nature of
our universe. If such independence is possible, our view enjoys a metaphysical independence that other views cannot have. So, how independent can it be?

4.1. The metaphysical independence of the realiser-realiser identity theory
The sense in which the realiser-realiser identity theory takes a stance towards the
fundamental nature of the universe is quite clear: there is something about the
fundamental nature of the universe that we have not discovered yet and that is not
captured by any relevant respect of similarity with the properties of having c- bres
ring and being in pain. Now, I myself do not feel so concerned of believing that I
do not know what is the fundamental nature of the universe—perhaps you do. But
in my opinion, the more the question for the fundamental nature of the universe
remains open, the better. Of course, not everything will remain open according to
our view. There are only three different metaphysical pictures of the realiser that
are inconsistent with the realiser-realiser identity theory. The rst one is what I call
classic dualism, the second one is what I call classic physicalism and the third what I
call pure phenomenalism.
Although there is a sense in which the realiser-realiser identity theory is a typeproperty dualism, unlike classic dualism it d s not entail that the nature of our uni-
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panpsychism, neutral monism and so on are true or not. But these questions are

verse is dual in nature. Our dualism d s not come about because the mind and
the body have distinct “natures” or—better, different realisers—in the actual world. If
our view is true, then no dual nature should arise from our analysis of the realiser of
the mental and the physical. However, this view is compatible with the universe being dual in nature in other respects—like abstracta.
One can think of classic physicalism as the paradigm case of physicalism defended by Place, Smart, Armstrong, Lewis and Jackson. In general, they all agree
with the idea that there is a kind of property that we know very well. According to
these views, the analysis of the mental will be given in purely physical terms, where
‘physical term’ stands for terms like ‘H2O’, ‘gene’, and ‘c- bres ring’. These are paradigm cases of physical terms, and therefore, they stand for the paradigm cases of
physical properties—the properties mentioned on text books. The view holds that
this kind of properties would account for the nature of our universe in its entirety.
Even if we do not know all the properties yet to be discovered, we know enough
about them because that task will be accomplished by physics in a recognisable
way.5
One can think about the pure phenomenalist view—which is a view that may or
may have not been held—as holding that the nature of reality is made of the kind of
experiences that we have and anything that is relevantly similar with respect to
them. Just like being H2O is a paradigm case of a physical property, being in pain is
a paradigm case of a mental property. On this view, the experiences that we are
acquainted with in our everyday life are seen to be the only fundamental source of
everything.
My general stance towards these views is that we know these properties so well
that there is no way in which each of those properties will be suf cient to explain
the fundamental nature of the universe. In other words, if you believe that today we
have all the pieces of the puzzle of the fundamental nature of the universe and that

I will present this view in more detail in the following Chapter, Section 5.1.1.
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we just cannot see how it all hangs out together, then you will nd no solace in the
realiser-realiser identity theory, for this view is incompatible with the mentioned
views.
A way to think about the remaining options is by creating a spectrum of similarity where the extremes are occupied by classic physicalism and pure phenomenalism. Anything that d s not touch any of these extremes is fair play.
On the closest development to classic physicalism of the realiser-realiser identity theory, we will hold that the realiser of both the mental and the physical has the
physical properties that we all know and love as its proper part. This will ensure that
it will realise the physical properties by de nition. However, unlike classic physicalism, this view postulates the existence of a property that we are not yet aware of
nor that is not mental in any relevant sense of the word ‘mental’. This view is as
physicalistic as the realiser-realiser identity theory can get. Just to have a name for
this view, call it humble physicalism.6 On the opposite side of the spectrum, lies the
view that holds that the mental is a proper part of the realiser of the physical and
the mental, and in that sense it entails the mental. However, unlike pure phenomenalism, this property cannot itself be pure phenomenality. Just like the physicalistic
version of the realiser-realiser identity theory, must hold that there is a property
that is not purely phenomenal nor physical and that has certain properties that our
normal experiences do not have. This is as phenomenalistic as the realiser-realiser
identity theory can get. Call this view humble phenomenalism.7 At the centre of this
spectrum of similarity lies the view that holds that the realiser of the mental and the
6

Regardless of what ‘physicalism’ really means if there is something clear about it is that it is
unclear enough to guide our inquiry. For instance, there are many views in the literature that
self-describe as physicalism that are compatible with what I say here. Any view that holds that,
for all we know, there is more to the nature of reality and what is left to discover is not mental is
a version of humble physicalism.

7

Maybe, versions of this view have been held. On this view, we take consciousness as
fundamental and we add something to the mix of fundamental properties. Perhaps these
properties can be a thinker that represents the world and that with consciousness and a
perceiver that represents the world somehow one can explain the totality of reality. This is
perhaps not so far away from Berkleyan Idealism.
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physical in the actual world has both the mental and physical as proper parts. This
is a version that holds that the realiser is a sort of psycho/physical property. This
view will entail version of panpsychism that is as close as it can get to physicalism,
call it physicalistic panpsychism. At last, outside these spectrum of similarity lies the
version in which the realiser d s not have neither the mental nor the physical as
proper parts and there is a different kind of property that will necessitate both the
mental and the physical. This view properly deserves the name of neutral monism.8
Of course, all of these views are very different and whether one of them is true
or not seems to be a very dif cult matter that I am not capable to assess. What I can
offer is the next best thing: the realiser-realiser identity theory answers the mindbody problem in exactly the same way, with the same resources regardless of
which of the mentioned views we accept. If the arguments that I present in this thesis are correct, then we need not assess such dif cult and intricate matter to have a
solution to the mind-body problem.
In these three chapters, I have presented the realiser-realiser identity theory
compared it to the standard positions on the mind-body problem and defended
how it can deal with all the discussed problems. In the following chapter, I will
compare my view with a similar take towards the mind-body problem whose entire
focus is on the notion of the physical.

Depending on how one reads them, Spinoza, William James or Bertrand Russell have views
that are similar enough to this neutral monist picture of reality.
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Chapter IV
A super cial understanding of the mind-body problem leaves us with a titanic
struggle between two very antagonistic views on reality: physicalism vs dualism.
The physicalist believes that everything is physical and there is no more to the
world than physical properties. It presents itself as a view that offers a positive account of the world that holds that it is in some way—the physical way.
The dualist, as we all know, denies the physicalist claim by holding that there is
still some sort of irreducible mental property. The reason: we know enough about
the physical to understand that the mind cannot be explained in physical terms.
However, it is not suf ciently recognised that physicalism and dualism are almost
the same view (cf. Stoljar, 2014). The way the dualist denies the physicalist picture
is by accepting the physicalist picture of everything that is not consciousness—and
that is conceding a lot. The only difference between the physicalist and the dualist
is that the former believes that consciousness is the only exception in the universe
that resists an explanation in physical terms. That aside, everything looks just the
same: the dualist, just like the physicalist, is a physicalist about everything else.
The non-standard views are non-standard because they depart from the assumption that is shared between the physicalist and the dualist. The assumption is
that the notion of the physical with which (almost) everything is explained has
enough content to go as far as both views go. The non-standard views can be seen
as scrutinising the meaning of ‘physical’ that is shared by both the physicalist and
the dualist. The result of this scrutiny: our concept of the physical is not nearly as
powerful as the physicalist and the dualist portray it to be.
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The non-standard views hold that our concepts of the physical are peculiar in
some respect and if we were to pay attention to how peculiar they are, we would
be able to circumvent the problems in the philosophy of mind. What is peculiar
about the physical concepts is that they involve some sort of opacity with respect
to the nature of physical properties. If this opacity is accepted, it follows that there
is something of the physical properties that we do not know and that is not expressed in our physical concepts. In other words, this opacity results in the postulation of a je ne sais quoi that somehow pertains to physical properties. This unknown feature of the physical properties opens the space in the debate. With the
dualist, these views accept that the known features of the physical do not necessitate consciousness. Against the dualist, they hold that the fact that the known features of the physical do not necessitate consciousness d s not entail that the unknown features of the physical do not necessitate consciousness. With the physicalist, the non-standard views hold that consciousness is necessitated by physical
properties. Against the physicalist, these views hold that even granting that we
have gured out a way to know certain features of the physical, we have not thereby found a way to understand all the features of the physical. The strategy consists
in accepting a relevant opacity of our physical concepts in order to ground consciousness on physical properties.
In many ways, the strategy of the non-standard views on the mind-body problem is just like the phenomenal concept strategy introduced in Chapter I. Both are
aimed at saving the necessary connection between the physical and the phenomenal properties and both of them do it by accepting some sort of opacity on the
concepts that express certain properties. The difference between them is that the
phenomenal concepts strategy focuses on the opacity of phenomenal concepts
and the resulting ignorance of phenomenal properties. The non-standard views, on
the other hand, focus on the opacity of physical concepts and the ignorance of

oe

fi

151

what physical properties are. Given these similarities, I will refer to this strategy as
the physical concepts strategy.
Broadly speaking, the physical concepts strategy has been implemented in
three different ways that may be called the Chomskyan line, the non-mental line
and the Russellian line, respectively. The Chomskyan line holds that our concept of
the physical is peculiar in the sense that there is no relevant notion of it that could
do any work in the debate over the mind-body problem. Without it, the entire
question of what is the relation between the mental and the physical is seen to be
suspect, and therefore, an entire industry of metaphysics. This has been argued in
different ways by Noam Chomsky, Galen Strawson, Tim Crane and D.H. Mellor. The
non-mental line holds contra the Chomskyan line that there is a debate to be had
but only of we either understand ‘physical’ as standing for non-mental or we just
avoid reference to the physical and rephrase the debate in terms of explaining the
mental with the non-mental. This has been argued in different ways by Barbara
Montero, David Papineau, Jessica Wilson and Daniel Stoljar, among others. The
Russellian line holds that our concepts of the physical are peculiar in the sense that
they only provide us with the structural features of the physical properties but not
with their intrinsic or categorical nature. The difference with both of the other approaches is that on this view there is a concept of the physical to be had that is
clear enough. Further, according to this view, it is easy to see why our concept of
the physical is incomplete in some intrinsic respect. This has been argued ever
since Bertrand Russell‘s Analysis of Matter. It was recovered in the 60’s and 70’s by
Herbert Feigl and Grover Maxwell and more recently by Lockwood (1991), Daniel
Stoljar (2001) and David Chalmers (2009, 2015), with the insurgence of Russellian
monism.1

1

A point at issue. The physical concept strategy is an analogous strategy to the phenomenal
concept strategy, not identical to it. I include versions under which the understanding of the
physical is incomplete or imprecise which does not seem to have to do with concepts at all.
However, I still want to keep the name of ‘physical concept strategy’ because it does seem to
be pretty similar to the phenomenal concept strategy, even if it has different components.
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In this Chapter, I will compare the physical concepts strategy with the realisers’
response to the conceivability argument that I present in this thesis. There is much
in agreement between the realisers’ response and the physical concepts strategy
in as much as both involve some sort of humility about the fundamental nature of
the world. According to the physical concept strategy there is something about the
physical properties that we do not know. According to the realiser response, there
is something about the realisers of physical properties that we do not know. On
any view, it follows that there is something about the fundamental properties of the
world that we do not know. It is this sort of humility that gives room to both views to
man uvre within—what we take as—reasonable boundaries of the mind-body
problem.
However, we will see that there is an important difference between the realisers’ response and the physical concept strategy. The physical concepts strategy is
about physical concepts, their opacity and the lack of knowledge of physical properties. But the strategy is completely silent on what is our stance towards consciousness. The physical concept strategy holds that physical concepts are peculiar
with respect to their opacity and this provides the strategy with enough resources
to hold that other concepts are not special in the same way. As we will see, many
versions of the physical concept strategy accept a sort of humility of the physical
combined with revelation of the phenomenal. The latter is usually argued on the
basis of a privileged epistemic stance towards consciousness—a stance that nds
no analog in the physical case. In other words, the treatment to the mind-body
problem is asymmetric. But the realisers’ response leaves no room for such an
asymmetric treatment of the mental and the physical. According to the realisers’
response the fate of the physical properties is exactly the same fate that phenomenal properties have: we have revelation of the role properties but not of their realisers. The realisers’ response holds that physical concepts are not peculiar in any
way because the humility that the realisers’ response endorses is about the realiser
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properties of any property, not just of one kind. One can say that physicalists
stopped taking consciousness seriously by taking the body seriously, while the
non-standard views, by taking consciousness seriously stopped taking the body
seriously. According to the realisers’ response, in order to take the quest for fundamental nature of the world seriously, we need to take both the mind and the
body equally seriously.
In this Chapter, I will compare my view with this less orthodox stance towards
the mind-body problem. First, I will present the Chomskyan line. Second I will
present the non-mental line. Third, I will present the Russellian line. Fourth, I will
compare the different lines of the physical concepts strategy. Fifth, I will compare
the physical concepts strategy with the realisers’ response.

1. The Chomskyan line
Noam Chomsky has argued that the notion of the physical we are operating with is,
to put it bluntly, too unclear to be of any use. In particular, Chomsky holds that the
notion is so unclear that the very same question about the relation between the
mind and the body cannot even be posed. Chomsky’s reasoning is powerfully simple: in order for there to be a mind-body problem there must be some clear notion
of ‘mind’ and some clear notion of ‘body’. But given that we do not have any notion
of ‘body’, there cannot be any mind-body problem.
On Chomsky’s view, the lack of a clear conception of the body results from a
battle fought between our natural sciences and the Cartesian theory of matter. One
can say that we used to have a clear—and distinct!—conception of the body given
by Cartesian contact mechanics. But that was disproved by our natural sciences:
The Cartesian concept of body was refuted by seventeenth-century physics,
particularly in the work of Isaac Newton, which laid the foundations for
modern science. Newton demonstrated that the motions of the heavenly
bodies could not be explained by the principles of Descartes's contact me154

chanics, so that the Cartesian concept of body must be abandoned. (Chomsky 1988: 143)
In other words, Descartes proposed a scienti c theory about what the body is, very
roughly, that which is extended, has size, shape, weight, it moves continuously
through space and time, it interacts by contact, and so on. But Newton demonstrated that contact mechanics is false. And ever since Newton “laid down the
foundations of modern science” one could say that our natural sciences have endeavoured in disproving almost every part of the Cartesian conception of the
body. Chomsky continues:
What is the concept of body that nally emerged? The answer is that there
is no clear and de nite concept of body. If the best theory of the material
world that we can construct includes a variety of forces, particles that have
no mass, and other entities that would have been offensive to the “scienti c
common sense” of the Cartesians, then so be it: We conclude that these are
properties of the physical world, the world of body. The conclusions are tentative, as be ts empirical hypotheses, but are not subject to criticism because they transcend some a priori conception of body. There is no longer
any de nite conception of body. Rather, the material world is whatever we
discover it to be, with whatever properties it must be assumed to have for
the purposes of explanatory theory. (Chomsky, 1988: 144)
In other terms, once the notion of the body that was proposed in the early scienti c
developments from Galileo to Newton was abandoned, no notion of body took its
place. On Chomsky’s view, the notion of ‘body’ that we operate with is tentative
and waiting for it to be whatever we discover it to be.
If this view is accepted, then it has disastrous consequences for our mind-body
problem. As mentioned above, the physicalist and the dualist both assume that the
notion of the physical is clear enough in important respects. The physicalist be-
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count of the world in a way in which they can depart their view from other views
like idealism. The dualist thinks it is so clear that we know enough of the physical to
hold that the mind cannot be explained by it. If Chomsky is right in holding that the
notion of the physical should be understood as whatever we discover it to be,
there is no sensible way to be a physicalist or a dualist. The latter cannot hold that
the mind is not whatever we discover it to be, whereas the former cannot hold that
there is a mental property that gets incorporated into our theories of the world of
body. Chomsky says:
Going a step beyond, Locke added that we cannot say that nature does not
think. In the formulation that has come down through history as “Locke's
suggestion,” he writes that “Whether Matter may not be made by God to
think is more than man can know. For I see no contradiction in it, that the
rst Eternal thinking Being, or Omnipotent Spirit, should, if he pleased, give
to certain systems of created senseless matter, put together as he thinks t,
some degrees of sense, perception, and thought.” Furthermore, just as God
had added inconceivable effects to motion, it is “not much more remote
from our comprehension to conceive that GOD can, if he pleases, superadd to matter a faculty of thinking, than that he should superadd to it another substance with a faculty of thinking.” There is no warrant, then, for
postulating a second substance whose essence is thought. And elsewhere,
it “involves no contradiction [that God should give] to some parcels of matter, disposed as he thinks t, a power of thinking and moving [which] might
properly be called spirits, in contra-distinction to unthinking matter,” a view
that he nds “repugnant to the idea of senseless matter” but that we cannot
reject, given our incurable ignorance and the limits of our ideas (cognitive
capacities). (Chomsky, 2009:169)
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Once we have accepted that the body is whatever we discover it to be, the mindbody problem vanishes, as well as the reasons for being a physicalist or a dualist.
The mind-body problem is, according to Chomsky, something that makes absolutely no sense to discuss. If the body is whatever we discover it to be, then there is
no reason to think that the mind will not be the body. After all, the body might be
whatever and, certainly, there is no sound argument in the history of philosophy
that holds that the mind cannot be whatever. What is important is that, on Chomsky’s view, this has nothing to do with the fact that we do not know enough about
our mind but with the fact that we do not know enough about the body. Here is
where the opacity lies: we have no idea what physical properties are and to state
that the word is physical is no different than to accept that it is “real”. The word
‘physical’ is somehow just an honori c term with which we recognise that the phenomena in question exists.
In a very similar vein, Galen Strawson holds that the term ‘physical’ is also a sort
of cover all term without any sort of interesting content. In agreement with Chomsky, Strawson holds that ‘physical’ is just a way to refer to whatever happens to be
the concrete reality of the universe. But if that is the sole import of the word ‘physical’ then:
...we have no good reason to think that we know anything about the physical that gives us any reason to nd any problem in the idea that mental
phenomena are physical phenomena. (2003:50)
On Strawson’s view, ‘physical’ is a special case of a natural kind term, because on
his view, ‘physical’ is the ultimate natural kind term. Something quite peculiar about
natural kind terms is that, at least typically, they do not describe the kind in question, but merely refer to it without saying how it is—like ‘water’. According to Strawson ‘physical’ is a word that lacks such descriptive content. If we were to use ‘physical’ the way Strawson uses it, then we would have to conclude that everything that
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is a concrete phenomenon in the universe is physical. This entails that anything that
is real is also physical—and consciousness is real. With this at place, Strawson defends what he calls real materialism, which is the view that both the experiential
and the non-experiential aspects of reality are physical—because they are both part
of what is real. To be a real materialist, one only needs to hold that the phenomena
one is talking about is a real phenomenon in these concrete universe of ours.2
Of course, a way to answer Chomsky’s challenge is to present a notion of the
physical that d s not trivially entail that anything that is real is physical. On this
view, we cannot collapse the meaning of ‘real’ and the meaning of ‘physical’. This
view uses ‘physical’ with a content that is far more robust that just saying that it is
real. But this is easier said than done. The challenge is not to fall into the view that
the physical might be whatever we discover it to be. The problem is suf ciently
recognised but not because of that it has been successfully addressed. As Montero
says:
Those working on the mind-body problem who do address the topic of
what it means to be physical often admit that some work needs to be done
in order to clarify the concept. And it is not entirely uncommon for these
philosophers to put forth, rst, a rough de nition of what counts as physical
and what counts as nonphysical; second, to admit that their de nition is not
quite adequate; and third, to point out that, really, their argument does not
turn on the adequacy of this exact de nition. (1999:187)
In order to see the strength of Chomsky’s challenge, it is worth seeing why it is so
dif cult to give an account of ‘physical’ that d s not end up meaning whatever is
real. Broadly speaking, there are two different ways this can go. The rst one holds
that we should give an account of ‘physical’ within the use of our every day con2

Strawson does qualify the assertion of lacking any descriptive content. The way to do so is by
appealing to Russell’s distinction between structural or dispositional properties and the
intrinsic properties of things. But this strategy is part of the Russellian line and will be
discussed in Section 3 of this Chapter.
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cepts. Call this the intuitive account. The second one would give an account based
on the natural sciences and give them the authority to say what the physical is. Call
this the natural sciences account. The rst one is doomed to fail for the same reasons that Descartes’ contact mechanics failed. According to Chomsky, the second
one fails because our conclusions are tentative, as be ts empirical hypothesis. But
the problems of this view do not stop there. In theirs “There is no question of Physicalism” Crane and Mellor argue that ‘physical’ has just no de nite content, just like
Chomsky. Or, as they put it:
...our arguments entail that there is no divide between the mental and the
non-mental suf cient even to set physicalism up as a serious question, let
alone as a serious answer to it. Physicalism is the wrong answer to an essentially trivial question. (1990:206).
In order to argue this, they start with the idea that the intuitive account of the physical can only come from Cartesian contact mechanics—just like Chomsky. But as
they put it:
In its seventeenth-century form of mechanism, for instance, materialism was
a metaphysical doctrine: it attempted to limit physics a priori by requiring
matter to be solid, inert, impenetrable and conserved, and to interact deterministically and only on contact. But as it has subsequently developed,
physics has shown this conception of matter to be wrong in almost every
respect: the 'matter' of modern physics is not all solid, or inert, or impenetrable, or conserved; and it interacts indeterministically and arguably sometimes at a distance. Faced with these discoveries, materialism's modern descendants have—understandably—lost their metaphysical nerve. No longer
trying to limit the matter of physics a priori, they now take a more subservient attitude: the empirical world, they claim, contains just what a true
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complete physical science would say it contains. (Crane and Mellor,
1990:201)
The only upshot is to hold that the physical is whatever our natural sciences discover it to be. At this point, one can argue that the notion of the physical that we
have now is correct, and throw an optimistic induction from the success of natural
sciences in the past. One can also take the opposite stance and throw a pessimistic
induction and hold that the notion of the physical that we have now is tentative at
best.
Further, Crane and Mellor (i) question what could natural sciences have that
makes it the case that psychology or anthropology are not natural sciences; (ii) why
there should be an issue about psychology having the authority to tell us what
there is in the world; (iii) why is it that the so called special sciences are somehow
less special than physics?, etc. But more importantly, they argue, that the view that
holds that a physical property is the sort of property that our natural sciences—
mostly, physics—would say it exists, faces the problem of Hempel’s dilemma.

1.1. Hempel’s dilemma
If one believes that ‘physical’ should be understood in terms of the kind of property that physics talks about, the question that Carl Hempel asked becomes crucial:
"what physics is meant?" (1980:194). On Hempel’s view, we can answer the question in two ways. We can mean our best current physics or we can mean the ultimate physics, arrived at the end of rational inquiry. But if by 'physics' we mean our
current best physics then ‘physical’ would only be a different name for the properties that we now know. If a property is not encompassed by our current physics
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then that property will not be physical—which seems a mistake.3 But if we mean the
ultimate physics, then ‘physical’ will stand for a certain kind of properties of which
we have no idea. Therefore, we would not know what counts as a physical property.
Moreover, there seems to be no way of securing that physics will not postulate
something that g s against the spirit of physicalism, like irreducible mental properties.
The worries raised by Hempel’s dilemma go hand with the deliverances of
Chomsky’s challenge. Our best current physics presents us with a path to give a notion of the physical, however it presents us with an incomplete picture of what the
physical is. On the other hand, if we go futurist, we admit with Chomsky that the
physical is whatever we discover it to be. As long as our notion of the physical is yet
to be decided, many surprising things can still happen.4
An important criticism and development on Hempel’s dilemma was provided
by Daniel Stoljar in his Physicalism. Stoljar argued, among other things, that the
standard formulation of Hempel's dilemma is not even a dilemma. Consider the
property of impetus which is neither a property posited by our best current physics
nor one, we may presume, that gures in ultimate physics. However, impetus d s
not seem to be a non-physical property, (see 2009; 2010: 200-204). This is particu-

3

Consider that there is no model that is compatible with Quantum Mechanics and General
Theory of Relativity, at least currently. Some problems arise because (i) from General Relativity
we learn that the gravitational eld is continuous and deterministic, but from Quantum
Mechanics we learn that all dynamical elds have quantum properties, like being granular and
probabilistic; (ii) Quantum Mechanics treats time pretty much like in Newtonian physics, i.e., as
an external parameter independent of dynamics, but there is no such thing in GR. See
Butter eld and Isham, (2001:54-56).

4

Hempel’s dilemma has been thoroughly discussed in the last four decades. Broadly speaking
there are two kinds of views. On the one hand the views that accept one of the horns of the
dilemma and then argue that it is not as bad as it seems. Views that take the currentist horn are
held in Smart (1978) and Lewis (1994) based on a view of the physical defended by Feinberg
(1966). Currentism of a different form has been argued by Andrew Melnyk (1997, 2003) and
Vicente, (2011). Futurism is by far the most favoured option. These views usually involve some
sort of restriction on what physics is. Some examples are David Armstrong (1966), Jackson
(1991), Jeffrey Poland (1994). The via negativa has been defended by Montero (1999),
Montero and Papineau, (2005), Jessica Wilson (2006) and Fiorese (2016), among others.
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larly true for the account on the physical that we are discussing, namely, the account that tries to give content to the physical by appealing to our natural sciences.
Stoljar generates a similar dilemma with an important variation. The answer to
the question "what physics is meant?" will be given in modal terms, as opposed to
the temporal answers given by Hempel. On Stoljar's view, we can mean the physics
that is true in the actual world or some physics that is true at some possible world
or other. Of course, this would give us different accounts of what is it to be a physical property. The consequence is that this will bring different notions of physicalism. The dilemma can be presented as follows:
1. F is a physical property if and only if F is expressed by a predicate of a
physical theory.
2. If physical properties are the properties expressed by the language of
the true actual physics, then physicalism is false in worlds where it
should be true.
3. If physical properties are the properties expressed by the language of a
physics that is true in some possible world or other, then physicalism is
true in worlds where it should be false.
4. Physical properties are properties expressed by the language of actual
physics or by the language of possible physics.
5. Either physicalism is false in worlds where it should be true or physicalism is true in worlds where it should be false.
What is important about this dilemma is that it condenses many of the problems
that we face when we attempt to de ne the physical. First, notice that Hempel's
dilemma maps onto Stoljar's. On the one hand, the ideal nal physics that is true in
our world just is the physics that is true in the actual world. On the other, even if our
best current physics is incomplete, at least part of it is possibly true, i.e., there is a
world in which GR is the complete truth and physicalism is true. Nonetheless, there
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are at least three important differences: (i) Stoljar's dilemma is a dilemma, (ii) the
dilemma is presented in modal terms, avoiding temporal discussions of, say, the
optimism or pessimism of science and what science will discover in the future or
not and (iii) it d s not hold that ‘physical’ lacks content: it is perfectly clear what
‘physical’ means.
The general rationale for (1) is that there are some intuitively physical properties that are not instantiated. Stoljar (2010:77) imagines a twin-world where the
fundamental properties are not spin, mass and charge, but twin-spin, twin-mass
and twin-charge. In this world, the twin properties will play the same theoretical
role that our actual physics assigns to spin, mass and charge, while nonetheless being distinct properties, (just like twin-water plays the role of water in Twin Earth).
The important point is that the actual world and the twin world are evidentially indistinguishable from the stand point of physics. However, actual physics comes out
as false in this world, because actual physics posits charge. But there is nothing in
twin-charge that g s against physicalism. Also, consider again that the property of
impetus is not instantiated in the actual world, but it might have been. But physicalism should not be false in a world because there is impetus in it. More generally,
we cannot hold that if a property is a physical property then that property needs to
be actual. Consider that space might be continuous or it might be granular. It is
clearly not a problem to hold that only one of those properties is actual. However,
why would only one of them be physical?
The general rationale against going with some possible physics or other attacks the core of the proposal. The main problem is that physics d s not prejudge
the nature of its subject matter. As such, there is nothing in physics that says how its
subject matter should be. In short: physics might develop in a non-physicalistic
way.
Consider a classic dualist world. Why should it be impossible that some physicists nd the need to postulate cartesian egos in order to explain their world? If in
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some world physics has to postulate souls to advance a theory of the movement of
the body, then the correct physics of that world is a dualist physics. To block this, it
is tempting to set a restriction:
Contrast: Physical properties are not the distinctive properties of souls, ectoplasm, psi-phenomena, ESP, etc.
Even assuming that we have some idea of why those properties would not count as
physical, this will not be enough. Consider a world in which some possible physics
posits primitive colours, (Stoljar, 2010:82-83). In general, physicalists reject that
there should be some properties that are not explained by the physical fundamentals. To this end, Stoljar adds two clauses:
Objectivity: Physical properties are objective or intersubjective (i.e. one
can know that they are instantiated from more than one point of view—creatures with very different background psychologies and histories can come
to know that they are instantiated).
Method: Physical properties are those we could come to know through an
application of the methods distinctive of the natural sciences.

These two clauses might be helpful to handle the primitive colour worlds, but then,
what if there is a possible physics that posits élan vital? It seems non-mental, objective and scienti c, and yet a paradigmatic counterexample to physicalism. And
there are more. Consider worlds in which physics postulates meaning as fundamental, or even worlds in which physics g s Pythagorean. All these are ways in
which physics could have developed—or ways in which it might. There is a point in
all this. We lack a principled way to block these counterexamples, and as such, it is
hard to see how they would stop appearing. Stoljar concludes:
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There is no version of physicalism that is both true and deserving of the
name. (2010:165)
Now we can recapitulate the Chomskyan challenge. We used to have a notion of
the physical that was clear and robust enough for our metaphysical purpose. The
problem is that our natural sciences showed that the view is false. Once physics
showed that the view is false, we had no resources to frame a new notion of the
physical independent of physics because the authority on what the physical is was
inherited by our natural sciences. But if we go with the view that the physical is
whatever our natural sciences say it is, then we will end up holding that our notion
of the physical d s not have enough content to do any sort of metaphysical work.
If the deliverances of these dilemmas are accepted, then the view that holds
that the content of ‘physical’ is based on whatever our natural sciences say it is, is
not enough to give content to physicalism. If we choose the presentist option, then
we face the problem of calling physical properties only the properties that we
know of, if we go with our nal physics—which is just the true physics in the actual
world—then: (i) we would have no clear understanding of what this actual physics
says and (ii) we would leave out the merely possible physical properties as nonphysical. If we hold that a physical property is the property that some possible
physics posits, then we are off to the races: some possible physics might postulate
whatever. All these considerations just yield more strength to the main view of the
Chomskyan line: there is no clear notion of the physical and therefore, there is no
mind-body problem at all.

2. The non-mental line
There is a common answer to the worries raised by Hempel’s dilemma that can also
help to circumvent the worries raised by Chomsky’s challenge. Here is Montero’s
suggestion:
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...rather than worrying about whether the mind is fundamentally physical,
we should be concerned with whether the mind is fundamentally non-mental. And this, I should mention, is a concern that has little to do with what
current physics, future physics, or a

nal physics says about the world.

(1999:194)
There are two different ways in which we can understand Montero’s suggestion.
The rst one is to hold that our concept of the physical is actually something less
robust than what we expected and it should be understood in negative terms. On
this view, the correct way to cash out ‘physical’ is by holding that the physical properties are the properties that are not mental. This is the view that has been pursued
by Montero and Papineau (2005), Jessica Wilson (2006) and others and is known as
the via negativa de nition of the physical. The second one is to hold that even if we
leave our concept of the physical aside, we can still have a mind-body problem if
we formulate it with the contrast between the experiential and the non-experiential. In this sense, Stoljar argues, we can rephrase the question of the relation between the mind and the body as the question of the relation between the mental
and the non-mental. This is the view pursued by Stoljar in his Ignorance and Imagination.
The epistemic view defended by Stoljar has a different approach. Stoljar argues that the problem of experience can be diagnosed and approached in an
epistemic way regardless of what is the conception on the physical with his ignorance hypothesis: as of today, we do not know a non-experiential truth that is relevant in the explanation of the experiential truths. It is this space of ignorance that
opens the door to hold that the experiential can be seen to be metaphysically necessitated by the non-experiential. But what is this truth that we do not know?
Stoljar offers us a hint. There is an indirect way to get a clearer idea of what
these truths are. The strategy consists in specifying the truths that we already know
and that will not entail any truth about experience. Stoljar compares the informa-
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problem of other minds. He says:
Whether or not we are sceptics about other minds, we should all agree with
the modal premise that sets up that problem. This premise is something like
this: no amount of perceptually available physical information, nor any functional or computational information that is known to follow along with it, can
by itself entail information about experience. I take it that this sort of information is the relevant sort when it comes to the conceivability argument.
What this sort of information does is provide a class of physical or nonexperiential truths that underdetermine the experiential truths. According to the
ignorance hypothesis, these truths do not constitute all of the physical or
nonexperiential truths. (2006: 134)
As such, the relevant non-experiential truth is something that is not entailed by the
sort of information that gives rise to the problem of other minds. This gives us a
more accurate picture of what Stoljar is thinking about when he postulates the ignorance of a non-experiential experience relevant truth.

2.1. The two versions of the non-mental line compared
The difference between these two approaches is that one tries to rescue the concept of the physical whereas the other tries to rephrase the entire dispute without
saying anything about the concept of the physical. However, both views argue that
the interesting debate to be had is how to explain experience in non-mental terms.
The only difference is that one uses the word ‘physical’ for the non-mental properties, whereas the other view d s not.
This difference is important. On Wilson’s application of the via negativa a property is physical if it can be reduced to the properties that are posited by the ideal
nal physics—provided that there is no fundamentally mental property in the world.
167

oe

fi

tion that is relevant for the conceivability argument to get off the ground with the

This has an odd consequence: the property of being H2O is not a physical property
unless the fundamental nature of the world is in a speci c way. This seems to leave
us with no grip on what physical properties are unless we know the fundamental
nature of the world. On the other hand, if we go with Stoljar’s view and hold that
we should focus on the non-experiential and leave the notion of the physical as
unclear, we would have a new problem. Regardless of the unclarity of the notion,
this unclarity should not infect the knowledge that we have of paradigmatic physical properties like being H2O. This opens the question: what is the relation between these paradigmatic physical properties and the the non-experiential property that the epistemic view hypothesises about?
Be that as it may, both views amount exactly to the same thing. On both views,
what is important is that the concept of the physical is either too unclear that needs
replacement for the non-mental or too unclear to even keep talking about it. In
contrast with the Chomskyan line, one can see the non-mental approach as an answer to Chomsky’s challenge. On both Montero’s and Stoljar’s views, there is a debate to be had, contra Chomsky, Crane, Mellor and (a part of) Strawson. A consequence of this difference between the via negativa side, and the Chomskyan line is
that the latter would call physical the properties that are postulated by panpsychism—if it turns out to be true—whereas the via negativa would not. The difference
between Stoljar’s ignorance hypothesis and the via negativa is that whether or not
we call the properties that panpsychism postulates physical is somewhat
irrelevant.5

3. The Russellian line
The main idea of the physical concepts strategy is mentioned by Bertrand Russell
himself in the following passage:

Incidentally, Stoljar himself has no problem in calling those properties physical. See his SEP
article, ‘Physicalism’, on the section of “The Panpsychism problem.”
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Both materialism and idealism have been guilty, unconsciously and in spite
of explicit disavowals, of a confusion in their imaginative picture of matter.
(Russell, 1927:382).
On Russell’s view, the problem that both the physicalist and the idealist have has to
do with a false conception of what matter is. But exactly the same can be said from
the perspective of our mind-body problem, for a simple reason: if the physicalist
has a false conception of matter, then the dualist has a false conception of matter
as well. On Russell’s view, if we were to understand matter correctly, we will end up
with a very abstract account of what matter is, and this very abstract account will
make it easier to reconcile the intuitive differences that we can nd between the
physical and the mental aspects of the world.
For Russell, the analysis of matter has to do with the analysis of our physical
truths and that means an analysis of our natural sciences in general. More precisely,
an analysis of the properties postulated by physics and the way those properties
are described by physics itself. As such, an analysis of what physics tells us about
the properties that they talk about will yield an analysis of what we know about
matter. The main idea is that physics has discovered some properties of the physical but—and this is the crucial point—these properties have a similarity between
them. In other words, there is a common denominator for all the properties that
physics discovers: what Russell called structure. The important difference between
this approach and the other approaches discussed above is that the Russellian line
—unlike the Chomskyan line and the non-mental line—provides us with a positive
account of the kind of properties that we can learn from our physical sciences.
As mentioned, on Russell’s view, what our physics tells us about the properties
of the world has to do with the structure that these properties have. But Russell’s
notion of structure was special. On Russell’s view there are two ways to understand
what structure is. On one, the structural truths that we learn from physics have to do
with the three main components: the logical structure (which on Russell’s view in-
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cludes mathematics); the causal structure and the spatiotemporal relations. This is
read from passages like this:
A piece of matter is a logical structure composed of events; the causal laws
of the events concerned and the abstract logical properties of their spatiotemporal relations are more or less known, but their intrinsic character is not
known. (Russell, 1927: 384)
The second way of understanding structure comes from the idea that the physical
truths are understood as truths that do not involve intrinsic features. And here the
use of words like ‘causal skeleton’, ‘disposition’, ‘causal structure’, ‘extrinsic’ and ‘relational’ becomes common. I will recover these two different ways of understanding ‘structure’ below. For the time being, it is enough to point that, according to
Russell, there is more that can be said about our knowledge of the physical world
than what the Chomskyan or the non-mental line make it seem. The reason is that
we know of some intrinsic properties already: experience itself. As such, Russell argues that experience (percepts) are physical because these can be the intrinsic
properties of certain physical properties. In Russells words:
Percepts enter into the same causal scheme as physical events, and are not
known to have any intrinsic character that physical events cannot have,
since we do not know of any intrinsic character which could be incompatible with the logical properties that physics assigns to physical events. Therefore, there is no ground for the view that percepts are not physical events.
(Russell, 384)
The main thrust of the Russellian view is that there are some properties in the world
of which we can know its structure and its intrinsic nature: experiences and the
knowledge that our physical sciences give us of the structure of the experiences. In
this sense, experiences are physical because these are the intrinsic properties of
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the structural properties our sciences discover. This will give us a sort of middle
ground view of the relation between the physical and the mental. As Russell himself put it:
...when I say that my percepts are in my head I shall be thought materialistic; when I say that my head consists of my percepts and other similar
events, I shall be thought idealistic. (382).
However, as Russell himself says in the passage above, there are “percepts and
other similar events”. And how similar are those events to the percepts remain to
be seen. A way to read Russell here is to hold that the respect of similarity that is
relevant is the fact that these properties are intrinsic. In this way, we can be neutral
with respect to the idea that all the intrinsic properties of the physical are experiences.
We end up with the following picture. According to Russell there are some
physical properties—say, mass—of which we only know its structure, but of which we
do not know its intrinsic nature. Whether the intrinsic nature of mass is like the intrinsic nature of our experiences is something that, strictly speaking, Russell himself
is silent about. This means that there are broadly two different ways in which the
Russellian monist view can be developed. On one view, the intrinsic nature of the
physical properties that we do not know is just experience, in which case, we will
end up with a version of panpsychism. On the other view, the intrinsic nature of the
physical properties that we do not know will remain unknown if we only focus on
the knowledge of structure and the knowledge of experience. Whether this is an
unknowable unknown or a knowable unknown, remains to be seen.
This in itself opens the door to some ignorance of what physical properties (intrinsically) are. With this space for ignorance, we can say that this unknown property is an experience relevant property and if we were to know it we would be able to
see how experience was physical all along. As with the other lines of the physical
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concepts strategy, the Russellian line holds that there is something that physical
concepts cannot tell us about physical properties. The physical concepts come out
from physics, and these physical concepts have a certain characteristic: they only
tell us about the structure of the physical properties. However, there is something
that our physical concepts do not tell us and that is the intrinsic nature of these
properties.
The Russellian line of the physical concepts strategy has been very in uential
and has been recovered in different ways. In what follows, I will present Feigl’s and
Maxwell’s version, and two new versions due to Chalmers and Stoljar.

3.1 Herbert Feigl on the mental and the physical
Herbert Feigl’s identity theory is normally presented as being one of the versions
of the physicalist identity theory held by Place and Smart, or later by Armstrong
and Lewis. However, this is very hard to believe, at least if one considers Feigl’s own
writings:
For many years I opposed materialism, holding that it is illegitimately reductionistic. That is why I attempted to replace it by my version of the identity
theory. I felt that not only the radical behaviorists, but also the materialists
somehow suppressed the "other perspective"; that they practiced what I
called the "Hylas touch"—i.e., equipped with their particular sort of "blinkers" they turned whatever they touched into "matter" or physical events and
processes. (Feigl, 1968 Postcript on The mental and The physical)
In order to see the contrast between Feigl’s identity theory and the Australian version introduced in Chapter I, it is worth noting which “pole” of the mind-body
problem is the focus of attention. In the Australian version of the identity theory,
the problematic aspects of the identi cation are seen to belong to the mental side
of the problem not to the physical side. For instance, Smart tried to give topic-neu-
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and physical states to seem unproblematic, and then Armstrong and Lewis argued
for a causal functionalist view of all mental states—the “Hylas touch”.
Even before the postcript that came about ten years later, Feigl held an identication that as opposed to having the Hylas touch, one might say it had the Philonous touch on the properties of the body:
But since in point of empirical fact, I am directly acquainted with the qualia
of my own immediate experience, I happen to know (by acquaintance) what
the neurophysiologist refers to when he talks about certain con gurational
aspects of my cerebral processes. (Feigl, 1958, p. 450)
And, more explicitly:
According to the identity thesis the directly experienced qualia ... are the
realities-in-themselves that are denoted by the neurophysiological descriptions. (Feigl, 1958, p. 457)
These passages let us see what was Feigl’s view on (the) matter. According to him,
just like Russell, there are some physical properties of which we happen to know
their reality in themselves: experience. Further, the physical properties that we
learn from neuroscience are reduced to the mental properties with which we are
directly acquainted. We can see the physical concepts strategy at play again: there
is something that our physical concepts do not tell us about the physical properties
and if we were to see what these properties are we would be able to answer the
question of what is the relation between the mental and the physical. On this view,
what we do not know about the physical properties is that they themselves are experiences.
Now, Feigl’s view in his original paper of “The mental and the physical” is Russellian, but not Russellian in the sense of the Russellian line of the physical con-
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cepts strategy. Feigl’s view is Russellian because he uses the Russellian epistemic
distinction between knowledge by acquaintance and knowledge by description:
the physical sciences consists of knowledge-claims-by-description. That is
to say that the objects (targets, referents) of such knowledge claims are ''triangulated'' on the basis of various areas of observational (sensory) evidence. What these objects are acquaintance wise is left completely open as
long as we remain within the frame of physical concept formation and theory construction. But, since in point of empirical fact, I am directly acquainted
with the qualia of my own immediate experience, I happen to know (by acquaintance) what the neurophysiologist refers to when he talks about certain con gurational aspects of my cerebral processes. (Feigl, 1958, p. 450)
But Feigl’s view changed ten years later. However, the way it changed is relevant to
us and to the Russellian line of the physical concept strategy:
More strongly than ever before, I am convinced that it is primarily the concept of the "physical'' that requires reinterpretation and reconstruction. The
imagery that is so helpful heuristically and didactically is not and cannot be
part of the cognitive meaning of physical concepts and hypotheses. If we
construe physical theories with the help of Ramsey sentences as Carnap
proposes (32), then it becomes clear that our knowledge of the "physical
world" is "purely structural.'' That is to say that the postulates of physical
theories, including the correspondence rules, give us only an "implicit" definition of the theoretical concepts of the physical sciences. And since the
concepts of biology and psychology (if physicalism is correct!) are reducible
to those of physics, the same holds for the concepts of all behavioural sciences. Russell and Schlick were essentially right in saying that we have
merely knowledge by ("structural") description of the "physical world." What
then, by contrast, is "knowledge by acquaintance" as we have it "subjective-
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ly" and introspectively? Here I still hold in essence the view formulated ten
years ago: Since all knowledge is propositional, the propositions that formulate knowledge by acquaintance can do no more than re ect the structure of whatever is "given in immediate experience." (Feigl, 1967 postcript
to “The mental and the physical”.)
Feigl himself thought that he had to revise the identity theory that he had proposed because he could not speak of “strict identity” any more. On Feigl’s view, the
structural properties and the properties that are given subjectively and introspectively are not identical, but “isomorphic”. Here, Grover Maxwell disagreed. One can
see Grover Maxwell’s project as defending a sort of Feiglian identity theory of the
mind in the strict sense of identity.

3.2. Grover Maxwell's non-materialistic physicalism
In a beautiful paper, Grover Maxwell (1971) defends the possibility of an identity
theory of mind—a strict identity, against Feigl—that can be seen as reducing the
physical to the mental—just like Feigl’s. The view, as he says:
...incorporates a signi cant revision of our basic beliefs about the nature of
"the physical". (1978: 365).
this revision entails, in Maxwell’s words that:
More speci cally: although physics, neurophysiology, etc, do provide us
with the best knowledge we have of the structure of the neurophysiological
causal networks that comprise the brain, they provide us with no knowledge
(or precious little) about the intrinsic properties of individual brain events.
(Maxwell, 1979: 395)
Maxwell's point is as Russellian as it can be. Physics can tell us much about the
structural pro le of the entities that physics talks about, but it cannot tell us any-
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right: the knowledge that we have from science is about its structure, but not about
what these entities intrinsically are. Maxwell uses this Russellian picture of the physical to make his defence of his identity theory. On Maxwells view, the space that the
distinction between the structural and the intrinsic leaves open is enough to hold
that there is an identity between the the physical and the mental. Just like Feigl before him, the metaphysical accent lies in the mental side of the equation:
Far from eliminating the truly mental, this tactic yields the result that some
brain events just are, intrinsically, nothing but "truly mental" events. (394)
Maxwell is perhaps the rst time in which the Russellian strategy was explicitly used
to stop the deliverances of the conceivability argument—Kripke’s version in this
case.6 On Maxwell's view, against the Kripkean challenge to the identity theory, we
can accept that there are two rigid designators that ank the identity sign of the
identity statement, one of a neurophysiological state and the other of a phenomenal state. However, we can explain away the H2O of contingency that Kripke said
we could not. Maxwell makes his case as follows. First, he considers an identity in
which some determinate kind of pain—pain39—is identical to a determinate kind of
brain state, b76. Then, Maxwell focuses in the strategy that, under Kripke’s own
lights, is a perfectly good strategy to explain away the illusion of contingency: the
case of heat. Kripke said that the illusion of contingency of the relation between
heat and molecular motion is explained away because the reference of 'heat' was
xed by the associated contingent property. In this respect, Maxwell follows the
Kripkean recipe.
Maxwell—like Kripke—believes that 'pain39' picks out its reference with an associated necessary property of it, which is that phenomenal feel:

I discuss Kripke’s argument in the Appendix to Chapter II, Section 1.
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thing about the intrinsic nature of these entities. On Maxwell's view, Russell was

"It is not possible that pain (or pain39) could have been something that was
not pain. This necessary truth may seem quite trivial, and in a sense it is.
Note however, that it is not a necessary truth about the inventor of the incandescent bulb to be the inventor of the incandescent bulb." (375)
And, more directly:
Nothing else had to be done in order to make it be felt as pain; its essence
is being felt as pain. (389)
Maxwell holds, with Kripke, that 'pain39' got its reference xed by an associated
essential property: being pain itself. Of course, the fact that pain is essentially phenomenal, d s not preclude the fact that the very same state can be designated by
another name that rigidly picks out pain39 with the aid of a description that picks
pain39 via a contingent property of pain39.
Maxwell imagines a case in which, for some unspeci ed reason, Jones has
been quite irritable towards his family. He d s not know why that happens, so he
speculates that there must be a cause, that he calls factor a. He xes the reference
of 'factor a' with the contingent description "the cause of my recent undesirable
behaviour towards my family" (376). Jones then discovers that his undesirable behaviour happens only when he is af icted with pain39. Then, the identity between
pain39 and factor a will be necessary, if true at all, because both terms are rigid.
But there is an associated property, namely, being the cause of undesirable behaviour in Jones, that is not a necessary property of pain39, because it is true that
pain39—or factor a form that matter—could have been such that it did not cause that
undesirable behaviour in Jones.
It is easy to see what Maxwell's move is by now. The rigid term 'b76' got its reference xed by a contingent associated property, the property of playing some
sort of causal role in Jones. The illusion of contingency comes about by accepting
that descriptive designators of the form "The state that plays such and such role in
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producing such and such behaviour" are not rigid designators. In this world they
pick out pain39, but in other possible worlds they pick out pain40—or no pain at all.
Going back to Kripke’s strategy to explain away the illusions of contingency, we
can see Maxwell’s inversion of reasoning of the Kripkean analogy between heat/
molecular motion cases and the case of the mental and the physical. On Maxwell’s
view it is 'c- bres' the one that is similar to 'heat' and 'pain' the one that is similar to
'molecular motion'. Given that these two terms are rigid the identity between b76
and pain39 will hold necessarily, if true at all. The point involves a profound revision of what the physical is:
The creation of this particular bit of C- ber activity just was the creation of
pain39... [but]... God did something else; He made the contingent decision
to give pain39 the causal role... He could have decided to give it an entirely
different neurophysiological causal role or even to give it no neurophysiological causal role at all; for example, He might have decided to cast the
world in a Cartesian mold. (389)
On Maxwell's view, the essence of the thing that plays the neurophysiological role
is in a full blown sense purely phenomenal. In other terms, Maxwell’s inversion
claims that there is a reductive identi cation between the thing that plays the neurophysiological role and pain39:
If to be a brain event is to play a kind of neurophysiological causal role and
if sensations (and other mental events) can play such roles, then it is possible that some brain events just are (identical with) mental events... (382)
Just like Russell’s view above, Maxwell’s view is silent on whether the physical
properties that have nothing to do with mental events are intrinsically identical with
mental events. However, it can be said, that those physical properties will be nothing but and intrinsically identical with some property that is not purely structural.
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Ever since The Conscious Mind, Chalmers held that there is a view which d s not
suffer from the problems that the standard views suffer in conceivability arguments.
The strategy lies in the heart of the Russellian line of the physical concepts strategy.
Just like Russell, Chalmers holds that physics gives us only the structural features of
physical properties, but that it is completely silent on their intrinsic properties. As
he put it back then:
The strategy to which I am most drawn stems from the observation that
physical theory only characterises its basic entities relationally, in terms of
their causal and other relations to other entities. Basic particles, for instance,
are largely characterised in terms of their propensity to interact with other
particles. Their mass and charge is speci ed, to be sure, but all that a specication of mass ultimately comes to is a propensity to be accelerated in certain ways by forces, and so on. Each entity is characterised by its relation to
other entities, and these entities are characterised by their relations to other
entities, and so on forever (except, perhaps, for some entities that are characterised by their relation to an observer). (Chalmers, 1996: 137)
This entails that the kind of properties that we come to know through our physical
sciences are of a speci c kind—just as Russell thought they were. Chalmers holds
that these properties are characterised relationally on the one hand, and causally
on the other. However, to hold that the physical world consists of only the causal
and other relations without there being any property that is related by these causal
relations “would be a strangely insubstantial view of the physical world” (idem).
But now the same strategy is available. There is something that our physical
concepts do not even mention and that is the intrinsic properties that are related
by the causal structure of the world:
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3.3. Chalmers and Type-F monism

Perhaps, as Russell suggested, at least some of the intrinsic properties of
the physical are themselves a variety of phenomenal property? The idea
sounds wild at rst, but on re ection it becomes less so. After all, we really
have no idea about the intrinsic properties of the physical. Their nature is up
for grabs, and phenomenal properties seem as likely a candidate as any
other. There is of course the threat of panpsychism. I am not sure that this is
such a bad prospect—if phenomenal properties are fundamental, it is natural to suppose that they might be widespread—but it is not a necessary consequence. An alternative is that the relevant properties are protophenomenal properties. In this case the mere instantiation of such a property does
not entail experience, but instantiation of numerous such properties could
do so jointly. (Chalmers, 1996:138).
It is this unspoken space that allows the Russellian to hypothesise that the intrinsic
character of physical properties is consciousness or proto-consciousness. In general, the view holds that the intrinsic character of physical properties is—for all its
structural pro le says—quite open. Consider again the property of being mass. The
Russellian monist holds that we only know the structural features of mass, but that
there is something else to know about the property of being mass. In Constructing
the World Chalmers distinguishes between the causal or nomic properties that
physics postulates and the properties that either stand in those causal relations or
that have:
some sort of intrinsic character of its own something to do the causing, perhaps, or something for the laws to relate... The term ‘quiddity' is sometimes
used for these potentially hidden fundamental properties that play the
causal/nomic role speci ed in microphysics. (348)
Chalmers holds that the Russellian view would be true if (i) there are quiddities;
and (ii) these quiddities explain consciousness. Just as in The Conscious Mind,
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there are two options for these quidditistic properties: either these properties are
themselves phenomenal or not. In the former case, we have a version of panpsychism or some sort of version of Idealism—very unlike Berkeley’s own. On this view,
the physical properties are not somehow grounded on a perceiver but are
grounded on the phenomenal properties that do all the causing that physics says
there is. On the other view, these quiddities are not themselves phenomenal, but if
Russellian monism is true, they will somehow combine to constitute consciousness.
Chalmers refers to this kind of property as a proto-phenomenal property.
On this view, the ignorance of what is the property of being mass is such that
there is enough room to hold that the zombies that we can conceive do not instantiate mass, but a different property—pseudo-mass. And pseudo-mass can be seen
as the property that stands for the structural pro le of mass. This is the way in which
Chalmers presents the strategy in his (2009). The Russellian reply to his two-dimensional argument consists in distinguishing between the primary intension and the
secondary intension of physical concepts. Once the primary intension and the secondary intension of physical concepts do not coincide, we will be able to hold that
there is a sense in which zombies are conceivable but not metaphysically possible.
This is because, on Chalmers’ view, conceivability or epistemic possibility is bound
to the primary intension of our terms where as metaphysical possibility is bound to
the secondary intension of our terms.7
On the Chalmersian version of the Russellian line, the properties that pertain to
the primary intention of the physical concepts can be instantiated without consciousness. However, the zombie worlds and the actual world are not physically
alike simpliciter, because in the actual world there are some instantiated properties
that are relevant for consciousness that are not instantiated in the zombie world.
These properties are the ones that are relevant for the secondary intension of the
physical concepts. Given that in the actual world we use ‘physical’ in the actual

I present Chalmers’ view in Section 2 of the Appendix to Chapter II.
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world, the properties that are instantiated in zombie worlds are not physical properties any more but something similar: pseudo-physical properties. According to
this version, the Russellian monist denies the metaphysical possibility of physical
duplicates that lack consciousness and that instantiate mass. The scenario in which
there are zombies is redescribed as instantiating pseudo-physical properties. The
illusion of a contingent relation between the physical properties and the phenomenal properties can be explained away in a familiar Kripkean way: zombies are
conceivable, but not metaphysically possible—we were just imagining something
else.
In general, the strategy is the same as before: we admit that physics can let us
know some kind of properties of the physical world. We then admit that these concepts do not express all there is to know about the physical world. Then we use this
space of ignorance to hold that there is something about the physical world that
we do not know. Then we speculate: if we were to know it, we would be able to see
how consciousness was physical all along.

3.4. Stoljar’s two conceptions of the physical
Stoljar’s application of the Russellian strategy is different in an important respect if
only because his strategy is logically different and d s not involve the distinction
between the primary and the secondary intension of any term. On his view we
should distinguish two different conceptions of the physical. On the one hand, we
have the theory conception of the physical:
According to the rst conception of the physical—which I will call the theorybased conception—a physical property is a property which either is the sort
of property that physical theory tells us about or else is a property which
metaphysically (or logically) supervenes on the sort of property that physical
theory tells us about. According to this conception, for example, if physical
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theory tells us about the property of having mass, then having mass is a
physical property. (Stoljar, 2001:256)
On the other hand, we have what Stoljar calls the object based conception of the
physical:
According to the second conception of the physical—which I will call the object-based conception—a physical property is a property which either is the
sort of property required by a complete account of the intrinsic nature of
paradigmatic physical objects and their constituents or else is a property
which metaphysically (or logically) supervenes on the sort of property required by a complete account of the intrinsic nature of paradigmatic physical objects and their constituents. (10) According to this conception, for example, if rocks, trees, planets and so on are paradigmatic physical objects,
then the property of being a rock, tree or planet is a physical property. Similarly, if mass is a paradigmatic physical object—or, what is perhaps more
likely, if the property of having mass is required in a complete account of
the intrinsic nature of physical objects and their constituents—having mass is
a physical property. Let us say that any property which is physical by the
lights of the object-based conception is an o-physical property. (Stoljar,
2001:257)
The latter is a conception of the physical that comes out of the knowledge about
matter that our natural sciences provide us with—particularly physics. The former is
a conception that explicitly includes the intrinsic properties of the properties that
will yield a complete account of what an ordinary physical object is.
With these two notions of the physical at place, Stoljar argues, that they are extensionally different. His reasoning is based on two different premises: (i) physical
theories tell us about certain kind of properties that are dispositional in nature; (ii)
for each dispositional property there must be some sort of categorical property in
183

certain kind of property that has been posited by our physical sciences and that
kind of property has its Russellian peculiarities. To give some more content to the
view, Stoljar refers to this passage from Blackburn:
When we think of categorical grounds, we are apt to think of spatial con gurations of things-hard, massy, shaped things, resisting penetration and
displacement by others of their kind. But the categorical credentials of any
item in this list are poor. Resistance is par excellance dispositional; extension is only of use, as Leibniz insisted, if there is some other property whose
instancing de nes the boundaries; hardness goes with resistance, and mass
is knowable only by its dynamical effects. Turn up the magni cation and we
nd things like an electrical charge at a point, or rather varying over a region, but the magnitude of a eld at a region is known only through its effects on other things in spatial relations to that region. A region with charge
is very different from a region without...It differs precisely in its dispositions
or powers. But science nds only dispositions all the way down. (1990, pp.
62-3)
For this view, the only kind of properties that has been found by our physical sciences is the dispositional kind. As such, this view recognises that there is a relevant
degree of similarity between the properties that our physical sciences posit. The
second thesis holds that if there is a dispositional property, then there must be a
categorical ground in virtue of which the dispositional property is instantiated. As
Stoljar says:
All that is being urged is the metaphysical claim that the dispositional supervenes on the non-dispositional. (Stoljar, 2001: fn. 13)
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virtue of which that disposition is instantiated. The rst thesis holds that there is a

With these two passages it is easy to see why the distinction between two conceptions of the physical amounts to a distinction between some properties that are
purely dispositional and some properties that are categorical. The former are the
ones that belong to our physical sciences, the latter are the ones that are being
rescued by the object conception of the physical. The consequence is that the ophysical and the t-physical are extensionally distinct. The reason is that there is a
world that instantiates the very same t-physical properties that our world instantiates, however these world d s not instantiate the same categorical properties that
our world instantiates. Given that the conception of the o-physical includes the
categorical properties that our world instantiates, it follows that there is a world in
which the same t-physical properties are instantiated but not the same o-physical
properties.
With this difference Stoljar defends the view that he calls o-physicalism, which
is the view that everything is o-physical. One can see the Russellian line of holding
that the properties discovered by our physical sciences are somehow too abstract
to be the complete story of the world. On Stoljar’s view, unlike Russell’s, this is
cashed out in terms of dispositions; like Russell, Stoljar holds that the intrinsic
properties of the properties that give a full account of the paradigmatic physical
objects do not appear in the scienti c description of the world.
This provides us with a different stance towards the conceivability argument. If
we use the t-physical conception of the physical, then the zombie argument is
sound. However, if we use the o-physical conception of the physical, the argument
cannot get of the ground. The reason why it cannot get off the ground is because
the conception of the o-physical d s not say what is the intrinsic nature of the
properties that explain the ordinary physical objects. In this way, the argument
when read with the o-physical conception d s not give us enough resources to
conceive of the physical. In contrast with the strategy presented by Chalmers in his
(2009), t-zombies are conceivable and metaphysically possible, whereas o-zombies
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are not even conceivable. In this sense, the strategy is seen as logically distinct
from the strategy that holds that zombies are conceivable and not metaphysically
possible.
Be that as it may, the opacity of physical concepts lies in the fact that the ophysical conception d s not tell us anything about the relevant intrinsic properties
of our world. The o-physical conception is framed in an open-ended way for it to
be compatible with any sort of intrinsic nature that results compatible with the
structural properties. If we follow Russell’s suggestion above, that we do not know
of any intrinsic nature that is incompatible with the structures that physics posits,
then that intrinsic nature might as well be whatever as long as it metaphysically necessitates the dispositional property and it is itself not dispositional. As before, that
intrinsic nature can be mental or something that explains the mental.

4. The physical concepts strategy
What is common between the Chomskyan line, the non-mental line and the Russellian line of the physical concepts strategy is that there is something about physical
properties that we do not know. The reason why we do not know them is that the
physical concepts that our physical sciences give us are simply not enough to know
all about the physical properties. On any of these versions the word ‘physical’ is
thought to include the properties that we do not know. What is different between
the strategies is the gradual recognition of there being something of the physical
that we do in fact know. In short, depending on the strategy, the opacity of physical
concepts is analysed differently: unclarity, negative understanding or incompleteness. Each of these views will have its respective consequences on the mind body
problem, the notion of the physical and the notion of physicalism at play.
The Chomskyan line, being the most pessimistic of them all, holds that there is
simply no concept of the body, of the physical and therefore no mind-body problem. First, the mind-body problem is no problem at all because on this view ‘physi-
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cal’ means real and the correct answer to the problem of whether consciousness is
real is that it is. Second, this view has the rather strange consequence of holding
that properties like phlogiston will not count as physical. The reason being: the
property of being phlogiston is not instantiated and is therefore not real.8 Third, on
this view physicalism is trivially true because everything seems to be real—consciousness included. The upshot is that dualists, idealists, neutral monists, panpsychists and in general, any view on the fundamental nature of the universe is a physicalistic view. This view presents us with no victory and no defeat.
The non-mental line holds with Chomsky that the concept of the physical is
very unclear and contra Chomsky that there is still a debate to be had if we modify
the problem and think about the non-mental/mental problem. First, the mind-body
problem changes its character in fundamental ways. On this view, the question that
is relevant to discuss is: what is the relation between the mental and the non-mental? As such, we need to reinterpret the arguments that are about the physical in
terms of the non-mental. On this view, Mary should know all the non-mental truths
while in captivity. The question is now whether Mary can know what is it like to see
red with all the non-mental truths. This means that whenever we try to attribute the
knowledge that Mary has while in captivity, we are not able to attribute any sort of
positive account on what is it that Mary knows. The upshot is: we do not know what
Mary knows and therefore, the scenario is impossible to assess. Analogous considerations follow for zombies, bats, Commander data and other familiar cases. But
the notion of the physical properties that we end up with gives us no guidance on
what physical properties are. Second, the truth of physicalism would include versions of neutral monism and views that appeal to properties that have nothing to
do with any of our known natural sciences and the properties they have discovered.
8

I am understanding ‘real’ in this context as restricted to the properties that are instantiated. If
‘real’ were to encompasses non-instantiated properties as well, then any property whatsoever
is real and therefore, even the property of being a ghost or the property of being the absolute
spirit would be physical properties.

187

The Russellian line, being the most optimistic of them all, is the only one that
offers us a positive account of the kind of properties of the physical that physics
tells us about: its structure. First, the mind-body problem can be diagnosed by an
incomplete understanding of what matter is. Therefore, the question of the relation
between the physical and the phenomenal must be analysed further. On this view,
we only know the structure of the physical and there are many categorical properties that are compatible with the structure that physics tells us about. The structural
information of the physical d s not allow Mary to know what is it like to see red
inside the room. But we cannot attribute Mary the categorical knowledge of the
physical because we do not know what these categorical properties are. Second,
physical properties can be themselves phenomenal or proto-phenomenal properties. Third, we can say that in the structural sense of the word physical, the mindbody problem is solved against the physicalist, whereas in the categorical sense of
the word physical, the mind-body problem is solved in favour of the physicalist.
The upshot being that versions of panpsychism, panprotopsychism or neutral
monism end up being versions of physicalism.

4.1. The lines converge
On the face of it, these different versions of the physical concept strategy say different things in different ways. On the Chomskyan line and the non-mental line
Zombies are indeed inconceivable, whereas in the Russellian line we must make a
distinction between what kind of zombie we are dealing with. However, these differences are completely illusory because all these strategies will collapse in exactly
the same view.
Any version of the physical concepts strategy must accept that there is class of
properties that (i) is postulated by our physical sciences; (ii) explain our epistemic
situation; (iii) are not mental; and (iv) we know them now. Consider that the soul of
the physical concept strategy is to open a door for ignorance of the physical and
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then appeal to that ignorance of the physical to hold that consciousness is physical.
But this means that if the mental can be explained with the resources that we currently have, then there is no reason to appeal to the physical concepts strategy in
the rst place. The physical concept strategy would be completely super uous if
one were to believe that the mental will be explained by the properties that we currently know and that have been discovered by our natural sciences. This alone entails that any version of the physical concepts strategy must make a distinction between these properties and the properties that we do not know. Just to have a
name for them call the properties that meet the four mentioned criteria the known
properties and let the ones that do not meet all of these criteria be the unknown
properties.
With this distinction at place, the purported difference between the Chomskyan line the non-mental line and the Russellian line starts to vanish. Once the distinction between the known and the unknown properties is recognised, it is easy to
see that their stance to the conceivability argument is exactly the same. First, in any
of these views, the zombies that we can conceive are the ones that are known duplicates of us. Known-zombies will be both conceivable and metaphysically possible. Captive Mary d s not know what is it like to see red by knowing all the known
properties. We do not know what is it like to be a bat by coming to know all the
known properties of bats. Second, in any of these views, the zombies that we cannot conceive are the ones that are unknown duplicates of us. Unknown zombies
are not conceivable. We cannot attribute to Mary the knowledge of the unknown
properties and therefore the scenario cannot be assessed. From the fact that the
known properties of bats do not entail what is it like to be a bat it d s not follow
that the unknown properties do not entail it.
A difference between the strategies might come out as follows. The Russellian
line as opposed to any of the other lines offers a positive account on how to characterise the known properties. This entails that according to the Russellian line the
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known properties are of a speci c kind and are not just a heterogenous array of
properties that happen to have a contingent epistemic relation with us. Recall that,
depending on the version of the Russellian line, these properties are conceived as
structural, or dispositional or they are about function and dynamics and so on.
Now, one might argue that the distinction between the known and the unknown properties is the relevant distinction and not the structural/categorical distinction. This approach—or something similar to it—is taken by Stoljar (2016) in the
view that he calls Nagelian Monism. Where as the Russellian holds that the difference between the properties that we know and the properties that we do not know
is captured by structural/categorical distinction, the Nagelian monist holds that it is
better to cash it out in terms of the properties that are posited by our natural sciences today and the properties that will be posited by our natural sciences in the
ideal limit of inquiry. This provides Nagelian Monism with a different explication of
the distinction between the properties that the Russellian monists already distinguishes. But as far as the distinction between the properties that our natural sciences posit today and the ones that will be posited by them in the ideal limit of inquiry, the door of there being a distinction in kind between these properties is left
open—but not for long.
Plausibly, there are many properties that we do not know and that our sciences
have not yet discovered that will have a relevant resemblance with the properties
that we do in fact know. For instance, perhaps it is true that space is divisible in the
fundamental level, perhaps not but whether there are pixels at the Plank length or
not leaves the problem of consciousness intact. This means that not any property
that we do not know will do the job. The reason being, there is a relevant respect of
similarity between indivisible and divisible space and other properties posited by
physics. As long as the unknown properties are similar to the known ones in relevant respects, they will not be able to explain consciousness. But that relevant re-
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spect of similarity is relevant: the relevant unknown properties must be of a different kind. This is explicitly recognised by Stoljar:
The position assumes, perhaps controversially, that contemporary physics is
incomplete in the story it tells about nature, and so there is a difference in
kind between contemporary physics and the physics that we will (or might)
have. (Stoljar, 2015:4)
This means that the properties that we envisage must be of a different kind than
the ones we know now. If they were just of the same kind, the help that we obtain
from them is no greater than the one we get from the properties we know. If this is
right, any version of the physical concepts strategy must hold that the difference
between the known and the unknown properties is a difference in kind.
With that said, and as far as I can see, the differences between these lines
amount to three. On the one hand, there is the question of whether the known
properties are to be called physical or not. But this difference is metaphysically
unimportant. Second, the non-mental line holds that the unknown properties that
are relevant to explain experience are not mental. But this is a hypothesis, not an a
priori truth. As such, the difference between the non-mental line and the others is
that the non-mental line takes a stance on what is the kind of property whereas the
other lines are compatible with the fact that these unknown property is mental.
Third, the Chomskyan line and the non-mental line do not commit themselves to
an analysis of what is the kind of property that is singled out by the known properties. However, they are committed to the idea that there is such a kind and—presumably—to an analysis of such kind.
We end up with the following idea. Any view of the physical concepts strategy
holds that (i) there is a difference between the known and the unknown properties;
(ii) the known properties explain the epistemic situation where we nd zombies
conceivable; (iii) the unknown properties explain the negative epistemic situation
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we are in when we cannot conceive of zombies; (iv) the difference between the
known properties and the unknown properties is a difference between two kinds of
properties; (v) consciousness is going to be explained by the unknown properties;
(vi) the unknown properties are to be called physical. As far as these six points go,
any version of the physical concepts strategy deals with the conceivability argument in exactly the same way and with exactly the same resources.
If this is right, the differences between the versions of the physical concepts
strategy boil down to three: a verbal difference, a commitment—or a lack thereof—
on what are the relevant unknown properties and a commitment—or a lack thereof—
of what is the analysis on the kind of property that we do know. The rst difference
is metaphysically unimportant and the second and third differences are only relevant once we have accepted the core of the strategy and are therefore just different developments of the same idea. With respect to the second, this is a commitment that one may or may not make. With respect to the third, however, we are in
the situation in which any view of the physical concepts strategy holds that there is
a property that we do not know that is different in kind with the properties that we
know. But this seems to leave the question open: what is this kind we know? This is
where the Russellian line takes a further step.

4.2. The Russellian bet on the known: structure
The target of analysis is to answer what is the kind of property that belongs to the
class of properties that (i) is postulated by our physical sciences; (ii) explain our
epistemic situation; (iii) are not mental; and (iv) we know them now. Presumably, a
paradigmatic example of these properties is the property of being H2O. This property was discovered by chemistry, we know about it right now and it is of no help to
the problem of consciousness. But properties like being H2O seem to have a relevant respect of similarity with other properties like being a gene, or having mass.
Moreover, these respect of similarity seems to go beyond the mere idea that these
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properties are real or that these properties are not-mental. It is examples like these
that yield some plausibility to the idea that we may be dealing with a kind that we
know very well. However, the fact that these properties seem to have some sort of
deep similarity between them d s not make it easy to spell out which are those
relevant respects of similarity.
In general, there are two different strategies that have been used to cash out
the Russellian notion of structure and Russell can be seen as responsible for both
of them. By contrasting the structural properties with the intrinsic, Russell initiated
the rst view; by dealing directly with his take on what matter is, he initiated the
second. The rst one consists in paying attention to a host of words that have surrounded the Russellian line on what structure is: dispositional and categorical, intrinsic and extrinsic, relational or non-relational or cognates. The second one
comes from the passage quoted above:
A piece of matter is a logical structure composed of events; the causal laws
of the events concerned and the abstract logical properties of their spatiotemporal relations are more or less known, but their intrinsic character is not
known. (Russell, 1927: 384)
On this view, the analysis of matter is going to be given in three kinds of terms:
causal, logical and spatiotemporal. Just to have a name for this, call it Russell’s list.
Now, although both views need to clarify what they mean by the words they
use to frame the notion of the known properties, it seems to me that the second
strategy is better. First, cashing out the known properties with the use of categories
like extrinsic/intrinsic relational/non-relational or dispositional/categorical is a
strategy that uses very obscure notions to bring some light. Second, Russell’s list
seem to be essential to the nature of the properties that physics posits and this is
regardless of whether these truths happen to be about intrinsic or extrinsic properties—which seem to be orthogonal to the nature of the properties that physics
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posits. In short, it is dif cult what to make of physics without the use of logic, mathematics, causation and space and time, but it is not as dif cult to see physics as
positing intrinsic, categorical or non-relational properties.9 In this sense, the second strategy seems closer to home. Of course, all of these depends on what is
meant by logic, causation and space and time. This is where Russell’s analysis g s
further and this is where the real problems lie.

4.2.1. Newman’s problem
For Russell, the structural truths are introduced as those involving Russell’s list,
however, each of these truths will be reduced further until we end up with an incredibly abstract and purely logical way of understanding structure. On Russell’s
view, the causal relations will boil down to some sort of logical relations that we can
express with the sole vocabulary of logic and the correlations that these properties
have in space and time (Analysis of Matter, Chapter XXXI). Second, the spatiotemporal relations can all be expressed in a mathematical way, as ordered quadruples
in a Minkowsky space. This yielded an account of the physical that is incredibly abstract and can be completely expressed, we may say, by purely logical and mathematical vocabulary. Further, as Russell argued in Principia Mathematica, mathematical vocabulary is reduced to the logical vocabulary alone. We end up with the view
that the intuitively robust selection of Russell’s list waters down to pure logical relations between some entity or other.
As it is well known, Russell’s picture of matter runs immediately into the problem discovered by Max Newman. In Russell’s own words:
It is of course obvious, as you point out, that the only effective assertion
about the physical world involved in saying that it is susceptible to such and

See Derk Pereboom (2014) and Stoljar (2016) for discussion of these points.
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such a structure is an assertion about its cardinal number. (Russell, [1975],
2010:394)
Newman showed, under Russell’s own lights, that Russell’s purely logical notion of
structure ends up being trivial or false. Trivial, because our natural sciences would
only make an assertion about the cardinality of the entities posited by the theory,
or false because it seems that we can know more about the physical world from
our physical sciences. After feeling “somewhat ashamed of not having noticed the
point”, Russell‘s own take on his letter to Newman is to reject his view that only
structure can be known. In his own words:
I had not really intended to say what in fact I did say, that nothing is known
about the physical world except its structure. I had always assumed spatiotemporal continuity with the world of percepts, that is to say, I had assumed
that there might be co-punctuality between percepts and non-percepts,
and even that one could pass by a nite number of steps from one event to
another compresent with it, from one end of the universe to the other. And
co-punctuality I regarded as a relation which might exist among percepts
and is itself perceptible. (Russell, [1975], 2010:394)
On Russell’s view, we can see a change of mind. Now we can know more about the
physical world than just its structure. But one can see a similar approach albeit differently phrased: we can make our notion of structure more robust and avoid the
Russellian idea that structure boils down to purely logical relations. Given that this
is mostly a verbal issue on how to use ‘structure’ I will keep using the word ‘structure’ to refer to this more robust view that can recover the truths that we learn from
physics. On its own, this seems to provide enough resources to construct the notion of correlation. And for a Humean of causation—like Russell—this may will allow
them to construct the notion of causation with the spatiotemporal truths and the
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logico/mathematical truths. This will yield a more robust notion of the physical and
a fortiori it may sort the issues raised by Newman’s problem.10

4.2.2. Chalmers on structure
Chalmers has presented an analysis about physical truths in many stages. From The
Conscious Mind on which Chalmers focuses on the causal skeleton of the word and
the notions of functions and dynamics, to the more metaphysical picture of the
physical truths provided in Constructing The World. Chalmers, following Rudolf
Carnap, takes the view that the entire theory of physics can be expressed by a
Ramsey sentence that will be written with a certain class of irreducible concepts,
namely: logico/mathematical vocabulary, causal vocabulary and spatiotemporal
vocabulary. Indeed, Russell’s list.
Further, just like Russell before him, Chalmers takes the route of trying to “minimise the base vocabulary”. Unlike Russell, Chalmers is well aware of avoiding any
sort of resurrection of Newman’s problem. As such, the view cannot be the one that
Russell held, which is that all of these three notions are to be explained by the logical vocabulary alone. What we learn from Newman’s problem is that we need more
resources to rescue the descriptions that our physical sciences make of the world.
This means that, at the very minimum, we must hold that either the causal vocabulary or the spatiotemporal vocabulary are basic as well.
As we have seen, Russell’s answer to Newman is that the spatiotemporal properties are basic. But Chalmers’ takes a different route. On his view, the causal or
nomological vocabulary should be seen as basic. Chalmers holds that there are
some basic statements of the form it is a Law that the F’s are correlated with the G’s.

10

Now, there is the issue of Newman’s problem as Newman argued against Russell’s purely
logical notion of structure, entailing the triviality that the truths of physics only pertain to the
cardinality of the entities of our world. But there is a way in which Newman’s type of problem
might arise again. This depends on whether the base vocabulary is seen to be robust enough
to rescue the truths of physics.
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So in this sense, Chalmers takes the notion of causation as something basic.11 But
unlike Russell, Chalmers tries to reduce the spatiotemporal vocabulary in other
terms.
When analysing the spatiotemporal vocabulary, Chalmers irts with many views
in Constructing the World, ranging from types of primitivism to types of functionalism. At the end, the notion that is favoured overall is what Chalmers calls phenomenal functionalism, where spatial concepts: "function to pick out that manifold of
properties that serves as the normal causal basis of a corresponding manifold of
properties in our spatial experience.”12 Now, the proposal is that spatial vocabulary
stands for whatever is the cause of our experiences of space. On Chalmers’ view,
the exact same idea is extended to the concepts of time. We end up with the idea
that a physical truth is one that can be expressed by logico/mathematical vocabulary, Causal vocabulary and spatiotemporal vocabulary, where the latter is whatever
happens to cause our experiences of space and time.
Two things are worth noticing. First, as Stoljar (2019) argues, this cannot be an
analysis of what I called above the known properties, simply because the known
properties are de ned as the ones that do not entail truths about consciousness.
However, on this view, truths about consciousness are being smuggled in the
truths that we learn from physics when these are about space and time. Second, in
a sense, spatiotemporal functionalism can be seen as an analysis of what ‘spatiotemporal‘ means, but in a robust sense it is not. Consider that phenomenal functionalism holds that space is whatever happens to cause our spatial experiences,
but the cause of our spatial experiences is left unspeci ed. According to phenomenal functionalist there is always a further question of what is the property that
11

Chalmers discusses the Humean notion of causation under the terms of the only reductive
option in CTW.

12

(2012: 335). Chalmers talks about temporal vocabulary under the same considerations.
Chalmers argues in favour of phenomenal functionalism by holding that some cases of
systematic illusion on three aspects of spatial experience (orientation, shape, and size) are not
really possible.
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plays the role of causing our experiences of space, and as far as phenomenal functionalism g s, that indeed might be whatever. For instance, one can imagine a
world on which the cause of our experiences of space is the Hegelian Absolute
Spirit. In those worlds, the understanding of ‘space’ will be inextricably related with
the Hegelian Absolute Spirit, which is not a physical entity. It follows that, on
Chalmers’ view, there are worlds in which spatial truths will involve something that
is a paradigm case of a non-physical entity. As the debate stands, the notion of the
known properties is still up for grabs.

5. The physical concepts strategy and the realisers’ response
There is much in agreement between the physical concepts strategy and the realisers’ response. As mentioned above, on both views, there is an admission of ignorance and the postulation of some property or other that will lead us to the correct theory of consciousness. However, there is an important difference between
the strategies. Whereas the physical concepts strategy holds that the ignorance of
the world pertains to the physical, the realisers’ response holds that the ignorance
pertains to the realisers of physical properties but not to the physical properties
themselves. On any version of the physical concepts strategy, the ignorance has to
do with the physical properties themselves, whereas in any version of the realisers’
response, the ignorance has to do with the realiser properties.
At rst sight, the disagreement seems to be a verbal dispute: on one view we
do not know something about the physical world and on the other view we know
enough about the physical world, just not enough about the world, i.e., the realiser
properties. However, once we see closely, we will distinguish a sense in which the
dispute is verbal and super cial and another sense in which it is not. Whether we
call some property ‘physical’ or the realiser of the physical is irrelevant if the kind of
property that we call ‘physical’ is the same, call this the verbal issue. However, this is
orthogonal to the question of whether the notion of realiser is more general than
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the notion of physical properties. This is the sense in which the dispute is not verbal. The physical concepts strategy is about physical concepts and the ignorance
that we have of physical properties, but nothing is said about the phenomenal
properties. The strategy is completely silent on whether it can be applied to phenomenal concepts and the ghost version of the conceivability argument, or to other conceivability arguments as well. Call this the generality issue. I will argue that
the realisers’ response to the conceivability arguments enjoys a generality that is
not enjoyed by the physical concepts strategy. I will deal with the verbal issue rst
and then with the generality issue.

5.1. Verbal dispute about the physical
According to the realisers’ response, the conceivability argument is successful in
one sense and unsuccessful in another. The reason why it is successful in one sense
is because on this version of the argument we focus on the role properties of the
physical and—or so the realisers’ response holds—we have revelation of what are
these properties. The reason why it is unsuccessful is because on the version of the
argument in which we focus on the realiser properties, we do not have revelation
of what the realisers are, and therefore, we cannot even assess the conceivability
claim. Now, I argued above, that regardless of whether the version of the physical
concept strategy is explicit about this or not, any version of the physical concepts
strategy must make a distinction between the known properties and the unknown
properties. I also argued that any version of the physical concepts strategy must
therefore accept conceivability arguments when these are about the known properties. Likewise, I also argued that all versions of the physical concepts strategy
must hold that conceivability arguments are unsuccessful when they are about the
unknown properties. In this sense, both views accept the conceivability argument
reject it in another. The way in which these different senses are understood is by a
distinction between two properties.
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Moreover, if the analysis of conceivability arguments defended in Chapter II is
correct, then the physical concepts strategy—just as the realisers’ response—must
accept that we have revelation of one property but not of another. It follows that
the physical concepts strategy can be had in two ways: either we distinguish two
different notions of the physical, or the only properties that deserve the name of
physical are the ones of which we do not have revelation. On the other hand, the
realisers’ response holds that we have revelation of the role properties and that the
realisers do not deserve the name ‘physical’.
So, we end up with the following situation. Both views accept that there is a
sense in which conceivability arguments are successful and that there is a sense in
which they are not. Both agree that these both senses correspond to the conceivability of different properties. Both strategies hold that the reason why the argument about the unknown properties is unsuccessful is exactly the same: we do not
know what these properties are. The difference we are discussing here is that, according to the realisers’ response, the properties that are to be called physical are
the ones in which the conceivability argument is successful, and the ones in which
it is unsuccessful we call the realiser of the physical properties. The physical concepts strategy calls the properties that we do not know physical and the others either they are a subclass of the physical properties or they are pseudo-physical.
Now, the reason why this dispute is verbal is because one view uses the word
‘physical’ to refer to a certain kind of property K and the other view d s not. However, both views recognise the K’s.
Now, I am unsure of what to say when somebody holds that ‘physical’ really
means something or other. Words are there to be used and can be used in many
ways—and there is nothing wrong about that. Some use ‘physical’ as an honori c
term of art that stands for ‘real’, like Chomsky and Strawson; others use it as standing for whatever properties are posited today by our natural sciences of the mind,
like Smart (1978), or something near enough, like Lewis (1994); yet others might
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use it for the ultimate properties that physics will posit, like Armstrong (1991:186)
or Jackson (1991:191); some others use it as standing for something that is not
mental, like Montero and Papineau, (2005) and Wilson (2006), etc. Of course, nobody has infringed any law by using ‘physical’ in any of these senses, and as such, it
seems to be a consequence that we need to distinguish different senses of the
word ‘physical’. Whether one of them has the correct meaning of the physical or
not is a question that I am not sure to understand neither its meaning nor its metaphysical importance.
However, when presenting the realiser-realiser identity theory I had to make a
decision about whether to call the role properties physical or not. And that decision was not whimsical. Although the verbal disputes are irrelevant to the questions of metaphysics, these are not irrelevant to questions of how the position is
advertised. And in an important sense, I believe that the physical concepts strategy
can be seen as guilty of false advertisement. In order to see what this false advertisement comes to, it is worth distinguishing what I take to be a relevant notion of
the physical that can account for the class of the known properties.

5.1.1. A classic account of the physical
Even if the challenge of providing a notion of the physical seems very dif cult,
there is a way to approach this challenge that will have enough purchase power to
make sense of many issues. In order to avoid certain dif culties, it is better to clarify
what the project is from the beginning. The distinction between fundamentality
dependent and fundamentality independent properties can help. If we use the
word ‘physical’ for whatever happens to be the properties that are constituted by
the actual fundamental nature of the universe, then anything is physical. This is
something that, as mentioned above, presents us with no victory and no defeat.
The point about using the word ‘physical’ was to describe a possible way in which
the fundamental nature of the universe is, not just to blindly refer to it. Second, I
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see no point in having a notion of the physical whose de nite content will arise at
the limit of inquiry of physics—whatever physics is, anyway. Perhaps that notion of
the physical will be useful for humans at that moment, but it is certainly not useful
for us. The point about having an argument today is to advance our epistemic situation today, not to defend that some view or other is true (or false), because some
future human beings may do certain things. At any rate, in order for some future
humans to be able to advance their epistemic situation, present humans must do
certain things to advance our epistemic situation. As such, any useful notion of the
physical will have to account for the properties that we can think about today.
Third, the understanding of ‘physical’ in purely negative terms—or to rephrase the
mind-body problem as the mental/non-mental problem—is clearly insuf cient. If all
we know about the physical properties that we know today is that they are not
mental, one would wonder how we are able to make such accurate predictions
with such a thin notion—‘H2O’ says many positive things about how the property of
being H2O is. With that said, there is a view in the literature that can account for
these worries and that can be reinforced in certain respects in order to have a
clearer notion.
Although scepticism surrounding the notion of the physical is quite popular
there were some physicalists that took their physicalism quite seriously. This was
the view of the United Front of Sophisticated Australian Materialists—as Feigl called
them. Jack Smart (1978) explicitly held that the way he will understand ‘physical’ in
‘physical properties’ is as the properties that science already knows today: like being H2O. In other terms, he was a presentist about certain physical properties. But
his presentism was re ned. Smart held, following Gerald Feinberg (1966) that there
is a certain kind of property in the world of which we already have the complete
theory: the properties that pertain to the domain of “ordinary matter” or what Feinberg called “bulk matter”. Smart held that:
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...any gaps in our knowledge of how neurons work are either in delicate
matters of cytological structure, which is really a matter of natural history, or
else in the detailed applications of known principles of chemistry and of the
theory of electricity. Such principles will not be overthrown either by revolutionary theories at the sub-atomic level, or by new theories of the universe
at large... Cosmology appart, revolutionary changes in physics are likely to
occur only at the sub-atomic level: to put it crudely, whatever happens to
physics, a hydrogen atom will contain one proton and one electron and water will still be H2O. (Smart, 1978:340)
The view entails that there is a sense in which we know very well what the physical
is, and that sense can be speci ed with the notion of ordinary matter. This notion,
at least in the opinion of these authors, is quite stable. In Feinberg’s own words:
One cannot rule out on a priori grounds the possible discovery of new
macroscopic phenomena inexplicable by the atomic theory, but I am inclined to await their discovery sceptically. (Feinberg, 1966:14)
For the Sophisticated Materialist there is a property that we know very well and the
mind-body problem pertains to this property as opposed to the ones that we do
not know. In other words, their theories were aimed at dealing with the mind-body
problem with the properties that we do in fact know. On Smart’s view—as it is in
Feinberg’s—physics has solved the problem of what is ordinary matter. Given that
brains are part of the domain of ordinary matter, what is left to do is to gure out
the details of what our principles already tell us. However, we do know how that
story will look at the end, in its most general respects. Of course, lling these details might be a complicated and delicate task, but one that is properly carried out
by the scientist, not the philosopher. On Smart’s view, the philosopher has another
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job: how to account for consciousness with the properties that are posited by our
physical sciences today.13
Exactly the same view was held by Lewis (1994) with the addition that the surprises in physics will not be that surprising because on Lewis’ view, physics would
“ nish its job in the same distinctive style.” This addenda is not trivial. Lewis recognises in this phrase that there is a distinctive style with which natural sciences have
explained their problems. From this—one can surmise—there must be a relevant respect of similarity in order to be a member of that distinctive style of explanation.
Of course, Lewis is silent on which is this relevant respect of similarity, but the view
entails that there is a relevant respect of similarity, nonetheless.
From these two views, we can recover two different points. First, from Smart’s
view we can hold that there is a quite speci c class of physical properties—the ones
that pertain to bulk or ordinary matter—that we know very well. This class of properties are the ones that appear on textbooks and are the ones that one will nd between the cosmological level and the quantum level. This allows us to single out a
robust class of properties that will serve as paradigm cases of physical properties.
Second, from Lewis’ view, we can surmise a relevant respect of similarity between
these properties that we know very well and speculate that physics will “ nish its
job in the same distinctive style” in both the cosmological and the quantum level.
The question on the table is, what is that style? Here is where the Sophisticated Materialist view can be reinforced with Russell’s list. We can hold that physics’ distinctive style can be captured by explanations that are given in logico/mathematical,
causal/nomic and spatiotemporal terms. This provides us with an account of physical properties that allows us to frame a positive view that says how physical proper13

This is also true, even on Armstrong’s view. Armstrong held that there is a distinction between
the dispositional properties of the physical and the categorical properties of the physical. He
admitted—with a nod to the Russellian strategy—that we do not know which are these
categorical properties. However, he fell short of holding that these categorical properties are
somehow necessary to explain the mental. On his view the mental will be explained by
appealing to the causal pro le of the entities in question. Once we have the causal role
identi ed, we have thereby explained the mind. In this sense, the intrinsic or categorical nature
of the physical properties is experience irrelevant.
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ties are. Vagueness being welcomed, this still seems to entail that the physical
properties are of a certain kind: the logico/mathematical, causal/nomic and spatio/
temporal kind.
Of course, it now all depends on how to understand these terms—which is a
rather complicated issue. However, by observing the problems that give rise to
Newman’s problem and the problems that views like Chalmers’ end up having, a
way to go is to let be primitive whatever seems to be primitive. In my opinion, and
in lack of a better proposal, I believe we need to compromise. There is a sense in
which ‘logic’, ‘mathematics’, ‘causation’, ‘space’ and ‘time’ are clear enough to provide us with a robust enough notion that d s not fall into the very abstract notion
of “only logic” but that d s not smuggle experience into the physical truths. Now,
it is worth pointing out that if there is a term that actually gives some content to the
physical on the list that is the spatiotemporal part. Consider that logic, mathematics
and causation can easily be had by any sort of non-physicalistic entity: a Cartesian
ego can be counted and, as long as it d s something—like thinking—there will be
certain sort of causation. As such, it is the spatiotemporal terms that are actually doing the job of giving content to the word ‘physical’.14
Here, our distinction between fundamentality dependent and fundamentality
independent properties will prove helpful, again. The main idea is that the properties that the terms in question pick out should be thought of as the fundamentality
independent properties of space or time. In this way, we will be able to hold that
the meaning of ‘space’ and ‘time’ is not tied to the fundamental properties of a certain given world, but tied to the fundamentality independent properties. The advantage is that these are compatible with many different ways the fundamental nature of the universe can be. This will provide us with a notion of ‘space’ that can be
cashed out with notions like ‘location’, ‘size’ or ‘distance’. Likewise, the notion of

Further, it may be the case that the only one that is actually giving some content is ‘space’.
After all, Cartesian egos exist in time. It follows that it may be ‘space’ and only ‘space’ the one
that is making a difference here—Descartes’ may have been right about that as well!
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‘time’ can be understood in notions like ‘duration’, ‘age’ or ‘instant’. These terms will
allow us to write a certain description that will be satis ed by many kinds of space
and time. For instance, under this understanding, we will be able to circumvent the
problem about the Hegelian Absolute Spirit mentioned above, because the relevant notion of ‘space’ is the property that is similar between Hegelian Absolute
Spirit worlds and any paradigm case of a physicalistic world. Likewise, the notion of
‘space’ will be indistinct between Euclidean worlds and non-Euclidean worlds, and
as such, it is independent of the particular structure of our space. Likewise, the understanding of ‘time’ is compatible with worlds in which idealism is true and worlds
in which physicalism is true. Further, it is compatible with different geometries that
time can have—like it being circular. If our understanding of ‘space’ and ‘time’ is
consistent with both physicalist and idealist worlds, it follows that the notions
themselves will be devoid of any sort of non-physicalistic vocabulary. This move on
its own secures a neutral account of the terms that is still robust enough to contain
many possibilities of different ways a world could be. Putting things together, we
can conjoin the virtues of the presented views into a Russell-Smart-Lewis stance on
the physical:
Physical property: a property is a physical property if and only if it can be
de ned by logico/mathematical vocabulary and causal/nomic vocablary
and spatio/temporal vocabulary.
Plausibly—or more precisely, here lies the bet—the class of known properties distinguished above can be recovered by this analysis of what a physical property is. The
view is that properties that abide by our de nition of ‘physical’ presented here are
(i) the properties postulated by our physical sciences, (ii) the properties that explain
our epistemic situation, (iii) they are not mental and (iv) we know them now. The
strength of the view can vary. The riskier bet and therefore, the one with the highest payoff, holds that we can recover all the properties that we have in text books of
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our natural sciences with this sort of vocabulary alone—or something very much like
it. One can have a more permissive view on which the list provides us with a relevant respect of similarity that will function as the core of a family resemblance concept and therefore be open to substantive revisions. But either way we go, the list
itself proves useful.15
With this notion of the physical at place and an analysis of the known properties, we can see in what sense the physical concepts strategy is guilty of false advertisement. According to the physical concepts strategy, the notion of the physical
presented above will not be able to do the job of explaining consciousness. But
why? According to the physical concepts strategy the reason why such properties
cannot account for consciousness is the very same reason that the classic dualist
uses. This, on its own, entails that the disagreement between the non-standard
views and the classic debate of the mind-body problem d s not have to do with
the unclarity of what the physical is. The problem is that the theme of the physical
concepts strategy is that ‘physical’ lacks content or that ‘physical’ is somehow unclear or that we only have a negative conception of the physical. But I have argued
that the known properties under the proposed analysis are familiar enough to elicit
the view that the world is of some kind, that is, they allow us to have a positive
metaphysical picture of reality. This is the metaphysical picture of physicalism or
materialism. If anything, the disagreement between the physical concepts strate15

This analysis will allow us to construct the version I called classic physicalism in the previous
Chapter under the lines of the familiar slogan “everything is physical or necessitated by the
physical”. But it will also allow us to construct the version I called humble physicalism. On this
view, we hold that everything is physical and there is a property yet to be discovered that is not
mental. Four things are worth mentioning. First, I do not know how much difference is a little
difference, but a humble physicalist is open to anything we may encounter that explains
consciousness in as much as it is not mental. Second, and relatedly, the non-mental clause
seems necessary to de ne humble physicalism, but not to de ne classic physicalism. As I have
argued, the understanding of the relevant terms is neutral enough not to need such clause.
Third, this notion of the physical allows us to have a positive answer to the question of what
the physical is that does not involve any sort of appeal to physics, and therefore, it evades
Hempel’s dilemma presented above. Fourth, this view is in some ways close enough to a
presentist or currentist answers to Hempel’s dilemma—or an actualist answer to Stoljar’s.
However, unlike other views, this presentism has enough room to accept that there are many
properties that we have not discovered yet that are physical, in as much as they abide by
mentioned constraints.
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gist and the classic debate of the mind-body problem starts looking more like the
disagreement between the Cartesians and the Materialists of the Modern era. According to the physical concepts strategy, it is because we know very well what is
the kind of property that physics uses in order to explain their phenomena that we
can be quite sure that these properties will not explain consciousness. But this
means that the physical concept strategy collapses into a standard form of property dualism properties when we understand ’physical’ as above. To this extent, the
realisers’ response completely agrees.
The verbal dispute ends up looking as follows. According to the realisers’ response, the properties that I have been calling physical properties all along are the
ones that we know very well—like being H2O. To contrast, according to the physical
concepts strategy, these properties are either pseudo-physical properties or a subclass of a larger notion of the physical. Now, to hold that the content of physical
provided by Smart and Lewis only gives us pseudo-physical properties, seems to
be incredibly odd and out of contact with the debate of our mind-body problem.
But to hold that the properties that we do not know are physical is where the false
advertisement lies.
Consider that according to the physical concepts strategy the word ‘physical’ is
to be used for the mentioned properties and for properties that (i) have not been
posited by physics, biology, chemistry, neurophysiology and so on; (ii) are not entailed by any of the properties posited by the mentioned sciences; (iii) are of a different kind than any of these properties (they are outside Russell’s list); (iv) they
may or may not necessitate consciousness; and (v) either we accept that these
properties are mental properties or we accept that we currently do not have any
concepts to conceive how they are. To me, this property sounds much more like a
mystery than anything else, and to call it ‘physical’ seems to me too far away from
the way I use the word ‘physical’. Again, one can call those properties ‘physical’ if
one likes, but calling them ‘physical’ d s not make them less mysterious. In this
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sense, the word ‘physical’ in the mouths of any of the proponents of the physical
concepts strategy d s not mean that much. If one belongs to a community of
speakers in which the word ‘physical’ is reserved to properties like being H2O—and
the like—then one would be a little confused when assessing the physical concepts
strategy. The properties that the physical concept strategy calls physical are nothing like any paradigmatic case of a physical property that we currently have. Let the
buyer beware.

5.2. The generality of the realisers’ response
Verbal issues aside, the change of focus from the notion of the physical and what
we know and what we do not know about it, to the notion of the role properties
and their realisers is relevant. The reason is that the physical concepts strategy is
about physical concepts, the incompleteness, inaccuracy or lack of content of our
physical concepts and the resultant ignorance of what physical properties are.
However, this strategy is obviously restricted to conceivability arguments that have
to do with the physical, and will not apply to other arguments as well. In particular,
and relevantly for our present purposes, the physical concepts strategy makes no
mention of experience and therefore leaves the notion of consciousness intact. As
we will see, no version of the physical concepts strategy can be applied to the notion of consciousness. But this entails that the physical concepts strategy cannot be
used to countenance the ghost version of the conceivability argument. The reason
is that the physical concepts strategy holds an asymmetric treatment of the mental
and the physical. In contrast, the realisers’ response to the conceivability argument
leaves no room for an asymmetric treatment of the mind and the body and allows
us to have exactly the same response to the conceivability arguments and not just
to the zombie version of the argument.
The asymmetric treatment of the mental and the physical given by the physical
concepts strategy can be seen to be a core part of the strategy. Consider that ac-
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cording to the physical concepts strategy the problematic part of the mind-body
problem pertains to the world of body not to the world of mind. The physical concepts strategists treats the notion of the mental as clear and unproblematic in the
same sense that the notion of the physical is unclear and problematic. Consider
that for any proponent of the Chomskyan line, the concept of the physical is so unclear and irrelevant that there is no problem in analysing it as standing for what is
real. But the mind is given no such trivial analysis. First, it is hard to see how the
problems that surround Chomsky’s challenge to the notion of the physical would
have any bearing on the notion of experience. Second, both Chomsky and Strawson might have no problems in holding that everything is physical but neither
would say that it is trivial to say that everything is mental. Third, problems like
Hempel’s dilemma do not arise for the mental because we do not appeal to
physics—or any other science, for that matter—to give content to the word ‘experience’.
The asymmetric treatment is even more glaring when we consider the nonmental line of the physical concepts strategy. The entire point of the non-mental
line is to rephrase the debate of the mind-body problem and discuss the mental/
non-mental problem. On Montero’s view, the mental serves the purpose of clarifying what the physical is. On Stoljar’s view the mental is seen as the notion to clarify
what is a rather unclear debate. Of course, these clari cations would be of little use
if the notion of the mental were at the same footing than our notion of the physical.
With respect to the Russellian line, the asymmetric treatment of the mind and
the body is not only compatible but has been explicitly defended and this was
started by Russell himself. The entire point of the Russellian strategy is to hold that
there is a distinction between the structural truths and the non-structural truths.
Russell argued that the truths that we learn from physics can be seen as incomplete
of the subject matter of physics because the descriptions given by physics only
highlight the structural side of its subject matter. This extra subject matter that is
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ence between structure and what is not structure that the Russellian line of the
physical concepts strategy opens the door for ignorance. But it is hard to see how
to apply the same strategy to the mental side. For that strategy to work we must say
that we only know the structural properties of experience but we do not know its
intrinsic nature. But phenomenal properties are the paradigmatic example of a
property that is non-structural, categorical and intrinsic! The same is true if one denes structure in terms of the Russellian list of logic/mathematics, causation, space
and time. If this strategy is applied to phenomenal properties then the strategy
must hold that through experience we only come to know the mathematical, causal
and spatiotemporal properties of experience but we do not know anything else
about it—which is false.
This entails that according to the physical concepts strategy there is not only an
asymmetric treatment of the mind and the body, but that the reasons why we do
not know something about the mental cannot be used as reasons to hold that we
do not know something about the physical. But if one cannot be ignorant of the
mental in the same sense, then it follows that one cannot use the same strategy to
address the ghost version of the conceivability argument—or to argue against phenomenal revelation. The consequence is that the physical concept strategist rejects
the consequences of the zombie argument but d s not have enough resources to
reject the ghost conceivability argument. Moreover, it seems to provide resources
to accept it.
On Russell’s view, physics tells us about the structure of the physical world but
d s not tell us what are the intrinsic properties that ll in the slots of that structure.
But Russell also held that we know our percepts very well and that these percepts
can be seen to ll the causal skeleton of the world. As mentioned above, he left
open the idea that there might some some llings for the structure that are not like
experiences. However, this still leaves us with a view in which the mental may be
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not expressed by physical truths is part of the physical world. It is with this differ-

seen as the true nature of reality. This is true of Feigl’s version of the identity theory,
the direction of reduction g s from the physical to the mental. It is the mental the
one that should be understood as “the basic reality”. The same is true of Maxwell’s
view. The name ‘b76’ refers to a purely mental property that, contingently plays the
causal role that neurophysiology assigns to it. On this view, neurophysiological descriptions of brain states contingently describe brain states. But, as argued above,
this is also true of any version the physical concepts strategy. On all of the versions
we accept that either there is a property that we cannot currently conceive or the
properties that will explain consciousness will involve consciousness itself.
In contrast with the Russellian line, the realisers’ response d s not have any
asymmetric treatment of the mind and of the body. According to our response, the
problem is analysed as follows. First, we see what is the property that neuroscience
gives us, which will involve a certain class of properties of bodily states given in
terms of physics “distinctive style”. Call this property Φ. Second, we take the property that our introspection provide us with, which will involve a class of properties
of mental states given in phenomenal terms, call this property Ψ. Then we note that
for all we know of Φ, it could have had a different realiser—string-theoretical or
atomic-Newtonian. Likewise, we note that Ψ could also have had a different realiser—sense data or a representational property. From this we infer that, for all we
know of Φ and Ψ, the realiser of these properties is unknown. Then, we note that Φ
and Ψ are such that we know what they are very well—well enough to know that
zombies and ghosts worlds are both conceivable and metaphysically possible.
However, even if we accept both conceivability arguments on the grounds that Φ
and Ψ do not necessitate each other, nothing about the realiser properties of Φ
and Ψ has been found. As it happens, we do not even know whether Φ and Ψ have
the same realiser or not. But if we do not know that, then we will not be able to
know that a realiser-duplicate of us will be both a physical and a phenomenal duplicate of us. It is this ignorance that the realisers’ response uses. In this sense, nei-
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ther the zombie argument nor the ghosts argument is successful at the level of the
realisers. The treatment of the mental and the physical and the corresponding answer to the zombie and the ghosts arguments is exactly the same. On our view, the
realisers’ response provides us with one strategy to answer them all.
As discussed in Chapter III, Section 4, this symmetric treatment of the mental
and the physical has an important consequence on what are the fundamental
properties that this universe can be made of. Given that we accept that there is no
necessitation between Φ and Ψ, and that realisation is a necessitation relation, it
follows that none of them can realise each other. This is an important metaphysical
difference between the physical concepts strategy and the realisers’ response to
the conceivability arguments. According to the realisers’ response the Ψ’s do not
necessitate the Φ’s, and therefore they cannot realise them. This entails that the realiser of the Φ’s cannot be consciousness alone. As we have seen, many versions of
the physical concepts strategy accept that consciousness can realise the physical.
A second metaphysical difference arises when we compare the view that we
are left once we follow the physical concepts strategy and the realiser-realiser identity theory. This has to do with the way we think about what Chalmers calls the proto-phenomenal properties. Chalmers thinks about these properties as a sort of
properties that are not themselves consciousness but together, when combined in
the right way, give rise to consciousness. However, there is a difference that we can
make. Either these properties explain consciousness and nothing else, or they explain consciousness and something else. The realisers’ response is itself compatible with this view, but not so the realiser-realiser identity theory. Given that on this
view both Φ and Ψ have the same realiser in the actual world, the proto-phenomenal properties in question will necessarily be such that they explain Ψ and Φ. This
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entails that according to our view, the proto-phenomenal properties might as well
be also called proto-neurophysiological properties—for exactly the same reason.16
Third, I also argued that the physical concepts strategy involves a sort of false
advertisement about the notion of the physical. I tried to defend that there is a very
robust and plausible account of the physical if we combine the views held by Smart
and Lewis on the one hand, and the view held by Russell on the other. But once we
have a notion of the physical on the table, the physical concepts strategy stands
revealed as a property dualist of the known properties. So, what would be the dispute between a property dualist and a physical concept strategist? The contrast
lies here: the physical concepts strategist will use ‘physical’ for properties that are
fundamentally mental or for any sort of property that explains the mental. Therefore, the sense in which the physical concepts strategist is not a property dualist is
the sense in which the properties that they call physical are to be understood as
encompassing those that, in my opinion, are unquestionably physical properties
and the properties that are not recognisably physical in any sense that we know.
In sum, I have argued that there is much in common between the physical concepts strategy and the realisers’ response to the conceivability argument. However,
I have argued that there are important differences as well.
First, I argued that there is an important difference between the physical concepts strategy and the realisers’ response that has to do with the generality of the
response. Our response involves a general stance to conceivability arguments regardless of the topic. Their response involves a stance about conceiving of the
physical. I argued that this generality allows us to avoid an asymmetric treatment of
the mental and the physical. The reason for these differences comes from the fact
that the realisers’ response focuses on the notion of realisation and that notion is
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Barbara Montero (2017) defends a view that she Calls Russellian Physicalism—which comes out
of a version of the physical concepts strategy—in which the properties that we do not know will
be enough to explain both consciousness and some physical properties as well. She calls this
properties inscrutables, and these properties are far closer to the property that is postulated
by the realiser-realiser identity theory that I defend here.

214

far more general than the notion of the physical (or the structural, or the extrinsic,
or the non-mental, and so on). Second, I argued that the sense in which these nonstandard views sell themselves involves some false advertisement. The strategy was
to provide an account of the physical and show how this account entails that the
physical concept strategy is a property dualism of mental and physical properties
so de ned. This makes the physical concepts strategy less about physical concepts
and more about a mysterious property that we do not know. But this creates a
problem. Now that non-standard views are revealed as property dualists, a question will arise: what is the relation between these two properties, anyway?
The main difference between our view and all the views that face the mindbody problem has to do with our notion of realisation and our distinction between
fundamentality dependent and fundamentality independent properties. The topic
of the last Chapter is to present the details of the notion of realisation that I have
been operating with.
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Chapter V
In Chapter I, I argued that there is a distinction between two kinds of properties,
one kind is necessarily constituted by the fundamental properties of the world and
the other is not. I argued that the distinction between these properties provides us
with a more metaphysical content to the notion of realisation. I also argued that this
distinction allows us to frame a view that can face the mind-body problem in a
straightforward way. In this chapter, I take a closer look at this distinction and its resultant notion of realisation.
I will proceed as follows. First, I will recapitulate the notion of realisation introduced in Chapter I. Second, I will discuss the distinction between the dependent
and independent properties in more detail. Third, I will discuss the details of my
notion of realisation in comparison with the more traditional take of realisation.
Fourth, I will present some ways in which the relation of realisation introduced here
has some useful applications.

1. Recapitulation
As mentioned in Chapter I, in the most general sense, to realise something is to
make it real and to be realised by something is to be made real by it. The property
that stands in need of something else to make it real is the role property, whereas
the property that makes those properties real are their realisers. In general, there is
a distinction between two kinds of properties: the role givers and the role players.
The role giver is the realised property and the role player is its realiser. The former
acts like a job description, the latter acts like the property that d s the job. The
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tain description. In this sense, the role property is a higher order property that denes the role to be played. The realiser property is de ned as the lower order
property that satis es the description speci ed in the predicate of the role property.
Although the traditional functionalist approach takes the description in question to be restricted to causal terms, I mentioned that the framework can be liberalised from such restriction. I also argued that the way I understand the relation of
realisation is as relating properties and that realisation should not be confused with
the relation of instantiation—not even in the case of a property and another property.
At this point, I argued that this notion of realisation will not be able to do the
job of distinguishing the two relevant senses of ‘mental’ and ‘physical’. The reason
is that it is not obvious how is it that mental and physical properties can be treated
as a property of having another property. Without any argument, it would seem
implausible to hold that the analysis of second order properties should extend to
physical and mental properties just on the basis of it being convenient. This is why I
argued for a more metaphysical understanding of realisation or, at least, that realisation can be understood in a more metaphysical way. I argued that there is a distinction between a property whose instantiation is independent of the instantiation
of the actual fundamental properties of our world and a property that is dependent
on the instantiation of the actual fundamental properties. The distinction is based
on the idea that one kind of property is necessarily constituted by the actual fundamental properties and the way they are arranged at the actual world whereas
the other kind is not so constituted.
There are several reasons for this. One is that the relation between the mental
and the physical is a relation between two properties. As such, in order to address
the mind-body problem, a relation between properties seems tting. Second, it is
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role property is de ned as a property of having another property that satis es cer-

properties and not individuals the ones which are multiply realisable. Without this,
we would not have the resources to frame the distinction between the dependent
and the independent properties. With the distinction in place, our notion of realisation can now be captured in the following picture.
Realisation is a relation that obtains between two different properties, the role
properties and their realisers. Role properties are understood as a property of having a property that meets certain description D. The realiser in a given world is the
property that meets D. This description is not limited to a certain kind of expression
and is therefore divorced from a causal analysis—although compatible with one.
The role properties are the fundamentality independent properties, the realisers
are the fundamentality dependent properties. The relation is irre exive, asymmetric
and trivially transitive. If an entity x bears property G and G realises F then it is also
true that x bears property F. Realisation is a relation that can be had one to one,
one to many or many to one. Realisation satis es: (i) totality—no instantiated property without a realiser; (ii) realiser-contingency—role properties are multiply realisable; (iii) role necessity—if G realises F, then the conditional ‘if G is instantiated at w
then F is instantiated at w’ is both necessary and a priori. In what follows, I will discuss these properties in more detail.

2. Dependent and independent properties
Intuitively, the independent properties comprise the kind of properties that are
shared between the actual world and the twin worlds that we can construct relative
to this one. The dependent properties encompass the properties that are not
shared between our world and any corresponding twin world. The distinction was
obtained by considering the case of Newtonian Earth. The case consists in a world
that is chemically indiscernible from ours, yet it is not indiscernible with respect to
fundamental properties. I argued that if one d s not believe that there is water in
Newtonian Earth, it must be because in order for something to be water it must be
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constituted by the actual fundamental properties arranged in the correct way. Then
I noted that there is a vast array of properties that are not like that. These are the
properties that can be instantiated in worlds with different fundamental properties.
In other words, these are the properties that can be instantiated in twin worlds relative to this one, regardless of the fact that the actual fundamental properties are
not instantiated. I de ned the criterion to distinguish these properties as follows.
Let w be a world that instantiates property Φ and w’ a world that instantiates Φ’,
where Φ and Φ’ are different fundamental properties. Let F be any property that is
instantiated in some possible world. Let Φ and Φ’ be the grounds of F in their respective worlds:
F is a fundamentality independent property iff there is a pair of worlds w, w’
such that F is instantiated in w and F is instantiated in w’.
F is a fundamentality dependent property iff it is not the case that there is a
pair of worlds w, w’ such that F is instantiated in w and F is instantiated in w’.
Two things are worth mentioning. First, for any property F, it is either a dependent
or an independent property, but never both, i.e., the distinction is exclusive and
exhaustive. Now, given the modal character of the distinction, whether a property
is dependent or not is a necessary property of any given property. If it is true at
some world that a given property has a pair of worlds where it has different
grounds, it will be necessarily true at any other accessible world, that F has
grounds Φ at w and grounds Φ’ at w’.
Now, it is important to clarify a couple of issues. First, the word ‘ground’ is used
in the sense of the properties on which water depends or the properties that constitute water in the actual world. Second, I have said that these worlds are twin
worlds, but in what sense? The reason why I think that it is plausible to call Newtonian Earth a twin world is that the structure of Newtonian Earth cases and Twin Earth
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cases is identical. Newtonian Earth just is Twin Earth one level down, so to speak.
But there is a tricky issue.
First, the main objective of Putnam’s Twin Earth was to argue for meaning externalism, not to do metaphysics. This involves some restrictions, like there being
some very similar entities that use words in both worlds. For instance, one of the
criteria that was held by Putnam in the construction of Twin Earth was that the subjects—Oscar and twin-Oscar—where intrinsic duplicates. Now, in the case of Twin
Earth, it is evidently not the case that Oscar and twin-Oscar are intrinsic physical
duplicates, because Oscar’s body is made of water, not of twin-water. However, this
is not true of other cases like ‘gold’, or ‘tiger’ that give us the same effect. Be that as
it may, on our view, it is controversial whether or not there are intrinsic duplicates in
twin worlds. The twin worlds that I have been discussing involve the instantiation of
different fundamental properties. But, plausibly, if there are two entities that are
constituted by different fundamental properties, then no matter how similar these
entities are, they cannot be intrinsic duplicates.
It is worth bearing in mind that the focus of this thesis has been on metaphysics, not on the philosophy of language. The point of the Newtonian Earth story
is not to elicit intuitions on how we use a word in counterfactual circumstances, but
on the distinction about two kinds of properties. The theory defended in this thesis
is about properties, not about predicates. As such, the fact that there are intrinsic
duplicates or not is irrelevant for the distinction between dependent and independent properties. With that said, there is a way to recover the notion of duplicates.
The idea is to limit it to mental properties. On our view, they are multiply realisable,
as such it becomes more plausible that some entities constituted by other fundamental properties have the same mental properties we have. In as much as we
have this duplication, we will have enough ammunition to talk about mental content and therefore recover a more traditional meaning of ‘twin world’. With that
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said, we can see in more detail what the dependent and the independent properties are.

2.1. Dependent properties
Dependent properties are necessarily constituted by the fundamental properties
of the world in which they are instantiated. As we have seen, these properties cannot be instantiated in any world in which there is any difference in the fundamental
level. But that is a negative restriction. Now we can see it from a positive perspective. In order for some property constituted by certain fundamental properties to
be instantiated, it must be the case that these fundamental properties are arranged
in the correct way. If we arrange the fundamental properties of the actual world in a
different way, we may not get water, but gin. Therefore, it follows that in order for a
given fundamentality dependent property to be instantiated, it must be the case
that it is necessarily constituted by the fundamental properties of the world and
they being arranged in the correct way.
Given that dependent properties are necessarily constituted by the fundamentals of a given world, it is worth going into more detail to see what they are. For that
we will need: (i) the class of fundamental properties {F, G , H }, which includes all
the n-adic properties that are fundamental in w; (ii) the class of fundamental individuals {a, b, c } which will bear these fundamental properties in w; and (iii) the
class of fundamental laws {L1

.Ln} of w, which act as a sort of fundamental recipe.

With all these ingredients we—or better, and ideal version of us—will be able to
write the fundamental story of the world. The fundamental story will tell us not only
that there are such and such properties and individuals and that there are such and
such laws, but also that—as a matter of fact—they are thus and so related by certain
speci c laws in certain speci c ways. The fundamental story is expected to be concise, just as the class of fundamental properties is expected to be sparse. It must
contain reference to and only the fundamental individuals, properties and laws.
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The fundamental story is maximally speci c. There is no pair of distinct worlds that
share their fundamental story. We may say that the fundamental story necessitates
the non-fundamental story of the world—after all, that is what makes it fundamental.
Any difference in the non-fundamental story will yield a difference in the fundamental story and, therefore, a different possible world.
The fundamental story is composed of propositions and these will attribute
certain properties to certain entities. These propositions can be conjoined into one
big proposition that will represent the fundamental story of w. Now, this proposition is explicit about which individuals will bear the properties in question. But given that the relevant focus of this distinction are properties and not individual objects, it is worth Ramseyfying away all the individual objects from the fundamental
story. This is done by replacing any occurrence of a term that stands for an individual with a bound variable, while leaving everything else intact. This will have the
nice consequence that the object-Ramsey ed fundamental story of w will be true in
worlds with different individuals—but not with different properties. in order to have
a name for the object-Ramsey ed proposition, call it S.
You might be worried that S will be true in worlds that are qualitatively indiscernible from this one, yet distinct. For instance, a world in which Charles Darwin
d s everything that Karl Marx d s in the actual world and vice versa. It follows
that S is compatible with metaphysically possible worlds that are not this one, as
well as the fact that S will not be maximal, given that there are some truths that it
d s not settle: the non-qualitative ones. One may want to reject h cceitism in order to keep maximality, but even if one accepts h cceitism, the lost differences
make no difference. Granted, you are numerically distinct from your indiscernible
twin—and there is nothing we can do about that. However, your indiscernible twin
has exactly the same qualitative properties that you have: that is what makes your
twin indiscernible. This means that every truth about you is a truth about your twin,
provided that either none of these truths name one or the other or we keep the
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names in each sentence correctly. But similarity is symmetric: every truth about
your twin is a truth about you. Even if qualitatively indiscernible worlds are not this
one, it is still true that if in that world your twin has an itch, then you do in this one,
and if in that world your twin has i- bers ring, then you also have them. This entails that we can import any lesson learned from that world into this one. Simply
put, qualitative truths are the ones that matter—our theories are not just a list of
names. The same point applies to non-qualitative properties of properties, what
Lewis (2009) calls quiddities. If you believe in Lewisian quiddities, it is also worth
Ramseyfying them away, too. The consequences are the same: any truth about the
indiscernible property F is a truth about its indiscernible twin F’, provided we apply
the names correctly or we simply do not use them.
With that said, we can keep working with S. Now, if lambda abstraction is innocent and completely general—as I will assume here—there will be a class of properties abstracted from the object-Ramsey ed fundamental story of w that will allow
us to reconstruct everything that is expressed in the fundamental story of w. Just to
have a name for these properties, call them the fundamentals of w, or Φ for short.
With these properties singled out, we can say that the terms on which S is written is
with the Φ-terms. These terms will give us enough resources to construct the nonfundamental properties of the world and those will be speci ed by the very same
Φ-terms.
As argued, the property of being water cannot be instantiated unless the actual
fundamental properties of the world are instantiated and they are arranged in the
particular way in which they are arranged. In this sense, it is part of the essence of
the property of being water to be constituted by the actual fundamental properties
of the universe. This is where the Φ-terms become useful. The idea is as follows. We
take a sample of water that is paradigmatic enough. Then we note that the property of being water is the fundamentality dependent property constituted by the actual fundamentals that are arranged in the way in which the properties of the sam-
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ple of water in question are arranged. In order to de ne being water we need to
see what are the properties Φ that are relevant for water. As before, call them Φw.
With the information we will be able to specify all the properties of water in Φterms. This means that we can imagine a description that states how the properties
Φw are arranged with all the speci cations that it may need. Plausibly, such description will be the term that expresses, not only an essential property of water, but the
essence of water. After all, what part of the essence of water would be left out by
such description? This description will mention the actual fundamental properties,
tell us what they are, it will be explicit about their relations, the laws that bind them
and the way the relevant properties are speci cally arranged in order for us to have
a glass of water. Let ‘waterness’ denote such description.
The structure of the description ‘waterness’ has two components: (i) the fundamental properties Φw; (ii) the way the Φw are arranged as water. As such, we will
end up with the view that ‘waterness’ is analysed as the property of being the Φw
arranged water-wise. With this property we will have the speci c structure of the
property of being water given in Φ-terms.

2.2. Independent properties
Now let’s take a closer look at the fundamentality independent properties. As our
discussion in Chapter I shows, the property of being watery is a fundamentality independent property because it can be instantiated in worlds with different fundamental properties. Therefore, the essence of this property cannot encompass the
fundamentals of any given world. It follows that the correct analysis of the de nition of the property of being watery cannot encompass the fundamental properties
of Newtonian Earth, nor of ours. But I argued that even if it is true that the essence
of the property of being watery d s not encompass any given fundamental property or other, it d s not follow that it is not part of its essence to be related to some
property that is constituted by the fundamental properties of the universe. The rea-
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son is that there is a sense in which nothing is independent from the fundamental
properties of the universe. The sense is this: the class of fundamental properties of
the world are there in order to explain absolutely everything there is—and if something is watery, it is part of what there is. As such, for any property that is instantiated, there must be a fundamental property or a property constituted by those fundamental properties that necessitates it.
Thus, these properties can only be instantiated at any world in virtue of there
being another property that is instantiated at that world that necessitates it. We can
say that independent properties are ‘higher order’ properties in the sense that they
are neither fundamental nor essentially constituted by this or that class of fundamental properties. They are ‘second order’ because in order for them to be instantiated, they need the instantiation of another property. But this other property is
nothing other than a property constituted by the actual fundamentals.
There is something that is worth discussing which is the way description ‘D’ can
be built. On the face of it, if a property F meets a certain description ‘D’, it is because F has the property with which ‘D’ picks it out. To make the problem evident:
the property of being water is not liquid, because properties are too abstract to be
liquid. It follows that the property of being water is not watery. However it is more
common to speak of individuals having properties than to speak of properties having properties. Yet, the functionalist framework needs that the description in question actually picks out the property, whichever that is, and this rewriting might be
bothersome. Nonetheless, even if it is not true that the property of being water is
liquid, it remains true that the instances of the property of being water are liquid.
The point being that, whenever we have a description that is apt to pick out instances of a property, we can think about ‘D’ as a description with the form “the
property whose instances are picked out by ‘d’.” Where ‘d’ stands for a description
that picks out an instance of the property in question. At this point, there is a small
issue about properties that are not instantiated. In order to handle it, we can say
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that ‘D’ stands for ‘the property whose instances would have been picked our by ‘d’
had there been any. In this way, we will be able to use our normal talk in a straightforward way.
With the independent properties singled out, we will be able to write the independent stories of the world. These stories will tell us that there are some objects
that have the independent property of having another property that meets certain
description. As before, we will be able to conjoin them. Just to have a name for this
sentence, call it independent-S. This means that with S and independent S we will
be able to write two stories of the world. One story is about properties of having
another property that plays some role, the other story is about the properties that
play the role. As an example, consider the sentence: ‘there is a couch’. On this view,
we can say that there is an independent sentence like: there is an entity that has the
property of having another property whose instances play the couch-role. And
there is a dependent sentence like: ‘there is an entity that has the property of being
the Φ’s arranged couch-wise’. In this sense, we can say that S is a realisation of independent-S.
Now, with these distinctions at place, we can now ask three different questions:
(i) what are the relations between independent properties of a given world?; (ii)
what are the relations between dependent properties of a given world?; (iii) what
are the relations between the dependent and the independent properties? Plausibly, all these questions can be answered in the same way: the relation is realisation.
However, the sense in which ‘realisation’ can account for questions (i) and (ii) is the
traditional sense of realisation. The sense of realisation that can account for question (iii) is our sense of realisation. Considering these three questions, will allow us
to distinguish our notion of realisation from its more familiar understanding.
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2.3. A toy example
In order to see the structure of realisation with more detail, it is worth going back to
the example with which we started: the colour orange. I argued that the colour orange has different realisers in different situations in the traditional sense of ‘realisation’ that d s not involve my distinction between fundamentality dependent and
independent properties. When talking about an orange T-shirt, the realiser of the
property of being orange is being a certain arrangement of cyan, magenta, yellow
and black ink.When talking about the image of the orange T-shirt on a screen, the
realiser of the property of being orange is being a certain arrangement of red,
green and blue light. Our notion of realisers, roles and realisation is quite analogous to this case. And the analogy may be complete if we take the properties mentioned on each of the realisers as fundamental. Therefore, we may just assume that
there is a world in which the fundamental properties are cyan, magenta, yellow,
black and ink. Call them CMYK-worlds. We can also imagine a world in which the
fundamental properties are red, green, blue and light. Call them RGB-worlds.
Now we can use the distinctions we have been operating with. The CMYKworlds have a class of fundamental properties which includes the mentioned
colours and ink. These worlds will have CMYK-laws—particularly the ones that are
relative to the combination of ink. We can say that the fundamental story of CMYKworlds says something like that there is ink and the four basic colours of the ink
that combine following certain laws. From that story we will be able to use lambda
abstraction and then we will obtain the fundamentals of CMYK-worlds. These fundamentals will be therefore constituted by the fundamental properties and the
laws that bind them. With these fundamentals, we will be able to construct the fundamentality dependent properties of CMYK-worlds. Analogous considerations follow for the RGB-worlds.
Something true about these worlds is that both of them instantiate the property of being orange because orange can be constructed out of both different fun-
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damentals with their respective laws. This entails that the property of being orange
is a fundamentality independent property, that is, a role property. But the reason
why it is considered as a role property is because in order for something to be orange at the CMYK-worlds, it must be constituted by cyan, magenta, yellow and
black ink. However, for something to be orange in the RGB-worlds it must be constituted by red, green and blue light. This is why we treat the property of being orange as a second order property. On this view, the property of being orange is analysed as the property of having some fundamentality dependent property or other
whose instances are orange. Now we can look for the property that plays the orange-role in CMYK-worlds and in RGB-worlds. For instance, in the CMYK-worlds,
there is a property like being certain distribution of cyan, magenta, yellow and black
ink arranged orange-wise. However, in the RGB-worlds, there is the property of being a certain distribution of red, green and blue light arranged orange-wise. In what
follows, I will talk about the CMYK-realiser and RGB-realiser, for short.

2.4 Traditional realisation and independent properties
It is important to bear in mind that there are non-fundamental properties in both
the dependent and the independent properties alike. In CMYK-worlds, neither the
property of being orange nor the property of being a certain distribution of cyan,
magenta, yellow and black arranged orange-wise, are fundamental properties.
Rather, both of these properties are necessitated by the CMYK-fundamentals. Their
difference lies in the fact that one is essentially constituted by the fundamentals
and the other is not, not on the fact that one of them is fundamental and the other
is not. This invites the question of the structure of the dependent properties of
CMYK-worlds, i.e., the relations that the dependent properties of CMYK-worlds
have with the other dependent properties of CMYK-worlds.
In CMYK-worlds there are the fundamental colours, cyan, magenta, yellow and
black. But there are many more colours, like red, which is obtained by a combina228

tion of yellow and magenta, or blue that comes from cyan and magenta. Further,
there is violet, which is a combination of red and blue. As such, one can imagine
ordering the independent properties of CMYK-worlds from the least fundamental
to the most fundamental—a hierarchical model of a layered cake metaphysics. One
can say that violet is grounded by or dependent on or realised by a combination of
red and blue, whereas red is grounded by or dependent on or realised by a combination of yellow and magenta, whereas for blue it is on cyan and magenta. As a
consequence, violet depends on cyan, magenta and yellow in virtue of depending
on red and blue.
This case allows us to distinguish our notion of realisation from the more familiar notion of realisation. For clarity I will use t-realisation for the more traditional notion. One trait that t-realisation is often related with is that there is a sort of chain or
properties that realise each other—this is what makes t-realisation transitive. On this
view, the very same property can be though of as a role property that needs some
realiser or other and as a realiser of some role property or other. In this sense, t-realisation is thought of as a relation between different levels of reality. These different levels can be though in many ways, but common suspects are different levels
of description, explanation, granularity, fundamentality, and so on. In other words,
the sense in which a property is a role or a realiser property is relative to its relation
with other properties.
Another trait that t-realisation has is that the relation between roles and realisers is contingent in both directions. There are worlds in which the property of being red is not realised by a combination of yellow and magenta, like the RGBworlds. It follows that being red has its traditional realiser only contingently. But,
importantly, the realiser of a property also realises that property contingently. For
instance, in RGB-worlds, if we combine all red, blue and green, we will get white
light. However, if we combine red, green and blue in CMYK-worlds, we will get a
very obscure colour that approaches black. This has to do with the contingent dif-
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ferences between the fundamental properties and the laws of the worlds in question—in one world we combine ink, in the other we combine light. I believe that the
most common use of ‘realisation’ is closer to the relation that independent properties of a given world have with the other independent properties of a given world.

2.5. Traditional realisation and dependent properties
Likewise, we will be able to nd a similar structure within the dependent properties
of a given world—with two important differences. First, just like the independent
properties can be arranged from the less fundamental to the more fundamental,
the dependent properties can be arranged in the same way.
Take the CMYK-worlds. In those worlds, the property of being violet has a certain CMYK-realiser. We can say that the CMYK-realiser of violet, is related in a speci c way to the CMYK-realiser of red, which is of course distinct. Further, the CMYKrealiser of red is dependent on or grounded by the fundamentals of CMYK-worlds.
This will yield to a similar structure of a chain or properties that are both roles and
realisers—in the traditional sense. In this way, we can see that the realisers of the
CMYK-worlds are a sort of mirror image of the role properties of the CMYK-worlds.
However, the modal relations between the dependent properties of a given
world are different than in the case of the independent properties. Unlike the independent properties, the dependent properties have necessary relations in both
directions. First, in any world in which the fundamentals of a CMYK-world are instantiated and they are arranged black-wise, there will black. The reason is that the
fundamentals include the laws of the world as well as the fact that we are combining ink. With those things at place, there will be no world in which one has the
CMYK-realiser of black, without black. Further—and this is the point of Newtonian
Earth—in any world in which the CMYK-realiser of black is instantiated, the fundamentals that necessarily constitute it are instantiated as well. For instance, say that
the realiser of black is the property of being a distribution of 100% of cyan, magen-
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ta, yellow and black ink. Given that dependent properties cannot be instantiated in
worlds with different fundamentals, such dependent property necessitates that the
fundamentals are cyan, magenta, yellow, black, ink and the laws that relate them.
Without them, the property cannot be instantiated. It follows that the roles necessitate the realisers—again, in a traditional notion of realisation.

3. Traditional realisation and our notion of realisation compared
With that said, we can go back to our notion of realisation and note that what is realised in the traditional sense, is not realised in the sense that is relevant for this
thesis. The reason is that the relation of realisation is had between the dependent
and the independent properties of a given world, not between the dependent
properties of some world and themselves—nor between the independent properties of the world and themselves. In other words, our notion of realisation is an inter-kind relation as opposed to an intra-kind relation. This has important consequences.
First, on our view, it is not true that realisation involves a chain of roles and realisers. The reason is that we have de ned the notion of realisation as a relation between dependent and independent properties and that distinction is exclusive and
exhaustive. Therefore, no property can be both dependent and independent and,
therefore, no property can be both a role property and a realiser. It follows that
there is no possible chain of properties realising other properties. This is the reason
why the relation of realisation is irre exive, asymmetric and trivially transitive.
Second, in contrast with the more traditional take on the notion of realisation,
that is, the relation had between independent properties of a given world, on our
view, if the realiser of F is instantiated at some world, then it is also true that F is instantiated. Recall that the difference between a combination of red, green and blue
in the RGB-worlds and in the CMYK-worlds d s not necessitate its realiser. In one
world, it realises white, on the other world it realises black—which is a noticeable
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difference. But the reason why this happens is because the notion of realiser on the
traditional notion of realisation d s not include the fundamental properties of the
world, nor d s it include the contingent laws that make it up. On our view, the realisers of a world are necessarily constituted by the fundamental properties and
the contingent laws of that world. The realiser of CMYK-realiser of violet is identical
to the property that includes the fundamental properties, the laws and the
arrangement they have when some ink is violet in CMYK-worlds. In other words,
our realisers include the properties that the traditional realisers need to necessitate
their roles. With this, we will be able to hold:
Role-Necessity: If F realises G, then it is necessary that F realises G—there is
no world in which F is instantiated and F does not realise G.
However, in accordance with the traditional notion of realisation, the role properties are contingently related to their realisers. This is easily captured by the fact that
the distinction between the independent and the dependent properties lies in the
fact that the independent properties are all multiply realisable. This entails:
Realiser-Contingency: If G is realised by F, it is contingent that G is realised
by F—there are worlds in which G is realised by H.
Now, given that there are no chains of roles and realisers, we need not accept any
sort of layered cake metaphysics on the structure of the relation between the dependent and the independent properties. On this view, there is no class of basic
properties that compose a further layer of less basic properties that compose another layer of even less basic properties and so on. The relation between independent and dependent properties can be seen at—as a screen. For instance, the realiser of orange in RGB-worlds is a class of beams of light such that none of them is
orange. Further, there is no such thing as a beam of green and blue light that produces another less basic beam of light that is yellow that will be in turned com-
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bined with another beam of red light. The realiser of orange is just a combination
of red, green and blue light from the beginning—there is no need for the yellow
middle man. In this sense, the green and blue step is super uous.
At best, one can think about our relation of realisation as relating two different
‘layers’ of reality: the one necessarily constituted by the actual fundamentals and
the one that is not. But even these two-layered cake can be avoided. If role properties were also constituted by the realisers, the two levels of reality would collapse
into one. As mentioned, in order for some beam of light to have the property of
being orange in RGB-worlds, there must be a certain speci c combination of red,
green and blue light. However, it must be noted that there is nothing else in that
world. As such, if there is something in that world it better be the case that it is constituted by the fundamentals of that world, simply because everything must be
constituted by the fundamentals of that world. If there would be something orange
in one of these worlds that is not constituted out of the fundamentals of those
worlds, it could only mean that orange itself is fundamental. But given that orange
is not fundamental in RGB-worlds, it must be constituted solely by the RGB-fundamentals.
This means that we need to make a distinction between two senses of constitution. On the one hand, there is the relation of constitution that dependent properties have with the fundamentals of their world, which is necessary. On the other
hand, independent properties are constituted by the actual fundamentals, albeit
only contingently. With the distinction between necessary and contingent constitution for the dependent and independent properties respectively, we are able to
rescue the idea that in any world, everything is constituted by the fundamentals of
that world. As such, the ‘two levels’ of reality collapse into only one. This distinction
between contingent and necessary constitution will provide us enough resources
to handle three different issues. First, it will be easier to see why totality holds in our
view. Recall:
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Totality: For any property F that is instantiated in w, there is a realiser property such that F is either identical to a realiser or is entailed by a realiser.
In general, we can say that for any property instantiated in some world it is wholly
constituted by the fundamental properties of the world. If F is a realiser property, F
will be necessarily constituted by the fundamentals. If F is a role property, it will be
contingently constituted by the fundamentals. Given that the property that contingently constitutes the role property is its realiser, we will be able to say that every
property is either a role property or identical to a realiser.
Second, in the traditional notion of realisation, it is an open question whether
or not the role and its realiser are instantiated by the same individual. That is, it is
an open possibility that the realised property F is instantiated by x and the realiser
of F is instantiated by y, such that either x = y, or x ≠ y. Just to have a name for both
of these cases, call it same individual and different individual realisation, respectively.
For instance, consider the traditional notion of realisation and a traditional
functionalist picture on which the mental is realised by the physical. On this view, it
is a further question whether the bearer of the role property is identical or distinct
from the bearer of its realiser. Consider the case in which you are identical with
something that is mental, and your body is identical with something that is physical
under the assumption that you are not your body. According to this view, you bear
the role property and your body bears the realiser. To make it more dramatic, recall
that this view holds a contingent relation between the mental and the physical—because it is multiply realisable. Now, if the individual that bears the realiser property
dies—your body—it d s not follow that you will die because you are not physical.
This opens the door for these functionalists to argue that you may survive death.
But—I am sorry to say—such option is forbidden on our view. The reason is that it
if that were possible, it would mean that there is an individual that has a property
but not because the individual has a property that is constituted by the actual fun-
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damental properties. But, given our discussion above, any property is constituted
by the fundamental properties. It follows that if an entity has the role property F,
then that very same entity instantiates the realiser of F, because to instantiate F
consists in instantiating its realiser. It follows that if x bears the role property F then,
x also bears the realiser of F.
In Chapter I, I argued that if an entity bears the realiser of F, then that very same
entity bears F as well. For instance, if in RGB-worlds, there is a beam that bears the
property of being a certain arrangement of red and blue light, then that beam is violet. With the argument above, we are able to say that if a beam is violet in RGBworlds then that very same beam bears the property of being a certain arrangement of red and blue light. This allows us to make a stronger claim:
same subject realisation: an entity x bears the realiser of F at w if and only
if x bears F at w.
Third, the fact that role properties are constituted by the realiser properties will
make it even easier to see how is it that role properties are causally ef cacious in
virtue of their realisers being causally ef cacious. After all, if we attribute causal
properties to the properties constituted by the actual fundamental properties, then
it will follow that the role properties are causally ef cacious for the same reason
than their realisers.

3.1. Realisers in other possible worlds
It is easy to see how we can have role properties instantiated in different possible
worlds. However, it is not easy to see how we can have realiser properties instantiated in different possible worlds. To make the point evident, consider that there are
many independent properties shared between the CMYK-worlds and the RGBworlds. Orange, violet and brown are examples of these. However, these two
worlds do not share any dependent property.
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Consider that the CMYK-realiser of orange is not instantiated in RGB-worlds
because in order for the realiser to be instantiated, it must be the case that it is
constituted by the fundamentals of the CMYK-worlds. Given that RGB-worlds have
different fundamentals, no CMYK-realiser is instantiated in RGB-worlds. Similar
considerations follow for the RGB-realisers. It follows that no RGB-realiser is instantiated in CMYK-worlds, just as no CMYK-realiser is instantiated in RGB-worlds. This
yields an interesting question. Is it possible that a realiser property of some world is
instantiated in another possible world?
For instance, consider that in RGB-worlds, yellow can be realised by a distribution of green and blue light. This means that its realiser is not constituted by blue.
As such, we can imagine a world in which the fundamental properties are only
green, blue and light and we can also suppose that the laws of RGB-worlds are true
there. Call them the GB-worlds. Now, the GB-worlds have less resources to create
colours and many colours will be impossible—but yellow is not one of them. This
means that the property of being yellow can be instantiated in both RGB-worlds
and in GB-worlds alike. The question on the table is, whether the realiser of yellow
in RGB-worlds is instantiated in the GB-worlds as well.
If one looks at this case, one might be tempted to say that the answer must be
a clear ‘yes’. After all, the property of being a certain distribution of green and blue
light is instantiated in both worlds. Further, both worlds have exactly the same laws
and their fundamental properties overlap. However, it may be the case that the
fundamental nature of the universe is not like that. One can imagine a holist view of
the fundamental nature of the universe. On this view, any difference in the fundamental nature of the universe will destroy the identity of any property constituted
by the fundamental properties. It may also be true that atomism is true of the fundamental level. On this view, we will be able to take any property whats ver and
conjoin it with different fundamental properties without it loosing its identity.

oe

236

Now, whether holism, atomism or something in between is true or not, d s not
seem to be a trivial question. Further, the construction of dependent properties in
terms of the Ramsey sentence S includes the relations between the fundamental
properties as well as the laws that relate them. This makes the Ramsey sentence
look much more like uniform whole than some entity that we can divide at will.
However it may be the case that we can S in a certain way that respects the identity
of the realisers. Without taking any stance on these issues, we can get the next best
thing: if holism is true, then a copy of a realiser property entails a copy of all the realiser properties of that world—which entails a copy of the world. If atomism is true,
a copy of a realiser property is logically independent of any other realiser of that
world. If something in between is true, then there are some fundamental properties
that certain realisers will necessitate and others will be dispensable. If anything but
holism is true, we will be able to carve up S in a way in which it will take just the relevant part for F. How much do we take of S in that carving will depend.
Something important to notice is that if holism is false, then there would be
worlds that are not this one in which some of our realisers are instantiated. However, it remains to be seen how should we complete those worlds. A way to complete
the world is to add a that’s all clause. This creates no problems. However, another
way to complete it is to add more sentences until it becomes maximal. Call that
completion of the realiser the complement. Something crucial about the complement, is that none of other realiser properties of that world nor the laws should interfere with the realiser property in question. If the complement interferes with the
properties of the realiser property and the roles it plays, it will entail that the realiser is not instantiated after all. As such, there may be a class of admissible complements of the world and a class of interference complements. This distinction will
become relevant below.
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3.2. Fundamental independent properties
There is a nal issue to be addressed. I have said that all dependent properties are
realiser properties and that all independent properties are role properties. however, this is strictly speaking, false. The exception lies at the fundamental level. The
problem is that both dependent and independent properties can be fundamental.
Recall that a property is an independent property if and only if, there is a pair of
worlds in which it has different grounds, and therefore, a pair of worlds with different fundamentals. But it is still consistent to hold that it is fundamental in one
world, just not in another. What is impossible is that there is an independent property that is necessarily fundamental, but there is no problem with it being contingently fundamental. Likewise, a property is a dependent property if and only if
there are no such pair of worlds in which it has different grounds. But this means
that it can still be fundamental—provided that it is fundamental in all the worlds in
which it is instantiated. This means that both independent and dependent properties might be fundamental; the former only contingently so, the latter only necessarily so. How can we tell whether a property is necessarily fundamental or only
contingently so?
Here is a broad way to think about this issue. Any property that is not necessarily fundamental, is by de nition an independent property. As such, any argument
that leads to the contingency of certain fundamentals, has the consequence that
those properties are independent. Here is one. Consider that it seems to be a genuine possibility that, for any layer we nd that is actually fundamental, there is still
another layer of fundamentality beneath it. Likewise, it seems to me to be a genuine possibility that the world has a fundamental layer of reality and that at some
point we happen to hit rock bottom.
If these two scenarios are indeed possible, then it will follow that, for any world
with Φ, there is a possible world in which the very same properties Φ are instantiated, yet these are grounded by Ψ. But this means that the fundamental properties
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Φ are only contingently fundamental. Just to have a name for these worlds, call
them next level worlds. If these worlds are always available for any property, it
would follow that any fundamental property is contingently fundamental, which entails that all fundamental properties are independent. Now, I do not know whether
there is a next level world for any property. Perhaps indivisibility entails fundamentality, and Newtonian atoms are seen as necessarily fundamental. Perhaps being
the totality of what there is entails fundamentality and in that sense the universe will
be seen as necessarily fundamental. Perhaps there are some properties that cannot
be grounded by absolutely anything else. Perhaps being identical cannot be
grounded by anything else and it will be a fundamental property of any world in
which there is something. Perhaps the part/whole relation is like that as well. But, in
my opinion, these cases seem quite sparse.
Further, consider the converse case in which some property that is not fundamental in the actual world is fundamental in another possible world. Just to have a
name for them, call them lonely worlds. Perhaps it is false being temporal is fundamental in the actual world, but it seems possibly fundamental, that is, it seems that
there is a possible world in which being temporal is fundamental. Perhaps the
same is true of more mundane properties like being a couch or being blue. Again, I
do not know if there is a lonely world for any property, but considering these cases
allows us to see that there may be many fundamental properties that are independent.
This issue creates a problem because on our view, no independent property is
a realiser. However, if independent properties can be fundamental then, there are
good reasons to think that they must be realiser properties. After all, the reason
why it is plausible to believe that independent properties are second order properties is because in order for them to be instantiated they need the instantiation of
another property that has to do with the fundamentals. However, when the independent property itself is fundamental, it clearly d s not need the instantiation of
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any other property—if it did, it would not be fundamental. Therefore, if an independent property is fundamental, it is implausible that it is a second order property.
The correct verdict in this case is that independent properties that are fundamental
must be realisers as well.
In order to handle this issue in the most simple way and without changing anything that we have discussed, we need to have a more inclusive notion of a realiser
property and a more restrictive notion of a role property:
realiser properties: F is a realiser property if and only if, either F is a dependent property or F is a fundamental property.
Given that the distinction between dependent and independent properties is exclusive and exhaustive, the only way in which the second disjunct will pick a different property than the rst, is in the case of independent properties that are fundamental. Likewise, we can revise our notion of role property as follows:
role properties: F is a role property if and only if, F is a non-fundamental
independent property.
Now that we have accepted properties that are contingently realiser properties and
roles, that is, properties that contingently play the role and the realiser role, so to
speak. Therefore, whenever we consider the realisers of a given world, these realisers must be thought of as the realisers of w.
Given that realisers are not realised by anything, I will talk about the fundamentals as being self-constituted. The reason is that there is nothing more to them than
them. As before, we must distinguish between contingent constitution and necessary constitution. On the one hand, there are the properties that are necessarily
self-constituted by the actual fundamental properties, i.e., the fundamentality dependent properties that are fundamental. On the other, there are the properties
that are only contingently constituted by the actual fundamental properties, i.e., the
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fundamentality independent properties that happen to be fundamental at some
world. The latter will be therefore contingently self-constituted, whereas the former
will be necessarily self-constituted.

3.3. Applications of the distinction
One of the distinctive features of the relation of realisation de ned here, is that the
relation is had between some properties that are contingently constituted by some
fundamental properties and the properties that are necessarily constituted by
those fundamental properties. This makes realisation a relation that seems useful
only for metaphysics. However, even if it is true that I de ned realisation in that way,
there is no reason why we could not make it more plastic than this. The strategy
consists in stipulating a domain and use exactly the same notion of realisation albeit for a restricted domain. The CMYK-worlds and the RGB-worlds can help here
to make a case. Consider that once we have a theory about the combination of ink,
assuming that cyan, magenta, yellow and black are fundamental, we will be able to
import that theory into any world with an admissible complement. Likewise, we will
be able to import the RGB theory in as much as the complement of the world d s
not interfere.
This makes the relation of realisation more plastic in nature and easier to use in
different domains. If we are interested in car theory, we can stipulate certain properties as fundamentals with certain relations between them that abide by certain
laws. Of course, these laws are far simpler than the natural laws. For instance, if an
engine starts it may do so for many different several reasons depending on what is
the fundamental nature of the world in question, but it will start in all of them regardless of what is the realisation of a car starting—it may be petrol, it may be electricity. Given that independent properties can be fundamental, there is nothing that
we need to change in order to use our notion of realisation in this restricted domain where being such that its engine starts is considered as a fundamental prop-
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erty. If one wants to have a theory of how is it that cars can start, then one considers
that property as a role property, and so on. With such a theory, we will be able to
import it to worlds with different fundamentals. As such, both idealist and physicalists alike can have cars in their ontology. If this is true, then the relation of realisation can be used in different domains for different purposes.

3.3.1 An analogy
With the notion of realisation clari ed, we can go back to the realiser-realiser identity theory. However, instead of going back to issues that have been already discussed, it is worth trying to make an analogy with the case in order to see our entire approach without the mind-body baggage. This will allow us to think about the
structure of the realiser-realiser identity theory in other terms. A case at hand,
which I believe to be quite analogous, is the case of the relation between space
and time.
As far as I can see, a world in which space is instantiated but time is not instantiated seems to be a conceptual possibility. Perhaps a world in which there is only
one rock and nothing ever happens, nor anything ows. Likewise, as far as I can
see, a world in which time is instantiated but space is not instantiated seems to be
a conceptual possibility. Perhaps a world in which there is pure consciousness of
two different mental states—red and blue—that occur one after the other. In other
words, there is a world in which the property of being spatial is instantiated but the
property of being temporal is not; as there is a world in which the property of being temporal is instantiated but the property of being spatial is not. But if these are
metaphysically possible worlds, then the property of being spatial d s not necessitate the property of being temporal, nor vice versa. It follows that the properties
of being spatial and being temporal do not necessitate each other—let alone that
they are the very same property.
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But, as it happens, in the actual world these properties have a much more intimate connection than what conceivability arguments can show. We have learned,
by living on this planet and performing experiments and their corresponding theories that, in the actual world, dualism of space and time is not true. But you know
what my stance will be. The argument is plausible when we are talking about role
properties, but implausible when we are talking about the realisers. On behalf of
role property dualism of space and time, one can argue as follows. Conceiving a
world in which the property of being spatial is instantiated but the property of being temporal is not d s not seem to be a conceptual impossibility. In other words,
Newton was not making a conceptual mistake when thinking about both of them
as distinct and fundamental. But this means that there is an epistemic situation
where a property that is instantiated here is not correlated with another property—
that is also instantiated here. As before, a respect of similarity between x and y can
only be true if both x and y bear the very same and identical property—not one that
is slightly different. There is a world that is similar in some respect to the actual
world—it has a rock; it has two mental states. But these words are also different because these two worlds cannot be fundamentally alike to each other—nor to this
one. It follows that if they share a respect of similarity with ours, then the properties
of being spatial and being temporal could only be independent properties.
I argued that we are in a position to know the essence of independent properties, and that includes the properties of being spatial and being temporal. Here is a
heuristic. In order to know which is the property that we are having revelation of,
pay attention to the properties that are similar between our world and one rock
worlds, and between our world and ghosts with binary mental states. Now think
about the spatial and the temporal similarities between them. In this view, the role
properties of being spatial and being temporal are those respects of similarity.
With revelation of these properties and the assumption that these scenarios are indeed conceivable, it follows that the scenarios that we are conceiving are meta-
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physically possible. But, of course, if a property lacks a necessary property in some
metaphysically possible world it also lacks it in this one. If this is true, we can conclude that the properties of being spatial and being temporal do not necessitate
each other.
However this argument d s not show that in the actual world—contingently, as
it happens—there is one property that accounts for both: spacetime. But this is a
distinct property. One that is not necessitated by neither being spatial nor being
temporal—but one that plausibly necessitates both. In this view, the realiser of the
property of being spatial and the realiser of the property of being temporal is one
and the same. In our way, we can have it both ways: we can make sense of both the
difference between space and time and the fact that in our world there seems to
be only spacetime. It is worth mentioning that in this view, the properties of being
spatial and the properties of being temporal are clearly not fundamental properties. But less obviously, it also d s not follow that spacetime itself is a fundamental
property. It only follows that it is a fundamentality dependent property with respect
to the domain of space and time. This means that the property of being spatiotemporal might be understood in other terms, or it might not.
Moreover, it also d s not follow that being spatiotemporal is the way being
spatial and being temporal say it is—it might be altogether different. To wit: the continuous spacetime of GR might be based on the granular space from Quantum
Mechanics. But that one might or could have been grounded in something else,
and so on. However, there is a sense in which it is true to say that spacetime is spatial and that it is temporal. The sense is this: being spatiotemporal is the realiser of
being spatial and of being temporal. This ‘is’ is the ‘is’ of realisation. This is the
sense in which we can say that the property of being spatial and the property of
being temporal just happens to be realised by the property of being spatiotemporal. Everything that I have said about being spatial and being temporal is, I believe, true of the mental and the physical properties.
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Conclusion
There is a tendency among some metaphysicians that urges us to take a stance
with respect to the fundamental nature of the universe in order for us to take a
stance towards the rest of the problems we have today. On this view, we decide
what is the fundamental nature of the universe we feel ourselves comfortable with
and only after we tackle any other issue we want to tackle. But, in my opinion, such
a strategy—thought admirable in itself—has an incredibly low chance of success.
Any view that abides to the tendency of assuming the fundamental nature of the
world is known to us will be as fragile as our current understanding of the world.
But, as we all know, theories are shown false, surprising new evidence arises, widely held beliefs are abandoned and unexpected things happen often enough. At
any rate, the fundamental nature of the universe is the ultimate question of them
all, so why would we start with the question in order to answer the other questions
we have?
I have been rowing in the opposite direction by addressing the mind-body
problem with the exact opposite strategy. On our view, we rst acknowledge that
the fundamental nature of the universe is unknown and then try to address the
questions that we in fact understand. Of course, if there is a problem in metaphysics in which the problem of the fundamental nature of the universe is confused
with the problem itself, that is the mind-body problem. But I have argued that this
is mistaken by providing a theory that tackles all of the questions of the mind-body
problem while remaining as neutral as possible with respect to the fundamental
nature of the universe. I myself have no problems with being silent about the fundamental nature of the universe because I know that I do not know it. As such, I
rather remain with a solid question than with an insuf cient answer. However, hav-
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ing divorced the fundamental nature of the universe problem from the mind-body
problem, I see no reason why the same strategy cannot be pursued with other
questions as well. In this sense, the strategy is a bottom up approach to metaphysics. In a nutshell, the approach trades Lewis’ “non-negotiable commitment to
materialism” for a negotiable commitment to humility.
But the endorsed humility d s not mean an endorsement of the silence of the
sceptics. I have defended that the realiser-realiser identity theory is a robust metaphysical picture that has been overlooked and that provides us with an elegant answer to the mind-body problem. On the view defended here, we are able to take
the following stance towards the questions that surround the mind-body problem:
(i) we will not learn the phenomenological truths of bats by learning its physiology;
(ii) Mary learns of a new property when she g s out of the black and white room;
(iii) zombies and ghosts are conceivable for we accept the “explanatory gap”; (iv)
we accept that zombies and ghosts are metaphysically possible because we accept
that conceivability entails metaphysical possibility; (v) conceivability entails metaphysical possibility when we have revelation of what we are conceiving—but not
otherwise; (vi) we accept that we have revelation of pain and c- bres ring—but reject that we have revelation of their realisers; (vii) we accept that both physical and
mental properties are causally ef cacious because of having the same realiser; (viii)
we accept the principle of no overdetermination; (ix) we accept the (revised) version of completeness of the physical; (x) we accept that the mental is multiply realisable; (xi) we have enough room for the mental to be multiply realised; (xiii) we
have an a priori explanation of the correlation between the mental and the physical; (xiv) our view can be developed in different metaphysical pictures of the universe, with the exception of: (a) classic dualism; (b) classic physicalism; and (c) pure
phenomenalism; (xv) the view provides us with a diagnosis that shows in what
sense dualism and physicalism are both right.
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I have tried to show how the realiser-realiser identity theory can address all of
these issues in a straightforward way without denying any premise of the arguments. I conclude that the realiser-realiser identity theory comes free of charge.
With that said, I believe we have good enough reasons to hold that the realiserrealiser identity theory should be considered among the pantheon of hopelessly
wrong solutions to the mind-body problem, with the sole difference that it may be
less hopeless than others. The naive optimism comes from the arguments provided
on this thesis. The philosophical scepticism comes from the known fact that the
mind-body problem is dark and full of terrors.
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Appendix to Chapter II
The conceivability argument against the necessitation of the mental and the physical properties has a long history and its different stages. Originated by Descartes
argument, the conceivability argument has been recently defended in two in uential versions provided by Kripke and Chalmers. Both of these philosophers make
heavy use of a highly sophisticated philosophical machinery that was not available
to Descartes: possible world semantics. As such, the conceivability argument is
discussed under a very guise than the one I presented in Chapter II. In this Appendix, I argue that those appearances are misleading and argue that both of the
semantic versions of the conceivability argument collapse into what I called the
revelation template in Chapter II. The upshot is that even if possible world semantics allows us to make precise many notions, the conceivability argument remains
exactly the same and has exactly the same considerations on its favour.

1. Kripke's argument
As it is well known, Kripke defended the Cartesian conceivability argument in contemporary discussions in metaphysics. His main concern, which I share, is with the
identity theory of mind. Given that the general structure of Kripke’s argument is the
same as provided in the rst section of Chapter II, I will proceed with the details of
Kripke’s argument. With that said, the Kripkean strategy depends on two important
themes: (i) the notion of rigidity with its corresponding corollary of the necessity of
identity and (ii) a strategy to explain away the illusions of contingency that appear
in the mind/body case.
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1.1. Rigidity
At rst sight, the most important notion for Kripke’s argument to go through is that
of rigidity. In Kripke’s words, a rigid designator:
Let's call something a rigid designator if in every possible world it designates the same object, a nonrigid or accidental designator if that is not the
case.(Kripke, 1980:48)
The main idea of a rigid designator is that it will not change its referent regardless
of the world under which it is evaluated. For Kripke, the paradigm cases of rigid
designators are proper names, like 'Richard Nixon'. According to Kripke, 'Richard
Nixon' is a rigid designator because the referent of the term across the possible
worlds will be identical to the referent of the term in the actual world, if it has any.
The paradigmatic cases of accidental designators are de nite descriptions that refer to its referent in virtue of a contingent property of its referent. "The inventor of
bifocals", refers to Benjamin Franklin in the actual world because Benjamin Franklin
instantiates the contingent property of being the inventor of bifocals. In other possible world in which the inventor was Baruch de Spinoza, it will refer to Spinoza,
and not Franklin.1
With the notion of rigid designation, Kripke argued that identities, if true, are
necessarily true. The argument is very simple. First, Kripke notes that x has the
property of being necessarily identical to x. Then, by Leibniz’s Law, it follows that if x
= y, then y also has the property of being necessarily identical to x. As such, it follows that if x = y, then x is necessarily identical to y. But this proof g s through only

1

According to Kripke, this happens provided that the following two conditions obtain: (i) the
meaning of the terms must be held xed the way we use them and (ii) the referent must exist
in the possible worlds in which Richard Nixon refers. To this end it is worth mentioning that
Nathan Salmon, in Reference and Essence, pp. 4, makes a distinction between persistently
rigid designators and obstinately rigid designators. The persistently rigid designators are just
what Kripke called rigid, but the obstinately rigid designators refer to the same thing in any
possible world, regardless of whether it exists. As far as I can see, this distinction will not
matter for our purposes.
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number of planets happens to be nine. There is an identity statement in the vicinity: the number of planets = 9. It so happens that it is necessary that the number 9 is
odd. But to substitute 'the number of planets for '9' appealing solely to the fact
that these terms are coreferential, will yield the false statement that the number of
planets is necessarily odd. But there is a subclass of identity statements—the ones
that are anked by rigid designators—that if true are necessarily true.

1.2. Rigidity, identity and the mind-body problem
With the theorem of the necessity of identity at hand, Kripke g s on to resurrect
the Cartesian conceivability argument. Kripke is very explicit about his f :
Identity theorists have been concerned with several distinct types of identications: of a person with his body, of a particular sensation (or event or
state of having the sensation) with a particular brain state (Jones's pain at
6:00 was his C- bre stimulation at that time), and of types of mental states
with the corresponding types of physical states (pain is the stimulation of cbres). (1980: 144)
But he tells us that:
...it seems that the identity theorist is in some trouble, for, since we have two
rigid designators, the identity statement in question is necessary. (144)
This entails that if we show that these statements are contingent and yet composed
of rigid designators, we will have to conclude that the three target identity theories
are false. Kripke then presents an argument against each kind of identity theory.
The rst one is about Descartes’ body and Descartes mind. The second one is

2

Barcan Marcus (1946-1947) said before Kripke, if names were just “tags”, identity statements
cannot be held to be contingent.
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if the designators ‘x’ and ‘y’ are rigid.2 As argued by W.V.O. Quine, consider that the

about a particular pain sensation and a particular brain state. The third one is about
the familiar (type) property of being in pain and the (type) brain state, having c- bres ring. In all of these cases, Kripke believes that it seems at least logically possible for there to be one without the other, just like his opponents. But this entails,
under Kripke’s own lights, that each of these statements could have been false.
Here is Kripke’s main point:
...the one response which I regard as plainly inadmissible is the response
which cheerfully accepts the Cartesian premise while denying the Cartesian
conclusion.(144)
The Cartesian premise being, that each of these statements could have been false.
Given the central role that rigidity plays in Kripke’s reasonings, it is inviting to think
that rigidity is what makes the move from conceivability to possibility valid. After all,
this designators allow us to be certain that we are talking about the very same
thing in those hypothetical scenarios. At rst glance, the argument can be presented as follows:
rigid link: When p is composed of rigid designators, the move from conceivability to possibility is valid.
rigid physical revelation: 'Descartes' body' is rigid.
rigid phenomenal revelation: 'Descartes' is rigid.
conceivability premise: We can conceive of scenarios where Descartes'
body exists without Descartes.
∴
Descartes' body is not Descartes
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The second argument proceeds with exactly the same premises, but substituting
‘Descartes body’ for ‘this particular brain state’ and Descartes for ‘this particular
mental state’, and the third argument would proceed with the substitution of ‘the
mental properties’ and ‘the physical properties’ respectively. First, Kripke d s not
spend much time in arguing about the conceivability premise and pretty much
takes it as a datum. Second, for Kripke, the paradigmatic cases of rigid designators
are proper names. As such, the idea that ‘Descartes’ and ‘Descartes’ body’ are rigid
is also taken for granted. But exactly the same can be said about indexicals like ‘this
particular brain state’ or ‘this particular mental state’. This leaves us with the
premise that builds the link between conceivability and possibility with the notion
of rigidity. However, this idea is not terribly appealing. At rst sight it seems completely out of place: how could it be that because a designator d s not change its
reference what we can imagine with the content it expresses is indeed possible?
Ironically enough, it was Kripke himself that severed the link between the a priori
domain and the a posteriori domain with the notion of rigidity.

1.3. The necessary a posteriori
One of the main consequences of Naming and Necessity was the divorce of two
distinct notions that, ever since Kant, were thought to be an unbreakable duo. The
notion of necessity, which is metaphysical, and the notion of the a priori, which is
epistemological, were thought to be together, well, by necessity. On Kripke's view,
the fact that an identity statement is known a priori or a posteriori has nothing to do
with the necessary truth of the statement. To argue in favour of this thesis he relied
on his notion of rigidity and the necessity of identity. To use the classic example,
the statement “Hesperus = Phosphorus” is a statement that could not be known a
priori, for there is nothing in the meaning of those terms nor any other a priori truth
that would let us know that 'Hesperus' and 'Phosphorus' co-refer in the actual
world. Nonetheless, Kripke argued that names are rigid designators. With the link-
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ing premise that 'Hesperus' and 'Phosphorus' are names, it is natural to conclude
that these two names are rigid designators. Here the proof of the necessity of identity kicks in: we would have an identity statement that is composed out of rigid designators, and therefore, it should be necessary if true at all. But we know that it is
true. It follows that the statement expresses a proposition that is necessary and that
can only be known a posteriori. Yet, we can conceive—and used to believe—that
Hesperus is not Phosphorus, which means that ‘Hesperus is Phosphorus’ is not an a
priori truth. Of course, Kripke was aware of this in his third lecture of Naming and
Necessity. In order to defend the step from conceivability to possibility, Kripke took
a further step, and there is where the notion of essence takes the centre of the
stage.

1.4. The illusions of contingency
The complete Kripkean argument against the necessitation of the mental and the
physical properties is presented when Kripke discusses the type-type identity theory. Kripke argues that if a statement is necessary and nonetheless seems contingent, we need to provide a defence of its necessity and therefore we need to explain away the fact that it seems contingent. Kripke says:
What was the strategy used above to handle the apparent contingency of
certain cases of the necessary a posteriori? The strategy was to argue that
although the statement itself is necessary, someone could, qualitatively
speaking, be in the same epistemic situation as the original, and in such
cases a qualitatively analogous statement could be false... In the case of the
apparent possibility that molecular motion could have existed in the absence of heat, what seemed really possible is that molecular motion should
have existed without being felt as heat, that is, it might have existed without
producing the sensation S, the sensation of heat... The trouble is that the notion of an epistemic situation qualitatively identical to one in which the ob254

server had a sensation S simply is one in which the observer had that sensation. (150)
Kripke explained away the illusion of contingency of identity statements like “heat
= molecular motion” with a particular strategy. As he says, the strategy amounts to
comparing two distinct but, qualitatively speaking, indiscernible epistemic situations and its corresponding qualitatively analogous statements. The two statements
that are qualitatively analogous in this case is that molecular motion could have existed without producing the heat sensation in us, not that molecular motion could
have existed without heat. The latter is necessary, whereas the former is not. Kripke
g s further:
The same point can be made in terms of the notion of what picks out the
reference of a rigid designator. In the case of the identity of heat with molecular motion the important consideration was that although ‘heat' is a rigid
designator, the reference of that designator was determined by an accidental property of the referent, namely the property of producing in us the sensation S. It is thus possible that a phenomenon should have been rigidly
designated in the same way as a phenomenon of heat, with its reference
also picked out by means of the sensation S, without that phenomenon being heat and therefore without its being molecular motion. Pain, on the other hand, is not picked out by one of its accidental properties; rather it is
picked out by the property of being pain itself, by its immediate phenomenological quality. Thus pain, unlike heat, is not only rigidly designated by
‘pain' but the reference of the designator is determined by an essential
property of the referent.” (150-153)
The main point of the passage is that the “illusion of contingency” cannot be explained away by merely re-describing the scenario in which the sensation of heat is
instantiated without there being any molecular motion, but rather something else.
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tal property of the referent. This, on Kripke's view, is what makes the mind-body
problem special. But now we can reformulate the argument and hold that it is not
suf cient for these terms to be rigid, but it must also be the case that, in Kripke's
terms, the reference of the designator must be determined by an essential property of its referent.
Here we need to make a further clari cation. If the conceivability argument
where to be that the mind and the body can be distinct because we are aware of
an essential property of pain, Arnauld’s reply will kick in (see Chapter II, Section
2.1) Perhaps it is part of the rest of the essence of pain to be c- bres ring, but that
is something that we do not and cannot know if we only know part of the essence
of pain. This reply would revive the objection of the illusions of contingency under
very similar grounds. But, at least in my opinion, Kripke was aware of this. For instance, in other passages Kripke d s hold that:
To be in the same epistemic situation that would obtain if one had a pain is
to have a pain; to be in the same epistemic situation that would obtain in
the absence of a pain is not to have a pain. (152-153)
A way to read Kripke here is to hold that we have necessary and suf cient conditions for something to be pain. With this we will be able to identify pain in all possible worlds. Further, it is important to mention that if the objection of the illusions
of contingency could apply to pain, it could also apply to c- bres ring. This entails
that we should apply the same strategy with respect to c- bres

ring. In other

words, the terms ‘pain’ and ‘c- bres ring’ are not only rigid, but they also got their
reference xed by the essential properties of is referent. Just to have a name for
this special kind of designators call them essential rigid designators.
One can summarise the argument as follows. In the case of pain, and c- bres
ring, we are in possession of essential rigid designators for each. But now, we can

fi

fi

fi

fi

fi

fi

fi

fi

fi

fi

oe

fi

fi

256

fi

fi

The reason is that the reference of that designator was determined by an acciden-

qualitatively indiscernible epistemic situations in which pain is instantiated without
c- bres ring and vice versa. But qualitatively indiscernible situations that are imagined when the essence of the property is revealed by the quality that would make
them indiscernible, cannot be scenarios in which some other property is instantiated. As such, the fact that these worlds are possible cannot be undermined in the
same way as we undermined the case of heat and molecular motion. In other
words, the principle that connects the epistemic realm with the metaphysical realm
holds Kripke’s attack. This invites us to reformulate the previous argument and substitute the notion of rigid designator with the notion of essential rigid designators:
essential rigid link: When p is composed of essential rigid designators, the
move from conceivability to possibility is valid.
essential rigid physical revelation: 'pain' is an essential rigid designator.
essential rigid phenomenal revelation: 'c- bres ring' is an essential rigid
designator.
conceivability premise: We can conceive of scenarios where having c- bres
ring is instantiated and being in pain is not instantiated and vice versa.
∴
having c- bres ring ≠ being in pain.
On Kripke's view, the step between conceivability and possibility is valid because
the relevant designators that are being used to do the conceiving are essential
rigid designators. In short, one can say if there is knowledge of the essence of what
we are conceiving the illusion of contingency is not an illusion. Kripke’s argument
d s not only depend on the notion of rigidity, but on the notion of essence—just
like Descartes before. The notion of essential rigid designators is Kripke’s take on
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use the information that these terms provide us with and still be able to imagine

revelation. The argument presented in this way abides by the revelation template.
If the realisers’ response is a successful answer to the conceivability arguments as
depicted by the revelation template, then the realisers’ response is an answer to
Kripke’s conceivability argument as well.

2. Chalmers’ two dimensional argument against physicalism
David Chalmers' overall contribution to the metaphysics of consciousness is the
most explicit and robust way in which Descartes' argument has been defended. On
Chalmers' view, the way to make sense of the connection between the epistemic
domain and the metaphysical domain is cashed out in terms of a theory of meaning. Chalmers presents his argument as follows. Let P be the conjunction of all microphysical truths about the universe, specifying the fundamental features of every
fundamental microphysical entity in the language of microphysics. Let Q be an arbitrary phenomenal truth: perhaps the truth that someone is phenomenally conscious:
(1) P & ~Q is conceivable.
(2) If P & Q is conceivable, P & ~Q is 1-possible.
(3) If P & ~Q is 1-possible, P & ~Q is 2-possible.
(4) If P & ~Q is 2-possible, materialism is false.
(5) Materialism is false.
In more vernacular terms, premise (1) is the conceivability of zombies; premise (2)
holds that the scenario in question is epistemically possible; premise (3) holds that
the epistemic possibility of P & ~Q entails its metaphysical possibility; premise (4)
is the recognition that materialism has certain modal commitments; and (5) the
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conclusion is that materialism is false.3 At rst sight, the argument is very different
to Descartes' own. Particularly, all the argument is presented under the jargon of
Chalmers’ version of two-dimensional semantics. Crucially, there is no mention of
the word essence or nature in any of the premises. However, this appearance
should not be misleading: everything is beneath the semantic hood.

2.1. Epistemic two-dimensional semantics
Two-dimensional semantics is a theory of meaning that can be seen as the middle
ground between two different views in the philosophy of language. On the one
hand, there is the view that emphasises the internal aspect of meaning. This part of
meaning is relevant to the role it plays in reasoning and behaviour; it is independent of whether there are objects, an environment, other speakers, or more generally on the way the actual world turns out to be. This is the part of the meaning to
which we have a priori access: the epistemic side. On the other hand, there is the
view that emphasises the external aspect of meaning. This part of meaning is sensitive to objects, the environment, other speakers, and the way the actual world turns
out to be. This is the part of meaning to which we have a posteriori access: the
metaphysical side. Two dimensional semantics has as an objective to take both intuitions at face value and make enough room for a theory of meaning that can have
the best of both worlds without the problems of neither.

2.1.1. The secondary intension and the metaphysical space
The metaphysical dimension of meaning brings with itself the notion of metaphysical possibility and metaphysical necessity. To understand these terms we need to
Chalmers’ take on his own argument is expressed in his (2009). He holds in that paper—
appealing to the physical concepts strategy discussed in Chapter IV—that the primary and the
secondary intensions of physical terms do not coincide. Second, he also holds that the
argument does not need the coincidence of intensions of phenomenal terms. In this case,
even if the argument is not successful of consciousness, it still shows that there is some
difference between zombie worlds and ours that does not supervene on the physical.
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answer two questions: (i) what is a possible world? And (ii) what is a metaphysically
possible world?
On Chalmers’ view, a possible world can be thought as a maximally consistent
class of Russellian propositions. The latter being structured entities composed out
of individuals, properties and logical relations between them. This means that
metaphysically possible worlds are populated with individuals and properties.4 The
core idea is that all the facts that obtain in the universe that we actually inhabit can
be re ected by a class of Russellian propositions. Each maximally consistent class
of Russellian propositions is a possible world. As such, there is a sentence, call it S,
which is the conjunction of all the Russellian propositions that represent the world
which leaves nothing unspeci ed.
A standard answer to the second question is also familiar, but not because of
that it is clear. The metaphysically possible worlds are a way to model the metaphysical possibilities of properties and individuals. Perhaps a good way to get a
grip on what philosophers are prone to call metaphysical possibility is by paying
attention to what Saul Kripke and Hilary Putnam think is metaphysically possible.
According to them, water ≠ H2O is not metaphysically possible; gold has the atomic number 79 is metaphysically necessary; it is metaphysically impossible for me to
have distinct origins; it is metaphysically impossible for Hesperus not to be Phosphorus; and it is impossible that I am not Erick. This talk is usually cashed out in de
re modal terms or to the essence of things.
More formally, Chalmers de nes a truth functional operator that he calls satisfaction. The function relates possible worlds with sentences. A world satis es any
sentence s if and only if s is true at w. And a sentence is true at w if and only if the
sentence S entails s. Recall, ‘S’ stands for the sentence that speci es the world in its
entirety. This is the secondary or the metaphysical intension of a sentence—the way
4

Or at least, we are familiar with the idea of regarding them so populated. This does not entail
any sort of modal realism a la Lewis (1986). The objects and properties in question need not
be concrete, for instance. In such construction, these objects work as a proxy for the real
properties and objects in our world.
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the sentence divides the metaphysical space. In general, one can phrase the notion
of extension for any term like this ext(w, t), i.e.,, the extension of the term t in w.
When the term is a sentence, we can say that ext(w, s) = sat(w, s). When it is a singular term, its extension is an individual, and when it is a predicate it is a class of individuals, and so on. The secondary intension of 'I' is the speaker that uttered 'I' in
the relevant context. The secondary intension of 'water' is the property that actually
plays the role of being the odourless drinkable liquid. The secondary intension of
'Kripke' is Kripke. This dimension of meaning re ects the externalist notion of
meaning that depends on how the actual world turns out to be.

2.1.2. The primary intension and the epistemic space
The epistemic dimension of meaning brings with itself a notion of epistemic necessity and epistemic possibility. Intuitively, there are many ways to restrict what is
epistemically possible, but a common usage of the term restricts the epistemic
possibilities with respect to what a given subject knows. If a reasoner d s not
know anything, then everything is epistemically possible—contradictions too.
Chalmers calls this deep epistemic possibility. On this view, epistemic progress is
seen as coming to know certain partitions on the space of epistemic possibilities.
The knowledge of the truth any sentence yields less worlds compatible with the
actual world of the reasoner. But not any kind of knowledge will do. The epistemic
possibilities will be restricted by a speci c kind of knowledge, the a priori knowledge. This will re ect the part of meaning to which we have a priori access.

2.1.3. A priori
Chalmers' view on the a priori has evolved in time. In what follows, I will concentrate on the last proposal that Chalmers provides in Constructing The World. According to Chalmers, there are four relevant parts to the notion: (i) it applies to
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thoughts associated with sentences; (ii) it is idealised (iii) it is justi cation which is
experience independent and (iv) it is conclusive.
Chalmers holds that a sentence is a priori if the thoughts that are associated
with the sentence are a priori. And thoughts are conceived of as mental states, like
beliefs (cf., 2012: 187-188). The relevant notion of sentence is to be understood as
a sentence token rather than type. This will help handling a priori thoughts that are
context sensitive. Gareth Evans might know a priori that Julius invented the zip, but
we had to wait until he told us.5 The a priori thoughts related to the sentence are
the epistemic properties of the thought that it expresses. As such, the notion of the
a priori will be sensitive to the inferential role that the thought has in reasoning. On
this view, if it is rational to believe that Hesperus is not Phosphorus, then the
thought is not a priori.
On an idealised version of the a priori, the truth or falsity of Goldbach's conjecture is a priori even if we cannot know because of our limited capacities. But an
ideal reasoner d s not have our limited capacities. Now, although the notion of
ideal reasoner seems intrinsically related to the argument, it is mainly heuristic. On
Chalmers' view, at least in CTW, it is not even required that there is a possible ideal
reasoner that can access the proof. The important point of idealisation is that there
exist some a priori warrant for the justi cation of the thought that s expresses.
The third point is familiar since Kant. The a priori rules out justi cation that is
independent of experience not all the possible roles that experience can take in
knowledge. Of course, experience plays an enabling role in the acquisition of concepts and of evidence. What a priori knowledge rules out is a justi catory role for
experience. At last, there is the notion of conclusiveness. Traditionally, a priori
knowledge has been associated with very demanding epistemic standards. Intuitively, it has a conclusive property that empirical knowledge lacks—re ected in the
difference between deduction and induction. The idea is that if s expresses an a

5

Evans, Gareth, (1979). “Reference and Contingency”, The monist, Vol. 62, No. 2 pp 161-189.
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priori thought, one can conclusively rule out ~s. In short, the notion of the a priori is
as follows:
a priori: a sentence s expresses an a priori thought (in context C) if and only
if there exist a warrant that conclusively justi es s independent of experience.
The epistemic space is therefore ne grained enough to hold that it is epistemically
possible that Superman is not Clark Kent, that water is not H2O or that I am not Erick. This sensitivity to ne-grained content allows this epistemic dimension to model the part of meaning that corresponds to a more Fregean conception of meaning
or of narrow content, i.e., the meaning that is in the head.

2.1.4. Scenarios
It is important to mention that the notion of worlds that is relevant for the epistemic
space is peculiar. Chalmers prefers to talk about scenarios. Roughly, a scenario can
be neutrally understood as a maximally speci c ways things might be for all an
ideal reasoner knows a priori. Chalmers de nes a truth functional operator that he
calls veri cation (ver)—which analogously to satisfaction—relates sentences (s) with
scenarios (w). We can say that w veri es s if and only if ver(w, s) is true. Just as before, s is true in w if and only if the sentence D that speci es w entails s. This truthfunctional operator will provide the de nition of the epistemic intension of s, which
is a function from scenarios to ver(w, s). The epistemic intension of s will be the way
s divides the epistemic space.
Epistemic intensions for sub-sentential terms are de ned, at least formally, just
as their metaphysical intensions above. For any term, there will be a function ext
from scenarios and these terms to their extension in the scenario, i.e., ext(w, t). Depending on the term that we are using, i.e., a singular or a general term, the extension will be different. As before, if the term is a sentence, then, ext(w, s) = ver(w, s).
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The epistemic intension of sub-sentential terms is a function that maps scenarios to
extensions. The way to construct the epistemic intension of sub-sentential terms is
as follows. For singular terms, say that Φ is a uniquely identifying predicate in w,
under the template of 'exactly one individual has Φ'. Chalmers holds that the extension of Φ in w is the individual that satis es Φ in w. The extensions of terms are
determined by uniquely identifying properties. The same g s for general terms. In
order for it to be true that a general term g has an extension, there must be a predicate Φ such that ‘ x(x is a g iff φ(x))' is true at w. In this way, ext(w, g) is de ned as
the the class of individuals in w that are Φ.
The primary intension will vary depending on the speaker in question. A primary intension of 'water'—at least for philosophers—is "the actual odourless liquid that
is in the rivers and lakes and quenches thirst ", which is a description composed
of some functional roles (like being in the rivers and lakes) and some experiences
that it causes in us (like quenching thirst). A primary intension of 'Kripke' might be
“the bearer of the name ‘Kripke’”. Roughly, what is relevant for the epistemic intension is the way things seem from the epistemic perspective of what an ideal reasoner can know a priori. The relation of veri cation is exclusively de ned for the
epistemic intension. As we have seen, given the restrictions on the a priori, there is
a scenario that veri es Hesperus ≠ Phosphorus, I am not Erick and gold has no
atomic number.
Chalmers has two different ways to cash out what a scenario is: the epistemic
construction and the metaphysical construction. The former allows for a more general understanding that d s not depend on other metaphysical disputes. The latter is the one that gives a full defence of the conceivability argument. As such, I will
concentrate on the metaphysical construction on which scenarios just are centred
possible worlds. The picture can be presented by the following principle:
metaphysical plenitude: for all sentences s, s is epistemically possible iff
there exists a world that veri es s.
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The crucial point is that now we have worlds verifying the sentences and not just
scenarios. This is the principle that will connect the epistemic realm with the metaphysical realm. The main point is that each scenario will have at least one corresponding possible world.6

2.2. Two dimensional semantics
Now we are in a position to see how Chalmers' version of two-dimensional semantics works. It all begins with a token sentence s, whose meaning will be analysed as
follows. On the one hand we have a primary dimension of meaning that is sensitive
to the mental states of an individual and the role they play in their reasoning. This is
the dimension of meaning to which we have a priori access. On the other hand, we
have a secondary dimension of meaning that is sensitive to the world in which we
use our language. This dimension of meaning is the one that is susceptible to the
context in which s was uttered, the environment and the a posteriori knowledge of
the world. When we consider a world as actual, we use the primary dimension of
meaning. We entertain the possibility that the world under consideration is the one
we inhabit. This is the sense in which we usually—but not necessarily—imagine ourselves at the centre of that world. For this we use the information to which we have
a priori access of s. With this move, we will identify the primary proposition that s
expresses. We can then evaluate the primary proposition in some possible world
and ask whether the primary proposition that is expressed by s is true or false.
When we consider a world as counterfactual, we use the secondary dimension of
meaning. The information that s provides us with is the one that is attached to the
world in which its respective primary dimension of meaning was used. With that
secondary proposition identi ed, we then ask whether the secondary proposition
of s is true in some other possible world.
6

The quali cation is there because there might be qualitatively indiscernible but numerically
distinct possible worlds. In these cases, there is one scenario for more than one possible
world.
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For instance, when we evaluate the de nite description "The actual president
of the U.S. that wept, quitted and ew away" we do as follows. We rst provide as
an input some possible world, say, the actual one. This entails that the extension of
"The actual president of the U.S. that wept, quitted and ew away" is Richard Nixon.
Whenever we evaluate the secondary intension of a term from the actual world, we
hold the extension of the term in the actual world xed and evaluate counterfactual
possibilities. For instance, in worlds in which Nixon is the shortest spy—and not the
president—the secondary intention of "The actual president of the U.S. that wept,
quitted and ew away" as used by us is still satis ed, because Nixon exist at that
world. To put the point slightly different, the secondary intension of "The actual
president of the U.S. that wept, quitted and ew away" as used by us and the secondary extension of "The actual shortest spy“ as used by them are equivalent.
The primary intension, on the other hand, is very different. The primary intension of "The actual president of the U.S. that wept, quitted and ew away" is the
function that maps the referent of that description in the world of evaluation considered as actual. In the actual world, it will be Nixon, in another possible world it is
Donald Trump. The extension of the description "The actual president of the U.S.
that wept, quitted and ew away" changes from world to world, depending on who
the president is. This is because when we consider worlds in which Donald Trump
is the president that quits as actual, the referent of the description would be Donald Trump. But regardless how different the extension of the term is in these different worlds, there is something that remains constant—the theatricality of politics.

2.3. Semantic neutrality and epistemic rigidity
As Chalmers says, the picture runs immediately into problems.7 But from all the
ones that he mentions, there is one problem that is relevant for our purposes. The

7

The problems that Chalmers mentions are indexicality, rigidity, strong necessities and
parsimony. See Chalmers (2011).
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means? In Chalmers' own words:
To specify a scenario, we choose sentences that are true of it. But scenarios
are centered worlds, should these be sentences that the world veri es, or
sentences that the world satis es? If we choose the rst, there is a danger of
circularity: veri cation of a sentence by a world will be de ned in terms of
canonical speci cations, which will be de ned in terms of veri cation. If we
choose the second option, there is a danger of incoherence. The framework
requires that not all centered worlds verify ‘Hesperus is Phosphorus', even
though all worlds satisfy ‘Hesperus is Phosphorus'. But if a canonical specication can include any sentence that a world satis es, including ‘Hesperus
is Phosphorus', then all worlds will verify ‘Hesperus is Phosphorus', which is
the wrong result. (2011:13)
This problem is at the core of the construction of two dimensional semantics. Simply put, if worlds are linguistic constructions, we need to specify which linguistic
entities are the ones that build it. On Chalmers' view, these linguistic entities are
sentences. But given two-dimensional semantics, we have two ways to consider
sentences: the ones that are veri ed by w or the ones that are satis ed by w. As
Chalmers himself argues, both options yield problems. Therefore, we need to construct the world with a different sort of term in order to de ne the two-dimensional
semantic apparatus. This is what Chalmers calls the semantically neutral terms:
Intuitively, a neutral expression is one that behaves the same with respect to
both veri cation and satisfaction. We cannot simply de ne a neutral expression in this way, for fear of circularity, but nevertheless we have a good
grasp on the notion. For example, ‘water’ and ‘Hesperus’ are not neutral; but
‘and’, ‘philosopher’, ‘friend’, ‘consciousness’, and ‘cause' plausibly are.
(2011:14)
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question is: how can we understand what the sentence S that speci es the world

This problem is particularly interesting with respect Chalmers’ conceivability argument because this is exactly the kind of terms that are necessary for the inference
between (2) and (3) to be valid, i.e., the inference from what is epistemically possible to what is metaphysically possible is. Without them, we would not know which
metaphysically possible world corresponds to the epistemic possibility we are considering. We can see this in more detail.

2.3.1. The relevance of semantic neutrality
On a relatively super cial reading of the conceivability argument, we start with the
idea that we do not know a priori that if the physical properties are instantiated,
then the mental properties are instantiated, too. As we have seen, this will give us
an epistemically possible scenario in which the physical properties are instantiated
and the mental properties are not. In other words, zombie worlds are epistemically
possible. But, in general, for each epistemically possible world there is a metaphysically possible world. This means that there is a metaphysically possible world in
which the physical properties are instantiated without any mental property. But if
there is such a metaphysically possible world, then any view that holds that the
physical properties necessitate the mental properties is false. However, this understanding the argument glosses over the crucial premise (3) and the notion of semantic neutrality.
Although on Chalmers’ view it is true that there is a metaphysically possible
world for each scenario, it still d s not follow that it is the metaphysically possible
world that we are looking for. Consider that we can run exactly the same argument
in the case of the metaphysical possibility of Hesperus ≠ Phosphorus. The conceivability of “Hesperus is not Phosphorus” yields an epistemic possibility, but for each
epistemic possibility there is a metaphysically possible world. Therefore, there is a
metaphysically possible world in which Hesperus is not Phosphorus. But this d s
not mean that Venus ≠ Venus. This metaphysically possible world is a world in
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which there are two different very bright objects in their sky—one in the morning
and one in the evening. But of course, those are not our morning star and our
evening star—ours is one, not two. These two worlds are different in crucial respects. Therefore, considerations that follow from this metaphysically possible
world cannot be imported to the actual world.
In order for the conceivability argument to go through we need to be sure that
the metaphysically possible world that we envisage is indeed a world in which our
physical properties and our phenomenal properties are instantiated. The correct
way of understanding premise (3) which d s not only hold that there is a metaphysically possible world in which the mental is not the physical, but that any such
world is one in which ‘the mental’ and ‘the physical’ are our mental and physical
properties. In the jargon of two-dimensional semantics, a world in which the secondary intension of the sentence p & ~q is true. In order for this step to be valid,
one must secure the inference from the primary intension of a sentence to its secondary intension. As we have seen, this is not something that two-dimensional semantics can do on its own. In order for premise (3) to be true, both ‘p’ and ‘q’ must
be composed of a speci c kind of terms whose primary intension and secondary
intension coincide. This is the way in which the primary intension of ‘p & ~q’ will entail the secondary intension that ‘p & ~q’ has in our world. But terms whose intensions coincide just are the semantically neutral terms. Without semantic neutrality,
we would be in the same situation as in the Hesperus/Phosphorus case, which
means that semantic neutrality is necessary for the argument to go through.

2.3.2. Semantic neutrality
Chalmers' answer to this question has evolved over time. Here is where we see
Chalmers' change of mind, from neutral expressions in 1996 and 2004, to epistemic rigidity and super-rigidity in CTW. The

rst approximation that Chalmers
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gives to the idea of semantic neutrality comes from what he calls twin-earthable
expressions.
Taking inspiration from Putnam's Twin-earth, Chalmers holds that twin-earthable expressions are, very roughly, the ones that behave like the Putnamian description of water—holding Putnamian intuitions xed. It must be reminded here
that what is true of Twin Earth—in the stipulated sense of true—is that speakers of
Twin Earth are physical and phenomenal duplicates of speakers on earth. We can
construct the intuitive test of twin-earthable concepts like this: a concept is twinearthable if and only if physical and phenomenal duplicates of us use that concept
to refer to a different thing. 'Watery' is therefore twin-earthable because one of the
twin-speakers uses 'watery' to refer to H2O and the other uses it to refer to XYZ.
However, non-twin-earthability is good enough for a necessary condition for what a
semantically neutral term really amounts to. But it is not suf cient. Chalmers says:
...Let L be an expression that functions to rigidly designate the speaker's
height. Then any twin of L will have the same 2-intension (since a twin
speaker will have the same height), but L is not semantically neutral. (2006:
86)
Chalmers then waters down the idea of duplication to mental duplication. But the
problems do not go away:
if M is an expression that rigidly picks out 1 if the speaker has visual experience, and 0 if not, then M will be Twin-Earthable even by this sort of standard, but not semantically neutral. (2006:87)
It follows that even if non-twin-earthable concepts provide us with necessary conditions for semantic neutrality, they still fall short of providing suf cient conditions,
too. This problem led Chalmers to frame the notion of epistemic rigidity, to which
we now turn.
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2.3.3. Epistemic-rigidity
The central point about epistemic rigidity can be presented in quite familiar terms.
Just like Kripke introduced the notion of a rigid designator which, roughly, are designators that pick exactly the same referent in all metaphysically possible worlds,
there is enough room for a rigid designator that picks the same entity in all epistemically possible worlds. Intuitively, a designator is epistemically rigid if it picks
the same entity in all epistemically possible worlds. But, as we have seen, the epistemically possible worlds are just the possibilities that can be carved a priori. As
such, it is to be expected that an epistemically rigid expression will end up being
"an expression whose extension can be known a priori."8 Chalmers says:
...if one can know an expression's extension a priori, it will pick out the same
extension in all epistemically possible scenarios and vice versa. Likewise, if
one cannot know an expression's extension a priori, it will pick out different
extensions in different scenarios, and vice versa. (367)
But this also applies to general terms:
All this can be extended naturally to the key case of properties and relations. A predicate is epistemically rigid when one can know a priori what it is
for something (or some things) to satisfy the predicate. Intuitively, we know
a priori what it is for one thing to be part of another thing. Arguably, we
know a priori what it is for something to be conscious. But we do not know a
priori what it is for something to be human, or what it is for one object to be
more acidic than another. (2012:368)9

8

Chalmers, 2012:238

9

This is the same example that David Lewis uses in his (1995) when holding that revelation
might be true of the part-whole relation.
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We can say that a predicate is epistemically rigid if we can know a priori what it is
for something (or somethings) to satisfy the predicate. Plausibly, we know a priori
what is it for something to be part of another thing. However, we cannot know a
priori that Hesperus is Phosphorus, or that water is H2O. As the de nition says, epistemically rigid expressions have the same extension in all epistemically possible
worlds. But under the assumption—which we are granting—that epistemically possible worlds just are metaphysically possible worlds, it will follow that epistemically
rigid expressions will provide us with its extension in all the metaphysically possible worlds.10

2.3.4. Super-rigidity
With the notion of epistemic rigidity on the table, Chalmers g s on to de ne the
super-rigid terms:
When an expression is epistemically rigid and also metaphysically rigid de
jure (roughly, one can know a priori that it is metaphysically rigid), we can
say that it is super-rigid. A super-rigid expression has the same extension in
all scenarios and in all possible worlds. We can know its extension a priori,
and we can even know its extension in all possible worlds a priori.
If, as it seems plausible, there are no metaphysically possible worlds that are epistemically impossible, then the space of metaphysically possible worlds will be contained in the space of epistemically possible worlds. This would entail that if one
can know a priori the extension of a term in all epistemically possible worlds one
will know it in all metaphysically possible worlds, too.

To use Chalmers’ example, that a name ‘Starnum’ got its reference xed by the number of
stars. But there is an a priori truth, ‘Starnum is Starnum’ that one knows a priori. But this does
not make ‘Starnum’ an epistemically rigid term. The relevant way of knowing a priori must be
de re. Chalmers says: “...we can know a priori (de re) of the parthood relation that it is the
parthood relation, but we cannot know a priori of the more-acidic-than relation that it is the
more-acidic-than relation.”.
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But now we can see that a semantically neutral expression will turn out to be an
expression whose extension can be known a priori in all possible worlds:
Super Rigidity: an expression is super rigid if and only if one can know a
priori its extension in all scenarios and all possible worlds.

2.4. The two-dimensional argument without two-dimensional semantics
But now we are in a rather odd situation. On the one hand, Chalmers’ two-dimensional argument cannot get off the ground unless we are conceiving with a speci c
kind of terms: the super-rigid terms. On the other hand, the entire two-dimensional
machinery cannot be de ned unless we construct the worlds on which we evaluate
our terms with super-rigid terms. However, and here lies the crucial point, the sole
notion of super-rigidity is more than enough to connect the epistemic realm and
the metaphysical realm a priori. But if super-rigidity is enough for that, then we can
reconstruct the two-dimensional argument without the use of two-dimensional semantics. From this perspective, two-dimensional semantics is seen to be parasitic
on the two-dimensional argument against materialism.
Consider that if it is true that terms like ‘is conscious’ are super-rigid, then we
will have the complete modal map of the property of being conscious. In other
terms, it will be true that ‘is conscious’ will provide us with necessary and suf cient
conditions for something to be conscious, where those conditions are knowable a
priori. All the necessary properties of the entity that is referred to by super-rigid
expressions are mapped within the information expressed by them. If we know the
extension of an expression a priori in the robust de re reading, i.e., if we know of
the referent that it is so and so in any conceivable world, then we know what that
entity is, in that “uncommonly demanding sense of knowing what”. With all this information, we will be able to map all the metaphysical possibilities, and with them,
the entire essence of that entity. But nothing of the nature or the essence of the en-
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tity in question lies outside its metaphysical possibilities. Super rigidity is Chalmers’
rendition of revelation.
A way to reconstruct the argument with the notion of super-rigidity follows the
revelation template mentioned above:
super-rigid link: If p is solely composed of super-rigid terms, then, if p is
conceivable then p is metaphysically possible.
super-rigid physical revelation: physical terms are super-rigid.
super-rigid phenomenal revelation: phenomenal terms are super-rigid.
conceivability premise: We can conceive of p & ~q.
∴
It is metaphysically possible that p & ~q.

As opposed to the two-dimensional argument against materialism, this can be
called the super rigidity argument against materialism. This argument d s not use
any sort of two-dimensional machinery, nor d s it depend on any theory of meaning. It depends on the notion of super-rigidity—but so d s two-dimensional semantics. It also depends on all of these premises being true—but so d s the twodimensional argument. This independence yields some bene ts. If there are problems with two-dimensional semantics that do not have to do with the notion of super-rigidity, then the super-rigidity argument in favour of the metaphysical possibility of p & ~q remains unharmed.11

Just as before, we can see Chalmers’ own take on his argument. The fact that the primary and
secondary intensions of physical terms do not coincide is re ected by rejecting super-rigid
physical revelation. Likewise, we can make sense of Chalmers holding that the primary and the
secondary intensions of phenomenal terms do not coincide with an analog of the partial
revelatory terms introduced in Chapter II—some sort of semi-rigid term would be enough. As
argued in Chapter II, there is a distinction between conceiving as present and conceiving as
absent that is independent of two dimensional semantics. It follows that we do not need twodimensional semantics to make sense of Chalmers’ attitude towards his own argument.
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2.5. Super-rigidity, revelation, roles and realisers
But now we can see how the two-dimensional argument against materialism is depicted by the revelation template above. Just like Descartes’ clear and distinct
ideas and Kripke’s essential rigid designators, Chalmers’ uses the super rigid expressions to bridge the epistemic realm and the metaphysical realm. As such, if the
realisers’ response is successful against the conceivability argument as depicted by
the revelation template, then it should be successful against this argument as well.
On a rst glance, the difference between role properties and realiser properties can also be re ected in the case of Chalmers’ two dimensional semantics because they can easily go hand in hand with his notions of primary and secondary
intension. On Chalmers’ view, a primary intension of ‘goldy’ is “the actual yellow
malleable metal”, and the secondary intension is “the actual element with atomic
number 79”—at least in the actual world. But these are two different properties, not
one. On the one hand we have the role property that g s with the primary intension, on the other we have the realiser property, that g s with the secondary intension. On this view, we are associating each property with the primary and the
secondary intension of the same term. However, what we should do is to associate
different terms with different properties. After all, if these are two different properties, we should introduce a term for each property. After the introduction of such
term, we evaluate their intensions in the two-dimensional machinery—they are
terms, after all. As before, call the role property with ‘goldy’ and the realiser property with ‘the realiser of goldy’.
According to two-dimensional semantics, these two terms should also have
primary and secondary intensions. A primary intension of ‘goldy’ can be cashed out
by this description: “the property of being the actual yellow malleable metal.” Of
course, the secondary intension depends on how the actual world turns out to be
and which happens to be the actual property of being the yellow malleable metal.
The secondary intension of a term should be rigidi ed to refer to the property in
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the actual world. That said, the secondary intension of being goldy would be “the
actual property of being the actual yellow malleable metal.” But the actual property
of being the actual yellow malleable metal just is—nothing over and above and
nothing but—the property of being goldy. This is the actual property that is similar
between gold and fools gold—looking in some way to us.
It follows that the primary and the secondary intensions of ‘goldy’ coincide. But
terms whose intensions coincide are according to Chalmers super-rigid terms, i.e.,
terms whose extension can be known a priori. And one can know a priori what is
the extension of the property of being goldy. Once we understand the meaning of
‘goldy’ and we see that it is the property that is similar between gold and fools
gold, we are in a position to know the property of being goldy is a priori. One can
know that a priori because—under Chalmers own lights—one has a priori access to
the (primary) meaning of our words.
However, when we evaluate the term ‘the realiser of goldy’—which is another
property—things will be quite different. A way to understand its primary intension is
roughly, “the actual realiser of being goldy” and its secondary intension is the realiser itself. But the realiser of the property of being a yellow malleable metal might
be the property of being gold or the property of being fools gold. As such, one
cannot know a priori what is the property that realises the property of being goldy,
because for all we know about that property, it might be the element with atomic
number 79 or it might not even be an element. Exactly the same pattern is seen in
terms like ‘watery’, ‘heaty’ and ‘painy’. It follows that the primary intension and the
secondary intension of “the actual realiser of the property of being goldy” do not
coincide. Its secondary intension differs depending on which scenario we are in. As
such, terms of the form “the actual realiser of F” are not even rigid designators—let
alone them being super-rigid.
We end up with the following situation: super rigidity is plausible of a certain
kind of property—like the cases of goldy, heaty, watery or painy. However, super-
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rigidity is false of the realiser properties because terms of the form ‘the actual realiser of F’ are not even rigid. The same considerations as before apply. This means
that terms for the role properties are plausibly super-rigid, whereas terms for the
realiser properties are plausibly not super-rigid. Given that super rigidity is the
connection between the epistemic realm and the metaphysical realm, we should
accept the conceivability argument at the level of the role properties but deny it at
the level of the realisers. In other word, the realisers’ response to the conceivability
argument is a response to Chalmers’ version of the argument as well.
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