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a b s t r a c t
The Australian Geoscience Data Cube (AGDC) aims to realise the full potential of Earth observation data holdings
by addressing the Big Data challenges of volume, velocity, and variety that otherwise limit the usefulness of Earth
observation data. There have been several iterations and AGDC version 2 is a major advance on previous work.
The foundations and core components of the AGDC are: (1) data preparation, including geometric and radiometric corrections to Earth observation data to produce standardised surface reﬂectance measurements that support
time-series analysis, and collection management systems which track the provenance of each Data Cube product
and formalise re-processing decisions; (2) the software environment used to manage and interact with the data;
and (3) the supporting high performance computing environment provided by the Australian National Computational Infrastructure (NCI).
A growing number of examples demonstrate that our data cube approach allows analysts to extract rich new information from Earth observation time series, including through new methods that draw on the full spatial and
temporal coverage of the Earth observation archives. To enable easy-uptake of the AGDC, and to facilitate future
cooperative development, our code is developed under an open-source, Apache License, Version 2.0. This opensource approach is enabling other organisations, including the Committee on Earth Observing Satellites (CEOS),
to explore the use of similar data cubes in developing countries.
Crown Copyright © 2017 Published by Elsevier Inc. This is an open access article under the CC BY license (http://
creativecommons.org/licenses/by/4.0/).

1. Introduction: A vision for the Australian Geoscience Data Cube
In this paper we describe the Australian Geoscience Data Cube
(AGDC), a ‘Big Data’ infrastructure that aims to realise the full potential
of Earth observation data holdings for Australia. The AGDC is a collaborative initiative of Geoscience Australia, the National Computational Infrastructure (NCI), and the Australian Commonwealth Scientiﬁc
Industrial Research Organisation (CSIRO). The AGDC was developed
over several years as we sought to maximise the impact of Land surface
image archives that dated from Australia's ﬁrst participation in the
Landsat program in 1979. The AGDC is demonstrating, through a growing number of example applications, an unprecedented ability to leverage Earth observations to support research and operational users. The
AGDC is also demonstrating an architecture that can allow the remote
⁎ Corresponding author.
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sensing community to improve access to, manage and take full advantage of increasing volumes of Earth observation data.
The characteristics of the AGDC are high quality calibration of satellite observations, the use of basic measurements (notably standardised
surface reﬂectance for optical data), accurate geo-location, quality assessment and pixel level quality ﬂags, structuring of data to facilitate
analysis including time-series analysis, and the use of scientiﬁc ﬁle formats to facilitate efﬁcient computation and exploratory data analysis.
These characteristics allow automated workﬂows to be developed
which produce continental-scale products drawing on the full time-series of available data.
The AGDC vision is of a ‘Digital Earth’ (Craglia et al., 2012), composed
of observations of the Earth's oceans, surface and subsurface taken
through space and time and stored in a high performance computing
environment. A fully developed AGDC would allow governments, scientists and the public to monitor, analyse and project the state of the Earth,
and will realise the full value of large Earth observation datasets by
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allowing rapid and repeatable continental-scale analyses of Earth properties through space and time.
This paper builds upon the initial concept and results that were developed as AGDC ‘version one’ (AGDCv1) and described in Lewis et al.
(2016). It next presents the fundamental changes that we have made
since then, responding to user feedback, computational challenges and
lessons learnt, to build AGDC ‘version two’ (AGDCv2). In this paper we:
1. Describe the challenges that called for radical changes to traditional
models of processing and analysis of Earth observation data, leading
us to build the AGDC;
2. Deﬁne the foundations and core elements of the AGDC, including our
approach to data preparation and collection management, the software environment used to manage and interact with the data, and
the supporting high performance computing/high performance
data environment;
3. Outline some examples that, in our view, demonstrate the beneﬁts of
our approach through the ability to rapidly complete analyses and
produce products that draw on tens or hundreds of thousands of images without manual intervention;
4. Discuss the international uptake and potential relevance of the
AGDC; and
5. Summarise general learnings from our AGDC journey and outline
some important future directions.
2. The challenge
The Earth and its systems are complex and interconnected and
gaining a comprehensive understanding of these systems and how we
interact with them is of critical national and international interest
(Boyd and Crawford, 2012; Frankel and Reid, 2008; Hart and
Saunders, 1997; Lynch, 2008).
Although many sensors are used to acquire data about the Earth and
its systems, constellations of Earth observation satellites (EOS) may be
the single most important source thereof (Australian Academy of
Science, 2009). Satellites capture observations of diverse physical phenomena such as crustal deformation, soil mineralogy, vegetation and
surface water conditions, sea surface temperature, and magnetic and
gravimetric ﬁeld intensities, over the entire globe and for over long periods of time (decades). Of these constellations, the Landsat Program,
operated by the United States Geological Survey (USGS) and NASA, represents the longest, most continuous, openly available Earth observation program in the world (Arvidson et al., 2001). Landsat missions
have acquired moderate resolution multispectral data for over
40 years. Systematic analysis of these archives provides the capability
to compare the changes that are now occurring on the Earth's surface
with those that have occurred in the past.
However, extracting information from EOS data holdings poses an
enormous technological challenge due to the volume and variety of
the data. Satellite Earth observation data collections are ‘Big Data’. The
Oxford Dictionary deﬁnes ‘Big Data’ as “Datasets that are too large and
complex to manipulate or interrogate with standard methods or
tools”. The term was ﬁrst described by Laney (2001) as “the three V's:
Volume, Velocity and Variety”. Others have extended this list to include
validity, veracity, value, and visibility. Historical sensor archives represent a ‘volume and variety’ challenge, however the next generation of
meteorological sensors now available (such as the GOES-R Advanced
Baseline Imager (ABI), EUMETSAT (Met-10), and Himawari-8 Advanced
Himawari Imager (AHI)) mean that Earth observation data is now facing a ‘velocity’ challenge too. Satellite Earth observation data are often
highly structured and stored as large to very large binary data ﬁles,
each of which may contain gigabytes or even terabytes of data. This
‘Big Earth Data’ is massive, diverse and growing at an increasing rate
(Overpeck et al., 2011).
Users of satellite Earth observation data therefore face challenges of
volume, as archives of data grow; of variety, as instruments produce
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ﬁner resolution observations that must be related to existing archives
to produce an on-going and consistent record; and of velocity, as the intervals between observations reduce from weeks to days, or from hours
to minutes in the case of Geostationary satellites. According to the international Committee on Earth Observation Satellites (CEOS) the number
of Earth observation satellites grew from 12 in 1980 to over 69 operational EOS missions in 2014, with 137 missions planned for launch between 2015 and 2030 (CEOS, 2014). Considering only a handful of
these missions, e.g., Landsat-8, Sentinel-1, -2, -3, and Himawari-8/9,
we should expect at least a 20-fold increase in the global volumes of
raw data acquired over a 15 year period. Our calculations of data growth
for Australia are shown in Fig. 1. Adding processed data products derived from this raw data will lead to three to ﬁve times greater data volumes, consistent with the assessment of Overpeck et al. (2011).
New approaches are required for the management, analysis and distribution of Earth observation data and products in order to meet these
big data challenges, which are compounded by growing expectations
that Earth observation data streams will support the delivery of operational products as well as the on-going development of scientiﬁc knowledge (Mattmann, 2013). This challenge has been recognised for some
time (Jensen, 1986; Schott, 2007; Schowengerdt, 2006). Furthermore
new Earth observation data analysis methods are emerging which demand real-time access to full archives of moderate resolution Earth observation data, these include:
• The application of time-series analysis techniques to accurately detect
change (Grifﬁths et al., 2014; Kennedy et al., 2010; Masek et al., 2013;
Zhu and Woodcock, 2014);
• The systematic characterisation of a particular cover type across multiple decades (Masek et al., 2008; Mueller et al., 2016; Sexton et al.,
2013);
• The use of ‘best available pixel’ composites to overcome the challenges posed by heavily cloud affected settings (Hermosilla et al.,
2015; Thompson et al., 2015; Zald et al., 2016); and
• The use of time series of Earth observation data and derived products
as Essential Climate Variables (ECV's) (Hollmann et al., 2013) and Climate Data Records (Kim et al., 2015).
The challenge of manipulating continental/global archives of moderate resolution Earth observation data to enable these analyses is

Fig. 1. The estimated volumes EOS data produced by the Landsat-8, Sentinel-1,-2,-3 and
Himawari-8/9 missions from 2014 and 2029 for Australia. Only ‘raw’ data are
considered. Data volume estimates are based on CEOS (2014).
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internationally recognised. For example the European Parliament
(2016) considered a new approach to the dissemination of data from
the Copernicus system, and determined “a properly integrated infrastructure system”, to be essential for industry to be able to take full advantage of these new data sources. The private and research sectors
have also recognised the challenges posed by ‘big Earth observation
data’ with approaches such as Google Earth Engine™, Hexagon's
M.appX™, Web Enabled Landsat Data (WELD) (Roy et al., 2010),
Rasdaman (Baumann et al., 1998), EarthServer (Baumann et al., 2016)
and the ‘Data Rods’ approach (https://disc.gsfc.nasa.gov/hydrology/
data-rods-time-series-data) being developed. It is beyond the scope of
this paper to provide comprehensive comparison of these approaches.
However the AGDC has been speciﬁcally developed with a view to governments, decision makers and researchers having access to Earth observation data analysis platforms that are transparent (open source
code) and traceable (with known data provenance). The use of open
source code ensures that users have control over the ongoing availability of their data analysis platform.
A further challenge is that large collections of satellite Earth observation data are often dynamic, with new data being continuously added
and/or existing data being updated (e.g., as calibration algorithms improve over time, errors are found in existing data, etc.). Data infrastructures are needed that can manage such ﬂexible collections, for example
maintaining sufﬁcient data provenance that higher-level data products
can be traced back to the original observation. These challenges require
new approaches in the way we organise, store, manage and analyse
these data: traditional approaches will not be sufﬁcient (Mattmann,
2013).
Finally, as we start to harness the full spatial-temporal-spectral archive of Earth observation data, combining measurements and ancillary
data from various instruments, a number of statistical challenges arise
due to high-dimensionality and massive sample sizes. Phenomena
that are well-known in the recent statistics literature such as noise
accumulation, spurious correlation, incidental endogeneity and measurement errors (Fan et al., 2014) are all present in these Earth observation datasets. This leads to a number of critical issues that need to be
addressed as the use of classical (small data) methods may lead to
erroneous statistical inferences and poor conclusions.
3. Foundations and core elements
In this part of the paper we describe the foundations of the AGDC,
that is, the primary components that we have developed in order to unlock the potential of large Earth observation data stores and which we
see as fundamental to future success. We also describe how our approach to these foundations has evolved as we have continued to develop the Data Cube from the preliminary forms described in Lewis et al.
(2016) to the current form, which we refer to as ‘AGDCv2’.
The Data Cube was originally implemented as regular, non-overlapping, ‘tiles’ of gridded sensor data, ‘stacked’ according to the time of data
capture (observation), leading to the visual metaphor of a ‘cube’ of data
(Fig. 2). For Version 1 of the AGDC we chose a 4000 ∗ 4000 array of pixels
to be a complete tile. Expressed in geographic coordinates, the tiles
were 1 degree by 1 degree and each pixel 0.00025 degrees on a side.
In Version 2 of the AGDC, the tile size and the pixel size are parameters
set at the time of data ingest. Ingestion conﬁgures the data for storage effectively making an AGDCv2 formatted dataset. The ability to conﬁgure ingest parameters means that AGDCv2 has increased ﬂexibility to
support gridded observations of varying resolutions from various
sources.
AGDCv2 also has the ability to index, rather than ingest, a dataset.
The indexing process adds information to the Data Cube database
which enables AGDCv2 functions to operate directly on the native
data. These data can thus remain in their original conﬁguration and be
tailored during access to the user's need. The indexing approach simpliﬁes addition of new sensor data whilst allowing those datasets to

be accessed seamlessly via the API. Indexing is useful where it is undesirable to restructure the data, for example to avoid replication of
large datasets (e.g., Himawari-8 AHI) or for datasets that do not form
dense time-series, such as such as elevation models.
A key enabler of the AGDC has been the National Computational Infrastructure (NCI) at the Australian National University, a petascale High
Performance Computing (HPC) facility. Given our expectations of rapid
analysis of data over all of the Australian continent and for the full time
length of the available datasets, it was clear that local desktop computers and high-end on-premise servers were no longer adequate.
However, within this HPC environment AGDCv2 also progressed substantially from AGDCv1 in the speciﬁcation of ‘high performance data’
(HPD), deﬁned by Evans et al. (2015) as ‘data that is carefully prepared,
standardised and structured so that it can be used in Data-intensive Science on HPC’.
The foundations of the AGDCv2 are thus (1) data preparation and
collection management protocols, (2) the software environment used
to manage and interact with the data, and (3) the supporting, integrated
HPC-HPD environment including the ﬁle structures and architectures to
store and access hundreds of terabytes, and ultimately petabytes, of
Earth observation data at full resolution and over long time scales.
3.1. Data and collection management protocols
The value of the AGDCv2 lies in the ability to work seamlessly with
entire petabyte-scale satellite image archives - observations that cover
decades of time and entire continents. AGDCv2 currently includes
some 300,000 images from Landsat satellites collected continuously
since 1986. Each Landsat scene includes approximately 36 × 106 pixels,
each of which is a potentially useful observation, and each pixel holds a
data value for each image band. AGDCv2 therefore holds some 1013
potential measurements from Landsat of Australia's land and water
surfaces, and provides the capability to conduct investigations across
space and through time in ways that were previously impractical.
Whilst much of the data in the AGDCv2 is from the Landsat satellite
series, and we describe this, the AGDCv2 also supports secondary measurements derived from surface reﬂectance and other data sources,
such as ‘fractional cover’ (Scarth et al., 2010) which estimates the
ground cover within each pixel.
Comparing observations through space and time requires a shift
from ‘raw’ data collected by the sensor to calibrated, comparable measurements of the Earth's surface (Hilker et al., 2009). Comparable measurements are therefore an essential foundation for the AGDCv2.
As our work has progressed, we have increasingly focussed on the
need for a solid data foundation for the AGDCv2. Several key protocols
have emerged (Fig. 3): Firstly, geometric corrections ensure spatial
alignment so that pixels of data can be ‘stacked’ as time-series of observations (3.1.1). Secondly, radiometric corrections convert satellite
image pixels to gridded measurements of normalised surface reﬂectance, allowing measurements from different places and times to be validly compared (3.1.2). Quality assessments then produce quality ﬂags
and accuracy measures applied at both the dataset and pixel level, providing users with sufﬁcient metadata to allow them to decide which
speciﬁc observations are ﬁt for any given purpose. The data are then
spatially partitioned into tiles and packaged into netCDF ﬁles to be included in the Data Cube. Finally, products are derived, such as Fractional
Cover. Products may also be ‘ingested’ back into the AGDCv2 for use in
other analyses.
In order to ensure that scientiﬁc transparency and repeatability can
be retained through numerous data preparation steps, as described in
Fig. 3, we have developed more sophisticated protocols for collection
management.
3.1.1. Spatial alignment (geometric accuracy) - comparable in space
Geometric corrections accurately locate pixels in space, allowing
comparability between observations captured at different times, and
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Fig. 2. The AGDC data cube concept (after Lewis et al., 2016). Landsat scenes are re-formatted as spatially consistent tiles of data. The spatial footprint of Landsat scenes changes over time,
whilst the tiled datasets maintain a constant footprint. Area shown is Brooks Island in Lake Eyre, central Australia, in 2009.

data from different sources to be combined in analyses. Relative accuracy can be achieved through pixel to pixel registration of images to ensure that the same target is represented by a single time series (Zhang
et al., 2003). However absolute spatial accuracy is necessary to enable
comparison between data from different sensors and sources, such as
using elevation models to apply terrain illumination corrections to imagery (Teillet et al., 1982).
Procedures for spatial correction of satellite imagery are well
established. For Landsat these are described in Shlien (1979). Geometric
corrections of Landsat data are implemented in the Level-1 Product
Generation System (LPGS) provided by the USGS for International
Landsat Cooperators (http://landsat.usgs.gov/Landsat_Processing_
Details.php). The LPGS processes the raw satellite telemetry data, collected as paths, to produce gridded images. Systematic radiometric
and geometric corrections are applied using data collected by the sensor
and spacecraft to model the spacecraft sensor position and attitude
(Gruen and Zhang, 2002; Hattori et al., 2000; Poli et al., 2004) providing
a nominal geometric accuracy for low-relief areas at sea level. These are
known as L1G products. The geometric accuracy of these ‘systematic’
products varies depending on the platform and sensor, from tens of
pixels for Landsat 5 Thematic Mapper (TM) and Landsat 7 Enhanced
Thematic Mapper Plus (ETM+) to single-pixel for Landsat-8 Operational Land Imager (OLI).
Further corrections are applied if ancillary data are available to reference the data to known locations (ground control points), allowing the

spacecraft model to be reﬁned, and to correct for terrain distortions,
leading to L1T products with positional accuracy similar to that of the
ground control points. The LPGS uses the Global Land Surveys (GLS)
datasets (Gutman et al., 2008) as control points. The Australian Geographic Reference Image (AGRI) (Rottensteiner et al., 2009; Lewis et
al., 2011; Ravanbakhsh et al., 2012) was developed to support improvements in GLS-2000 and to thereby ensure the absolute spatial accuracy
of Landsat imagery for Australia. AGRI provides a spatially correct reference image at a 2.5-metre resolution across Australia, allowing improvement in the control point dataset used in Landsat processing, as
illustrated in Fig. 4.
To assess the accuracy of Landsat L1G data products over all of
Australia we resampled the AGRI dataset and compared it to the
15 m panchromatic band from the GLS dataset. Normalised cross correlation was used to match points between the reference AGRI image
and the GLS image. We were thus able to identify those regions of
Australia where large errors are indicated in the GLS-2000 dataset,
and to work with the United States Geological Survey to improve
accuracy in those places.
Geometric correction is a prerequisite to radiometric correction as
the latter requires ancillary data, which must be combined with the
image data without introducing errors due to positional mismatching.
Geometric accuracy is most critical when applying terrain-illumination
corrections, which use slope and aspect to modify the reﬂectance estimates at each pixel, allowing for irradiance variations at each pixel
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scores are not discarded because different analyses will have different
tolerances for geometric accuracy.

Fig. 3. The process ﬂow from raw data to products from the Data Cube.

and for bidirectional reﬂectance distribution function (BRDF) effects
due to the inclination of the terrain (Li et al., 2012). We have found
that slope and aspect must be estimated at a resolution comparable to
the imagery, and with sub-pixel locational accuracy, in order to avoid
artefacts in the terrain corrections.
To provide a further check on geometric correction accuracy of
Landsat data in AGDCv2, we include the results of an image matching algorithm (gVerify), which provides a measure of the circular error in the
90th percentile (ce90) for match results against the geometric control
source (GLS). The Geometric Quality Assessment (GQA) allows a user
to set a threshold to exclude data with low geometric accuracy from
an analysis, e.g., ce90 b 0.5 (pixels). GQA allows us to retain in
AGDCv2 data that would previously have been excluded due to failure
to achieve a given level of geometric accuracy. Data with low GQA

3.1.2. Radiometric correction - comparability of measurements in time and
space
Radiometric correction aims to produce consistent and comparable
measurements from satellite images by correcting for a range of variations in observing conditions (Schott et al., 1988). Radiometric correction is therefore a prerequisite for systematic detection of change over
time (Du et al., 2002) and large-scale automated analyses (Masek et
al., 2008). Radiometric consistency between observations from the
same sensor is therefore critical to AGDCv2 in order to allow users to
perform analyses that compare measurements in space and time for
that sensor. However, radiometric correction is also critical for comparing measurements collected by different sensors because it provides the
user with conﬁdence that any differences that are observed between
measurements are due either to inter-sensor differences or on-ground
change, rather than variations in observing conditions (Chen et al.,
2005).
Our basic measurement for optical remote sensing data in the
AGDCv2 is surface reﬂectance for each image band, normalised for a
nadir view with illumination at 45 degrees elevation, often referred to
as Nadir Bidirectional reﬂectance distribution function (BRDF) Adjusted
Reﬂectance or NBAR.
To achieve measurement consistency, Geoscience Australia has developed automated processes to produce NBAR products from optical
instruments on the Landsat 5, 7 and 8 satellites, using the methods of
Li et al. (2010, 2012). The start point for NBAR processing is geometrically corrected data, i.e., in the case of Landsat, L1T data. Corrections are
required for variations in solar illumination, the combined variations
in sun and satellite view angles, the presences of aerosols and
atmospheric moisture content (radiative transfer modelling), and the
BRDF of the target (Fig. 5). The NBAR correction requires ancillary data
including a digital surface model (DSM), atmospheric state parameters
and bi-directional reﬂectance distribution function (BRDF) parameters.
A physical model is used to apply corrections for atmospheric transfer,
illumination and viewing geometry including terrain surface slope and
aspect and reﬂectance distribution. Whilst a number of empirical
methods have been previously developed to correct for topographic
effects (e.g., Richter et al., 2009; Soenen et al., 2005) it is difﬁcult to
reliably apply these methods in automated processing workﬂows.
The surface reﬂectance correction uses coupled, physics-based, atmospheric transfer, BRDF and terrain models as described in of Li et al.
(2010, 2012). BRDF shape functions are derived from concurrent
MODIS observations. The MODTRAN 5 radiative transfer model is applied (Berk et al., 1999), using the best available aerosol data from

Fig. 4. Improved geometric correction is possible by updating (a) the Global Land Survey (GLS) reference based on (b) the AGRI reference image. Blue crosses are GPS ﬁeld measurements
across a road intersection.
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Atmospheric state: aerosols optical
depth, CO2, ozone and water vapour

Radiative transfer models

Atmospheric parameters:
Pm, Lo, Ts, t v, S, td(os), td(ov), Eh, Ehdir, Ehdif

BRDF shape function

Normalised Surface
Reflectance (NBAR)

Fig. 5. The radiometric correction process after Li et al. (2012).

Aeronet, AATSR, MIISR, MODIS and climatology ancillary data sources.
Elevation is modelled with the 1-arc-second SRTM Digital Surface
Model (DSM). An advantage of a physics-based approach, and essential
to our work where we are processing (and routinely re-processing)
hundreds of thousands of scenes, is the ability to automate the radiometric corrections in robust, parallel, workﬂows. Li et al. (2010) demonstrate that these corrections are effective by comparing results with
ﬁeld spectra collected at the time of satellite overpass, and in the side
lap areas between adjacent Landsat passes.
Landsat Thematic Mapper (TM) imagery dating between March
1984 and December 1999 pre-dates the MODIS instruments and therefore cannot be corrected using concurrent MODIS observations. Li et al.
(2013) investigated variations in of MODIS BRDF shape functions for
Australia acquired over a 10-year period from 2001 to 2011, discovering
inter-annual variation of the shape function to be relatively small. This
enabled the development of a seasonally adjusted representative
BRDF shape function for Australia that we use to produce surface reﬂectance (NBAR) products for the pre-MODIS era. Similarly, Roy et al.
(2016) propose a ﬁxed set of BRDF spectral model parameters to
allow Landsat NBAR generation in the USA.
3.1.3. Per pixel quality ﬂags
It is important that users of EOS data are able to identify undesirable
or failed observations in the data, such as pixels affected by clouds or instrument saturation. Traditionally researchers rejected entire scenes
which were only partly cloud-affected in favour of using cloud-free
scenes. This was both a manual and time consuming process, and resulted in signiﬁcant loss of useful observations, particularly in regions that
experience high cloud frequency. Automated analysis techniques, on
the other hand, rely on the ﬂagging of cloud, cloud shadow, instrument
saturation and so on for each pixel. This allows users to retrieve all of the
unaffected observations of the Earth's surface at a particular location as
input into their analyses.
In the AGDCv2 we retain all observations, but apply a set of Pixel
Quality Assessment or PQA ﬂags, as well as metadata at the dataset
level. Rather than discarding data, our approach recognises that what
may be considered ‘noise’ by one user may be a valid observation for another purpose, and that new algorithms will emerge that are able to use
data once regarded to be too ‘noisy’. Users may exclude undesirable observations as appropriate for their speciﬁc analysis.
Whilst there are numerous pixel quality products available for
MODIS data, prior to Landsat-8 there were no equivalent products for

Landsat data, although several tests existed for cloud assessment including Automated Cloud Cover Assessment (ACCA) (Irish et al., 2006) and
‘Function of mask’ (Fmask) (Zhu and Woodcock, 2012).
We therefore developed a Pixel Quality Assessment (PQA) system
applicable to the Australian Landsat collection that can be applied in automated high performance workﬂows (Sixsmith et al., 2013). PQA uses
16 bits to store the results of a number of tests that are applied to the
data during processing. These include ACCA and Fmask cloud assessments, associated tests for cloud shadow, tests for sensor saturation
and zero values and sea/ocean ﬂags. Table 1 shows the PQA bitmap assignment. The 16th bit is un-used, however a topographic shadow ﬂag is
anticipated in future.
Application of PQA is illustrated in Fig. 6. PQA can be used to select
pixels which are relevant to a speciﬁc analysis. For example, users interested in studying changes in coastal intertidal zones might choose to retain land/sea mask pixels, but to exclude all saturated, cloud and cloud
shadow affected pixels.
In Fig. 6 all saturated pixels are also cloud-affected pixels. The binary
representation and cumulative sum indicating a pass (1) or fail (0) for
each quality test (reading from right to left) at points A, B and C are:
A: 0011001111101110 (13294) – Bands 1 and 5 saturated; Cloud
detected using both ACCA and Fmask.

Table 1
Pixel quality assessment bitmap values.
Pixel quality test

Bit

Value

Cumulative sum

Saturation band 1
Saturation band 2
Saturation band 3
Saturation band 4
Saturation band 5
Saturation band 61⁎
Saturation band 62⁎
Saturation band 7
Contiguity
Land/Sea
Cloud (ACCA)
Cloud (Fmask)
Cloud shadow (ACCA)
Cloud shadow (Fmask)
Topographic shadow
Not used

0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

1
2
4
8
16
32
64
128
256
512
1024
2048
4096
8192
16,384
32,786

1
3
7
15
31
63
127
255
511
1023
2047
4095
8191
16,383
32,767
65,553

⁎ Band 6 high- and low-gain modes of operation.
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Fig. 6. (a) True colour image and (b) the corresponding Pixel Quality product.

B: 0000111111111111 (4095) – Cloud Shadow detected; all other
tests passed.
C: 0011111111111111 (16383) – Pixel is clear, all tests passed.
Rather than working directly with PQA bits, the AGDCv2 code supports text-based mask speciﬁcations, such as: cloud_acca = ‘no_cloud’,
cloud_fmask = ‘no_cloud’, contiguous = True. This sematic abstraction
also allows the PQA approach to be extended, for example to cover Surface Reﬂectance products from MODIS and from the United States Geological Survey Landsat (For example: cfmask = ‘clear’) and is critically
important as the number of sensors in the AGDCv2 increases. AGDCv2
users are not required to be conversant with the quality ﬂags of multiple
different sensor types, and the text-based abstraction of the pixel quality assessments increases the portability and reuse of AGDCv2 code and

workﬂows which are not ‘hard-wired’ to a particular speciﬁcation of per
pixel metadata.
3.1.4. Collection management - retaining the provenance of data and
products
Rigorous collection management is essential if products from Earth
observation analyses are to meet scientiﬁc, practical and potentially
legal expectations of transparency and repeatability, for example metadata that allow the user to unequivocally trace a speciﬁc product back to
the observations used to produce it. Earth observation products are frequently used in applications where traceability is important such as national accounts (Caccetta et al., 2007) and in situations where ‘chain of
custody’ information is required (Purdy, 2010; Purdy and Leung, 2012).

Fig. 7. Inputs to processing of Earth observation raw archives to produce products.
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However, establishing collection management systems that capture
full provenance information is difﬁcult. Collection management tools
and automated approaches are needed because collections are complex
and costly to maintain. Production of ﬁt-for-purpose data products from
raw satellite data archives involves many steps and a range of inputs. As
algorithms, calibration parameters and ancillary inputs mature and improve, reprocessing of data is required to maintain the product suite as
best practice. Fig. 7 illustrates many of the potential sources that could
contribute to a change in an output product. As well as tracking provenance, our experience is that collection managers require mechanisms
to:
• Evaluate whether a given change (e.g., in calibration parameters) warrants a full or partial reprocess of the archive; and
• Communicate the impact of the updates to existing users whose products may be impacted by the changes.
Fig. 7 shows how multiple ancillary inputs are used which change
from time to time as quality is improved. Software code libraries,
which may be internal to the processing agency or from third party providers, have speciﬁc versions. The hardware and operating system environments are also signiﬁcant and are frequently upgraded. Finally,
products often are chained, with one product being an input to the
next, for example as higher levels of correction are produced. In Fig. 7,
the metadata for Product C must capture the processing parameters of
all of the earlier steps.
We use a concept of Managed Collections to address these challenges, which are fundamental to the success of data cube infrastructures. Consistent data, with known quality and input parameters, is
essential if data cubes are to provide authoritative and consistent resources to users. Our approach differs signiﬁcantly from other current
models of processing which often use common systems of differing versions across multiple platforms to produce “like” products.
Our concept of a managed collection includes:
• Software versioning, and governed production software upgrades;
• Ancillary input collection versioning and update control;
• Assessment of the scope and signiﬁcance of a proposed change for the
collection. Scope refers to the proportion of the collection affected,
whereas signiﬁcance is the established through comparison with
benchmarks and acceptable deviations from these in regard to radiometric and geometric changes, for example;
• Business processes, which determine a course of action based on the
scope and signiﬁcance of the change, for example to:
०
०
०
०

Add to a backlog until signiﬁcance and scope reach thresholds;
Upgrade the collection;
Update components of the collection; and
Patch components of the collection.

System changes may be simple software patches or re-writes that
improve function but have no material impact on the output products;
of minor importance, requiring a partial re-processing because, for example, only some of the products in the collection will be affected; or
of major importance requiring a comprehensive re-processing of products to apply a ubiquitous improvement.
To manage AGDCv2 generated products we have adopted version
numbering schemes widely used in software development practice
(e.g., https://en.wikipedia.org/wiki/Software_versioning). AGDCv2
data and product collections are numbered using a three-level hierarchy
to capture and communicate such changes (Fig. 8). Thus the ﬁrst collection version would be V1.0.0. A software patch would produce V1.0.1, a
further minor change would lead to V.1.1.1, and a major change following that would produce a new collection i.e., v2.0.0.

Fig. 8. Collection numbering approaches adapted from software versioning. The
numbering of versions depends upon the scope and signiﬁcance of each change.

A signiﬁcant development of AGDC v2 is the progressive development these automated collection management systems. Our systems
capture the following contributors to change:
• data inputs, location and time of access; and
• software versions and repository locations.
Future advances will include dependent libraries, compilers, and
version controlled ancillaries.
Managed collections require discipline and constraints on changes to
processing systems, so that each change is both documented, and considered in terms of the implications for further processing. In practice, not all
data can meet our expectations of a managed collection now or in the near
future. Therefore we have developed the capability to index pre-existing
data collections to ensure that they can be utilised via the AGDCv2 API.
3.2. AGDC architecture and technologies
To ensure longevity and to lower the costs of maintenance, the
AGDCv2 architecture is designed to be sustainable, ﬂexible and use
existing code libraries and utilities wherever possible. The AGDC is designed to be able to continue to grow and be expandable to incorporate
multiple datasets from new platforms, be scalable to cater for order of
magnitude growth in data volumes, and be ﬂexible to support many applications of the data ranging from routine processing through to interactive data exploration.
The key concepts of the modular, layered architecture of the AGDCv2
are illustrated in Fig. 9. It comprises four layers from bottom to top as
follows:
1. Data Acquisition and Inﬂow - Observations are collected and preprocessed to an ‘analysis ready’ level by various custodians;
2. Data Cube Infrastructure - analysis ready data are indexed into the
AGDCv2 including ingestion into multi-dimensional datasets, currently netCDF4-CF1.6, with a suite of tools for task execution, discovery, visualisation and so on;
3. Data and Application Platform - Platforms and environments that
allow routine generation of products, and, exploration of new products in a ‘virtual laboratory’ environment; and
4. UI and Application Layer - A diverse set of applications is enabled by
the underlying infrastructure.
This architecture has evolved signiﬁcantly since our ﬁrst proof of
concept forms which were used to complete our ﬁrst national scale
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Fig. 9. The architectural concepts of the Australian Geoscience Data Cube.

analysis (Lewis et al., 2016). In the following we present some of our
most important technical and architectural choices.
3.2.1. Open source libraries
The AGDCv2 code (https://github.com/data-cube/agdc-v2) is written in Python (N2.6, N3.3) and publicly available under the Apache License, Version 2.0. The code heavily leverages open source libraries
including: pyyaml, sqlalchemy and jsonschema for ﬁle attribute and database access; netCDF4 for Data Cube dataset creation and access; Luigi
(https://github.com/spotify/luigi) for managing workﬂows, numpy,
xarray and dask for array handling, rasterio/gdal for geospatial data access, scipy, pandas, scikit-image, and scikit-learn for analysis - see Fig. 9.
3.2.2. Data Cube datasets and NoSQL index store
A key element of our architecture is the use of a Data Cube dataset,
referenced by an Index Store (Fig. 9). A data cube dataset is a
netCDF4-CF 1.6 ﬁle (adherence to CF is not strictly required for the
AGDC software but its value is described more fully within Section
3.3.2) with deﬁned spatial and temporal extent. For example, we have
created Data Cube datasets for Landsat TM, ETM + and OLI data
spanning 100 × 100 km, and one calendar year. These choices are
conﬁgurable, are likely to differ for differing datasets, and can in principle be optimised to the analyses that are most required (for example

analysis of the time-series versus formation of continental mosaics for
a speciﬁc time interval).
The following variables may be conﬁgured when ingesting data into
the Data Cube:
•
•
•
•
•
•
•

Coordinate Reference System
Spatial resolution
Chunk dimensions: x, y, t
Compression
Temporal depth: hour, day, month year/s
Tile dimension: x, y
Data type: CF convention

The Index is queried to ﬁnd Data Cube datasets relevant to a particular need, to report on the available data, to control processing, and to
retrieve provenance information (that is, a given datasets' ancestral
and descendent datasets and the system components used to produce
it).
Whilst we initially used a fully relational database to manage the
contents of AGDCv1, experience has led us to a hybrid model combining
a minimalist relational database with use of ‘Not Only SQL’ (NoSQL). We
found that the full relational database approach, already complex for a
Data Cube containing only Landsat data, would not be sustainable as

A. Lewis et al. / Remote Sensing of Environment 202 (2017) 276–292

we expanded the schema to support a growing number of sensors and
products and sought to add rules and ﬁelds to track provenance and
to include full metadata ﬁelds, which are often peculiar to a speciﬁc sensor/product (e.g., Landsat path/row). In a relational model constant
changes are needed to the schema as new data sources are added. A further challenge will arise when multiple organisations seek to maintain
compatible data cubes, because schemas will inevitably tend to diverge,
limiting interoperability between data cubes.
Highly complex relational data models also raise efﬁciency questions
if there are high numbers of largely-unused ﬁelds used to cater for special cases, and as the number of relational joins required for each query
grows.
We have therefore chosen to use a more simpliﬁed structure. As
shown in Fig. 10, the current AGDCv2 uses a simple ﬁve-table structure
(metadata-type, dataset-type, dataset, dataset_source and
dataset_location) with composite-type JSON documents.
3.2.3. The AGDCv2 application programming interface (API)
The AGDCv2 API provides a set of user functions to search, read and
write a Data Cube. The API conceptualises the underlying data model
and aims to provide a consistent and logical interface to the AGDCv2
functions. These are distinguished as:
1. Higher Level User Functions which enable listing of products and
measurements as well data load capability; and
2. Low-Level Internal Functions that enable data discovery, dataset
grouping along deﬁned non-spatial dimensions and load of data
from product sources into a dataset object.
Detailed technical documentation on the AGDCv2 is available from
the software repository documentation at https://github.com/
opendatacube.
3.3. NCI high performance computing/high performance data environment
A key enabler for AGDCv2 has been the National Computational Infrastructure (NCI) facility which has supported storage, management
and analysis of the large Earth observation datasets that underpin the
Data Cube. AGDCv2 data and products total ~1 Petabyte which are supported by the NCI as part of a 10+ Petabyte set of nationally signiﬁcant
research data collections that span ﬁve major categories: 1) Earth
system sciences, climate and weather model data assets and products;
2) Earth and marine observations and products; geosciences; 3) terrestrial ecosystems; 4) water management and hydrology; and 5) astronomy, biosciences and social sciences (see http://geonetwork.nci.org.au).
Within this, satellite Earth observations include Landsat, Sentinel-
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1,2,3, Himawari-8, MODIS, AVHRR, and ALOS data which are made
available primarily for researchers and government organisations to
access and analyse, either locally or remotely.
3.3.1. NCI NERDIP infrastructure
The data management practice for the research data collections is
formally organised and made available through NCI's National Environmental Research Data Interoperability Platform (NERDIP http://nci.org.
au/systems-services/national-facility/nerdip/) (Evans et al., 2015;
National Computational Infrastructure, 2016) to meet the needs of the
broad stakeholder and research communities. Management and operation of these large and diverse data collections is complex, and to ensure
that users can ﬁnd, evaluate, understand and then utilise the data, ultimately in new and unanticipated ways, NCI have benchmarked NERDIP
against known and emerging data standards. One such relevant case is
the US GEO Common Framework for Earth Observation Data (United
States Government, 2016), which provides recommendations for data
providers to standardise their data management practices. These recommendations are designed to both make Earth observation data
more discoverable, accessible and usable, as well as to facilitate integration across multiple repositories. Aligning Earth systems science collections with this Framework lays the foundations for interdisciplinary
science and the seamless integration of Earth observation data with climate, marine, environmental and geoscience data collections.
The NCI integrated High Performance Compute (HPC)-High Performance Data (HPD) infrastructure which underpins the current implementation of the AGDCv2 comprises a 1.2 PetaFlop Supercomputer
(Raijin), an HPC class 3000 OpenStack cloud system (Tenjin) and several highly connected large-scale high-bandwidth Lustre ﬁlesystems. The
coupled HPC-HPD system has been designed (Evans et al., 2015;
Wyborn and Evans, 2015) to support the mixed-mode and varying
work ﬂows of Data-intensive Science (Hey et al., 2009), and in particular, to analyse and model the high volume data collections from the
Earth observation, climate and geoscience communities. The coupling
of HPC and data infrastructure reduces the time taken to both generate
and process the data, and to enable further secondary independent
analysis. This is particularly important for large volume datasets that
are required for continental or global scale analysis, which are increasingly difﬁcult to manage separately. Moreover many analyses will use
a combination of several large environmental datasets.
The NCI facility has been important in several aspects of AGDCv2 including data management practices, ensuring suitability for high performance analysis, interoperability (whether local or remote), and
regularisation of data models. In particular, NCI established the use of
netCDF4/HDF5 for the majority of the NERDIP datasets, as well as a

Fig. 10. The Data Cube uses a simple ﬁve-table structure (metadata-type, dataset-type, dataset, dataset_source and dataset_location) with composite-type JSONB documents.
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common quality control for the application of metadata standards such
as CF-1.6, and we have been able to adopt this in AGDCv2. Furthermore,
NCI have established standards for performance for each of the datasets
which is supporting us to manage the conﬁguration of chunking, compression, and internal data layouts in AGDCv2. The quality controls for
the datasets also include testing against known packages and exemplar
cases to ensure that both performance and functionality can meet the
research community requirements.
The NCI integrated HPC-HPD environment can meet the needs of
users that require access to the HPC to undertake high resolution continental scale analysis of the full archive of Australian Landsat data, but at
the same time, it can accommodate those individual researchers who
wish to access the data via standards based web services to extract
minor data volumes to be processed elsewhere (e.g., in the cloud).
Thus, any Earth observation researcher can always access the latest version of AGDCv2 data and derivative products. This also ensures that
workﬂows developed via the API remain scalable against the entire
AGDCv2 data holdings.
3.3.2. Data formats to facilitate transdisciplinary access and high performance analysis
One of the key guiding principles of AGDCv2 is to ensure that it uses
data suitable for conversion to ‘high performance data’ and moves from
data previously stored in sensor-speciﬁc or less accommodating formats
such as GeoTIFF. This is a critical design element so that data cubes can
accommodate the increasing variety of environmental data streams.
The datasets at NCI are stored as netCDF4/HDF5 ﬁles to capitalise on
the underlying vocabulary standards and supporting publicly accessible
data services, libraries, packages and scientiﬁc toolkits. The AGDCv2
uses the Climate and Forecast (CF 1.6) conventions that are being used
across NERDIP. This convention provides a deﬁnitive description of
what the data in each variable represents, including the spatial and temporal properties of the data.
The use of netCDF as the storage proﬁle of HDF5 is dual purpose in
that it supports applications within NCI through the use of the wellused netCDF4/HDF5 libraries, as well as through the DAP protocol
used by data services like THREDDS (Thematic Realtime Environmental
Distributed Data Services http://www.unidata.ucar.edu/software/
thredds/current/tds/). This effectively web-enables the AGDCv2
datasets, as per one of the central design decision for NERDIP.
4. Applications and capabilities
The value of the AGDCv2 is demonstrated through a growing number of successful applications and capabilities, some of which we draw
on below. Many of these uses would be prohibitively expensive, time
consuming or difﬁcult without the advantages of the AGDCv2 architecture which allows us to efﬁciently access measurements through time
across the entire Australian continent.
4.1. Water observations from space
A number of studies have mapped surface water within parts of
Australia, (e.g., Thomas et al., 2011; Tulbure et al., 2016), however
with the Data Cube we are able to map surface water for all of Australia
drawing on every Landsat observation since the ﬁrst Landsat Thematic
Mapper collections in 1987. In contrast to localised studies, AGDCv2
allows models to be trained on geographically and temporally comprehensive datasets, producing more robust and accurate models across
the full range of Australian environments. This is demonstrated in
Water Observations from Space (WOfS) (Mueller et al., 2016) which
is a comprehensive mapping of surface water for all of Australia
http://www.ga.gov.au/interactive-maps/#/theme/water/map/wofs).
WOfS is produced by testing every pixel in the available Landsat
archive for the presence of water, and summarising the results as
the number of times water was detected at each location. AGDCv2

also enables workﬂows to be implemented that can be regularly
and routinely run, updating WOfS as new data become available.
Fig. 11 is an example of the WOfS product for a remote and arid
area of Australia.

4.2. Best available pixel composites and temporal statistics
‘Best available pixel’ composites are used to combine multiple moderate resolution images to generate a seamless coverage for further
analysis (Hermosilla et al., 2015; Roy et al., 2010; Thompson et al.,
2015). However the criterion for the ‘best’ pixel is application dependent. Data cubes allow a ﬂexible approach to ‘best available pixel’ composites because the pixels can be chosen according to the application of
interest. For example we have been able to select ‘best’ pixels as those
that were seen at high or low tide. We have also selected ‘best pixels’
as those that correspond to the lowest values of vegetation cover, and
were therefore ‘best’ for certain geological studies.
However, as AGDCv2 retains all observations the ‘best pixel’ concept
can be extended to include temporal statistics, with the user choosing
typical (or atypical) values of the pixel through median, mean or percentile values or other statistics of the time series; for example ‘the median surface reﬂectance in winter’. In Australia, over 500 Landsat
observations may be available for a given location, starting from 1987.
Products produced using temporal statistics also have advantages such
as removing data outliers, producing stable estimates, reducing data
volumes, and enabling new approaches to analysis.
Two examples that we have produced are:
• Seasonal median surface reﬂectance; and
• High tide and low tide median images.
Fig. 12 shows an image of Australia produced from the median surface reﬂectance values from Landsat 8 between April and October, for
the years of 2014–2015. The composite is generated from an automated
analysis using data from over 10,000 individual Landsat ‘scenes’, yet can
be produced from the Data Cube in a matter of hours.
Median surface reﬂectance composites produced by us are now
being used by governments of the Australian states of South Australia
and Victoria, which together manage a land area of 1,200,000 km2. We
were able to produce those datasets to speciﬁcations of the state government scientists. Researchers in those states use these inputs to produce new, highly detailed, maps of the land cover for each ﬁve year
interval from 1990 to 2015 (Cunningham et al., 2008).
High-tide and low-tide median images are a further variation on
time-series statistics. Fig. 13 shows a synthetic image produced as the
median value of surface reﬂectance from Landsat sensors between
1987 and 2016, drawing only on observations that coincide with the
highest 10% and lowest 10% of observed tides. To produce this we linked
each coastal observation to the Oregon State University tidal model
(Egbert and Erofeeva, 2002). The images reveal intertidal features
with consistency and detail, despite characteristically turbid coastal waters, thereby enabling more detailed characterisation of intertidal and
shallow marine zones in the future. Unlike methods that use a small
number of individual satellite images to map the intertidal zone, by
utilising the full 28-year time series of observations the data cube approach overcomes the need for clear, high quality observations acquired
concurrent to the time of low and high tide.
The low tide image (Fig. 13b) demonstrates the potential of statistical products for improved mapping in shallow, turbid, waters. The shallow bank features are rarely visible in imagery due to the high turbidity
of these inshore waters. The difference between the low and high tide
datasets provides a basis for improved mapping of the intertidal zone.
This has allowed us to produce a new national intertidal map product
for Australia (http://dx.doi.org/10.4225/25/575F47F34675D).
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Fig. 11. Water Observations from Space (WOfS) results for the braided river network of Coopers Creek in south-western Queensland, Australia. Colours indicate the frequency of
inundation, ranging from permanent water holes (blue) through to the extremes of the ﬂoodplains (red).

4.3. Time series water quality observation
An important advantage of the AGDCv2 over traditional remote
sensing image analysis approaches is that all data points are retained,
providing a richer stream of data. The use of quantitative measurements

of surface reﬂectance means that data streams from multiple instruments can be combined, further densifying the data. Lymburner et al.
(2016) demonstrate that data from three Landsat instruments TM,
ETM+ and OLI can be combined to produce a single time series of measurements of total suspended matter spanning the past three decades.

Fig. 12. Median surface reﬂectance values from Landsat 8 between April and October, for the years of 2014–2015.
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Fig. 13. The high tide composite (left panel) and low tide composite (right panel) median surface reﬂectance (1987–2015) for an estuarine area in the Kimberley, Western Australia.

For one lake lying on the overlap between adjacent Landsat paths
Lymburner et al. (2016) were able to retrieve over 500 valid measurements of total suspended matter between 1987 and 2014. The ability
of the AGDCv2 to provide such measurements routinely and over the
entire continent indicates the potential of Earth observation data
cubes to support continental assessments to help to address global challenges such as those posed by the United Nation's Sustainable Development Goals (Griggs et al., 2013).

5. Discussion
5.1. International applications
Whilst the development of the AGDCv2 has necessarily been focused
on the Australian region, we have developed the Data Cube with an
awareness of the international need for improved approaches to the exploitation of satellite Earth observation data in order to effectively address global challenges. We have therefore chosen to build, and use,
open source code and to work actively with the international community to facilitate open technical and scientiﬁc partnerships that we see as
essential to global solutions.
One of the beneﬁts of this approach has been the adoption of the
AGDCv2 codebase by NASA's Systems Engineering Ofﬁce for the Committee on Earth Observing Satellites (the CEOS-SEO). Through this initiative CEOS is exploring ways to overcome the obstacles of data size
and data complexity which face individual user agencies, particularly
within developing countries.
The CEOS-SEO has used the AGDC code to implement data cubes in
Colombia and Kenya and is using those to explore the use of data
cubes in a wider international context, with more diverse user needs,
differing technical capabilities, and with differing levels of computational infrastructure. The initial focus of the projects is on forest management and agriculture, but with the potential to serve far more
applications. They are exploring a range of technical scenarios such as
deployment via local computers, regional data hubs and cloud-based resources (e.g., Amazon Web Services).
CEOS has applied the AGDC concepts to small-scale data cubes (the
land area of Kenya is less than one tenth that of Australia and data volumes will be at least an order of magnitude smaller than the AGDCv2)
allowing them to explore ‘off the shelf’ computing infrastructures to
support data cubes in developing countries. We are yet to see the development of continental scale data cubes outside of Australia using integrated HPC-HPD facilities such as the NCI which enable large data

analysis through high processing capacity linked directly to high performance storage.
5.2. Lessons learned
The initial AGDCv1 prototype provided an important platform for
proving the concept of an Earth observation ‘Data Cube’. The system
was, however, tightly coupled to the analysis of Landsat data and fell
short of the common analytical environment for geospatial data that
we had envisioned. Rigid database schemas meant that addition of
new data sources imposed a large development overhead. For some
sensor data, ﬁelds remained unused or the schema needed expansion
to accommodate new attributes. The simpliﬁed structure of AGDCv2
provides ﬂexibility in terms of the attributes use to describe a given
dataset and one can add support for a new sensor by writing a high
level ingest conﬁguration in a relatively user friendly mark-up language.
AGDCv2 treats internal datasets (Data Cube formatted/tiled and
reprojected) and external datasets (i.e., those retained in their native
construct) as conceptually equal. If a dataset is to be used frequently,
it may be ingested to become a Data Cube dataset, whereas datasets
used less often may remain as indexed external datasets, accessed and
temporarily ingested (warped to the analysis grid) only during analysis.
We found this to be a crucial step forward because it allows researchers
to retain control over how data are presented for analysis and removes
the need to replicate datasets. The AGDCv2 has access to a variety of
geophysical datasets hosted on the NCI and by indexing rather than
ingesting these datasets custodians of the data are able to maintain
their role, such as controls on and versioning of the data.
We have found data quality, including quality assurance and relevant measures of quality, to be of great importance. Both spatial accuracy and radiometric ﬁdelity are crucial when conducting time-series
analysis and being able to trace and address data issues is essential.
When managing hundreds of thousands of images this becomes a signiﬁcant technical challenge leading us to a focus on version control, collection management and accurate data calibration as described in this
paper.
A collaborative and open-source approach has proven to be essential
to us. The development of the AGDC has proven to be a large, complex,
and on-going task requiring the collaborative efforts of many, and
beneﬁtting from diverse perspectives and contributions as a range of individuals and institutions have engaged in the work. As agencies, countries and international organisations seek to apply vast quantities of
Earth observation data to increasingly pressing issues, it seems inevitable that they will need to cooperate in their efforts to build capabilities
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akin to the AGDCv2. Collaboration and open source approaches also
open the door to consistency and standardisation, and these will be
needed to progress from national to global perspectives.
5.3. Future directions
We anticipate that the future development of the AGDCv2 will focus
on a number of key areas.
5.3.1. Web services
Web services will be increasingly important for a wide range of users
to visualise, access, download and utilise data and information products.
Increasing sophistication and reliability of web services will be required
including support for mobile device access to data for speciﬁc purposes.
5.3.2. Semantic layers
Semantic abstraction is needed to translate technical details into
higher level terms, allowing users to focus on analysis. The AGDCv2
API already supports some abstraction, for example AGDCv2 can store
full spectral response functions for an optical instrument, whilst
allowing the programmer-analyst to use familiar terms such as the
band number. Similarly, as discussed above, the bit-mapping of a pixel
quality band can be abstracted so that the analyst-user is not required
to interpret a binary code such as 0000111111111111 (decimal value
4095), but can instead use labels such as “Cloud Shadow detected”. Abstraction will become increasingly important as data from more Earth
observation sensors and other sources are included, since each dataset
will have its own peculiarities. Each sensor will have its own band number to spectral wavelength mapping and its own per-pixel-metadata
speciﬁcation, and the AGDC will need to store the full technical detail
of those whilst allowing Earth observation scientists and application developers to work with more familiar terms. Abstraction will simplify the
process for creating products that retrieve and integrate data from multiple sensors, for example an NDVI time series for a particular location
could draw on data from multiple Landsat and Sentinel 2 sensor
instruments.
5.3.3. Virtual research environments/virtual laboratories
Virtual Research Environments (VREs, also termed Virtual Laboratories and Science Gateways) are increasingly being used to support a
more dynamic approach to collaborative working. Users who are not
co-located, can dynamically work together at various scales from the
local to continental and share data, models, workﬂows, best practice,
tools, etc.
The AGDC API enables the possibility of developing VREs that would
enable Earth observation researchers to collaboratively develop and
share new products and results. The API allows this to be done in a product development environment that is closely coupled with the production environment, reducing the effort required to develop and deploy
new products at scale.
Virtual research environments can also enable decision makers to
engage interactively with products and services generated from Earth
observation data. For example a catchment management agency could
perform their queries within a managed virtual laboratory to characterise the inundation dynamics of particular wetland during a particular
epoch and then compare that behaviour with a different epoch.
5.3.4. Inclusion of additional data streams
The design of AGDCv2 simpliﬁes the steps to making additional
Earth observation datasets accessible via the AGDCv2; datasets can be
indexed by AGDCv2 rather than being physically reformatted and duplicated within the AGDC. Emerging data management protocols for high
performance data will facilitate the inclusion of various other Earth
and environmental datasets (see http://geonetwork.nci.org.au) in
cross-disciplinary analyses, and this will lead to a rapid diversiﬁcation
of datasets used in the AGDCv2. For example the availability of climate
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and geophysical variables in interoperable grid formats would allow
these to be easily included in analyses.
5.3.5. Global analysis grids and federated systems
To address international challenges (Griggs et al., 2013) increasingly
global analyses will be needed, drawing on data from multiple sources
including traditionally non-gridded variables such as statistical or demographic information stored in vector formats. Continental and global
scale analyses are difﬁcult with the gridding systems traditionally used
in remote sensing analyses, introducing problems such as crossing zone
boundaries of the Universal Transverse Mercator projection system, and
distorting area calculations if simple longitude - latitude grid systems
are used. Development will be needed to utilise emerging new approaches to tessellation of the globe, such as Discrete Global Grid Systems (Purss et al., 2016).
Addressing global problems will also call for federated approaches.
In the future the implementation of global interoperability and
geospatial standards via the Earth Systems Grid Federation (Cinquini
et al., 2014; Williams et al., 2015) will enable data fusion to be achieved
without the bulk movement and restructuring of data across different
networks. We see AGDCv2 as an important step toward establishing a
common analytical framework to link very large multi-resolution and
multi-domain datasets together for analysis. We see potential for the
expansion of the AGDC concept toward a network of data cubes operating on large geoscientiﬁc and geospatial datasets, co-located in suitable
HPC-HPD facilities, to address global as well as national challenges
(Fig. 14).
5.4. Machine learning
A major enhancement of the AGDCv2 framework is that it combines
consistently corrected data with machine readable metadata, which enhances programmatic discovery, access and utilisation of the data. This
means that the petascale archive is ready for use by off-the-shelf machine learning frameworks such as scikit-learn (Pedregosa et al., 2011).
This will allow users to leverage the latest machine learning techniques
to quickly prototype, analyse or develop new remote sensing products.
6. Conclusions
The collection of Earth observations continues apace, in particular
through satellite platforms that are delivering Terabytes of data each
day to inform our understanding of Earth and how it is changing. Scientiﬁc instruments of improved quality are producing greater data volumes, geostationary satellites are delivering greater ‘velocity’ of data,
and small satellites promise increasing diversity of data. The need to extract timely and relevant information from these rich data sources and
the challenges associated with that are widely recognised on many
levels. Free and open data policies have been a vital government response to this problem (Wulder et al., 2012), opening the ﬁeld for the
scientiﬁc and technical communities to address the corresponding big
data challenges.
The Australian Geoscience Data Cube was developed, as AGDCv1, to
allow us to analyse the full depth of the Australian Landsat archives at
continental scale. AGDCv2 has now progressed to be a far more general
and scalable infrastructure. The new AGDCv2 features can be considered
in terms of how they address the key challenges posed by creating and
analysing Earth observation ‘Big Data’. The various elements of this Big
Data challenge include:
6.1. Volume
The AGDCv2 addresses the volume challenge presented by the Australian satellite Earth observation data collections by storing surface reﬂectance, pixel quality and higher level products within a high
performance data (HPD) environment at the NCI. Data are thus
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Fig. 14. Conceptual representation of a global network of data cubes that contain the data for each continent.

processed ‘on receipt’, and progressively add to the AGDCv2. The previously referred to NASA Systems Engineering Ofﬁce data cubes - Kenya
Cube and Colombia Cube - address the volume challenge by focussing
on smaller spatial extents, thereby making those data cubes portable
and deployable on smaller scale infrastructure. The capability of the
API to access and manipulate data that is either ingested or indexed
reduces the need to duplicate major collections by allowing users to
access data curated by different agencies on the same computing
infrastructure.

6.3. Veracity

6.2. Variety

6.4. Velocity

The AGDCv2 addresses the variety challenge of Earth observation
data through:

The AGDCv2 addresses the velocity issue of Earth observation data
via the use of both HPD and HPC to facilitate objective automated
workﬂows rather than subjective manual image interpretation. However there remain a number of challenges in terms of velocity including
unpredictable timelines for the ancillary data required for atmospheric
correction, and developing algorithms to exploit the high velocity data
streams generated by geostationary meteorological satellites.

• Conversion of sensor speciﬁc measurements of digital numbers into
a common ‘analysis ready’ measurement (for example of surface
reﬂectance);
• The storage of sensor speciﬁc wavelength characteristics that support
users to choose how they wish to combine data from different sensors
at the time of analysis;
• A semantic layer that interprets the per-pixel-metadata standards
used for each sensor by different providers (in this case GA and
USGS) that allow the users to retrieve ‘observations of interest’ at
the time of analysis; and
• Support for multiple spatial resolutions and reprojection to enable
users to combine data from different sensors according to their
requirements.
In the future, the implementation of a standardised Discrete Global
Gridding System (Purss et al., 2016) may further increase the variety
of gridded and spatial data sources that can be accessed or analysed
via the AGDCv2, and data cubes more broadly.

The AGDCv2 addresses the veracity challenges of Earth observation
data by implementing collection management processes and protocols
and capturing detailed metadata about both the data inputs and the
data processing systems. The metadata is captured automatically and
is stored in adherence with pertinent national and international standards. Furthermore, the metadata is stored in a machine-readable
form to enable a wider range of modes of access and downstream provenance tracking.
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