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Abstract
This thesis addresses three problems in trichromatic and hyperspectral imagery: out
door shadow detection, recovery of photometric invariants and personalised image vi
sualisation. It shows how detection of shadows in outdoor imagery is a necessary pre
processing step, before photometric invariants can be separated from a single spectral
or RGB image. It then shows how the recovered reflectance parameters can be used to
create user colour preferences for visualising the image.
The first contribution of this thesis is a physics based model to detect shadows
in outdoor scenes. Here, we note that shadows arise from diffuse skylight that has
been scattered by particles in the atmosphere. This yields a treatment in which shad
ows in the image can be viewed as a linear combination of scattered sunlight obeying
Rayleigh scattering and Mie theory. This allows a ratio to be calculated that permits
the problem of recovering the shadowed areas in an image to be recast into a cluster
ing setting making use of active contours. It also allows a metric to be formulated that
indicates the degree to which a scene is overcast.
Secondly, we address the problem of efficiently recovering the reflectance param
eters from a single multispectral or hyperspectral image. To do so, we propose a
shapelet based estimator (SBE) to recover shading in an image. The optimisation set
ting presented here is based on a three-step process. The first calculates the geometric
shading based on an alternative shapelets method; the second uses a constrained opti
misation approach to update the surface reflectance and the specular coefficients; and
the third employs either a simple least-squares formulation or its variants to update
the illuminant power spectrum. This yields a computationally efficient method that
achieves speed-ups of nearly an order of magnitude as compared to its closest alternaix

tive without compromising performance. Moreover, our photometric invariants recov
ery method can derive the material reflectance and illumination parameters which are
necessary for creating user colour preference profiles.
To visualise an image, we make use of the heterogeneous nature of a scene and
impose consistency over object materials, an approach that allows small composi
tional variations across objects in the image to be detected. In this way, the quality
of the images under consideration can be maximised based on user preferences. This
means individual user profiles can be employed for processing real world imagery
while avoiding undesirable effects when the final colour image is produced.

Contents

Acknowledgments

vii

Abstract

ix

1 Introduction
1.1 Contributions........................................................................................
1.1.1 Shadow Modelling and D e te c tio n ...........................................
1.1.2 Photometric Invariant Properties..............................................
1.1.3 Colour Preference for Materials and Illuminations ...............
1.2 Thesis Outline........................................................................................

1
3
4
4
5
6

2

Literature Review
2.1 Reflectance M o d ellin g .........................................................................
2.2 Shadow detection..................................................................................
2.3 Photometric In v arian ts.........................................................................
2.3.1 Specularity Detection................................................................
2.3.2 Colour Constancy......................................................................
2.3.3 Photometric Invariant D escriptors...........................................
2.3.4 Shape from S h a d in g ................................................................
2.4 Visualisation ........................................................................................

7
7
12
15
16
18
22
23
25

3

Shadow Modelling and Detection
3.1 Introduction...........................................................................................
3.2 Rayleigh Scattering and Mie T h e o ry ....................................................
3.3 Scattering Spectral R a tio ......................................................................
3.3.1 Framework for General Lighting..............................................
3.3.2 Analysis on the shadow b o u n d a ry ...........................................
3.4 Shaded Regions and Overcast W eather.................................................
3.4.1 Active Contours ......................................................................
3.4.2 A Metric for Overcast S c e n e s .................................................
3.5 Implementation Issues .........................................................................
3.5.1 Initialisation ............................................................................
3.5.2 Computing the Scattering Spectral R atio.................................
3.5.3 Updating the Force Pressure F unction.....................................
3.5.4 Estimating the Penumbra..........................................................
3.6 Experiments...........................................................................................

31
31
33
35
35
37
39
39
40
43
43
44
45
47
47

xi

xii

4

5

Contents

3.6.1 Shadow Detection ...................................................................
3.6.2 Performance for Weather Estimation.......................................
3.6.3 Time Complexity......................................................................
3.7 Conclusion ...........................................................................................

48
50
52
53

Efficient Estimation of Photometric Invariant Parameters
4.1 Introduction...........................................................................................
4.2 Estimating the Reflection Parameters....................................................
4.2.1 Recovery of the Shading F a c to r .............................................
4.2.2 Computation of the Reflectance and Specular Coefficient . . .
4.2.3 Illuminant Power Spectrum C om putation..............................
4.2.3.1
Simplification of the M o d e l....................................
4.2.3.2 Application of Robust Statistics..............................
4.2.4 On the Light Source D irection.................................................
4.2.5 Extension to Trichromatic Imagery .......................................
4.3 Implementation.....................................................................................
4.4 Experiments...........................................................................................
4.4.1 D a ta s e ts ..................................................................................
4.4.2 Illuminant Power Spectrum R ecovery....................................
4.4.3 Shading Factor Recovery and Lambertian Reflectance Correc
tion ...........................................................................................
4.4.4 Skin Recognition......................................................................
4.4.5 Reflectance and Illuminant Replacement.................................
4.5 Conclusions...........................................................................................

55
55
56
57
61
62
63
63
64
66
67
70
70
73

Personalising Colour Preferences for Materials and Illuminants
5.1 Introduction...........................................................................................
5.2 Image Formation P rocess......................................................................
5.3 Scene R adiance.....................................................................................
5.3.1 Decomposing the Illuminant Spectrum .................................
5.3.2 Object Reflectance and Scene M aterials.................................
5.3.3 Unmixing Scene Materials into End Members........................
5.4 Computing Colour Preferences.............................................................
5.4.1 Problem Formulation................................................................
5.4.2 Image A esthetics......................................................................
5.4.2.1
Aesthetic Features....................................................
5.4.2.2 Aesthetic S c o r e .......................................................
Support Vector M achines.............................................
Quadratic Discriminant C la ssifie r..............................
Logistic Regression.......................................................
5.4.3 Colour Hamony.........................................................................
5.4.4 Updating Illuminants and End Member Colours.....................
5.5 Implementation Issues .........................................................................

93
93
96
99
99
100
104
105
106
106
107
I ll
112
113
113
114
116
117

81
84
87
91

Contents

5.6

5.7
6

xiii

Experiments........................................................................................... 119
5.6.1 Data Sets and Spectrum L ib ra rie s........................................... 119
5.6.2 Personalising Colour Preferences ........................................... 124
Conclusions........................................................................................... 130

Conclusion
131
6.1 List of Thesis Contribution................................................................... 131
6.1.1 Shadow M odelling................................................................... 132
6.1.2 Recovery of Photometric In v arian ts........................................ 133
6.1.3Personalising Colour Preferences for Materials and Illuminants 133
6.2 Luture Developments............................................................................ 134

List of Publications

137

References

139

Contents

List of Figures

3.1

3.2

3.3

3.4
4.1

4.2

4.3

4.4
4.5

4.6
4.7

Spectral Scattering Ratio for two pixel-pairs taken from the sample
image on the top panel. The two bottom panels show the SSR for a
bogus and a real shadow boundary, respectively. The plots also show
the predicted SSR (solid line) and the Mie (dashed line) and Rayleigh
(dotted line) scattering............................................................................
Shadow detection results for our method and the alternatives. From
left-to-right: The regions recovered by our method, those yielded by
the method in [ 1] and the shadows recovered by the approach in [2] .
Shadow and sunlit area layers recovered via the application of KNN
matting. From left to right, we show the input image, the shadow and
sunlit area layers, respectively.................................................................
Samples of three subsets, the images from left to right belong to clear
day, half cast and overcast subset respectively....................................
Top left-hand panel: Behavior of tan(a) vs sec(a) and sec(ß) —1 in
[0, y]; Top right-hand panel: Sample 3D block shape; Bottom row:
Shape yielded by tan a (left) and sec(ct) —1 (right).............................
Left-hand panel: The reflection geometry making use of an arbitrary
reference e\ Middle panel: Shape-from-shading treatment where the
viewpoint corresponds to the z-axis of the reference; Right-hand panel:
The reflection geometry when the reference is given such that light
source direction becomes L = [0,0,1]T.................................................
Sample images of three subjects in the first two of our multi-spectral
data sets. Note that, for our two first data sets (Human Face Vis and
Human Face NIR), the 50 subjects used are the same, with the differ
ence being the spectral range comprised by the imagery (visible for
the Vis and near-infrared for the NIR database). These two spectral
ranges have been acquired separately following [3]...............................
Sample images for three scenes in the Landscape data set....................
Sample images for 6 objects in our data set. We show the radiance cor
responding to the band centered at 649rim. Each column corresponds
to one type of objects whereas the rows show different views...............
Three sample objects in the Mondrian data set [4]. Each column shows
an object captured under different light settings.....................................
Penalty functions ^ (?/(«)) and their respective qualitative shapes for
the robust regularisers used in our experiments......................................

41

49

51
52

60

65

71
72

73
73
75

xvi

LIST OF FIGURES

4.8

Shading factor recovery results. First column: pseudo-color image for
sample input imagery; Second column: results yielded by [5]; Third
and fourth columns: results for our SBE method and its simplified
variant, respectively.........................................................................................

84

Lambertian reflectance correction results. First column: sample trichro
matic input imagery; Second column: results yielded by [5]; Third and
fourth columns: results for our SBE method and its simplified variant,
respectively.......................................................................................................

85

4.10 Left-hand column: sample training images for two subjects in our data
set; Second column: sample testing multi-spectral image; Third col
umn: probability skin maps yielded by the reflectance extracted using
the method in [5]; Fourth and fifth columns: skin probability maps re
covered making use of the reflectance computed using our method and
its simplified version, respectively................................................................

86

4.11 Skin reflectance substitution. Top panel: Pseudocolour imagery for the
input images; Bottom panel: Result of replacing the skin reflectance
of the subject for an alternative in our database.........................................

88

4.12 Top panel: Pseudocolour imagery for the input images; Bottom panel:
Result of replacing the reflectance of the subject’s clothing for an al
ternative in our database.................................................................................

89

4.13 Top panel: Pseudocolour imagery for the input images; Second row:
Result of replacing the illuminant in the scene. Bottom row: Result of
replacing the skin spectra, cloth reflectance and scene illuminant for
alternatives in our database............................................................................

90

4.9

5.1
5.2

5.3

Left-hand panel: Pseudocolour hyperspectral image; Middle and right-hand
panels: Images resulting from edits by two members of our user focus group.

94

Left-hand panel: Pseudocolour hyperspectral image; Middle-panel: Image
edited by one of our users; Right-hand panel: Image resulting from the profile
learned when editing the image in the middle panel.........................................

96

The decomposition of an image into the material library occurs in two stages.
The first stage involves segmenting the image into material clusters, whereas
the second relates the mean reflectance of each cluster to a mixture of under
lying primordial materials..................................................................................

101

5.4

Top panel: Diagram for the user profile learning process. Bottom panel:
Diagram for the colour rendering of novel images from the user colour profile. 1 18

5.5

The absolute interpolation error (left-hand panel) and reconstruction error
(right-hand panel) for the endmember reflectance spectra.................................... 121

5.6

Mean absolute error for the pseudocolour imagery yielded by our method as
compared to that delivered by the Stiles and Burch’s colour matching func
tions [6]...............................................................................................................

123

LIST OF FIGURES

Left-hand panel: Pseudocolour hyperspectral image; Right-hand panels: Im
ages yielded by the Mi, M 2 and M 5 variants of our method when the orange
logo on the tennis racket is edited to render it purple........................................
5.8 Top panel: User input on a sample spectral image; Bottom rows: Rendering
yielded by the user profile for two sample spectral i m a g e s ...........................
5.9 Top panel: User input on a sample spectral image; Bottom rows: Rendering
yielded by the user profile for two sample spectral images...............................
5.10 Top panel: User input on a sample spectral image; Bottom rows: Rendering
yielded by the user profile for two sample spectral images...............................

xvii

5.7

125
126
126
127

xviii

LIST OF FIGURES

List of Tables

3.1

Value of dl for the three image subsets used in our experiments............

51

3.2

Execution times for our method and the alternatives. The table shows
the mean processing time and the corresponding standard deviation (in
seconds) per image in our dataset...........................................................

52

Average performance, measured using the Euclidean angle, yielded
by our SBE illuminant recovery method and its simplified analogue
presented in Section 4.2.3.1 (SBE Simplified) on our hyperspectral
data sets and the Mondrian imagery........................................................

76

Performance, in both Euclidan angle and SID (in parenthesis), yielded
by our method and the alternatives when applied to the Human Face
Vis data set..............................................................................................

78

Performance, in both Euclidan angle and SID (in parenthesis), yielded
by our method and the alternatives when applied to the Human Face
NIR data set.............................................................................................

79

Performance, in both Euclidan angle and SID (in parenthesis), yielded
by our method and the alternatives when applied to the Landscape data
set.............................................................................................................

80

Performance, in both Euclidan angle and SID (in parenthesis), yielded
by our method and the alternatives when applied to the Toys and Coins
data set.....................................................................................................

81

Performance, in both Euclidan angle and SID (in parenthesis), yielded
by our method and the alternatives when applied to the Mondrain data
set.............................................................................................................

82

Average timing (in seconds) per image in each data set for our SBE
method, its simplified version (SBE S), the application of robust regu
larises and the alternative in [5].............................................................

83

Skin segmentation accuracy yielded by the reflectance recovered using
our SBE method, the alternative in [5] and the raw image radiance . .

87

5.1 Aesthetic features for each image............................................................

109

4.1

4.2

4.3

4.4

4.5

4.6

4.7

4.8

5.2

Variants of our method and the components of their associated cost
functions..................................................................................................
xix

125

LIST OF TABLES

XX

5.3

The user ratings and aesthetic scores (AS) for the colour images yielded
by individual user preferences. The second column shows these nu
merical values for the colour images rendered with the Stiles and Burch
colour matching function (S & B CMF) [6]. The remaining columns
correspond to the variants My, . . . , My of our SVM, quadratic classi
fier (QC) and linear regression (LR) method......................................... 129

Chapter 1

Introduction

Visual perception is an important ability that provides human beings with a powerful
way of interpreting their surroundings. Attracted by the large amount of information
potentially available within an image, the computer vision community has aimed at du
plicating human visual processing digitally. In this way, computers might develop the
ability to perceive and understand what is contained in an image. However, making a
computer mimic human visual perception presents many challenges. For instance, it is
difficult for vision algorithms to automatically adjust to illumination variations which
is quite easy for human eyes to do. In this context, it is desirable to design methods that
can allow digital devices to recover and make use of a scene’s photometric invariant
properties.
Ever since Mo Di in the fifth century BC [7] discovered that a pinhole can form an
inverted image, numerous attempts have been made to capture images. The oldest sur
viving photograph from a camera is the famous "View from the Window at Le Gras",
which is monochromatic. Not satisfied by grey scale imagery, colour photography
named Autochrome Lumiere was developed at the beginning of the twentieth century
and, since then, trichromatic photograph gradually came to dominate the market.
Apart from trichromatic colours in the visible range, researchers have also ex
plored information from the whole electromagnetic spectrum. To achieve this, they
have developed a technique known as imaging spectroscopy. In contrast to traditional
1
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trichromatic cameras which record three colours, imaging spectroscopy aims to cap
ture the electromagnetic information at multiple wavelengths, even beyond the visible
range. The image cube it delivers usually comprises tens or even hundreds of bands.
To achieve this, there are various methods to effectively capture the spectrum of the
scene. For fast spectral imaging, Park et al. [8] illuminated a scene with multiplexed
illumination from sets of LED lights. Chi et al. [9] optimised the selection of illumi
nation to allow a commercial camera to capture full spectral information. Dispensing
with active light sources, Tominaga [ 10] sequentially placed band-pass filters in front
of a monochromatic camera to capture images at various spectral wavelengths.
Alternative band-pass filters include liquid crystal tunable filters (LCTFs) and acousticoptics tunable filters (AOTFs) [11]. LCTFs consist of a set of liquid crystal wave plates
(interweaved liquid crystal linear polariser) which provide a linear optical path while
giving low distortion and high image quality. However, since each individual plate is
constrained to a binary "on" or "off" state, LCTFs can only deliver spectral images at
a limited set of wavelengths. On the other hand, the advantage of AOTFs is the flex
ibility of electronically adjusting the wavelength sensitivity. This facility relies upon
a transducer made of tellurium dioxide (TeO2 ) or quartz. The transducer’s refractive
index can be adjusted by applying a radio frequency signal which varies wavelength
selection characteristics.
Although LCTFs and AOTFs are widely used in hyperspectral or multispectral
imagery, they suffer from the same limitations experienced by Tominaga [10], who
could only capture information at each wavelength sequentially. To capture a full set
of spectral bands of the whole image simultaneously, multiple-CCD cameras can be
used; they employ a set of beam-splitting prisms to separate the light and direct it into
different CCDs. However due to physical constraints of the prisms and CCDs, it is not
practical to extend the capture capacity of multiple-CCD cameras to more than a few
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bands.
These recent developments in image acquisition devices have brought opportu
nities and challenges. Compared to traditional RGB imagery with its three bands,
imaging spectroscopy data involves many bands of light intensity. This delivers large
amount of data describing the scene, but, unfortunately adds significant computational
complexity. Therefore, it is desirable to develop a general framework for automati
cally processing either hyperspectral or trichromatic imagery which can be adjusted to
illumination variations, recovering photometric invariant properties.

1*1 Contributions
In this thesis, we eliminate the effect of shadows as they severely hinder the perfor
mance of vision tasks. Therefore, this thesis first proposes a model to detect shadows in
outdoor imagery. Next, we proceed to recover the image’s photometric invariant prop
erties such as material reflectance, light, specular component and shading. Finally, the
recovered material reflectance and light is used to create a personalised colour prefer
ence profile which improves the image’s aesthetics and colour harmony.
The findings of this thesis could potentially be useful in areas such as shadow
detection, image classification, shape recovery, material decomposition, information
visualisation and image rendering. For example using concepts from atmosphere
physics, the shadow detection model could retrieve atmospheric parameters such as
cloud coverage, turbidity. The research here could also separate the material re
flectance from illumination, thus helping to identify different materials under various
lights. The recovered shading could also be used to reconstruct the 3D shape of an
object from a single image. Apart from material detection or shape reconstruction,
the recovered reflectance, shading and illumination could also be used as input for im-
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age visualisation. Colour preference creation could find commercial use in generating
colour images based on an individual’s own taste. It could also render a virtual image
with the colour of some materials such as skin or clothes replaced.

1.1.1

Shadow Modelling and Detection

When light is obstructed, it casts a shadow. Shadows are widespread in images and
are often detrimental to vision algorithms such as target tracking, material detection
[12, 13, 14], A major problem in those vision methods is that there is ambiguity
between a change of material and a shadow. This also presents a particular problem
for this thesis because our photometric invariant method would be confused by the
change in chromaticity and intensity caused by a shadow.
To reduce its interference, this thesis proposes a method based on atmosphere
physics to model and detect the shadow in a single outdoor image. We study the
shadow formation process and discover a simple feature by which shadow detection
could be recast into a clustering setting. Furthermore, since this work is based on at
mosphere physics, it could offer a better understanding of shadow formation and reveal
related conditions of illumination like the state of weather.

1.1.2

Photometric Invariant Properties

An image is a tapestry of photometric properties including reflectance, shading, specu
larity and illumination, etc. However, in many cases, we are only interested in a subset
of them and the recovered property in a subset should be insensitive to the other factors.
For instance, colour constancy algorithms aim to recover the spectral of illumination
regardless of shape or reflectance of the scene. However, for material classification,
we need only the reflectance which is invariant to illumination and shape. Therefore,
in this thesis, we propose a computationally efficient method to recover photometric
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invariant properties from either a hyperspectral or trichromatic image. The method
uses shapelets to recover reflectance parameters via three iterative steps. An advan
tage of the method is that it recovers the parameters from a single image, relaxing the
requirement of multiple images or special equipment. The proposed method delivers
speed-ups of nearly an order of magnitude over its closest alternatives.

1.1.3

Colour Preference for Materials and Illuminations

With the reflectance and illumination in hand, we present a method presented in this
thesis that first decomposes these parameters and then visualises them. The first step
involves decomposing the given reflectance and illumination into a combination of
materials and canonical lights. In the second step, instead of working with the image
radiance, the algorithm visualises the image by assigning colours to each material and
light combination. Specifically, the system begins by finding the material and light
composition of the scene. This decomposition enforces pixels with the same proper
ties to be composed of the same material allowing for small compositional variations
across objects. With this intrinsic material and light composition, the colour image
is visualised according to the user’s preference while maximising image aesthetic and
colour harmony.
The method proposed in this thesis allows visualising an image based on a user’s
individual colour preference rather than simply using colour spectral sensitivity func
tions. Another advantage of this method is that it considers image aesthetics and colour
harmony, automatically presenting a more pleasing image to the user. The method
presented here is useful in applications like image editing, quality enhancement and
information visualisation, etc.

6
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Introduction

Thesis Outline

This thesis is arranged as follows. Chapter 2 reviews relevant literature, aiming at sum
marising the status quo of reflectance models, shadow detection, photometric invari
ants and visualisation related techniques. In Chapter 3, we present our shadow model
based on atmospheric physics so as to detect shadows occurring in outdoor imagery.
In Chapter 4, we provide a computationally efficient method to recover the photomet
ric invariant parameters from a single image. With this method, we can estimate the
illumination power spectral distribution, shading, reflectance and specularity from a
single hyperspectral or trichromatic image. Subsequently, Chapter 5 creates the user
colour preference profiles for the reflectance and illuminations recovered from Chap
ter 4. These profiles are used to visualise the image in accordance with the user’s own
colour preference as well as image aesthetics and colour harmony rules. Finally, in
Chapter 6, we conclude by summarising the contributions of this thesis and outline
future research directions.

Chapter 2

Literature Review

In this chapter, we review relevant literature regarding image formation, photometric
parameter recovery and visualisation. First, in Section 2.1, we discuss various re
flectance models for describing the relation between recorded images and their prop
erties such as light, reflectance and shape. In Section 2.3, we survey the literature
on recovery of photometric invariants, which involves concepts such as the separation
of specular and reflectance components (Section 2.3.1) , colour constancy (Section
2.3.2), photometric invariant descriptors (Section 2.3.3) and shape from shading (Sec
tion 2.3.4).
Specifically, specular component separation detects and separates highlight spikes
from the diffuse component. Colour constancy aims to estimate the spectral power
distribution of the illuminant in order to compensate for its effect on the imagery. Sim
ilarly, some image features that are insensitive to lighting conditions are given by pho
tometric invariant descriptors while shape from shading (SFS) focuses on recovering
shape from image intensity. Finally, we collect the literature relevant to visualisation
in Section 2.4.

2.1

Reflectance Modelling

A vast body of computer vision research is dedicated to the modelling of reflectance.
Image reflectance is fundamental for this thesis since it links the captured image irra7
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diance to the photometric parameters.
When light impinges on a surface, it is reflected and scattered into the air. This
phenomenon is described by the reflectance model and relates object irradiance and il
lumination conditions, surface geometry and reflectance. Specifically, the illum ination
conditions include the direction and power spectrum distribution o f the incoming light
while the surface geometry is determined by object shape, roughness and the type and
distribution o f micro-facets. Reflectance is solely a physical property o f the material
which represents the refractive ratio at a certain wavelength. Since this ratio should
be constant under various illum ination and geometry, it can be used to recognise a
material’s composition.
The most general tool to model how light is reflected from a surface is the bidrectional reflectance distribution function (BRDF). This function f r { v f , vf ; A;, Ar ) de
scribes the ratio o f reflected radiance at wavelength Ar along a reflected direction vf
to incident light at wavelength A, along direction v f .
For non-fluorescent materials, the surface directly reflects light at the same wave
length without any absorption or generation o f other electromagnetic radiation. In this
case, the Helmholtz reciprocity principle [15] governs the BRDF. This allows param
eters o f incident and reflected light such as v f and v f to be swapped with each other.
There are generally two principal approaches to describe the BRDF: the physics
based approaches and the phenomenological ones [11]. Physics based models use
electromagnetic propagation and scattering theory to model the reflection relation [16,
17, 18] while the phenomenological ones make use o f phenomenon properties [19, 20,

21].
Early attempts to model reflectance include that of Opik [22] who depicted the re
flectance o f the moon. This research was extended by Minnaert [23] into a reflectance
model which took into account the polar angles o f incidence and reflectance as well as
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surface roughness. Based on Kirchhoff’s electromagnetic theory, Beckmann et al [16]
modelled the formation of light reflectance as a wave scattering process and explored
the effect of the standard deviation of object height and the randomness of micro peaks
and valleys of the surface. The Beckmann-Kirchhoff model [16] comprises specular
and diffuse components where the former component is determined by the surface nor
mal and a halfway vector between direction of the illumination and reflectance. The
presence of the specular component is mainly found within a narrow range around
the halfway vector. For the sake of computational efficiency, Nayar et al. [17] sim
plified this component using a Gaussian distribution. The diffuse component of the
Beckmann-Kirchhoff model is characterised by either a Gaussian or an exponential
surface correlation function. Noting both functions are quite complicated to compute,
Ragheb and Hancock [18] modified the diffuse component by approximating it with
a case based upon surface roughness. However, at large incidence and reflectance an
gles, the performance of the Beckmann-Kirchhoff model deteriorates as its geometric
factor tends to infinity. To address this weakness, Vemold and Harvey [24] modified
the geometric factor to cope with a wider range of angles.
The above methods only consider the scattering occurring on the object’s surface.
Wolff [20] not only examined surface scattering but also studied scattering inside the
dielectric body especially for the case when the angle between the viewing direction
and the incident light is large. This model is derived by analysing the process of light
propagation inside the dielectric surface.
One of the simplest but most widely used phenomenological models is the Lamber
tian model [25]. This model assumes that incident light is scattered uniformly and thus
is invariant to viewing direction. The Lambertian reflectance is only determined by the
angle between the incident light and the surface normal, where more light will be self
shadowed when it is further away from the surface normal. The radiance I(u, A) at
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wavelength A at u is given as:
T/
L(A)S(h, A) cos 6i .
I(u, A = v ; v
;--------dev,
71

(2.1)

Where L(A) is the spectrum power distribution of incident light at wavelength A while
S(u, A) is the pixel tCs material dependent surface reflectance or albedo at wavelength
A. 6, is the angle between the incident light and the surface normal and dev, is the solid
angle of the light source viewed at u.
One simple way to use the Lambertian model to predict the radiance of an object
is by applying it to account for light coming from all possible directions. The obvi
ous disadvantage of this strategy is its computational burden, because it requires an
integration over a hemisphere. To tackle this issue, Barsi and Jacobs [26] proposed
a 4D and 9D linear subspace to approximate the Lambertian reflectance functions of
arbitrary light sources. This linear space simplifies a complex integration into a linear
combinations. For example, the 4D subspace decomposes the general lighting into the
sum of a parallel light and ambient light.
Despite its simplicity, the Lambertian model has proven quite successful in de
scribing the radiance of a vast array of smooth reflectance and has thus been widely
adopted in recent reflectance models in the computer vision community. It has been
directly incorporated into the Dichromatic model [27] as the diffuse component. Oren
and Nayar et al. [28] and Wolff [20] also adopted it as the base for their models.
The dichromatic model, proposed by Shafer [27], can be separated into diffuse and
specular components as

I(u, A) = g(u)L(A)S(u, A) 4- k(u)L(A)

(2.2)

Where the first part from the right hand side accounts for the diffuse component.
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In this component, g( u) is a wavelength independent shading factor which is solely
determined by surface geometry and light direction. Particularly, for purely Lamber
tian reflectance, the shading is given by g( u) — cos^ - dcoj. The second part from the
right hand side o f Equation 2.2 accounts for the specular component. This component
can be viewed as a material-independent mirror which directly reflects the incident
light. Since this dichromatic model is widely used to predict the appearance o f images
containing specularity, we take it as the basic image formation theory throughout this
thesis.
Oren and Nayar [28] also extended the Lambertian model to deal with more com
plex geometric situations. Under the assumption that a rough surface is composed
o f long symmetric V-cavities, Oren and Nayar [28] improved the agreement between
predictions and the measured reflectance o f a number o f real world materials such as
clay, vase, sand and concrete.
Another well-known model to predict the off-peak specular lobe was proposed by
Torrance and Sparrow [19]. In this model, mirror-like V groove micro-facets are as
sumed to be randomly distributed on the surface, and their direct reflection o f incident
light forms the specular component. The Torrance and Sparrow model [19] represents
the distribution o f micro-facets as a Gaussian distribution which makes its analytic
expression o f geometric factors quite complex and adds to the computational burden.
Subsequently, this geometric factor was simplified by Cook and Torrance [21] into a
formulation depending only on the incident and reflectance directions as well as the
surface normal.
A ll the previous reflectance models neglect the effect o f fluorescence. However,
Barnard [29] demonstrated that fluorescence is widespread and is present in 20% of
randomly selected scenes. Non-fluorescent refractive reflection differs appreciably
from fluorescent reflection. Non-fluorescent reflection only absorbs and reflects light

12

Literature Review

at the same wavelength while for the fluorescent object, light is absorbed and emitted at
a longer wavelength. This phenomenon is known as Stokes shift [30, 31 ]. Fluorescent
reflectance can either be captured by a special optical device [32] or be calculated
from a data driven model [29], Recently, Zhang et al. [33] presented a detailed model
to separate the fluorescent and the reflective components via independent component
analysis (ICA).
As most of the above models deal with non-polarimetric imagery, polarimetric
reflectance models have managed to attract some attention. Their foundation comes
from Fresnel [34] who analysed the polarisation of reflected light. Recently, Priest and
Germer [35] provided a physics based polarimetric reflectance model to account for
light scattered by micro-facets. The model describes the most general polarisation state
of light in terms of physical parameters including the refractive index and the surface
roughness using Stokes vectors and the Mueller matrix. Although general in nature,
this polarimetric model [35] is often too complex and too cumbersome for practical
applications. It is due to the many degrees of freedom inherent in the elements of the
Mueller matrix which need to be measured precisely by special equipment.

2.2

Shadow detection

In images, especially those from outdoor environments, it is quite common for strong
shadows to occur. However, the existence of shadows causes problems for vision tasks
such as segmentation, tracking and recognition, etc.. For example, video foreground
detection techniques tend to classify the shadow as foreground, since shadows share
the same movement patterns and intensity changes as the target objects [12]. There
fore, shadow detection and removal has become a necessary step for object recogni
tion, video surveillance, robust tracking and segmentation [13, 14].
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Despite recent interest, shadow detection especially in outdoor scenes remains a
challenging task. Indeed, a wide variety of techniques have been proposed, employing
a wide range of features and models, to detect and remove shadows. Some shadow
detection methods analyse the shadow chromaticity. Cucchiara et al. [36], which is
widely used in visual surveillance [37], assumes that the cast shadows should preserve
their hue while having lower saturation and value. They used the HSV colour space
based on the intuition that such a colour space provides a natural separation between
chromaticity and luminosity. An alternative methods is given by Shan et al. [38],
Salvador et al. [39], on the other hand, used the clc2c3 colour space, (i.e. the
hexadecimal RGB colour triplet over an image region) so as to reduce the corrupted
noise. They employed geometric properties of the shadows which assumed that each
foreground blob should have both an object and its shadow. They did this by following
Funka-Lea and Bajcsy [40], who presented a number of low computational cost cues
for shadow recognition. Fang et al. [41] employed a geometric model, in which
they assumed the background of a scene to be a flat surface. Similarly, Nicolas et
al. [42] also required a unique light source. In an alternative approach, Hsieh et
al. [43] separated scenes into blobs so as to recover individual objects for purposes of
geometric analysis. Their method hinges on the notion that, as the blobs corresponding
to objects in the scene may have different orientations; the extreme points in the blobs
can be used to recover shadow-object pairs (based upon a Gaussian model defined
in terms of pixel coordinates and their intensities). Although, the above geometric
methods share the advantage of directly working on the shape, orientation and size of
the shadow without knowing the background reference, these applications are often
limited to specific objects such as pedestrians [43] or vehicles [41].
There is also a class of techniques called texture based methods. The methods in
this class hinge on the rationale that texture correlation is expected to be invariant to il-
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lumination changes and, hence, robust to shadowing. The typical texture based method
selects the shadow candidates using a weak shadow detector and then classifies them
by correlating their texture with that of the background reference. One example is
given by Leone et al. [44], who described texture information in terms of redundant
systems of functions so as to improve the background model used for shadow detec
tion. Sanin et al. [45] used gradient-based texture correlation to discriminate amongst
candidate shadow regions. Other texture based examples include using normalised
cross-correlation [46], working on gradients or edges [47, 45] or conditional random
fields [48].
It is observed that sunlight normally dominates the illumination unless it is blocked,
in which case the effect of skylight is to shift the chromaticity of the shadow to blue.
This observation has inspired some researchers to turn to exploit the physical prop
erties of shadows [49]. One example is Nadimi and Bhanu [12], who predicted the
shadow from the colour change of these two light sources. Their work was extended
by considering a nonlinear attenuation model [50]. Similar work was presented by
Sunkavalli et al. [49], who proposed a model to explain temporal colour changes by
taking into account time-varying changes of direct sunlight and ambient skylight.
Alternative approaches include shadow flows [51 ], where a disparity vector is com
puted by comparing a shadow model with a background model, using multiple views
and user input. Based on the assumption that illumination varies only slowly, Finlayson [52, 53] concluded that large gradients arise from reflectance changes. The
shadow-free image is then compared with the input image so as to recover the shadow
edges via thresholding.
Apart from the features of chromaticity and texture, structural characteristics of the
shadow area provide another useful clue. Stander et al. [54] first described a shadow
model which copes with penumbra. The penumbra region shadow can be important as
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this region often shows texture information loss which complicates shadow detection
and removal. This problem was further underlined by Xu et al. [55] and Mohan et
al. [56]. The latest proposed solution [57] uses support vector machines (SVM) to
calculate the shadow, non-shadow and penumbra mask and employs region growing
and Markov random field (MRF) labeling; shadow edges are finally extracted by per
forming anchor point selection. Despite its promising performance, the application of
[57] is limited by its requirement for user input.
Also requiring the user input is the work of Wu et al. [58], who proposed a prob
abilistic method to remove shadows based on a quadmap [59]. A conditional random
field (CRF) and a Gaussian mixture model were also employed by Martel et al. [60] to
characterise the moving shadows cast on surfaces across a scene. Not limited to colour
imagery, Zhu et al. [61 ] applied a similar strategy to detect shadows in monochromatic
natural image. They trained a decision tree and intergraded the CRF to find the shadow
from illumination clues as well as from textural and odd order derivative characteris
tics. Lalonde et al. [\] extended this methodology to a practical application on a
single consumer-grade photograph, whose poor quality would severely reduce the per
formance of other traditional methods. They constrained the appearance of shadows in
a natural scene and made their algorithm robust to the low quality of the image. Apart
from exploring the pixel or edge information, Guo et al. [2] compared and classified
pairwise regions and then labeled the shadow or non-shadow regions via a graph-cut.

2.3

Photometric Invariants

The fact that observed images are made up of a rich tapestry of light sources, material
reflectance and lighting effects confounds many vision problems. The reason is be
cause the image irradiance fails to directly deliver the intrinsic properties required by
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these algorithms. One way to avoid this problem is to separate out the image features
that are invariant to other photometric parameters. The recovery of these photometric
invariants in an image could be useful in material recognition, shape recovery, pho
towork, visualisation and creation and manipulation of digital media [62].
When dealing with shiny surfaces, specular spikes and lobes have to be modelled
before we can proceed to recover physically based parameters from the scene. In ad
dition to the recovery of specularity, much efforts has been devoted to recovery of the
subset of information that is insensitive to illuminant variation. One naturally related
approach is through colour constancy, reviewed in Section 2.3.2, which estimates the
illumination colour in a traditional trichromatic image. Photometric invariant proper
ties can also be extracted by some descriptors as summarised in Section 2.3.3.
The estimation of reflectance parameters is also closely related to the problem of
recovering the shape of an object from its shading information. We briefly discuss the
state-of-the-art in Section 2.3.4

2.3.1

Specularity Detection

One line of research removes specularities by using additional hardware such as polarisers. Wolff and Boult [63] utilised a polarisation model based on Fresnel reflection
to separate specular and diffuse components. This approach was later improved by
Nayar et cil. [64] who used a polariser to constrain the diffuse colour into a linear
subspace. More recently, Umeyama and Godin [651 exploited the probabilistic inde
pendence between a polarimetric image’s specular and diffuse components by using
Independent component analysis (ICA). This approach was further extended by Yamazaki et cil. [66] who replaced the ICA with a kernel ICA.
Instead of using hardware such as a polariser, some methods require multiple im
ages taken from different viewing directions or under various lighting conditions. Sato
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and Ikeuchi [67] extracted specularity from a series of colour images under a moving
light source. Lin and Shum [68] relaxed the input requirement to only a pair of images
under different light source positions. They detected the diffuse and specular compo
nent via analysis of the colour histogram and stereo correspondence derived from a
pair of stereo images.
The above methods rely on pre-determined setups or special requirements for im
age acquisition and, hence, lack the generality required to process real-world imagery
in an unsupervised or automatic way. To avoid these restrictions, much effort has
been invested in separating the specularity from a single image. One of the first at
tempts to remove specularities from images was given by Brelstaff and Blake [69] who
used a simple thresholding strategy to identify specularities on moving curved objects.
Klinker et al. [70] and Bajcsy et al. [71] located specularity by first segmenting the
colour image. Similarly, Tan et al. [72] separated the diffuse and specular reflectance
by identifying the maximum of the diffuse chromaticity. Since all these methods are
based on explicit colour segmentation, their performance deteriorate when facing com
plex textured images which are difficult to segment. To address such limitations, Tan
et al. [73] processed the image locally to handle textured objects. In their approach,
the input image’s intensity was logarithmically differentiated and iteratively compared
to generate a specular-free result. Yang et al. [74, 75] further improved this concept
of refining chromaticity by using fast bilateral filtering over neighbouring pixels.
In a related development, Novak and Shafer [76] used the colour histogram to re
late the shape of the objects in the scene to their roughness, thereby estimating the
illuminant’s colour. Unlike those methods based on a dichromatic model, Ragheb
and Hancock [77] used an alternative reflectance model to account for the distribution
of highlights in the scene. Instated of RGB, an alternative colour space, SUV, was
adopted by Mallick et al. [78] where S and UV components are assumed to repre-
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sent the specular and diffuse parts respectively. The specularity is further detected by
iteratively solving a partial differential equation involving the S component.
Researchers have also exploited the statistical characteristics of specular and dif
fuse components. Recent work along these lines has been done by Kim et cil. [79] us
ing a dark channel assumption. Starting from the observation that specularity usually
dominates in only one colour channel, this method maximises a posteriori likelihood
of specular components to recover the diffuse reflection.

2.3.2

Colour Constancy

As mentioned before, in computer vision, it is often desirable to estimate the illumina
tion of a scene so as to deliver an image insensitive to variation in illumination. This
task is closely related to the branch of research called colour constancy, which aims
to eliminate the effect of different light sources in a trichromatic image and reproduce
the image under constant light conditions.
Some colour constancy methods impose constraints on the input such as requiring
multiple images [80] or the use of special devices [81] or video sequences [82], To
relax the constraints in the above methods, some research have focused on using a
single image. These algorithms can be divided into two main branches: physically
based approaches and statistically based ones [11].
The physics based methods rely on analysis of the physical properties of shading
and specularity. One well-studied area of research is based on the dichromatic model
which describes highlights on a shiny surface [27, 73, 70]. The basic idea is that
the colour of pixels from same material spans a single plane. One basis vector is
the diffuse component, since within a homogenous patch pixels should share the same
chromaticity. The other basis vector is the illuminant colour as the specular component
is assumed to be the mirror reflection of the incoming illuminant. Therefore, when
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there are several materials in a scene, all these different planes should intersect at the
colour of the light. Flowing from this observation, colour constancy methods [83,
84] either derive the light directly from the intersection of the planes or constrain it
assuming a common light source [85]. A multilinear model can also be used to replace
the dichromatic model [86]. Nevertheless, since these methods rely on the intersection
of subspaces, their sensitivity to noise is an obvious disadvantage.
Instead of exploiting highlights, another line of physics based approaches attempts
to simulate the physiological mechanisms in the human eye. The human eye is well
known for its ability to adapt to changes in the light colour [87, 88, 89]. Although it
is still unknown how eye achieves the colour constancy, the analogy to human eye’s
working mechanism inspired Land and McCann to propose their famous retinex theory
[90, 91, 92], on which many later computational colour constancy algorithms [93, 94,
95, 96] are based.
While shading and highlight properties have been thoroughly studied, extensive
efforts have also been put into analysing the physical properties of the illuminant. For
example, Finalyson [85] constrained the recovered light in a scene to be a Planckian radiators. The characteristics of outdoor images are comprehensively analysed in
[49, 97]. In light of these properties, Lalonde et cil. [98] gathered weak cues, i.e.
sun direction, sky, ground etc. to produce a robust estimate of sunlight illuminant.
Statistically based approaches make use of the statistical properties of an image to re
cover the illuminant colour. Specifically, these approaches can be further categorised
into non-learning and learning models according to whether the parameter settings are
fixed or need to be trained. The first type of statistically based approaches can be
applied to any kind of imagery without any training or learning. One of the simplest
but most well known strategies is the so called greyworld assumption [99] which as
sumes that the average reflectance in the world is achromatic. With this assumption.
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estimating illuminant colour becomes a matter of calculating the mean of the scene
intensity for every channel. However, the greyworld assumption fails when the scene
contains large uniform patches; here the average result leans to the colour of those
large patches. Barnard et al [4] reduced the effect of large uniform colour patches by
averaging over the segmented image rather than the whole image.
Another comparably simple and well known approach is the white patch assump
tion, which states that the maximum response in the image should be the same colour
of that of the light. As a result, finding the illuminant colour becomes a matter of sim
ply searching for the maximum value of the scene for each channel. Preprocessing for
smoothness [100] can strengthen its robustness to noise and outliers.
Both the greyworld and white patch methods, which make use of first order statis
tics in the image, can be generalised by the colour shading method [101]. Higher
order information from derivatives was also incorporated into the estimation of illuminants in the grey-edge method proposed by van de Weijer et al. [102], This grey-edge
method extends the Minkowski framework to account for both first order and higher
order statistical information.
Apart from above method relying on pre-set parameters, there is another group of
colour constancy methods which learn the parameters from training dataset. Among
them, the gamut mapping method is a well developed line initially proposed by Frosyth
[103]. Based on the assumption that the possible number of the reflectance combina
tions in the realworld is limited, Forsyth [103] obtained the illumination by learning
how to transform the observed gamut back to the canonical gamut under neutral light
learned from known data. Finalyson [104] improved this method by computing the
gamut mapping in chromaticity space. Gamut mapping can also be computed effi
ciently through convex programming [105]. By constraining the colour of illuminants
to a limited number of possible light sources, Finalyson et al. [106] proposed gamut-
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constrained illum ination estimation. The original algorithm for gamut mapping repre
sents the gamut with a convex hull. Colour by Correlation methods [107, 108] replaced
the convex hull with a correlation matrix. For each possible illuminant, the occurrence
o f the coordinates under this specific light is calculated as a colour correlation matrix.
From the correlation matrix, the probability that a scene is taken under a certain light
can be obtained.
Another way to estimate the likelihood o f illum ination is by using a Bayesian rule
[109, 110]. These methods model the illum ination and the reflectance as random vari
ables and then infer the probable distribution o f the light by maximising a posteriori
likelihood. To avoid parameter estimation, non-parametric colour constancy models
[111, 112] rely on correlation o f neighbouring pixels to estimate the colour o f the
illumination.
A ll o f the methods above, are either based on physics or statistics and rely on spe
cific assumptions upon the images. As a result, none o f them is universal. Neverthe
less, edge-based methods working on derivatives o f the imagery in average perform
better than pixel-based methods [113, 114], However, in an image with few edges,
pixel-based methods may be superior than edge-based ones. To fu lly exploit the ad
vantages o f each algorithm, some attempts have been made to combine them together
so as to deliver satisfactory results on many types o f imagery. This combination can
be done by fusing the estimation from individual algorithm [115] or by selecting the
the method that performs best on a specific image [113, 116].
One typical example o f a fusion algorithm was given by Schaefer [115]. This
method gives the probabilities o f various estimated lights sources and combines these
estimates according to their confidence levels. Similarly, Cardi et al. [117] used a
physics based model to learn the optimised weight o f each algorithm from a specific
dataset and gives the best estimate. Instead o f fusing multiple algorithms, Gijsenij and
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Gevers [113, 116] selected the most appropriate colour constancy algorithm according
to the statistical properties of natural images. They characterised a natural scene with
a Weibull parametrisation and related it to the performance of methods [102] in the
training dataset to select the most appropriate alternative.
Finally, most of state-of-the-art methods are based on the assumption that there
is an uniform light across the whole scene. However, this assumption does not al
ways hold true as it is common for multiple lights sources to exist simultaneously. In
view of this, Gijsenij et al. [118] estimated multiple illuminations by applying current
algorithms locally, e.g. clustering local estimate.

2.3.3

Photometric Invariant Descriptors

Besides colour constancy, there are some other descriptors designed to be invariant to
photmetric events. Early attempts [119] modelled the physical processes which form
an image to find clues about the properties of objects contained within it. Later, dif
ferential geometry was widely used to extract object feature from greyscale images
[120, 121]. DiZenzo [122] proposed a colour tensor to compute the gradient of a
colour image. This colour tensor was further extended by Sapiro and Ringach [123]
and Weijer et al. [102], where the latter incorporated an uncertainty measure along
with the colour tensors to extract robust photometric invariants. Another example of
gradient imagery was the work of Chen et al. [124] who calculated the reflectance
and shape of an object based on an analytical probability of the image gradient dis
tribution. Geusebroek et al. [125] derived a measurement of object reflectance from
Kubelka-Munk theory based on the Gaussian colour model suggested by Koenderink
[126]. Recently, Zickler et al. [127] attempted to find a colour subspace that preserves
illuminant invariant properties.
Apart from the well studied Lambertian model, a more general reflectance model
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has also been considered for photometric invariant applications. For instance, Narasimhan
et cil. [128] separated geometric and material intrinsic parameters from light sources
properties using separable bidirectional reflectance distribution functions (BRDF). Al
though effective with trichromatic imagery, the applicability of BRDFs to imaging
spectroscopy is limited by the difficulty of extending these methods to images com
prised of tens or even hundreds of bands. This is mainly because of the complexity
in finding a closed form solution for the high-dimensional image data involved. It is
also due to the fact that the BRDF parameters can be wavelength dependent and so the
solution is often intractable. Moreover, any pre or postprocessing and local operations
on the reflectance must be done with caution and in relation to neighbouring spectral
bands so as to prevent spectral signature variation.
To solve these problems, Healey and his colleagues [129, 130] studied photometric
invariance in hyperspectral aerial imagery in order to reliably classify and map mate
rials despite the presence of photometric artefacts induced by atmospheric effects. In
[131], a method is presented for hyperspectral edge detection; the method is robust
to photometric effects, such as shadows and specularities. In [132], a photometrically
invariant approach was proposed based on the derivative analysis of the spectra. This
local analysis of the spectra was shown to be intrinsic to the surface reflectance, de
spite effectiveness, the analysis was derived from the Lambertian reflection model and,
hence, is not applicable to specular reflections. Recently, Huynh and Robles-Kelly [5]
proposed an imaging spectroscopy method based upon the dichromatic model [27].

2.3.4

Shape from Shading

There is a long history in recovering object shape from image properties such as shad
ing, stereo and motion [133, 134], Among different image features, the gradual varia
tion of a surface’s normal is used by shape from shading (SFS) techniques to recover
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shape information. Maybe the very first attempt to solve this kind of problem is that of
Rindfelish [135, 1361, who made efforts to recover the surface of the Moon, and was
later generalised by Horn [137] under its current name SFS techniques. Like Leclerc
et cil. [ 138] who used stereo pairs to set the initial and boundary constraints, some SFS
algorithms impose constraints on the input, e.g. requiring multiple images to be taken
from various viewpoints or under different illuminations [139, 140, 141, 142, 143] or
with special hardware [144, 145].
To relax the above constraints on input, there has been much research on recover
ing shape from a single input image. In Horn and Brooks’s classic work [146], they
modelled the SFS problem as an "image irradiance equation" in which the re-emitted
light was caculated as a function of the surface normal. This equation, for a Lam
bertian surface, can be further represented as a first order partial differential equation
(PDE) of the Hamilton-Jacobi type. Within the PDE framework, several methods of
resolution have been proposed to solve the problem. Horn [137] suggested using char
acteristic strips to find the solution of the PDE while Rouy and Tourin [147] used a
"viscosity solution" instead.
One of the inherent disadvantages of these PDE based solutions is that they only
work in limited cases, for example, where the "image irradiance equation" in [146]
is strictly obeyed. Instead of using the PDE solution, the SFS problem can also be
solved by optimisation methods such as the total variance approach [138], In contrast
to the PDE based SFS methods, these optimisation approaches tackle the SFS problem
setting by imposing more flexible constraints. On example is given by Horn and Brook
[148], who enforced the integrability constraints using a least squares penalty term. An
alternative solution is to enforce integrability at every iteration step of the minimisation
as proposed by Frankot and Chellappa [149]. This constraints can be replaced by a
smoothness term [138] which is also a least squares penalty. Here, the selection of
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the optimisation strategy also plays an important role in recovering the shape. The
optimisation can be achieved by using either the Euler equation[ 150, 133], gradient
descent [151] or conjugate gradient descent [152]. Expectation propagation [153] is
another option for optimisation when employing Bayesian rules to infer the shape
[154, 155].
Not limited to the recovery of shape, a more comprehensive minimisation based
method named "shape,illumination and reflectance from shading (SIRFS)" [156, 157,
158, 159] was recently proposed. Employing a number of constraints (e.g. local
smoothness and global sparsity), SIRFS uses a BRDF to iteratively separate the pho
tometric parameters such as shape, reflectance and light source. Along with the use of
SIRFS, Karsch [1601 discussed the effect of boundary cues in solving the SFS prob
lem.
The third class of SFS methods approximate the image irradiance equations to re
cover the shape. Pentland [161] approximated each point of the image by assuming
that it is locally spherical. The same spherical assumption was used by Lee and Rosenfeld [162] to compute the slant and the tilt of the surface. Meanwhile, Tsai and Shah
[163] approximated the reflectance with local linear functions. Similarly, Lee et al.
adopted a linear triangular element [150] to solve the problem. Unlike these direct ap
proximation methods, Kovesi [164] proposed an algorithm to approximate the shape
with shapelets, which are implicitly related to the Fourier transform [161].

2.4

Visualisation

In computer vision, video and graphics, we rely upon cameras and rendering contexts
to capture and reproduce colour information. The accurate capture and reproduction
of colours acquired by digital cameras is an active area of research with applications
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in colour correction [165, 166, 167, 168], camera simulation [169] and sensor design
[170],
To humans, colour is perceived by using three kinds of cone cells whose spectral
sensitive peaks at short (S,420-440 nm), medium (M,530 - 540nm) and long (L,560580nm) wavelengths. The M and L cone cell’s spectral sensitivity range overlaps
closely since they arose in the Palaeogene Period from a gene duplication in mam
mals who had dichromatic vision [171]. These colour sensed by human eyes can
be specified using an objective description [172], based on the assumption that the
RGB values in the image are a linear combination of the spectral responses which are
subject to device-independent spectral sensitivity functions [173], The International
Commission on Illumination (CIE) derived the CIE 1931 [173] colour space from a
series of experiments done by Wright [1741 and Guild [175]. CIE 1931 defines a CIE
2° Standard Observer to represent average human vision within 2° around the fovea.
The field of view was later enlarged to 10° degrees by the CIE 1964 10° Standard
Observer [176] which takes into account the colour within 10° of the fovea. This was
based on the research of Stiles and Burch [6], The CIE matching function is charac
terised by three linear colour mapping functions and the colour response to spectral
power distribution is governed by:

780
380
/780

780

B— /

I(A)b(A)dA

(2.3)

380

Where r(A),g(A),b(A) are colour matching functions for thrichoromatic colour. The
A is the wavelength. In practice, the above equation is discretised as follows;
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R = £ /(A ,-)C r(A,-)
G = £ / ( A ,) C ? (A,)
B = £ l ( A i ) C g(Ai)

(2.4)

Where Cr (A*), Cg(A,), Q,(A,-) are the discritised colour matching functions from
380 nanometres to 780 nanometres with 5 nanometres intervals.
Although the use of colour matching functions produces accurate pseudocolour
for hyperspectral and multispectral images, the potential to produce colour by tagging
spectral images as a function of materials have been somewhat overlooked. Moreover,
imaging spectroscopy has found many challenges and opportunities in colour repro
duction [ 1771, digital archiving of art [178, 179, 1801 and historical documents [181].
Other possibilities include complex photowork [ 182] in which images are edited, mod
ified, annotated etc. based upon object materials, illuminants and user preferences
rather than RGB values.
The visualisation of spectral imaging can be related to image aesthetics, where the
user is expected to naturally have a preference for images whose colour is perceptu
ally pleasing. Photography professionals usually assess image aesthetics using certain
criteria regarding composition, clarity, simplicity, colour and lighting [183, 184]. Al
though these criteria are widely known in photography, it is difficult to quantify how
they influence an observer’s appreciation of image aesthetics. One way to evaluate the
influence of these factors on the perception of image aesthetics is to use a supervised
learning approach based on photo aesthetic scores [185]. Datta et al. [185] extracted
certain visual features for both high and low aesthetic quality images from a peer-rated
photo sharing database. These features are then used to train support vector machines
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(SVMs) and classification trees to infer image aesthetic quality. Taking into account
people’s emotions aroused by natural images, this method can be further extended to
an aesthetic gap [186]. Structural SVMs [187] have also been used to predict the per
ceived visual quality of photos. In a similar setting, Luo and Tang [188] extracted
high-level features from subject regions in an image and employed these to evaluate
the photographic quality of the images and videos.
Since the aesthetic criteria would change according to the content of an image, Luo
et al. [188] divided training photos into seven categories and quantified the aesthetics
of images in a way specifically designed for that type. Aesthetic properties can also
be assessed using generic image descriptors [189]. To better explore aesthetics, a
large-scale database which includes a score and a scene label for each image has been
introduced in [190]. Aesthetic features has also found applications in the hierarchical
evaluation of videos [191] and photographic composition [192, 193].
Leyvand et al. [194] proposed a data driven approach which enhanced the attrac
tiveness of the human face by placing facial features in specific locations. The essence
of the idea is to project human facial features into a ’facespace’. In this space, they
find the nearest point with a known higher aesthetic rating and used it as an optimised
result. A similar approach was adopted by Zhang et al. [195] who provides a quantatitive analysis of the effect of facial geometric features on human aesthetic perception.
Through a shape distance measurement, this method is able to predict human facial
beauty in portraits .
All the above methods are based on the RGB colour space. On the other hand,
a number of other methods have been developed to quantify colour harmony [196,
197, 198, 199] in the HSV space. These methods rely on a well-known heuristic that
particular hues, when combined and arranged in a certain order, produce a pleasing
affective response [200]. Along these lines, Tokumaru et al. [198] evaluated colour
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harmony based on hue distribution and tone distribution using fuzzy rules. Based
on this work, Cohen-Or et al. [199] provided a concrete numerical formulation for
quantifying colour harmony using colour templates. Colour harmony has also been
used to gauge the effect of colour characteristics of typical scenes. For instance, Gao et
al. [201 ] assessed the colour quality of imagery arising from the fusion of visible and
infrared images using colour harmony.
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Chapter 3

Shadow Modelling and Detection

When a shadow is illuminated, it will
disappear. Under the direct
illumination, the shadow will never
appear.
Modi,
Chinese philosopher, statesman,
mechanist and scientist

3.1

Introduction

In the previous chapter, we reviewed research pertaining to this thesis. Now we start to
recover the photometric invariants and visualise them. But before that, as mentioned
in Section 2.2, it is necessary to detect shadows, which otherwise would hinder vision
tasks such as segmentation, tracking, video surveillance, and particularly, our recovery
of photometric parameters. Shadow detections is necessary for this thesis because the
recovery method described in Chapter 4 assumes uniform illumination, a condition
which would be violated by the dramatic changes in intensity and chromaticity caused
by a shadow. Therefore, in this chapter, we model and detect shadows in outdoor im
agery, a situation where the side-effect of a shadow is particularly sever. This method
is able to work on both hyperspectral and trichromatic imagery, giving consistency
31
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with the remainder of the thesis .
As outlined in Chapter 2, existing methods often require prior knowledge regarding
the illumination setting and geometry [202], need multiple images [53], require user
input [58] or rely on pre-learning data [1,2]. Avoiding the restrictions, the method pro
posed here can automatically detect shadows from a single image without any training.
We tackle this problem by viewing the shadow areas in the image as being lit by sky
light, whereas the non-shadow region in the scene are illuminated by both skylight and
sunlight. Since the skylight comes from the scattering of the sunlight obeying Rayleigh
and Mie theory, the edges in the shadow produced by shadow should correspond to a
mix of sunlight to skylight whose ratio is constant throughout the scene. Therefore, we
propose a simple and effective feature, spectral scattering ratio (SSR), to model and
detect shadows in outdoor scenes. This allows us to employ active contours to seg
ment the shadow region with spherical harmonics depicting the general light model.
Finally, we recover the prenumbra area along the shadow boundary making use of
KNN matting [203],
This approach also allows a metric to be formulated so as to assess the degree to
which a scene is overcast. The metric is simple, in contrasts with alternative methods
that attribute the sky’s appearance to atmospheric phenomena. For instance, the In
ternational Commission on Illumination (CIE) has established a standard sky model
[204] with five degrees of freedom. This model, proposed by Preetham et al. [205],
uses five parameters to account for different weather conditions and climate. Despite
its effectiveness, the model’s complexity makes it cumbersome to use in practical set
tings. As a result, researchers have attempted to use a single parameter, e.g. turbidity,
to describe the effect of Mie scattering. We refer the interested reader to a detailed
description in the classic book by Minnaert [206].
We proceed to illustrate the utility of the method for detecting shadows and cloud

§3.2 Rayleigh Scattering and Mie Theory

33

conditions in real-world imagery, provide time complexity results and compare the
method against a number of alternatives elsewhere in the literature.
This chapter is organised as follows. In the following section, we model skylight
as a linear combination of Rayleigh and Mie scattered light. Using this linear combi
nation, we then calculate SSR used for the evolution of an active contour, which we
present in Section 3.4. We propose a cloud metric to estimate the meteorological con
dition of clouds obscuring the sky. That is, we generate a method to gauge the degree
to which the sky is over cast using a single parameter. We elaborate on the imple
mentation of the method in Section 3.5. Finally, we present results and conclusions in
Sections 3.6 and 3.7, respectively.

3.2

Rayleigh Scattering and Mie Theory

As mentioned earlier, here, we note that, in outdoor scenes, the shadowed areas cor
respond to the diffuse skylight which arises from the scattering of the sunlight by
particles in the atmosphere [207]. Thus, we employ the Rayleigh scattering and Mie
theory of sunlight propagation in the atmosphere to model the shadows.
Recall that, when sunlight enters the atmosphere, it is scattered by the particles in
the air. When these particles are small as compared to the wavelength of the impinging
light (typically less than 1 tenth the wavelength), the scattering can be approximated
by the proportion of the fourth power of the wavelength of the sun light, i.e. the
Rayleigh scattering [208]. It is worth noting in passing that this provides a physical
explanation for the sky being blue, as the blue light in shorter in wavelength and,
hence, is scattered much more than the red light corresponding to longer wavelengths.
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The Rayleigh scattering is given by

(3.1)

where E(A) is the power spectrum of the illuminant at wavelength A, r — 1.0003 is
the refractive index of air in the visible spectrum, N = 2.545 x 1025 is number of
molecules per unit volume and pn is the depolarization factor, which is considered to
be 0.035 for air.
However, when the sunlight is scattered by particles bigger or of equal size to the
wavelength, the scattering phenomenon is modelled by Mie theory [208], Mie theory
states that the scattering is proportional to the second power of the wavelength. Mie
theory is generally employed to model the scattering caused by haze in the atmosphere.
This is as light scatters more uniformly across wavelengths, which causes a whitewash
appearance in haze and cloud. Mie scattering is given by
/

/ /

n

EMie = 0A34Bctz( — ) v~2E(A)
A

(3.2)

where c is the concentration factor that varies with turbidity T in the inteval (0.6544T —
0.6510) x lO^-16), v is Junge’s exponent with a value of 4 for the sky and B = 0.68
in the visible spectrum.
Thus, both, Mie theory and Rayleigh scattering must be taken into account for
modelling the skylight. This is as the air in the atmosphere will account for a large
fraction of the Rayleght scattering whereas Mie theory is bound to apply to clouds and
dust. Both the Rayleigh and Mie scattered light compose the skylight and, hence, we
can write
Eskyi^)

(3

Pc)Erayieigfj(A) + pcEmie( A)

(3.3)
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where, A is the wavelength parameter, pc is the contribution of the Mie scattering and
Emie(A) and Erayie^ ( A ) corresponds to the Rayleigh scattered light. This equation
would be further simplified as

EskyW = ( | f +

) Esun

(3.4)

Here we use two term T\ and T2 to summarise all above parameters for sake of sim
plicity. Intuitively, T\ and T2 account for the contributions of Rayleigh and Mie scat
terings.
From Equation 3.4, we notice there is a linear relation between the non-scattered
light Eskyi A) and the sky light. This permits the use of a spectral ratio so as to describe
the relation between the direct, i.e. non-scattered, light and the scattered skylight. The
main advantage of this, as we will show later on, is that this ratio depends solely on
the atmospheric conditions, such as humidity, cloud cover. This dependence also hints
at its usage in estimating overcast weather conditions.

3.3

Scattering Spectral Ratio

In this section, we commence by justifying the use of the scattering ratio in real-world
lighting conditions making use of the spherical harmonic approach presented in [26].
Later on in this section, we present our scattering spectral ratio.

3.3.1

Framework for General Lighting

To deal with the settings in which the light strikes the object from every direction
about the scene, Barsi and Jacobs [26] and Ramamoorthi and Hanrahan [209] have
developed a theoretic framework based upon spherical harmonics.
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Consider a Lambertian surface with bidirectional reflectance distribution (BRDF)
p(cüj,cü0), where cox corresponds to the incoming light direction and co0 accounts for
the outgoing light direction with respect to surface normal. The surface under con
sideration is illuminated by light impinging from all directions O = [0, n] x [0,2n].
Here the light is expressed as l(6j,(pi), where

denotes the light direction in the

unit sphere. When the cast shadow and inter reflection is neglected, the intensity I(u)
at the pixel indexed u, with the surface normal n is given as

I(u) — / p((jüi/ cü0;n)l(cüi)tnax(cos(n,tüi)/ 0)dcOi

Jn

(3.5)

The integration can be regarded as the convolution of the “spherical” lights with
a kernel determined by the BRDF p((x>i,co0). Specifically, if the surface BRDF is
Lambertian, the kernel will act as a low pass filter and, as noted by Basri and Jacobs
[26], for any configuration of distant lighting, a second order spherical harmonics
approximation will capture 98% of the reflectance. The intensity at pixel u is, hence,
given by
I(u) rs E-Lj / jS,

(3.6)

where K is chosen according to the order of the spherical harmonic selected, (e.g. 4 for
the first order, 9 for the second order, etc. and /, and s, are the harmonic coefficients
expanded from light function l(9i,(pi) and the half-cosine kernel for BRDF which
“clamps” the negative values to zeros.
This implies that, if we view lxat each wavelength A as a product of the light power
spectrum and its harmonic coefficient, we can conclude that the sunlight and skylight
only depend on the direction and spatial distribution of the light. Similarly s,- can be
separated as the multiplication of surface albedo and the harmonic expansion hx for a
kernel which only depends on the surface normal n. For a more detailed proof, please
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refer to Barsi and Jacob [26].

3.3.2

Analysis on the shadow boundary

Recall that, outdoor scenes are normally illuminated by two kinds of light, sunlight
and skylight. Sunlight can be viewed as a point light source which, when occluded,
produced a shadow in the scene. On the contrary, the skylight is a diffuse light which
can be considered as uniformly spread across the scene.
Now let us consider the optic phenomenon on the shadow boundary. A pixel

U\

on the non-shadowed side of the shadow boundary is lit by both the sunlight and the
skylight. The intensity of such a pixel can be written as
K

Idirect(^/Ul )

~b h.skv(^/u l ) ) s i ( ^ / u \ )

=
i= 1

K

=

y ,J(£siw(3.)Li-stm T- £sku(A)L^;cv)S(A>U\)hi(u\)

(3.7)

i'= i

where S(A, u\) is the surface albedo, Z, SMn(A), li/Sky(A) and s,(A, U\) are the harmonic
coefficients akin to those in Equation 3.6, Esj<y ( A ) and Esun( A) are the power spectra
of the sunlight and skylight at wavelength A and Li sun and Lj^y are the harmonic
coefficients for the sunlight and skylight, respectively.
In the other hand, skylight, as mentioned earlier, can be considered as a diffuse light
spread evenly across the scene. As the result, the nearby pixel

112

on the shadowed side

of the boundary can be viewed to have an intensity given by
K
hhcidowi^-'U 2 )

r .

h.skv{^-/

^

2 ) ^ ; ( /^/

^2)

1=1

=

K
Y^{^skyWU,sky{U2))S(A/ U2)hl(U2)
1=1

(3.8)
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Since pixels U\ and Ui are close to each other, the difference between the two
albedo S(A, U \ ) and S(A, 1/ 2 ) can be considered to be small. Moreover, the pixels on
the two sides of the shadow boundary will often share the albedo due to being on the
same object surface. Hence, we can write

____ h h a d o w W ____ _ ^(A) EjLi ^ s k y W ^ i rsky^i
h i r e c t i —h h a d o w (^)
S(A) H/Li ^su n {^)^-i,su n ^i

^^

where we have used S(A) as an alternative to S(A, U2 ) and S(A, ii\) and, for the sake
of clarity, we have dropped the indices U\ and t/2 We can use the developments in the previous section and Equation 3.4 so as to
write the expression above as follows

________

hhadow( ^) __________

__

?(—

4- —

j

(3.10)

h ir e c tW ~ h h a d o w W ~~ 8 ^

where g = ^ 1L'W ' js wavelength independent coefficient which corresponds to the
i^ i= i

Li sunrti

surface illumination geometry.
Note that the coefficient g can be removed from further consideration via the nor
malisation of the ratio in Equation 3.10. This yields the scattering spectral ratio (SSR)

e(A)

=

H

a

ih irecti^ -)
H

a

h h a d o ivi / 3

h h adow i3 -)

))

I shadow

(3.11)

hirectihhadowi.

The main advantage of the SSR is that this ratio only depends on the atmospheric
conditions. This means that for the image under consideration all pixels on the shadow
boundary are expected to share the same value of p(A) regardless of the albedo, scene
geometry or light power spectra. This opens up the possibility of finding the shadowed
areas in the scene by recovering those boundaries across image regions subject to a
consistent SSR over the image.
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Shaded Regions and Overcast Weather

In this section, we turn our attention to the use of the SSR presented above for purposes
of recovering the shaded regions in the image. We also ellaborate upon its application
to the assessment of the overcast weather for the scene.

3.4.1

Active Contours

To separate the non-shaded areas in the image we can employ the fact that the SSR
is a unique value across the shaded region boundaries. To do this, we make use of
active contours. Active contours [210] are one of the most successful techniques in
image segmentation. The basic idea is to evolve the contour for the boundary of the
segmented region making use of constraints pertaining the problem in hand. Active
contours can be categorised into two types. The first of these is based on an edge
model, whereas the second group employs a region model. Here, we follow the de
velopments in 1211], where a formulation which combines the geodesic 1212] and
ChanVese [213] active contours formulations.
Here, we use the active contour model in [211] with a level set function which
makes use of the ratio q( A) to construct the region-based signed pressure force func
tion for the shadowed areas in the image. This shadow force pressure function controls
the evolution of the contour so as to encourage shrinkage of the delimited area about
the sunlit regions and expansion across shadowed regions. To define our shadow force
pressure function, we use the pixel-wise ratio p(A) and note that this should equate to
the value of
(3.12)
yielded by T\ and T2 as global image parameters. This is as T\ and T2 account for
both, the atmospheric conditions and the proportion of Rayleigh and Mie scatterings
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across the scene. Our shadow pressure function F(u) is given by

(l
F(u) = 1

if||< ?(-)-£ (T i,T 2, - ) ||> £
(3.13)

[-1

i f | k ( - ) - f m , T 2,.)|| < £

where £ is a threshold value.
This yields the level set function of the form

d^

= F(u)ß\\V(<p)\\

(3.14)

where ß is a parameter which governs the evolution speed of the contour.
To better understand the equations above, consider two sets of pixel-pairs on the
image shown in the left-hand panel of Figure 3.1. The image is a hyperspectral one
taken from the dataset in [891. The two pixel-pairs, denoted on the image by crosses
and circles, correspond to both, the case where the points lie on a bogus and real
shadow boundary, respectively. We show the SSR for both pairs in the two right hand
panels. Note that, for the bogus boundary, i.e. the plot in the middle panel, the expected
SSR (solid line) is far removed from the actual SSR (broken line). The figure also
shows the expected contributions of the Mie and Rayleigh scattering in the dashed
and dotted lines, respectively. In contrast, the shadow boundary SSR, plotted in the
right-hand panel, closely fits the estimated values.

3.4.2

A Metric for Overcast Scenes

With the shaded regions in hand, the ratio p(A) can be used for purposes of inferring
the amount to which the weather is overcast from a single image. This information
can serve for environmental sciences, forensics and photography. Narasimhan and
Nayar [214] estimated the weather condition from the glows of light sources in the
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atmosphere. However, this work only applies when some illuminants appears in the
image. Photometric stereo has also been used to recover the global illumination to
estimate weather as the light in a sunny day behaviours like a directional light [215].
This contrasts with overcast weather, where cloud acts as a diffuser. Lalonde et al.
[98] propose a sun visibility cue to classify a set of features in a single image for
purposes of light estimation. This work, despite effective, does not provide physical
interpretation for this sun visibility cue.
Here, we note that SSR can be used to recover an overcast weather metric from
a single image. Moreover, the SSR, with its footing on physics, provides a physical

Raleigh Scattering

Raleigh Scattenng
Mie Scattering

Figure 3.1: Spectral Scattering Ratio for two pixel-pairs taken from the sample image
on the top panel. The two bottom panels show the SSR for a bogus and a real shadow
boundary, respectively. The plots also show the predicted SSR (solid line) and the Mie
(dashed line) and Rayleigh (dotted line) scattering.
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interpretation of the weather conditions in the scene. Note that, from Equation 3.11,
the SSR on the shadowed region boundary is given by

li + h
<>(Ac) =

A
‘- c A ) +

(3.15)
A?

wherec G R , G , B is a sub-index that corresponds to the three colour channels.

Note that, since the red and blue channels in a trichromatic image are not correlated
(they do not overlap in the light wavelength domain), we are assured to have two
independent values of p(Ac), from which I) and T2 can be estimated. Furthermore,
since T\ and T2 are directly related to the turbidity, i.e. the contribution of the Mie and
Rayleigh scatterings, they do account for the lighting conditions characteristic of the
degree upon which the scene is overcast. This is as, in a clear sky without haze and the
cloud, the value of Tj , i.e. the contribution of the Rayleigh scattering, should be high.
In a sunny day T2 , which reflects the amount of Mie scattering, should be small. In the
other hand, when the weather is overcast or hazy, T] will decrease while T2 increases
according to the proportion of Mie scattering in the scene. As a result, we can use the
ratio
7% — ^-overcast

OL — ——-----------------

(3.16)

ß clear ~ &overcast

in order to assess the weather conditions.

Note that, in the equation above, a. can be viewed as the ratio ^ scaled by 0Lovercast
and normalised by the difference occiear — oc0vercast■ We have done this so as to bound
our metric between zero and unity by accounting for the difference of the ratio oc
between completely overcast and sunny conditions, i.e. ocovercast and Oiciear. In practice,
we can estimate these two quantities empirically from a set of images, which, for the
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dataset used in our experiments, yielded
^ - 3.33 x 104
a ~

5.66 x 104

(3.17)

where OL0vercast — 3.33 x 104 and occ\ear = 9 x 104.

3.5

Implementation Issues

In this section, we elaborate on the implementation issues regarding the estimation
of the SSR through the recovery of shaded regions in the scene. Here, we present an
iterative algorithm for the recovery of the shaded regions. We commence by describing
the initialisation of the method. Later on, we ellaborate upon the updating procedure
for the relevant parameters at each step of the algorithm.

3.5.1

Initialisation

We commence by noting that, following the developments presented earlier, we use
£ (T i,r2/A) so as to compute the force pressure function F(u) for the pixel u. This
assumes that both parameters, T\ and T2 are available. In practice, this is generally
not the case. In our implementation, we estimate the value of £(pC/ T\, T2) from the
image itself.
To do this, we observe that the shadow boundaries should lie along the image
edges. As a result, we use a Canny edge detector [216] so as to recover the edges in
the image. In fact, our initialisation method is not overly sensitive to the selection of
edge detector. Here, we have opted for the Canny edge detector so as to allow for a
direct comparison with the method in [1]. Moreover, in outdoor scenes, as indicated
in [98], objects normally stand up straight due to gravity. The shadow cast by these
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objects should have a long and straight boundary. Therefore, in our implementation,
we choose to apply the detection algorithm in [217] so as to disregard short image
edges. Once these edges are in hand, we search their neighborhood and treat the
highest intensity pixel as a directly illuminated one, whereas the lowest intensity pixel
is viewed as the shadowed one.
By assuming that the values of p(A) for these edge pixels are normally distributed
about £(/?c, Tj, T2 ), we can use the expected value, i.e. their mean, as an estimator of

£(pc, tj, A). Thus, we have

(3.18)
n
where O is the set of selected edge pixels in the image 1.
Note that, additionally to £(p c, T\, T2 ), we are also required to initialise the shadow
level set function. Here we divide the image into M patches on a lattice and compute
the ratio oc (for the sake of consistency, we now use c €E {R, G, B} as an alternative
to the wavelength variable A) for each pair of patches. We set the shadow level set
function V (cp) to unity at the patches where the ratio is in better accordance with the
estimated £*• for each of the colour channel. The shadow level set function is set to
V ( * ) = —1 everywhere else. At each iteration of the level-set evolution process for
the active contour, we regularize the shadow level set function with a Gaussian filter

G(j with zero-mean and standard deviation cr.

3.5.2

Computing the Scattering Spectral Ratio

Recall that, in Section 3.3, we used a single neighbour of the pixel u to compute the
corresponding ratio (?(A). To improve the robustness of the method to noise corruption
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and variations about the pixel u, we employ the ratio

Qk — £ ( u )

'
{r ,g,b }

T

)y

I

t

I

(3.19)

Lvemu lq{V)

as an alternative to p(A) in Equation 3.13.
In Equation 3.19, we have used Ik{u) to denote the image brightness at pixel u
for the colour channel k — {R, G, B}, whereas £(u) accounts for the pixel brightness
and 93-, corresponds to the neighbourhood about the pixel u. We have done this since,
in previous sections, we treated the problem in a general setting. This contrasts with
our implementation, which aims at processing trichromatic imagery. Note that this
can be done without any loss of generality since, for a surface with reflectance S(A)
illuminated by a light source a power spectrum E(A), the value of a diffuse pixel u
follows the relation [87]

Ik(u) =

f

E(A)S(A)R(A)dA

(3.20)

JAk

where R(A) denotes the camera’s colour sensitivity function over the operating wave
length range

for each of the colour channels k G { Rf G,B}. This linear relation,

compounded by the fact that we can recover £(pc,t], A) devoid of the reflectance mak
ing use of the pixel values allows for a similar treatment of Equation 3.18, where the
colour channel index can be used as an alternative to the wavelength A.

3.5.3

Updating the Force Pressure Function

Note that for the initialisation in Section 3.5.1, the £(T\, 72, A) is estimated from the
edges of the image. This is used as an initial guess. At each subsequent iteration,
we re-estimate the value of £(•) from the current shadow boundaries. This update
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continues until convergence is reached.
For each iteration, as the shadow level set evolves, the shadow boundary is ex
tracted. In practice, this is done by applying a morphological dilation on the level set
function so as to expand it. The level set function is shrunk by applying morpholog
ical erosion. After deducing the eroded image from the dilated version, the boundary
comes out.
We neglect the boundary pixels which are close to the boundary of the image.
Following section 3.5.1, this is only applied to long boundaries. In our implementation,
if a pixel lies on the a boundary for three iterations, it is treated as a true shadow
boundary pixel. The algorithm is considered to have converged once no more updates
are effected upon the boundaries in the image
At each iteration, the scattering spectral ratio is computed as follows. Recall that,
from Equation 3.18, the SSR for the pixels is solely governed by T\ and T2 . This can
be expressed in matrix form as

£l(^ l)

Ek X?
Ak Ai

£1(^2) E* JA ki
£2(Ai )

<>i (Ai ) E A Ak

xi

~ J4

ei(A2) £ c jA5k - x a?2

Ek J4 - J4

?i(Ai)EcyA k - yA i

A2

Ak

A1

$2 (^ 2 ) EkJJ ~ J4
Ak

^ m (Ai ) E c 7 4

Ak

A2

-

£2 (^2 ) Ec J2
~ J2
Ak
A2

T¥ ^ m (Ai ) E c T 2 - ^
A1

Ak

where

A2

Ak

0
0
Ti
0

(3.21)

T2
0

A\

Q M ^ i ) E c T4 - T4 ^ M ( A 2 ) E c i - i
Ak

0

A1

0

A2

A) corresponds to the SSR value for A wavelength of itfx pixel on the shadow

boundary.
As discussed above, for a trichomatic image, we employ the red and the blue chan-
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nels for the computation of T\ and T2 . Using the equation above, we recover Tj and
T2 via linear least squares and make use of Equation 3.12 so as to update £(T i, T2 , A)
for the next iteration.

3.5.4

Estimating the Penumbra

Despite being effective, Active Contours are prone to failure in areas where the illumi
nance is a mixture of close to equal contributions of sunlight and skylight, i.e. regions
of penumbra. In order to address this drawback, we employ the KNN matting method
proposed by Chen et al. [203]. Note that the KNN matting method hinges in the use of
the k-nearest neighbours about the pixel under consideration to achieve a closed form
solution to the problem of image matting.
Since penumbra normally ensues on the transitions between shadowed and non
shadow regions in the image, we apply the KNN matting method to the detected
boundaries. This is done after our method method converges. To recover the shadowsunlit samples, we employ a series of morphological erosion operations to both, the
shadow and sunlit regions. This effectively recovers the central pixels for the recovered
regions while, at the same time, removes small spurious regions.

3.6

Experiments

In this section we illustrate the utility of our method for purposes of shadow detection.
To this end, we use a set of real-world images captured in the outdoors under a variety
of atmospheric conditions making use of a Nikon D80 camera. These vary from im
ages with a large amount of cloud cover and high humidity to scenes with no clouds.
In all our experiments, we have set the number M of patches used for the initialisation
of the level set function to 25

x 25, the neighbourhood 91,, is given by 15 x 15 pixels,
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the threshold e is set to 0.3, the standard deviation of the Gaussian filter is a = 1 and
ß is set as 25.
As the dataset is comprised of 12 photos in different weather conditions. For our
experiments, we separate them into three subsets according to the weather at the time
of acquisition. The photos are hence separated into “clear day”, “half cast” and “over
cast” subsets. The imagery in the “clear day” subset are those taken in a sunny day
without any cloud on the sky. The images in the half cast subset were taken when the
sky was not completely overcast nor the day was outright sunny. The overcast subset
contains images taken when the sky was totally covered by cloud.
Here we commence by show shadow detection results on these three subset of
images. We then explore the utility of the ratio oc for purposes of overcast weather
estimation. Finally, we show results on time complexity.

3.6.1

Shadow Detection

For our shadow detection experiments, we provide comparison with two alternatives.
These are the methods in [ 1] and the algorithm presented in [2], The method in [ 1] em
ploys a decision tree classifier whereas the algorithm in [2] is a region-based approach
that performs pairwise classification so as to achieve shadow detection.
In Figure 3.2, we show the detection results for our algorithm and the alternatives
when applied to sample images in our dataset. In the figures, the left-hand column
shows the detection results yielded by our method whereas the middle and right-hand
column show the result from the methods in [1] and [2], respectively. From Figure
3.2, we can conclude that our method provides a margin of improvement over the
alternatives. Note that, with the exception of the two shadows corresponding to the two
tree canopies in the images on the second and fourth columns, our method successfully
recovers the shadow boundaries. These failures are due to the fact that the boundary
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Figure 3.2: Shadow detection results for our method and the alternatives. From leftto-right: The regions recovered by our method, those yielded by the method in [ 1] and
the shadows recovered by the approach in [2]
recovered by our method is consistent with the scattering theory used here. Since
these canopies act as diffusers, these shadows are rather a mix of sunlight and skylight.
Moreover, our method performs particularly well on the image in the first row, where
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no other method can recover the shadows over the white paper. This is also evident in
the third row, where the leaf in the middle of the shadow is classified by the methods
in [ 11 and [2] as non-shadowed regions. Moreover, despite effective, the method in [ 1]
does not necessarily deliver a closed shadow boundary. Note that this can potentially
hinder shadow removal methods hinging in region filling or matting approaches, such
as that in [59].
Now we turn our attention to the alpha mattes recovered via the application of
KNN matting. In Figure 3.3, we show the input images, shadow and sunlit layers in
the left-hand, middle and right-hand columns, respectively. From the results, we can
conclude that the recovered layers do follow the natural transitions from shadow to
sunlit regions in the imagery. This can be seen in the shadows for buildings, where
the extracted layer shifts from shadow to sunlit is noticeably sharper than those for the
tree canopies with a more gradual transition between layers. Thus, by making use of
matting as a post-processing step, our method can cope with cases where there is no
sharp boundary between shadows and sunlit regions. These are, in general not well
suited for the active contours since they violate the binary classification assumption
for sharp shadow boundaries.

3.6.2

Performance for Weather Estimation

We now turn our attention to the value of a. Following Section 3.4.2, we proceed to
estimate the degree upon which the weather is overcast from the boundary informa
tion for each image. To this end, we have separated our imagery into three subsets
corresponding to clear sky, half cast and overcast scenes. In Fig 3.4 we show sam
ple images for each of these image subsets. We have then proceeded to compute the
mean and standard deviation of oc for the imagery corresponding to each of these three
weather conditions.
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Figure 3.3: Shadow and sunlit area layers recovered via the application of KNN mat
ting. From left to right, we show the input image, the shadow and sunlit area layers,
respectively.
Table 3.1: Value of a. for the three image subsets used in our experiments.
Clear sky
0.8708 ± 0.6489

Half cast
0.7147 ± 0.5275

Overcast
0.3352 ± 0.8271
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Figure 3.4: Samples of three subsets, the images from left to right belong to clear day,
half cast and overcast subset respectively
Table 3.1 shows the mean value and standard deviation of oc for the three subsets.
From the table, it is evident that oc does reflect the weather condition. Note that the
general trend is, as expected, for oc to decrease with the amount of cloud cover. This is
in accordance with the physical interpretation of oc as discussed earlier.

3.6.3

Time Complexity

Finally, we examine the time complexity of our method as compared with the alterna
tives. All the methods under consideration were implemented on a Window XP work
station with an Intel Quad Core CPU at 2.66GHz. The average time per-image in our
dataset for each method is reported in the Table 3.2. All the results are reported in
seconds.
Table 3.2: Execution times for our method and the alternatives. The table shows the
mean processing time and the corresponding standard deviation (in seconds) per image
_____________
in our dataset.________________
Our Method
Method in [2]
Approach in [ 1]
156.3 ± 125.8 1354.0 ± 3563.7
184.7 ± 62.0

From the table, we can see that our method is more efficient than the alternatives.
Indeed, it is almost 10 times faster than the method [2]. Note that, although it is only
slightly faster than the method proposed by Lalonde e t a l. [1], the alternative is only
aimed at recovering the shadow boundary. This contrasts with our method, which

§3.7 Conclusion

53

recovers the shadowed regions across the image.

3.7

Conclusion

In this chapter, we have presented a shadow modelling approach that hinges on the use
of the Rayleigh scattering and Mie theory. This allows for the detection of shadows in
outdoor imagery based on a scattering ratio that reflects the proportion of skylight and
sunlight across the scene. For the recovery of shadowed regions, this ratio is used to
govern the evolution of an active contour across the image. This allows for the shadow
detection problem to be treated as a segmentation one. We have also used the spectral
ratio for purposes of defining a metric that can be used to assess the degree of which
the scene is overcast. We have provided results on real-world imagery and compared
our method against alternatives elsewhere in the literature.
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Chapter 4

Efficient Estimation of Photometric
Invariant Parameters

Vision is the art of seeing things
invisible.
Jonathan Swift,
Anglo-Irish satirist, essayist,poet

4.1

Introduction

In the previous chapter, we presented a shadow detection method for outdoor imagery.
Now, we turn our attention to isolating the photometric invariant properties of the
image. These recovered parameters will be used to create a user preference profile in
the next chapter.
Although there are multiple methods related to recovery of photometric invariants.
Most of the literature has been focused on a subset of these parameters. For example,
separating reflectance and illumination is akin to traditional colour constancy research
for estimating the illuminant colour of trichromatic imagery [218,219, 116, 85], There
have been several attempts to remove specularities from images of non-Lambertian
objects [69, 220, 221,68]. Similarly, shape information can be recovered from imagery
using shape from shading (SFS) techniques [148, 222, 223, 224, 225].
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Here, we present a method based upon shapelets [24] which recovers the reflection
parameters, i.e. shading, specularities, light spectral power and surface reflectance
from a single image. Note that the capacity to recover all of these parameters is rem
iniscent of methods in [5, 157, 156, 158, 159]. However, the method presented here
permits the use of robust statistics [25] and makes use of an alternative formulation
which yields a different optimisation scheme. Therefore, compared to these methods,
ours yields improvements in computational efficiency of an order of magnitude with
out compromising performance. To demonstrate its efficiency and efficacy, we provide
results on illuminant power spectrum computation, shading recovery, skin recognition
and replacement of the scene illuminant and object reflectance. We also provide mea
sures of the computational complexity.
This chapter is structured as follows. We commence by motivating our method.
In Section 4.2, we elaborate on the our shapelets based estimator (SBE). We discuss
implementation issues, initialisation and extensions to trichromatic imagery in Section
4.3. In Section 4.4, we present results and, finally, we conclude the developments
presented here in Section 4.5.

4.2

Estimating the Reflection Parameters

As mentioned in Chapter 2, we recover the photometric invariant properties based on
dichromatic model [27] which has long been used in physics-based vision for charac
terising specular reflections on non-Lambertian surfaces.
Recall that in Equation 2.2, the first term g(u)L(Aj)S(Aj, u) on the right-hand side
corresponds to the diffuse reflection, whereas the second term k(u)L(A*) accounts for
the specularities. We can give an intuitive interpretation to the model as follows. At
specular pixels, i.e. where the shading factor g(u) is negligible, the surface acts as
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a mirror, where the radiance becomes proportional to the illuminant power spectrum
L(A/). On the other hand, if the radiance is diffuse, i.e. k(u) is close to zero, then
the surface appears shaded and the reflectance becomes a multiplicative term on the
illuminant to determine the radiance. This can be easily verified by writing

~L(A~y' = r (A*''w) + ^(w)

(4-0

r ( \ ifu) = g ( u ) S ( \ ifu)

(4.2)

where

is devoid of the illuminant spectrum L(Aj) and proportional to the reflectance through
the shading factor g(u).
Note that, following Equation 4.1, it would be straightforward to recover the spec
ular coefficient k(u) if the other parameters were at hand. Similarly, by assuming the
illuminant spectrum and the specular coefficient k(u) are available, one could nor
malise the irradiance and recover the term r(A,, w). This suggests an iterative process
involving the recovery of the shading factor, estimation of the specular coefficient k(u)
and reflectance so as to achieve a solution for the illuminant power spectrum L(A,).
For now, we will assume initial estimates for the reflection model parameters are
at hand. We will discuss the computation of the initial parameter values in Section 4.3.
With these initial values, we can estimate the photometric parameters via a three-step
iterative process and they are applied until convergence is reached.

4.2.1

Recovery of the Shading Factor

As mentioned above, we employ shapelets so as to recover the shading factor in Equa
tion 4.1. The idea underpinning our method is that the shading factor g(u) can be
viewed as that governing the diffuse reflection from the surface. As a result, we can
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use Lambert’s Law [226] and set

g(u) = cos (ct,u)

(4.3)

where oc is the angle between the light source direction and the surface normal. This
angle can be computed via the inner product of the surface normal and the illuminant
direction in a straightforward manner from the surface normal if the light source di
rection is known. Later on in this section, we discuss how the requirement pertaining
the light source direction to be known can be removed. For now, we assume the light
source direction is available and focus on the computation of the shading factor.
If the 3D representation of the object surface is at hand, the shading factor com
putation becomes the matter of a simple inner product. Unfortunately, the recovery of
the 3D representation of the surface is a non-trivial task. In [164], shapelets are used
as a complete orthonormal set of basis functions so that the 3D representation of the
surface can be easily recovered despite the effects of noise corruption. Shapelets are
a set of basis functions with finite support used in image analysis in a manner akin to
Fourier or wavelet synthesis. These basis functions or shapelets can be Hermite poly
nomials [227] or an over complete basis such as that in [228]. Since a complete treatise
on shapelets is beyond the scope of this thesis, we would like to refer the interested
reader to the book of Mallat [229] or the paper by Refregier [227].
In [164], the recovery of the 3D surface is effected by correlating the slant and
tilt of the field of surface normals with those of the shapelets. The main contribution
in [164], hinges upon the recovery of the 3D shape from a sum of correlations be
tween the surface gradients and the basis functions, i.e. the shapelets. In practice, the
correlation can be computed via a convolution, whereas the tilt of the surface normal
can be recovered using the direction of the image gradient on the image plane [ 164].
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Here, we follow [ 1641 and depart from a shapelet based upon the tangent function. As
shown in [1641, the 3D surface reconstruction H is given by the sum over the scales

q for the shapelets t a n ^ ) , where

is the slant of the shapelet normals. Thus, the

reconstruction is given by

H

where

=

^ I tan (a)| * | tan (s?)|

=

I tan(a) | * | tan(s^) |

and

tv

• | c o s(iy ) * cos ( t^) 4- sin (iy ) * sin(T£?) |
• C Tq

(4.4)

correspond to the tilt of the normals for both, the shapelet and the

object under study, respectively. In Equation 4.4, a is the angle between the surface
normal and the light direction and * denotes convolution.

Unfortunately, the angle oc remains a variable to be estimated and, therefore, the
equation above cannot be used directly. Nonetheless, making use of Equations 4.1,4.2
and 4.3, we can derive the following relation

r ( A i , u ) - r(Aj, u)

sec(a' w) (S(A„w) - S(A;-,w))

(4.5)

Note that tan (a), sec(a) and sec(a) — 1 share an akin monotonically increasing
behavior in [0, y], whose traces are shown in Figure 4.1. In the figure, we also show
a sample shape and the corresponding 3D reconstructions recovered using tan(a) and
sec(a) — 1. Note that the reconstructions yielded by both functions are in close accor
dance with each other and the ground truth. As a result, we can use sec(a) — 1 as an
alternative to tan (oc) and approximate the shapelet reconstruction for each band by

Ha, ~

X ] R A,

* l tan(s,)l'CT,

(4.6)
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where R/\I is a matrix whose entry indexed u is given by

S(A,-, m) - 5 ( A ?-,m)
r{Aifu)-r(Aj,u)

1 .

Figure 4.1: Top left-hand panel: Behavior of tan(a) vs sec (a) and sec(a) —1 in
[0, y]; Top right-hand panel: Sample 3D block shape; Bottom row: Shape yielded by
ta n a (left) and sec(a) —1 (right).
Recall that tan (Sq) and CTq are known and can be readily computed from the
shapelet basis functions and the image gradients. Theoretically, any arbitrarily cho
sen reference band A,- can be used for the difference above. Nonetheless, r(Aj, u) and
S(Aj, u) may deviate from the ideal case as modelled by Equation 4.1 due to measure
ment noise. This is compounded by the fact that, in practice, the surface reconstruction
can be recovered for each band in the image.
To tackle both the ambiguity of the surface reconstruction to band index and noise
corruption, we assume that the measurement errors are independent and identically
distributed random variables governed by a Gaussian distributions with zero mean. It
can be shown that under this assumption, the variance of the estimate can be much

61

§4.2 Estimating the Reflection Parameters

reduced through averaging [230]. Thus, instead of an arbitrary reference band, we use
the mean of r(-, u) and S(-, u) given by

(4.7)

ru = j j L r(Ai'u')
;= i

where N is the total number of bands in the image. For the computation of the matrix
R\. in Equation 4.6, we employ the resulting r* and S* from the equations above as an
alternative to the quantities r ( \ j , u ) and S(A;-, m ) corresponding to an arbitrary band
indexed j.
Following a similar rationale regarding the surface reconstruction estimates for
each band, we make use of the average

H*

(4.8)

as an alternative to H in Equation 4.4. With the surface reconstruction H* at hand,
the quantity cos(ft, u ) at each pixel u can be computed making use of the light source
direction and the surface normal field over H*.

4.2.2

Computation of the Reflectance and Specular Coefficient

We now make use of the illuminant and the shading factor to recover the the reflectance
S ( \ j , u ) and the specular coefficient k(u). Since the cos(ot,u) has been computed
using shapelets as presented in the previous section, we can recover the surface re
flectance using the following equation

(4.9)
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where k(u)* is the estimated specular coefficient given by

The expressions above are consistent with both, the Dichromatic model presented
earlier and the notion that the specular coefficient should be a positive real-valued
quantity. In practice, the recovery of the specular coefficient can be effected making
use of a constrained least squares approach. In Section 4.3, we comment further on
our implementation.

4.2.3

Illuminant Power Spectrum Computation

To estimate the illumination, we note that the light power spectrum JL(Aj) in Equa
tion!.2 does not depend upon the pixel-wise variable u. Although the radiance sensed
by the camera can be influenced by shadows and other changes such as the specular
spike brightness, the spectral power distribution of the illuminant does not change.
This indicates that the illuminant is a global photometric variable throughout the im
age. This observation is important since we can recover its spectrum by minimising
the cost function given by

(4.10)
where X is the set of all pixels in the imagery. Since the only unknown in the cost
function above is the light spectrum L(-), the above minimisation becomes a least
squares one whose solution is unique and computationally efficient.
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Simplification of the Model

To simplify the method above, we note that, in real-world imagery, a number of pixels
often show a large specular component. This is particularly evident at the specular
spikes in the image. For these pixels, the specular coefficient is, in practice, much
larger than the shading factor, i.e. k(u)

g(u). This implies that, for those pixels

with a large specular component, we have

/(A;, u) « k(w)L(Aj)

(4.11)

where we have substituted the shorthand g(u) ~ 0 into Equation 4.1.
We note that, whereas accordance to the dirchromatic plane implies a diffuse re
flection, deviation from the dichromatic plane indicates large specular coefficients. As
a result, those patches that do not conform to the dichromatic plane and deviate greatly,
should conform to Equation 4.11. Thus, we can ignore the diffuse term g(u)S(Aj,u)
in Equation 4.1 for those pixels comprising the set V of K-most specular patches and
recover the illuminant power spectrum by minimising the expression

L(A,)* = arg min ( £

I /(A,, u) - Jc(»)*L(A,) |2 1

(4.12)

as an alternative to Equation 4.10.

4.2.3.2

Application of Robust Statistics

Note that, in practice, imaging spectroscopy is not devoid of noise corruption. Further,
for our illumination recovery step, we use a least-squares minimisation scheme. This
least-squares approach, despite effective, can be sensitive to outliers.
To tackle this problem, we can employ robust statistics as an alternative to least-
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squares. Robust statistics provide a means to noise corruption by introducing an esti
mator which is robust to outliers. There are a number of robust estimators that can be
used, such as maximum likelihood (M-estimators), linear combination of order statis
tics (L-estimators), rank transformation (R-estimators) and repeated M-estimators (RMestimators) [231,230].
To apply these estimators to our illuminant recovery step, we assume that the image
radiance for those pixel-sites u G V can be modeled as a linear combination of the
true specularities k(u)L(Aj) and a noise component t](u). The image radiance, i.e.
the observable, becomes X(Ai,u) = k(w)L(A,) + t](u). With these ingredients, we
can set an error penalty function ß(-) so as to provide an alternative to Equation 4.12
as follows

L(Aty = arg m i n i ^ ß(I(Airu) — k(u)*L(A)\ = arg min {ß(rj(u) ) } (4.13)
m

4.2.4

A) l

)

m

A/)

On the Light Source Direction

Recall that, in the previous sections, we assumed that the light source direction L was
known. In practice, this may not be the case. To relax the restriction, we note that,
according to Lambert’s Law, for the pixel indexed u corresponding to the point p on
H* illuminated from the direction L, the shading factor g(u) is given by (N p • L),
where N p is the normal to the surface H* at p.
By substituting the shorthand g(u) = (N p ■L) into Equation 4.1 we get

I(Ai,u) = L(A)((Np • t ) S ( A i , u ) + k ( u ) )

(4.14)

where we have used notation consistent to that introduced in Section 4.2.1.
To remove the restriction associated to a known illuminant direction, we make use
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N

Figure 4.2: Left-hand panel: The reflection geometry making use of an arbitrary refer
ence e; Middle panel: Shape-from-shading treatment where the viewpoint corresponds
to the z-axis of the reference; Right-hand panel: The reflection geometry when the ref
erence is given such that light source direction becomes L = [0,0,1] .
of the fact that the light direction in the scene can be measured relative to an arbitrary
reference e = [eX/ey,eZ]T. This is illustrated in the left-hand panel of Figure 4.2. In
the figure, we show the reference axis, the surface normal and the viewer and light
directions making use of a sample surface H*. Here, we let the reference be such that
the light direction becomes L = [0,0,1]T. That is, we set the reference of the surface
H* such that the estimated shading factor satisfies the relation

g(u)* = cos (a, u) = (N p • L)

(4.15)

This contrasts with shape-from-shading approaches [232], where the aim of com
putation is the surface given by H*. Here, H* is a means for the computation of
g(u)* = cos(ot,u) through the shorthand g(u)* = (N p • L). In shape-from-shading
methods, the widely used reference is such that the camera axis, i.e. the viewer direc
tion, corresponds to the depth of the object. As exemplified in the right-hand panel of
Figure 4.2. In contrast, our choice of reference e has the effect of rotating the surface
such that its depth can no longer be measured with respect to the camera plane. As
a result of the use of a reference in the direction of the light source, the depth of the
surface H* with respect to the viewer will be rotated in the direction contrary to the
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viewer relative to the vector L. This rotation, however, does not affect the angle a.
between the normal N p and the light source direction L. Since our aim of computa
tion is not the depth of the surface H* but the angle oc, we set L = [0,0,1]7 in our
computations without any loss of generality and, hence, do not require the light source
direction to be known a priori.

4.2.5

Extension to Trichromatic Imagery

Our method can also be applied to trichromatic images captured using RGB cameras.
In trichromatic imagery, each of the three colour channels has its own spectral sensi
tivity function, i.e. colour matching function, Qc(-) for each of the bands A,, where
c — {R, G, B}. A sa result, the c-colour response at pixel indexed u can be written in
terms of the wavelength indexed radiance as follows
N

Ic(u) =

Z(Al/w)Qc(AI)

(4.16)

i= i

where we have written Ic to imply that the quantity above corresponds to the sum over
the radiance /(A/, u) at the pixel u as sensed by the camera with matching function
Qc{-)When we apply the equation above to the dichromatic model, we get

lc{u)

= g ( u ) ( J ^ S ( \ i/u)Qc( \ i) L ( \ i) \ + k ( u ) (
Vi=1
/
Vi=l
= g(u)Bc(u) +k ( u ) L c

where
N

Bc(«) = E S ( A i / « ) Q c(Ai) L ( A i)
f=i

L c = £ L ( A z) Q c( a ,)
1=1

(4.17)
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From Equation 4.17, we can conclude that our method can be applied to trichro
matic imagery so as to recover the parameters corresponding to the variables g(u),
Bc(u), k(u) and Lc above. Nonetheless, there are two important differences between
these parameters and their wavelength-indexed counterparts. Firstly, Lc does not ac
count for the true illuminant power spectrum rather than its product with the colour
matching functions Qc(-). Secondly, the variable Bc(u) is a linear combination of
the product of wavelength-indexed reflectance and illuminant weighted by the colour
matching function. As a result, to further recover the analogue of the reflectance for
trichromatic imagery, i.e. the albedo pc{u), for the cth colour channel at pixel indexed
u, we use the following equation

pc(u) = ? y - ^
L'C

4.3

(4.18)

Implementation

Now we turn our attention to the implementation of our method. To this end, we
present the corresponding pseudocode in Algorithm 1. Note that, in the figure, we have
altered slightly the computation sequence with respect to that presented in Section 4.2.
The pseudocode takes at input the initial estimate of the light power spectrum L(-)*,
the image X, the number of scales M used for the computation of the shapelets and the
threshold e. It delivers at output the estimated illuminant power spectrum L*eiv and the
values for the photometric parameters in the arrays G, K and S whose entry indexed
u is given by g{u)*, k(u)* and S(-, u)*, respectively.
The initial estimate of the illuminant power spectrum can be computed using a
number of methods elsewhere in the literature [5, 85, 233]. In our implementation, we
select a set of “dichromatic” image patches making use of the procedure in [5]. This
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Algorithm 1 Pseudocode for our method
1:
2:
3:
4:

Input: L(-)*, J , M and e
Compute s* and CTk fork — 1 , 2 , M
Set S* = 0 V u G X
Set S(Aj, u) = 1 V m e l and k = 1 ,2 ,. . . , M

5: Set k(u)* = min,
6: For w e l
7:

ru ~

8:

R a»

N L j=

1 L(A; )
S(A,-,m)-S *
/( A ,-, h )

T(Ä^ -k (u )* -rS
9: For / = 1 , 2 , . . . , N
10:
H a, = E jtii R(A|) * I tan(sj;) | • CTi
11: Compute H* = A E |l, HAj
12: For w e l
13:
g ( M)* = (VH *|u,[0 ,0 ,l]r )
14:
F o r / = 1,2,.. -,N
15:

S(A,,«)* =

-* (« )* )

16: Set Lnew(Ai) via Section 4.2.3
17: Compute S* = ^ ^j=i S(Ay, w) V i/ e l
18: For w e l
19:

Compute fc(u)* = min«u)>0 |

|/{A;, «)

—Lnew(Aj) (g(u)*S(Aj, «)* —1:(m))|2|
20: If |L(-)* —L„ea,| < e then
21: Return L*ew, G, K and S
22: Else
23: !(•)* <24: Go to Line 6

is effected by subdividing the image into a lattice, where the pixels in each rectangular
patch in the lattice are then fitted to a two-dimensional hyperplane, i.e. a dichromatic
plane [27], spanned by the surface reflectance and the illuminant power spectrum.
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Here, we regard a patch to be dichromatic if it contains a small percentage of pixels
whose radiance is in close accordance to their projection on the dichromatic plane.
For a detailed description of the dichromatic plane computation, we refer the reader to
[27J. With these image patches at hand, we apply continuum removal [234] so as to
recover a pixel-wise estimate of the illuminant. The initial estimate of the illuminant is
given by the median over the continuum removed spectra for all the selected patches.
This follows the notion that the median is, effectively, a robust estimator [230],
Our pseudocode commences by computing the parameters

and CTk for the shapelets

as described in [164]. In Lines 3 and 4 we initialise S* and S (\ j , u) such that, for the
first iteration of the algorithm S(A,-, u) — S* = 1. In Line 5, we initialise the specular
coefficient k(u). To this end, we note that we can always bound r(A„ u) to be between
0 and 1. We can give a physical interpretation to this assumption. The bounded nature
of r(AZ/ u) reflects the notion that the radiant power of light per unit of surface area,
as sensed by the camera, can always be scaled so its maximum value is unity. This,
together with the fact that, from Equation 4.1, the specular coefficient k(u) is an ad
ditive constant to r(A;/ u), we initialise, in Line 5, k(u) by setting it to the minimum
value of the reflectance over the wavelength domain, i.e.

The initialisation of these parameters permits the computation of R^ (w) in Line
8. In Lines 7 and 17, we compute r* and S* as presented in Section 4.2.1. In Al
gorithm 1, we have used the fact that, making use of H*, we can express the normal
N p = X7H*\Ur^p, where the expression u ~ p implies that the pixel indexed u G X
corresponds to the point p G H*. Note that the pseudocode is such that, if the change
in the estimated illuminant power spectrum is less or equal to the threshold e, it returns
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the photometric parameters. Otherwise it goes to Line 6 so as to iterate accordingly.
The optimisation in Line 19, which yields the updated specular coefficient has been
effected using a constrained least squares based upon a Newton algorithm [235].

4.4

Experiments

In this section, we illustrate the effectiveness of our approach for the recovery of pho
tometric parameters for a number of sample applications. We commence by briefly
describing the data sets used throughout the section. We then provide a quantitative
analysis on the recovery of the illuminant power spectrum and the shading factor for
both imaging spectroscopy data and trichromatic images. We show results on skin
recognition using the recovered reflectance and, for trichromatic imagery, Lambertian
reflectance correction. We finish the section by presenting results for illuminant and
surface reflectance replacement.

4.4.1

Data sets

For our experiments, we have used four hyperspectral and two trichromatic image data
sets. The first two hyperspectral data sets are the Human Face Vis and Human Face
NIR imagery. Both of these two data sets comprise images of 51 human subjects,
each captured under one of 10 directional light sources with varying directions and
spectral power. The light sources are divided into two rows. The first of these is
placed above the camera system and the second one at the same height as the camera.
The main direction of the lights is adjusted so as to point towards the center of the
scene. The imagery has been acquired using a pair of cameras equipped with Liquid
Crystal Tunable Filters which allow multi-spectral images to be resolved up to 10nm.
The subjects in Human Face Vis Database are captured in the visible (430-720/tm)
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Figure 4.3: Sample images of three subjects in the first two of our multi-spectral data
sets. Note that, for our two first data sets (Human Face Vis and Human Face NIR), the
50 subjects used are the same, with the difference being the spectral range comprised
by the imagery (visible for the Vis and near-infrared for the NIR database). These two
spectral ranges have been acquired separately following [3].

wavelength ranges. The subjects in Human Face NIR Database are captured in the
near infrared (650-990nw) wavelength ranges. Samples of these spectral images,
rendered in pseudocolour, are shown in Figure 4.3.
The third hyperspectral data set comprises imagery depicting landscapes. This
Landscape data set is composed of 14 scenes which vary from urban to wild fields
containing sky, trees, vegetation and human made objects. All of these scenes are
purely illuminated by sunlight. In every image, we have placed, at acquisition time, a
white calibration target at the corner of the frame so as to capture the illuminant power
spectrum ground truth. It is worth noting that, so as to avoid any unfair advantage of
our method or the alternatives when processing the Landscape imagery, this calibration
target has been cropped from the imagery at processing time. We show three sample
images in the Landscape data set in Figure 4.4.
The fourth hyperspectral data set comprises imagery obtained using a camera
equipped with an Acousto-Optic Tunable Filter. This filter allows tuning to be ef
fected at steps of 1nm. The data set comprises images corresponding to five categories
of toys and a set of coins. Each toy sample was acquired over ten views by rotating the
object in increments of 10 ° about its vertical axis whereas the imagery was captured
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Figure 4.4: Sample images for three scenes in the Landscape data set.

only in two different views, heads and tails. In our data set, there are in total of 62
toys and 32 coins, which, over multiple viewpoints yielded 684 hyperspectral images.
Each image is comprised of 51 bands for those wavelengths ranging from 550 to 1000
nm over 9nm steps. For purposes of photometric calibration, we have also captured
an image of a white Spectralon calibration target so as to recover the power spectrum
of the illuminant across the scene. In Figure 4.5, we show images for one object in
each of the five categories of toys and two of the coins at 670nm. In the figure, each
column corresponds to one of our six categories whereas each row shows the sample
object over four different views.
As mentioned above, the other two data sets are trichromatic. The first of these
is the Mondrian image data set described in [4] *. This is a colour constancy data
set containing 743 images of objects illuminated under 11 different illuminants whose
ground truth is available. Figure 4.6 shows images for three sample objects in the data
set captured under different illumination conditions. Lastly, we have used the MSRA
salient object image data set [236] for our Lambertian reflectance correction results *2.

'The data set is accessible at http://www2.cs.sfu.ca/~colour/data/
2The
imagery
can
be
downloaded
from
http://research.microsoft.com/enus/um/people/jiansun/salientobject/salient_object.htm
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Figure 4.5: Sample images for 6 objects in our data set. We show the radiance cor
responding to the band centered at 649nm. Each column corresponds to one type of
objects whereas the rows show different views.

4.4.2

Illuminant Power Spectrum Recovery

We first turn our attention to the recovery of the illuminant power spectrum. To this
end, we have used Human Face Vis, Human Face NIR, Coins and Toys, Landscape
and the Mondrian data sets. To compute the accuracy of the recovered illuminant with
respect to the ground truth, we have employed two similarity measures. The first of

Figure 4.6: Three sample objects in the Mondrian data set [4]. Each column shows an
object captured under different light settings.
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these is the Spectral Information Divergence (SID) [237], which is an information the
oretic measure which assesses similarity making use o f the probabilistic discrepancy
between the spectra under consideration. The SID is widely used in processing hyperspectral image data. Se have also employed the Euclidean angle, which has also been
widely used in the literature and is given by

(4.19)

Where L (A ;) is the estimated illumination and L gt(A j) is the ground truth illuminant.
Making use o f the measures above, we present the illum iant estimation result
yielded by our shapelet based estimator (SBE), its simplification as presented in Sec
tion 4.2.3.1 and its extension to robust statistics given in Section 4.2.3.2. For the use
o f robust statistics, the regularisers used here are the Tukey bi-weight function [231],
the Andrews M-estimator [238], the Cauchy regulariser [230] and the Huber kernel
[230], These are used as error penalty functionsg(-) in Equation 4.13. In Figure 4.7,
we show the qualitative shapes and formal expressions for the penalty functions used
in our experiments. Note that these act as robust regularisers assigning a large penalty
to those estimates far away from the sensed radiance and a non-linear penalty to those
closer to the image values /(A /, u ). Note that, in the equations in Figure 4.7, we have
used the variable

k

as a bandwidth parameter. In all our experiments, we have set

k

to

be the equivalent o f 10% o f the dynamic range o f the camera.
Also, recall that the initial estimate o f the illum inant can influence the results
yielded by our SBE method. This is since, as discussed in Section 4.3, our method
requires initial estimates o f the photometric parameters. As a result, we have com
pared our use o f the median for the dichromatic patches with the results yielded by
two alternative initialisation schemes. The first o f these employs a uniform initialisa-
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Figure 4.7: Penalty functions ^(?/( m)) and their respective qualitative shapes for the
robust regularisers used in our experiments.

tion of the illuminant power spectrum, this is L(A,) = v, where u is the mean over
the set of maximum radiance values for each band in the image. The second scheme
employs the maximal radiance in each band for any of the pixels in the set of dichro
matic patches. Thus, in the former case we set the global maximum for each band as
the initial illuminant estimation without using the homogeneous patches, whereas for
the latter scheme we employ an approximation of the light continuum [239].
In Table 4.1, we show the illuminant recovery performance for the three methods
using the three initialisation schemes mentioned earlier when processing the hyperspectral data sets and the Mondrian trichromatic one. In the table, the best perfor
mance per dataset have been typeset bold. Also, note that we provide error measure
ments for the near-infrared (NIR), i.e. 650nm — 990nm, and the visible (VIS) bands,

76

Efficient Estimation o f Photometric Invariant Parameters

Table 4.1: Average performance, measured using the Euclidean angle, yielded by
our SBE illuminant recovery method and its simplified analogue presented in Section
4.2.3.1 (SBE Simplified) on our hyperspectral data sets and the Mondrian imagery.
Data set
Human Face Vis

Human Face NIR

Landscape

Toys and coins

Mondrian

Initial. Method
Fight approx.
Global radiance max.
Dichromatic median
Light approx.
Global radiance max.
Dichromatic median
Light approx.
Global radiance max.
Dichromatic median
Light approx.
Global radiance max.
Dichromatic median
Light approx.
Global radiance max.
Dichromatic median

SBE
7.1 ± 2.3
7.9 ± 3 .1
6.5 ± 1 .9
3.3 ± 0 .9
3.1 ± 1 .0
3.0 ± 1 .0
19.1 ± 8 .6
19.5 ± 1 0 .9
19.3 ± 7 .0
11.7 ± 4 .7
15.9 ± 4 .6
12.0 ± 4 .1
22.4 ± 10.7
16.0 ± 10.6
14.8 ± 1 0 .5

SBE (simplified)
4.8 ± 4.3
4.9 ± 4.3
3.1 ± 4.2
2.5 ± 1.2
2.5 ± 1 .1
3.1 ± 1 .1
15.3 ± 5 .1
13.4 ± 5 .6
11.2 ± 5.9
9.3 ± 1 0 .4
9.8 ± 1 0 .6
7.9 ± 10.2
6.2 ± 9.3
5.7 ± 9 .1
5.7 ± 9.1

i.e. 430nm — 720nm of the human subject data set. This is to provide a consistent
wavelength range to that used in NIR face identification systems [3] which employ
NIR illumination as a means to recognition. From Table 4.1, we observe that, in gen
eral, the NIR bands for the human subjects allow more accurate illuminant recovery
than their visible counterparts. Further, the median of for the dichromatic patches out
performs the alternative in initialisation schemes regardless for all the data sets except
the NIR face imagery.
Following the results in Table 4.1, from now on, we compare the performance of
our method and the alternatives when the median for the dichromatic patches is used
for initialisation purposes. For all our experiments, we compare the results of our
SBE method, its simplification presented in Section 4.2.3.1 (SBE Simplified) and the
application of robust statistics in Section 4.2.3.2 with a number of alternatives. The
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first of these is the method in [5]. We have chosen this alternative since it is based
upon a structural optimization approach which recovers the spectra of the illuminant,
the surface reflectance and the shading and specular factors based upon the dichromatic
model. Thus, it shares the multi-spectral nature of our method. The second alternative
is given by the method in [27]. We also compare our method with the White Patch
[240], Grey-World [241] and a Grey Edge [242] methods presented. For Grey Edge
method, we only use the l sf order.
In order to provide a fair comparison between the methods under consideration,
we employ the methodology in [242]. The methodology in [242] employs the mean,
median, trimean, the mean for the best 25% and the worst 25% so as to better sum
marise non-Gausian error distributions. This is particularly important since, as we
will see later on, the error measurements across our data sets are not always normally
distributed.
In Tables 4.2-4.6, we present the performace measures, yielded by both, Eculidean
angle and SID, for the illumination recovered using our method and the alternatives
on the data sets under consideration. For the sake of clarity, in the tables, we have
used bold font for the best Eculidean angle performance per data set for each of the
error measurements. Note that, our method and its variants outperform the alternatives
across the human face (VIS and NIR) data sets. They are also often in par with other
algorithms when applied to the Landscapes and the Mondrian data sets.
The effectiveness of the simplified method can be attibuted to the fact that it em
ploys a subset of pixels whose image radiance is correlated to the illuminant for the
purposes of recovering the light source power spectrum. Thus, estimating the illumi
nant by employing a subset of pixels which are less prone to noise corruption. This is
as the assumption of a large specular coefficient indirectly implies that the illuminant
is almost directly proportional to the image radiance for a pixel whose intensity is large
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Table 4.2: Performance, in both Euclidan angle and SID (in parenthesis), yielded by
our method and the alternatives when applied to the Human Face Vis data set.
Method
SBE
SBE (simplified)
Andrews
Cauchy
Huber
Tukey
Method in [5]
Method in [27]
Grey World
White Patch
Grey Edge

Mean
6.5048
(0.0188)
3.1547
(0.0065)
3.2598
(0.0083)
3.2539
(0.0083)
3.2617
(0.0083)
3.2597
(0.0083)
6.2868
(0.0277)
5.9688
(0.0249)
11.5688
(0.0629)
5.0173
(0.0146)
7.0479
(0.0265)

Median
5.9019
(0.0143)
2.6684
(0.0027)
2.4896
(0.0024)
2.4871
(0.0024)
2.5147
(0.0024)
2.4896
(0.0024)
5.5591
(0.0186)
4.9071
(0.0135)
11.5026
(0.0603)
4.0269
(0.0061)
6.8091
(0.0194)

Trimean
6.1173
(0.0154)
2.5816
(0.0027)
2.4900
(0.0026)
2.4810
(0.0026)
2.4910
(0.0026)
2.4900
(0.0026)
6.1183
(0.0245)
5.5439
(0.0201)
11.5347
(0.0612)
4.4411
(0.0092)
6.7336
(0.0202)

Best 25 %
4.3625
(0.0077)
1.4149
(0.0008)
1.4350
(0.0008)
1.4370
(0.0008)
1.4362
(0.0008)
1.4351
(0.0008)
3.0727
(0.0062)
3.2769
(0.0068)
9.5857
(0.0414)
1.7788
(0.0013)
3.3973
(0.0044)

Worst - 25 %
9.5392
(0.0375)
6.0543
(0.0197)
6.5455
(0.0270)
6.5386
(0.0269)
6.5475
(0.0269)
6.5449
(0.0270)
10.2407
(0.0587)
9.8436
(0.0559)
13.6424
(0.0877)
9.4410
(0.0398)
11.2162
(0.0622)

and, hence, has a high SNR with respect to noise and the strength of light impinging
on the sensor. It is worth noting in passing that this is somewhat akin to the white
patch method. Nonetheless, our approach does not employ the brightest pixel in the
image, but rather the ones such that /(A,-, u) ~ k(w)L(A,).
Note that this simplification does not affect the recovery of the reflectance, shad
ing factor or specular coefficient. Also, note that the robust statistics application im
proves, in general, the results in the median and the mean of best 25%. Further, the
robust statistics do improve the results for the overall mean on the Human Face NIR
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Table 4.3: Performance, in both Euclidan angle and SID (in parenthesis), yielded by
our method and the alternatives when applied to the Human Face NIR data set.
Method
SBE
SBE (simplified)
Andrews
Cauchy
Huber
Tukey
Method in [5]
Method in [27]
Grey World
White Patch
Grey Edge

Mean
3.0898
(0.0039)
3.1291
(0.0089)
1.8867
(0.0021)
1.8917
(0.0021)
1.9102
(0.0022)
1.8866
(0.0021)
6.6822
(0.0207)
8.7401
(0.0352)
4.1531
(0.0078)
2.8205
(0.0054)
2.2417
(0.0022)

Median
2.9558
(0.0032)
1.8283
(0.0012)
1.6584
(0.0009)
1.6775
(0.0009)
1.6921
(0.0011)
1.6587
(0.0009)
6.3695
(0.0160)
9.2414
(0.0353)
3.6962
(0.0053)
2.2525
(0.0024)
2.0003
(0.0017)

Trimean
3.0289
(0.0035)
2.0243
(0.0021)
1.7640
(0.0016)
1.7522
(0.0015)
1.8114
(0.0017)
1.7645
(0.0016)
6.4752
(0.0178)
9.2357
(0.0356)
3.8341
(0.0059)
2.2746
(0.0026)
2.0951
(0.0018)

Best 25 %
2.0577
(0.0016)
0.7820
(0.0002)
0.7306
(0.0002)
0.7291
(0.0002)
0.7309
(0.0002)
0.7306
(0.0002)
3.7635
(0.0053)
4.9264
(0.0106)
2.8260
(0.0031)
0.9411
(0.0003)
1.5053
(0.0009)

Worst - 25 %
4.3342
(0.0072)
7.4315
(0.0301)
3.4097
(0.0058)
3.3965
(0.0057)
3.4188
(0.0058)
3.4091
(0.0058)
10.0058
(0.0425)
11.7016
(0.0595)
6.0701
(0.0161)
5.7469
(0.0164)
3.3173
(0.0043)

and Mondrian data set. This implies that the error distribution yielded by the robust
statistics is less skewed and, hence, conforms better to a Gaussian distribution.
To finalise the section, in Table 4.7, we show the average processing timings (in
seconds) per image in each of the data sets when applying our method, its simplified
variant, robust statistics and the alternative [5]. For purposes of comparison, we have
used the method in [5] since this is the only one of the alternatives which can recover
the shading factor and the reflectance together with the specular coefficient and the
illuminant power spectrum. This is as the other alternatives can just estimate the il-
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Table 4.4: Performance, in both Euclidan angle and SID (in parenthesis), yielded by
our method and the alternatives when applied to the Landscape data set.
Method
SBE
SBE (simplified)
Andrews
Cauchy
Huber
Tukey
Method in [5]
Method in [27]
Grey World
White Patch
Grey Edge

Mean
19.3174
(0.0197)
11.2873
(0.0101)
12.7993
(0.0120)
12.8096
(0.0120)
12.8188
(0.0120)
12.7996
(0.0120)
10.9602
(0.0085)
14.5406
(0.0131)
20.6015
(0.0217)
10.0340
(0.0080)
14.1116
(0.0127)

Median
16.1788
(0.0019)
7.8968
(0.0019)
12.2962
(0.0019)
12.2861
(0.0019)
12.2089
(0.0019)
12.2963
(0.0019)
10.0906
(0.0019)
13.4594
(0.0019)
22.8744
(0.0019)
11.1583
(0.0019)
12.6478
(0.0019)

Trimean
17.1320
(0.0021)
9.0438
(0.0021)
11.4875
(0.0021)
11.4544
(0.0021)
11.4109
(0.0021)
11.4870
(0.0021)
10.0430
(0.0021)
13.2821
(0.0021)
20.8913
(0.0021)
10.2222
(0.0021)
13.6811
(0.0021)

Best 25 %
10.8625
(0.0010)
4.3386
(0.0010)
4.2221
(0.0010)
4.2556
(0.0010)
4.2753
(0.0010)
4.2238
(0.0010)
6.9585
(0.0010)
8.2529
(0.0010)
10.5402
(0.0010)
4.0532
(0.0010)
6.8654
(0.0010)

Worst - 25 %
29.0911
(0.0722)
19.3380
(0.0343)
20.4111
(0.0419)
20.3243
(0.0419)
20.2923
(0.0419)
20.4118
(0.0419)
16.0119
(0.0284)
21.5987
(0.0462)
30.5261
(0.0799)
15.8473
(0.0264)
22.9733
(0.0447)

luminant. Following the timings in the table, we note that our simplified method is
approximately 10.21 times faster than the alternative. This is due to both, our much
simpler optimisation approach and the use of the shapelets, which permits convergence
in an average of 3.2 iterations. Moreover, the application of the robust estimators has a
marginal increase in the processing time with respect to our SBE (simplified) method.
This is particularly evident on the hyperspectral data sets, with an increase of 0.6 sec
onds, which is 1.01% of the computation time.
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Table 4.5: Performance, in both Euclidan angle and SID (in parenthesis), yielded by
our method and the alternatives when applied to the Toys and Coins data set.
Method
SBE
SBE (simplified)
Andrews
Cauchy
Huber
Tukey
Method in [5]
Method in [27]
Grey World
White Patch
Grey Edge

4.4.3

Mean
12.0502
(0.1158)
7.9062
(0.0587)
8.0873
(0.0671)
7.9747
(0.0658)
8.0114
(0.0662)
8.0853
(0.0671)
3.4282
(0.0069)
53.2769
(0.0670)
20.2554
(0.2581)
9.7244
(0.0841)
9.8812
(0.0842)

Median
13.6316
(0.1260)
4.8601
(0.0276)
4.4454
(0.0189)
4.4025
(0.0185)
4.3813
(0.0189)
4.4454
(0.0189)
3.2775
(0.0045)
75.8116
(0.0074)
22.6857
(0.3006)
5.1664
(0.0240)
6.4993
(0.0386)

Trimean
12.5501
(0.1116)
5.2016
(0.0269)
4.7704
(0.0213)
4.7333
(0.0216)
4.7336
(0.0218)
4.7671
(0.0213)
3.2580
(0.0046)
58.5687
(0.0102)
21.3653
(0.2775)
7.0590
(0.0494)
8.2428
(0.0644)

Best 25 %
4.3165
(0.0163)
3.4501
(0.0123)
2.9906
(0.0065)
2.8468
(0.0061)
2.8983
(0.0062)
2.9879
(0.0065)
1.9365
(0.0020)
3.4888
(0.0020)
11.2977
(0.0981)
3.3204
(0.0117)
2.6969
(0.0058)

Worst - 25 %
18.2270
(0.2105)
17.7344
(0.1689)
19.9429
(0.2194)
19.7823
(0.2158)
19.8272
(0.2165)
19.9388
(0.2193)
5.3213
(0.0160)
78.4717
(0.2386)
25.7157
(0.3634)
21.4815
(0.2360)
21.2989
(0.2246)

Shading Factor Recovery and Lambertian Reflectance Cor
rection

We now show qualitative results on the recovery of the shading factor on sample human
subjects from the data set used in the previous section. We also show sample results
of Lambertian reflectance correction on trichromatic images taken from the MSRA
data set [236]. This implies that, for the multi-spectral data, we are computing the
shading factor g(u) whereas for the trichromatic images the task involves removing
specularities from shiny surfaces and for limb brightening effects to be compensated
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Table 4.6: Performance, in both Euclidan angle and SID (in parenthesis), yielded by
our method and the alternatives when applied to the Mondrain data set.
Method
SBE
SBE (simplified)
Andrews
Cauchy
Huber
Tukey
Method in [5]
Method in [27]
Grey World
White Patch
Grey Edge

Mean
14.8967
(0.1230)
5.7857
(0.0455)
5.6729
(0.0468)
5.6169
(0.0443)
5.6201
(0.0450)
5.6726
(0.0468)
11.4822
(0.0923)
9.1814
(0.0913)
7.3296
(0.0404)
6.8212
(0.0273)
4.6137
(0.0141)

Median
12.3843
(0.0486)
2.6024
(0.0027)
2.4052
(0.0023)
2.5118
(0.0024)
2.4426
(0.0024)
2.4013
(0.0023)
9.2743
(0.0335)
3.7366
(0.0059)
4.1031
(0.0071)
5.4641
(0.0123)
3.6339
(0.0048)

Trimean
13.0833
(0.0623)
2.9151
(0.0038)
2.6890
(0.0035)
2.8415
(0.0039)
2.8068
(0.0036)
2.6888
(0.0035)
9.4839
(0.0409)
5.9405
(0.0255)
5.5799
(0.0175)
5.5606
(0.0137)
3.7481
(0.0071)

Best 25 %
4.3854
(0.0106)
0.7123
(0.0002)
0.4797
(0.0001)
0.5697
(0.0002)
0.5466
(0.0001)
0.4802
(0.0001)
2.5933
(0.0031)
0.3594
(0.0001)
0.6015
(0.0002)
1.8248
(0.0015)
0.3642
(0.0001)

Worst - 25 %
29.6882
(0.3620)
17.0204
(0.1747)
17.2213
(0.1812)
16.6817
(0.1706)
16.7923
(0.1735)
17.2194
(0.1812)
24.1779
(0.2894)
25.9029
(0.3292)
18.6296
(0.1316)
14.3614
(0.0818)
10.7983
(0.0446)

on rough objects.
In our experiments, we compare the method as presented in Section 4.2 against
the results yielded by the alternative in [5] and the simplified variant of our method.
Note that our two sets of experiments, i.e. those on multi-spectral images and the ones
on trichromatic data, are quite related since the shading factor here is the cosine of
the angle between the surface normal and the light source direction. This is precisely
Lambert’s Law [232], which has been widely used in shape-from-shading approaches.
In Ligure 4.8, we show the shading map, i.e. the value of g( u) for every pixel
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Table 4.7: Average timing (in seconds) per image in each data set for our SBE method,
its simplified version (SBE S), the application of robust regularisers and the alternative
in [5],
Method
SBE
SBE (S)
Andrews
Cauchy
Huber
Tukey
Method in [5]

Human Vis
158.6 ± 1.7
59.2 ± 0.5
59.5 ± 0.6
59.5 ± 0.5
59.5 ± 0.6
59.4 ± 0.6
597.1 ± 5.5

Human NIR
181.0 ± 2 .7
64.9 ± 0.8
65.3 ± 0.9
65.2 ± 0.7
65.2 ± 1 .2
65.2 ± 0 .7
669.2 ± 5.0

Landscape
161.3 ± 4 .3
60.4 ± 1 .5
60.6 ± 1 .4
59.9 ± 0.9
59.9 ± 0.7
60.3 ± 1.1
502.3 ± 5.1

Toys and Coins
128.4 ± 1 .5
43.2 ± 0.2
43.8 ± 0.3
43.7 ± 0 .2
43.7 ± 0.3
43.7 ± 0.2
499.6 ± 6.9

Mondrain
61.3 ± 0.5
61.5 ±6.1
70.1 ± 0.4
70.3 ± 2.7
70.1 ± 0.4
70.1 ± 0 .5
683.4 ± 1.7

in the detail for the imagery corresponding to three subjects in the data set. In the
figure, the left-hand panel shows the pseudocolour image of the input multi-spectral
imagery whereas the other three columns show the results yielded by the alternative
in 15], our method and its simplified version, respectively. In Figure 4.9, we show
a similar sequence for our Lambertian reflectance correction corresponding to three
sample images taken from the MSRA data set [236]. For both figures, the shading
factor is expected to appear as a diffuse, matte analogue of the input multispectral or
trichromatic image.
From the images, we can observe that the secularities have been better suppressed
by our method as compared to the alternative. Moreover, the shading factor recovered
by our method is smoother and conveys a better shading cue. This is particularly
evident in the forehead of the subject in the top row of Figure 4.8 and the image in the
top row of Figure 4.9. Also note that the background for the shaded images delivered
by the alternative, as shown in the second column of both figures, is somewhat noisy
and distorted. Further, for the trichromatic imagery, the method in [5] has been duely
affected by the textures in the MSRA images.
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Figure 4.8: Shading factor recovery results. First column: pseudo-color image for
sample input imagery; Second column: results yielded by [5]; Third and fourth
columns: results for our SBE method and its simplified variant, respectively.

4.4.4

Skin Recognition

We now turn our attention to the invariance properties of the spectral reflectance re
covered by our algorithm and its applications to recognition tasks. Specifically, we
focus on using the surface reflectance extracted from an image for skin segmentation.
This task can be viewed as a classification problem where the skin and non-skin spec
tra comprise positive and negative classes. For purposes of skin recognition, we select
skin and non-skin regions from one of the images for each subject in our human sub
ject data set. We use this single image per subject, taken under one of the illuminants,
and store the normalised reflectance spectra as training data. Subsequently, we train
a Support Vector Machine (SVM) classifier with a polynomial kernel of degree 2 on
the training set. The resulting SVM model is applied to classify skin versus non-skin
pixels in the remaining images of the subject, which have been acquired under diverse
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Figure 4.9: Lambertian reflectance correction results. First column: sample trichro
matic input imagery; Second column: results yielded by [5]; Third and fourth columns:
results for our SBE method and its simplified variant, respectively.

illuminant spectral conditions. In this manner, we can assert the robustness of the
illuminant spectrum recovered by our algorithm at training time and the normalised
reflectance yielded by the method at testing.
In the left-hand column of Figure 4.10, we show a sample band for the images used
for training corresponding to two subjects in the data set. The second column shows
one of the testing images of the same subjects under a diverse illuminant condition.
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Figure 4.10: Left-hand column: sample training images for two subjects in our data
set; Second column: sample testing multi-spectral image; Third column: probability
skin maps yielded by the reflectance extracted using the method in [5]; Fourth and fifth
columns: skin probability maps recovered making use of the reflectance computed
using our method and its simplified version, respectively.
The skin probability maps yielded by the SVM applied to the reflectance recovered by
the alternative in [5] are shown in the third column, whereas those yielded using the
reflectance computed by our method and its simplified version are shown in the two
right-most columns. In these skin probability maps, lighter pixels are more likely to
be skin.
Figure 4.10 provides a proof of concept that the recovered skin reflectance spectra
are invariant to illuminant variations and light source direction changes. Indeed, the
skin segmentation maps for our method show a substantial proportion of skin pixels
correctly classified. In addition, non-skin face details such as eye brows and mouth are
correctly distinguished from skin. On the contrary, the alternative has produced much
more false negatives in skin areas and false positives in other materials.
We provide a more quantitative analysis in Table 4.8. In the table, we show the
performance of the above skin segmentation scheme in terms of the classification rate
(CR) and false detection rate (FDR) over 5-fold cross validation. In the table, we also
show the accuracy when the raw radiance is used as an alternative to the reflectance
recovered by our SBE method or the alternative in [5]. The classification rate is the
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Table 4.8: Skin segmentation accuracy yielded by the reflectance recovered using our
SBE method, the alternative in [5] and the raw image radiance
FDR
CR
SBE
94.87% ± 6.94%
2.05% ± 1.87%
97.72% ± 1.84%
2.18% ±1.27%
SBE (simplified)
Alternative in [5] 86.61% ± 15.88%
8.12% ± 8.74%
71.23% ±9.17%
Raw radiance
12.48% ±11.64%

overall percentage of skin pixels classified correctly. The false detection rate is the
percentage of non-skin pixels incorrectly classified as skin. The table shows the CR
and FDR over all the subjects in the data set when testing is done on the image il
luminated by the frontal light source. As expected, the reflectance recovered by our
method achieves the highest skin recognition rates.

4.4.5

Reflectance and Illuminant Replacement

Finally, we illustrate the utility of our method for tasks relevant to image editing.
In this section, we show how the photometric parameters recovered from imaging
spectroscopy can be used to replace the reflectance of an object in the scene or change
the illuminant power spectrum. This benefits from the ability of combining spatial
and compositional information so as to reconstruct an image using image formation
process. To replace the reflectance of an object or change the illuminant in the scene,
we commence by recovering the photometric parameters using our method. Once the
reflectance, illuminant power spectrum, shading factor and specular coefficients are at
hand, we recover the new image by evaluating the model in Equation 4.1.
In this set of experiments, we have used a spectrometer to obtain the reflectance
of some naturally occurring materials, such as leafs, human skin and terracotta. These
reflectance spectra are used as an alternative to that of the object under consideration
so as to recover the edited image. For the illuminants, we have used a spectrometer
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Figure 4.11: Skin reflectance substitution. Top panel: Pseudocolour imagery for the
input images; Bottom panel: Result o f replacing the skin reflectance o f the subject for
an alternative in our database.

equipped with an integrating sphere to acquire the power spectrum o f light sources
commonly found in the real world, such as sunlight, tungsten illuminants, XenonKripton lights, etc.
We first illustrate how the skin recognition results shown in the previous section can
be used for skin reflectance substitution. In Figure 4.11, we show three pseudocolour
images corresponding to imagery from the human subjects data set. For these subjects,
we have performed skin recognition and replaced the skin spectra with an alternative
skin reflectance acquired w ith the spectrometer.
In a similar setting, we have performed reflectance recognition on the clothing of
the three subjects. Here, we have used the reflectance extracted by our method and
applied the object material recognition algorithm in [243] to the cloth under consider-
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Figure 4.12: Top panel: Pseudocolour imagery for the input images; Bottom panel:
Result of replacing the reflectance of the subject’s clothing for an alternative in our
database.
ation so as to select the pixels whose reflectance is to be replaced. The results of these
cloth reflectance replacement operations are shown in the second row of Figure 4.12.
Note that, for the second subject, the creases are much more evident with the alterna
tive reflectance. We would like to emphasise that no further editing or retouching has
been effected. The reason for the creases to appear more evident when an alternative
reflectance is used resides in the fact that these are indeed visible in some bands on the
multi-spectral imagery. These bands have a marginal effect when the pseudocolour
image is produced due to the dark (black) colour of the t-shirt. Nonetheless, with
the alternative reflectance, whose colour is beige, these creases appear on the pseudo
colour image. This is consistent with the notion that our method can deliver a separate
output for the shape, the reflectance and other photometric parameters and, hence, the
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Figure 4.13: Top panel: Pseudocolour imagery for the input images; Second row:
Result of replacing the illuminant in the scene. Bottom row: Result of replacing the
skin spectra, cloth reflectance and scene illuminant for alternatives in our database.
reflectance substitution does not affect the creases in the t-shirt.
Finally, we show results for illuminant power spectrum replacement on the three
subjects used in our experiments. In Figure 4.13 we show, in the second row the
pseudocolour for the images in the top row when the spectrum of the illuminant is
replaced by that corresponding to a strip light. In the third row, we show the results
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of the cloth, skin and illuminant power spectrum replacement on the imagery. Note
that the temperature of the imagery changes, tending to the greenish hue commonly
induced by neon tubes.

4.5

Conclusions

In this chapter, we have presented Shapelet Based Estimator (SBE) for the recovery
of the dichromatic photometric parameters from a single image. The recovery process
permits the use of an efficient three-step process which can be solved via a constrained
least-squared optimisation. We have also presented a simplified version of the method
which employs highly specular pixels to recover the illuminant power spectrum. This
simplification has proved to be effective in our experiments and provides a means
to avoiding the use of least-squares optimisation. We have explored the use of ro
bust statistics and performed a number of experiments on illuminant power spectrum
recovery, shading factor computation and skin recognition. We have also compared
our method against an alternative and shown simple examples of re-illumination and
material substitution which illustrate the potential of the method for digital media gen
eration , image editing and retouching that are described in Chapter 5.
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Chapter 5

Personalising Colour Preferences for
Materials and Illuminants

Art for art’s sake is an empty phrase;
Art for the sake of truth, art for the
sake of the good and the beautiful,
that is the faith I am searching for.
George Sand,
French novelist and memoirist

5.1

Introduction

In Chapter 4, we show how photometric invariants can be recovered from a single
image. To make use of these reflectance parameters, here we present a method that
allows the creation of user colour preferences for materials and lights in a scene.
In computer vision, video and graphics, cameras and rendering contexts are used
to capture or reproduce colour information. Accurately capturing and reproducing
colours as acquired by digital cameras is an active area of research which has appli
cations in colour correction [165, 166, 167, 168], camera simulation [169] and sensor
design [170].
The quantification and measurement of the accuracy of the colours acquired by
93
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Figure 5.1: Left-hand panel: Pseudocolour hyperspectral image; Middle and right-hand pan
els: Images resulting from edits by two members of our user focus group.

a camera in terms of human perception has created a vast amount of literature, as
summarised in Chapter 2. Efforts to make colours metrically accurate and the use
of colour matching functions to visualise an image tend to overlook the potential of
rendering an image so as to accord with material composition of a scene. Thus, here
we consider the situation where scene colours can be reproduced based on particular
materials and lights. That is, rather than computing the RGB values using the colour
matching functions [6], we aim at producing colours for materials and illuminants in
the scene based on the colour preference of an individual user.
The effect of different user preferences is demonstrated in Figure 5.1. In the figure,
we show the modifications to an input image (whose pseudocolour as computed using
the CIE standard [173] is shown in the left-hand panel) by two different users. In the
middle and right-hand panel, the petals of the flower have been assigned colours ac
cording to a user’s preference. The middle panel shows distinct colours across regions
within each petal, whereas the second user’s edit, shown in the right-hand panel, is
very different from that of the first user.
Our method employs material and illuminant libraries so as to achieve imagery
whose aesthetics depend on the material and the illuminant and can be personalised to
the user. Hence, the work here, provides a link between user input and image spectra.
Noting that it is often the case that a user will aim at reproducing colour per material
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rather than based upon chrominance. This is intimately related to image aesthetics,
where a user naturally has a preference for images whose colour is perceptually pleas
ing.
The reproduction of images based on aesthetics, colour harmony and user input
presents a number of challenges. Firstly, image aesthetics and colour harmony have a
wide range of computational interpretations. Depending on the context and conditional
attributes, a wide variety of compositional and chromatic rules may apply. Secondly,
these rules are to be combined with the user input to avoid counter-productive results
when the method is generalised to other images. In Figure 5.2, we illustrate this by
showing a user’s edit in the middle panel. After the edit operation is applied accurately
to the input image, it does not generalise well to the skin hue in the image in the righthand panel. This is because the user has modified the yellow hues in the left-hand
image turning them into green.
Thus, here, we depart from the image formation process so as to express image
spectra in terms of a set of primordial materials, i.e. end members, and canonical
illuminants. This entails a computational approach by which the colour of each pixel
can be expressed as a linear combination of material and illuminant colours. These
colours can be personalised to the user via a numerical optimisation scheme whose cost
function is aimed at conforming with the user input, maximising the image aesthetics
and obeying colour harmony rules. This avoids the counter-productive effects resulting
from direct modification of the material colours in an image while assuring that the
output will be as close as possible to the colour input provided by the user.
This chapter is organised as follows. In Section 5.2, we depart from the image
formation process so as to present a linear decomposition of an image which relates
the pixel spectra to a library of canonical illuminants and material end members. This
serves to express the tristimulus values for each pixel as a linear combination of the
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Figure 5.2: Left-hand panel: Pseudocolour hyperspectral image; Middle-panel: Image edited
by one of our users; Right-hand panel: Image resulting from the profile learned when editing
the image in the middle panel.
colours of each endmember and canonical illuminant. We show how the scene ra
diance may be decomposed accordingly in Section 5.3. In Section 5.4, we use the
decomposition of the image radiance, colour harmony, image aesthetic measures and
the user input to show how a set of colour preferences may be recovered. We elaborate
on the implementation issues related to our approach in Section 5.5. Finally, we show
experiments and conclusions in Sections 5.6 and 5.7, respectively.

5.2

Image Formation Process

As mentioned earlier, we depart from the image formation process for colour images.
Based upon the Dichromatic Model [27], here, we note that the illuminant power spec
trum L(-) and the surface reflectance S(u, •) can be viewed as being spanned by a
predetermined spectral basis. This is consistent with approaches elsewhere in the lit
erature. For instance, Cohen [244] found that the spectral reflectance of 433 chips
in the Munsell Book of Color lie in a subspace spanned by three principal compo
nents. Subsequently, Maloney [245] represented the reflectance spectra of Munsell
samples and naturally occurring materials as a linear combination of up to six spectral
elements. Building on these experimental results, Marimont and Wandell [246] de
veloped a low-dimensional linear model of real-world spectral reflectance where each

§5.2 Image Formation Process

97

spectrum S(u, A) is expressed as a weighted sum of wavelength-dependent basis func
tions. In a related work, Tominaga [101 employed linear bases to recover both the
illuminant spectrum and the surface reflectance from multispectral images.

Here, we employ two spectral libraries, one for the surface reflectance and the
other for the illuminant. The first of these, denoted as the set S, consists of primordial
materials or end members composing the objects in the scene. These primordial ma
terials can be man-made or naturally occurring ones, such as plastic, metals, skin, etc.
As a result of this treatment, we can view the materials in a scene as composed of a set
of N primordial elements, i.e. our end members, as follows
N

S(u,A) =

pm(v)Sm( \ ) ,

(5.1)

m —1

where Sm(A) is the reflectance of the end member with the index m in the material
library, and pm(u) is the corresponding mixture coefficient at the pixel v.

The second library corresponds to “canonical” illuminant power spectra corre
sponding to common light sources that occur in real world environments. Similarly
to the above end members, this library consists of lights widespread in natural and
man-made environments, such as sunlight, neon tubes, tungsten lighting, etc. Thus,
we express the global illuminant in terms of these canonical illuminant power spectra
as follows
M

L(A) = X><L<(A),
t= 1

(5.2)

where L^(A) is the spectral power of the £th entry in our library of M canonical illuminants and ocp is the corresponding mixture coefficient.

By substituting Equations 5.2 and 5.1 into Equation 2.2 we can rewrite the dichro-
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matic model expression as follows

=g(v)

M

N

£=1

m= 1

M

E E &ePm(v)Le(A)Sm( \ ) + k ( v ) E^M^)-

(5.3)

£=1

It is worth noting that expressions similar to Equation 5.3 have been employed else
where [247, 248, 249], Further, our libraries are independent o f the input images. Their
entries can be acquired beforehand through a separate process using spectroscopy de
vices such as spectrometers or spectral cameras.

The equation above also suggests that there is a tristimulus (RGB) value corre
sponding to each pair o f material endmember and canonical light source in the above
libraries. Ce\ f c{L[, Sm) be the colour matching function that assigns a tristimulus to
an endmember-canonical illum inant spectrum pair. Similarly, let ^ ( L / ) be the colour
matching function for the canonical illuminant spectrum L^. Recall that, following
the theory on colorimetry

[871, the colour sensed by a broadband sensor is an in

tegration of fight across different wavelengths. Thus, for a colour channel c, where

c E {R, G, B}, the pixel intensity for the colour c is given by

f c ( Lf,S ,„)

<k(U)

J

=

Kc

Fc( \ ) L e( \ ) S m(A )d \

=

VCJ Fc{X)Li(X)d\,

where V is the human visible spectrum, i.e.
spectral sensitivity o f the imager

(5.4)

V = [400m7Z,780nm], FC(A) is the

[6] at the wavelength A and

and Sm are the

vectorial forms o f L ^(A ) and Sm(A) by concatenating these values across the sampled
wavelengths. In addition, kc and vc in Equation 5.4 are the colour balance factors of
the camera with respect to pre-determined references.

The expression above allows us to relate pixel colours in the channel c to that of
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the spectral libraries, as follows
M

k ( v ) = g(v)

N

M

Y Y Oi(pm{v)fc (L£/ S m ) + k(v) Y
m=i

(W ) •

(5.5)

e=i

It is worth noting that so far, we have assumed that the functions/c(-) and /%(■)
are available and that the reflectance and global illuminant have been decomposed ac
cordingly. In the following sections, we show how these functions can be personalised
based on user input, aesthetic measures and colour harmony. To this end, we com
mence by decomposing the original spectral radiance I(v, A) into the components of
the dichromatic model, including L ( A) , S ( v , \ ) fg(u) and k(u) we get from previous
chapter. The illuminant spectrum and the material reflectance spectra are then further
expressed in terms of canonical illuminants and material end members in our library.
Finally, the colour mapping for each illuminant and material in the libraries is used to
render the colour of an arbitrary spectral image. This provides a means to personalised
colour preferences through the tailoring of the functions fc(-) and f^(-) to different
applications and users.

5.3

5.3.1

Scene Radiance

Decomposing the Illuminant Spectrum

We commence by decomposing the global illuminant into a linear combination of pre
determined canonical illuminants. Given a library of canonical illuminants { L ^ =
1, . . . M }, we recover the coefficients ocp by solving the following minimisation prob-
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lem
M

min

M
subject to

As before, in Equation 5.6, L and

| | L—

(5.6)

e=i
oil > 0, W = 1 ,... M

are the vectorial forms of the scene illuminant

spectrum and the canonical illuminant spectra and || • || denotes the f 2-norm. This non
negative least square problem can be solved using the techniques described in [250].

5.3.2

Object Reflectance and Scene Materials

We now turn our attention to the reflectance of the objects in the scene. The decompo
sition of object reflectances into end members proceeds through two stages. In the first
of these, we cluster the reflectance for the objects in the scene into groups of pixels
that are composed of the same or similar materials. These materials vary with respect
to the input image and are data-dependent. In the second stage, each scene material is
further related to the endmember library via a linear “unmixing” operation. Figure 5.3
illustrates this process, where two material clusters corresponding to the skin and the
printed paper are decomposed into different underlying end members.
The grouping of the reflectance of objects in the scene into materials is motivated
by the fact that, the direct application of the unmixing operation may cause the break
up of objects into bogus end members. To illustrate this, consider an object made of
a material with variations in reflectance across its surface. However, this variability in
the actual reflectance do not necessarily indicate a change of object material, but rather
a small variation in endmember abundances. For instance, reflectance variations on the
face in Figure 5.3 may be due to small variations in the skin tone. In fact, it is rather
undesirable to have objects partitioned or fragmented into inconsistent end members

§5.3

Scene Radiance

101

Figure 5.3: The decomposition of an image into the material library occurs in two stages. The
first stage involves segmenting the image into material clusters, whereas the second relates the
mean reflectance of each cluster to a mixture of underlying primordial materials.

when the colour image is produced. Ideally, we aim to avoid changes in endmember
assignments due to these small reflectance variations. This also serves to avoid adverse
effects in the computation of the preferred colours for object materials.
Thus, we impose endmember consistency between image pixels sharing the same
reflectance. Instead of decomposing the image reflectance into end members at the
pixel level, we perform the unmixing operation on each material cluster. Here, we
employ a soft-clustering approach applied to the reflectance spectra in the image. To
commence, we denote the vector S(u) as the concatenation of the spectral reflectance
values S(u, A) over the sampled wavelengths. Moreover, we quantify the association
between a material cluster and a pixel v in the image by the “membership” probability

P(co\v), where co is the mean reflectance spectrum. Taking all the material clusters
O in the scene into account, the problem becomes that of estimating both the mean
reflectance spectra of the materials in the scene and the association probabilities of
each pixel.
To do this, we employ an affinity metric a(co, S (u )) between the pixel reflectance
spectrum S(v)) and the mean reflectance spectrum co of a material cluster. Mathemat-
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ically, this affinity measure can be defined by the Euclidean angle

^ sw ) = i - »s(l)iMr

(5'7)

where (•, •) denotes the dot product of two vectorial arguments.
With this measure, the clustering problem can be formulated as the minimisation
of the total expected affinity with respect to the set of mean reflectance spectra {a;}
and the association probabilities (P(o;|i?)} for the entire image. This yields

m i n A j otai =

m in

P(co\v)a(cv, S(u))

(5.8)

i?GX,ü7GO

P(w\v) — 1/Vü G X,

subject to

(5.9)

wen

where X is the spatial domain of the image and the constraint corresponds to the law
of total probability.
Since the formulation in Equation 5.8 often favours hard assignment of pixels
to their closest materials, we restate the problem with the maximum entropy crite
rion [251], According to this criterion, distributions with a non-maximal entropy
would imply restrictive assumptions on the problem. Therefore, we impose the maxi
mum entropy constraint on the association probabilities to make the least assumption
on the clustering problem. To this end, we quantify the level of uncertainty of the
material association distribution using an entropy defined as

£ = - Y , H P(cv\v) log P(cv\v)

(5.10)

v E l w G f)

With the affinity metric in Equation 5.7, the problem becomes that of finding a
set of object material spectra and a distribution of material association probabilities
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P( cü\v ) for each pixel v so as to minimise

(5.11)

where
L = T£ + £ q(v)
uG l

£

PM ») - 1 h

(5.12)

\ o;G O

and T > 0 and p(i>) are Lagrange multipliers. While T > 0 weighs the level of ran
domness of the material association probabilities, q( v ) enforces the total probability
constraint for every image pixel v.
To maximise the affinity, we employ an optimisation approach in a fashion some
what similar to a deterministic annealing process. Unlike stochastic or simulated an
nealing [252], deterministic annealing is able to avoid being attracted to local minima
and converges faster than the former alternatives. The deterministic annealing process
commences by assuming that all the image pixels are made of the same material. As
the annealing progresses, the material set O is populated. This, in essence, constitutes
several “phase transitions”, at which new materials arise from the existing ones. This
phenomenon is due to the variation of the affinity a(co, S(u)) over the pixel reflectance
S(z>) and the mean material reflectance spectra co.
The deterministic annealing approach casts the Lagrangian multiplier T as a sys
tem temperature. At each phase of the annealing process, the temperature T is kept
constant and the algorithm proceeds as two interleaved minimisation steps so as to
arrive at an equilibrium state. These two minimisation steps are performed alternately
with respect to the material association probabilities and the mean material reflectance
spectra.
Once the association probabilities are in hand, we can derive the optimal set O of
material reflectances which minimises the cost function A£ntr0py in a straightforward
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manner.
To arrive at the solution, we take the derivatives of A£ntr0py with respect to the
material reflectance spectra and equate them to zero. For the material reflectance to,
this yields
(5.13)
Having obtained the material reflectance to, we recover the pixel-to-material asso
ciation probabilities which minimise the cost function by setting the partial derivative
of Atntropy with respect to P(to\v) to zero. Since

P{to\v) = 1, it can be shown

that the optimal material association probability for a fixed material set O is given by
the Gibbs distribution

(5.14)

5.3.3

Unmixing Scene Materials into End Members

As mentioned earlier, we further decompose the mean reflectance spectra of materials
into endmember abundances. Let pm(co) be the abundance, i.e. the proportion of
the m-th endmember in the composition of the material reflectance spectrum to. To
decompose the material spectrum into end members, we minimise the following cost
function
N

f min ll^~

{pm{u)}

subject to the constraints tom(to) > 0 and

E Pm(co)Sm||,

(5.15)

m= i

l Pm(w) — lVo; G O, where S m is the

vectorial form for the reflectance spectrum of the m-th end member.
The minimisation of the cost function in Equation 5.15, can be done in a straight
forward manner making use of a non-negative least-squares solver [250], As a result,
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the endmember abundances at pixel v are given by

pmiv) = Y j P(v\v)Pm(<*>).

5.4

(5.16)

Computing Colour Preferences

In the previous sections, we have shown how to decompose an input image into canon
ical illuminants {L^>} and material end members {Sm}. Now we turn our attention to
the optimisation approach used to recover the colour matching functions f c{-, •) and
fic(') given user input. The input provided by the user is the colour triplet ( Ir ( v ), Iq ( v ), I b ( v ) )

assigned to a number of pixels v over a set of spectral images Y. Each of these has
been decomposed into a mixture of canonical illuminants and material end-members
with coefficients

and pm(v), respectively.

In practice, the user can choose pixels in an image X that he/she would like to edit
by assigning a colour to their corresponding materials. In this manner, the problem
becomes that of finding the colour preference function

and

for each end-

member and each canonical illuminant so as to satisfy the colour assignment given by
the user. A straightforward solution here would be to solve a linear system of equations
so as to recover the colour mapping functions based on, for instance, a least squares
criterion. The main drawback of this treatment is that, given a set of images, when
the user edits the materials in one of them, such an action will affect the appearance
of the rest of the imagery. Thus, we are required to moderate the effect of changes in
the preferred colours of canonical lights and material end members being edited. Such
a moderation is aimed at preventing changes that would make the colour of the re
maining images aesthetically unappealing while delivering colour matching functions
as consistent as possible to the user input.
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5.4.1

Problem Formulation

To this end, we introduce measures of aesthetic quality and colour harmony into our
optimisation problem. Here, we quantify aesthetic quality and colour harmony mak
ing use of perceptual features and incorporate them as regularisers for the objective
function. Specifically, we opt to derive these features from the HSV colour represen
tation of the training images. This is since HSV is perceptually consistent with human
vision. Thus, we minimise the following cost function over the whole image set with
respect to_^-(L^,Sm) and/zc(L^)
/

e(J c r f k )
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EE
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In the above equation, 1 is an image in the training set Y and Tj > 0 and T2 > 0 are
the coefficients that control the influence of the aesthetics and colour harmony. In ad
dition, we have denoted ß(X) as the aesthetic score and 7(X) as the colour harmony of
the image X. Note that maximising the aesthetic score means minimising the cost func
tion. In addition, the smaller the value of 7 (X), the higher colour harmony is achieved
for the image X. In effect, these regularisers penalise choices o f f ( Lf , Sm) and /z(L^)
which yield poor aesthetics and colour harmony. In Sections 5.4.2 and 5.4.3, we shall
describe and quantify the concepts of image aesthetics and colour harmony in the con
text of our problem.

5.4.2

Image Aesthetics

Photography professionals usually assess image aesthetics using certain criteria re
garding composition, clarity, simplicity, colour and lighting [183, 184]. Although
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these criteria are widely known in photography, it is difficult to quantify how they
influence an observer’s appreciation of image aesthetics. One way to evaluate the in
fluence of these factors on the perception of image aesthetics is to use a supervised
learning approach based on photo aesthetic scores [185], The training and testing pro
cedures require a set of features such as those in reported in [185]. Here, we express
these features in terms of the colour values of material end members and canonical
illuminants present in a scene.
Here, we quantify the aesthetics of colour images with one of three alternatives.
Two of these variants are based on classifiers and one computed using logistic regres
sion. These scores are represented as parametric functions of the aesthetic features,
whose parameters are learnt from the training data so as to maximise the separation of
images with high ratings from those with low ratings.
5.4.2.1

Aesthetic Features

In order to quantify image aesthetics, we employ a number of image features reported
by Datta et al. [185]. In [185], the authors obtained the highest accuracy in separat
ing high-quality from low-quality photographs with only 15 out of the 56 candidate
features. Thus, we select eight of their features and express these in the HSV colour
space. We do this so as to allow for the quantification of colour perception in uniform
scales of hue, saturation and brightness. Let 9-f(v), s(v) and 'P(v) denote the hue,
saturation and brightness values at the pixel v, and |.| be the number of pixels in an
image or an image region. The features <p?(X) used here are as follows
• (p\(X) is the average saturation for the largest material region of the image I.
With co\ denoting the largest material region obtained by the algorithm described
in Section 5.3.2, we quantify this feature as <p\(X) =
• (p2 {X) is the average intensity over the image J , which is given by the formula
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*2 (1 ) =

H

P
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• <p3 (Z ) is the average hue for the third largest material region o f the image I.
With

0 )3

denoting the third largest material region o f the image, this feature is

computed as (p?,(T) =
• cp${Z) measures the colourfulness o f an image X using the average image satu
ration. This feature is computed by the formula (f\{X ) =
• (ps{Z) quantifies the compliance o f an image to the rule o f thirds. As described
in [1851, this rule is an approximation o f the golden ratio and specifies that the
focus o f the image should be located at the intersection o f horizontal and vertical
lines that divide the image into thirds. As a result, the image is divided into nine
equal rectangular regions. Assuming that X ^ ^ is the inner rectangle formed
by these four lines, we formulate this feature based on the average saturation of
pixels in this rectangle as given by (fs{X)

_

l i z -Lthird
X third I

• (pe{X) quantifies the sim plicity o f an image. The rule o f sim plicity specifies
that appealing photographs should contain little clutter that could divert the ob
server’s attention from the main subject. One way to isolate the main subject
from the rest o f the image is to capture an image with a low depth o f field (DOF).
This method brings the subject into focus while keeping the rest o f the image out
o f focus. Following [185], this feature can be computed by dividing the image
into a lattice o f 16 equal rectangular regions. Let the four central rectangles be
denoted by Xjnner. The DOF feature can be quantified using the ratio o f the av
erage saturation o f these rectangles as compared to the remainder of the image

as^ )=PäHrWe summarise these features in Table 5.1. Having defined these features, we conT

catenate them to form the aesthetic feature vector <p(X) — [cp\ ( X ), (p2 ( X) , . . . , cp^iX)} .
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Table 5.1: Aesthetic features for each image.
Feature

Formula

Average saturation of the largest region
Average image brightness

< P 2 (Z ) =

Average hue of the third largest region

=M

Average image saturation

n(T) =

Rule of thirds
Low depth of field (DOF)

('T \

_

(P 6 [± )

rn

~

^ v e lin n e r^ ^
S (V )

As mentioned earlier, all the aesthetic features above are defined in the HSV colour
space to emulate the human colour perception. However, the colours of the canonical
illuminants and primordial materials are expressed in the RGB colour space. Fur
thermore, the HSV colour space is not linear and additive, i.e. the sum of two HSV
colour vectors does not necessarily represent the colour of their mixture. Therefore,
we cannot directly relate the HSV values of a pixel to the HSV values of the canonical
illuminants and constituent materials (end members). To appreciate this, recall that the
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transformation from the RGB to the HSV colour space is given by [253]
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(5.21)

otherwise

where the hue (Pi), saturation (5 ), value (V) and chroma (C ) are defined in terms
of the RGB colour values (Ir , IG/ Ib). The formulation in Equations 5.20 and 5.21
involves either piecewise, i.e. discontinuous functions for the intensity, chroma, and
hue with respect to RGB values. These functions result in a case-based evaluation of
the aesthetic features with respect to the RGB colour values of the illuminant and end
members.

To address this problem, we take an alternative approach to relating the HSV val
ues of pixels to the colour matching functions^ (L^, S m) and fic (L^>) of the underlying
canonical illuminants and the material end members, where c G { R, G, B} . To sim
plify the computation, we employ an approximation of HSV values using a single
analytical form for intensity, hue and chroma with respect to the RGB values, which
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is given by [254]
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With this approximation, the aesthetic feature vector <p(X) can be expressed in
terms of the RGB values at each pixel. In turn, the pixel RGB colours are expressed
as a linear combination of the RGB colour values of the canonical illuminants and
material end members by Equation 5.5. These analytical forms of the aesthetic features
are free of case expressions which helps simplify the optimisation problem.

5.4.2.2

Aesthetic Score

In this section, we introduce an aesthetic score to quantify image quality based on
the above features. To learn a model of image aesthetics, we perform classification or
regression on an image database where every image has been assigned a positive/nega
tive label or given a quality score. When a supervised classification method is used, the
separation of appealing from unappealing images based on aesthetic features is con
ducted by optimising an objective function under the constraint that these two classes
are given opposite labels. Subsequently, the aesthetic score function can be defined
as one that maximises the separation of the training images. Usually the function is
a parametric form of the aesthetic feature vector, with the parameters learnt from the
training data. Here, we consider two different classifiers, i.e. Support Vector Machines
and the Quadratic Discriminant classifier. In addition, we employ logistic regression
to fit the aesthetic score function to the user ratings of image quality. We describe the
classifiers and the regression function in our study as follows.
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Support Vector Machines

In a two-class classification problem, Support Vector

Machines (SVM) [255] aim to separate the positive and negative training samples
with a hyperplane so as to achieve the maximum margin between the two classes. In
the case where the training samples are linearly non-separable, it employs the “kernel
trick” to perform an implicit mapping of the input data samples to a linearly separable
feature space. The learning and testing phase are then conducted via an inner product
without the explicit knowledge of the feature space and the mapping. Here, we re
strict our attention to linear SVM and let the training data consist of a number of pairs
(<jo(X),y(X)), where (p(X) is the aesthetic feature vector and t/(Z) E { —1, +1} is the
label of the image Z. We also assume that the appealing images have a positive label,
whereas the unappealing ones have a negative one.

Let the separating hyperplane satisfy the equation w r(p + b = 0, where w is the
normal vector to the hyperplane, b is a constant offset from the origin and (p is an
aesthetic feature vector. With these ingredients, every training image Z satisfies the
constraint

w r <p(Z) + b

> +1 —£(Z) fory(Z) = +1

w r <p(J) + b <

—1 + £(Z) for y(Z) = —1,

(5.25)

where £(Z) > 0 are the slack variables in the case where the classes are linearly
non-separable.

In Equation 5.25, the term w Tcp(X) + b is the distance of a training feature vector
to the hyperplane. The higher the value of this term, the more likely an image is
classified as appealing (positive). Since the constant offset b only shifts this distance
globally, we can employ the expression ßs v M(Z) = w T(p{X) as the aesthetic score.
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A quadratic discriminant classifier separates

different classes of samples using a quadric surface with the following equation

(pTacp + b T(p -t- c = 0,

(5.26)

where cp is a feature vector and a, b and c are the parameters of the quadratic classi
fier, which can be learned by performing quadratic discriminant analysis [185] on the
training data.
By assuming that an appealing image, i.e. a positive sample Z, is one with a fea
ture vector cp(T) such that (p(Z)Tacp(Z) 4- b Tcp(Z) 4- c > 0, we can conclude that
the higher the value of this expression is, the more likely that
age. Therefore, we employ the aesthetic score function

Z

ßqUad(Z)

is an appealing im
=

acp(Z) 4-

b Tcp(Z) + c.

Logistic Regression

Apart from quantifying the aesthetic score using the classifica

tion methods above, one can employ logistic regression [256] to pairs of aesthetic fea
ture vectors and aesthetic labels assigned to the training images. The logistic function
is one that models the probability that an image is considered appealing. To accom
modate for this probabilistic measure, we adopt the convention that the aesthetic label
y{Z) = 1 if the user labels the image as appealing and y(Z)

—

0 otherwise.

Using the logistic function, the probability that an image Z is classified as aesthet
ically appealing is given as follows

p(y(z) = % (£ ))

l

1 4- exp

( -

wq

- w T(p{Z))

With the training data provided, one can learn the parameters

zuq

(5.27)

and w by max

imising the following log likelihood function over the whole image dataset Y and the
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label set y — { y{ X) \ X GY}

\ogp(Y,y;vr,wo) =

E logP(y(X) = l W{x ))
leY

=

E y(^)logcr(w0 + w r (p(X))
ZeY

+ (1 - y{ X)) lo g (l - cr(wo + w T(p(X)))r (5.28)

with the function cr(t) defined as cr(t) = 1 1g_^.
This optimisation can be solved by a number of standard methods such as gradient
ascent and the Newton-Raphson algorithm [257]. After obtaining the parameters w
and Wo for the training data, we employ the formula on the right hand side of Equa
tion 5.27 to quantify the aesthetic score as follows

ßlogisticW

5.4.3

=

logp(y(X) = l\q>(X))

=

- log ( l + e x p ( ~ w 0 - w T( p ( X ) ^ .

(5.29)

Colour Hamony

Up to now, we have related image aesthetics to a number of colour features based on
the user rating of image quality. We also note that these features are only based on a
single average value over an image or image regions, but do not quantify the distribu
tion of colours over the image. In fact, it is well-known that a number of hues, when
combined and arranged in a certain order, produce a pleasing affective response [200].
These hues are said to be in harmony and enhance image aesthetics. Here, we describe
colour harmony as an aesthetic feature related to the colour distribution in an image.
However, the perception of colour harmony has a wide range of meanings. De
pending on the context and attributes, several methods have been developed to quantify
colour harmony [196, 197, 198, 199]. Among these, Cohen-Or et al. [199] simplified
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the computation of colour harmony by only taking into account the distribution of
hues in an image. According to their work, an image is harmony when its hues can be
grouped into clearly separated clusters, rather than spreading out in a wide range. This
implies that colour harmony is correlated with the entropy of the hue distribution. A
low entropy implies a clearly separated clustering of the image hues and a higher level
of colour harmony . Therefore, we can quantify colour harmony as the entropy of the
hue distribution given by

(5.30)
He H

where

pz{7~L)

is the probability distribution of hues in the image J ,

H

is an element

in a chosen finite set of hue samples H within the domain of [0°,360°].

In our implementation, we formulate a numerical approximation of the colour har
mony with respect to the colours of the canonical illuminants and library materials.
Since the quantisation of image hues into histograms results in a non-differentiable
function with respect to the hue values, we adopt an alternative approach. Here, we
approximate the hue probability distribution using kernel density estimation [258]. Us
ing a univariate kernel function Ka(-) with the kernel width cr, one can approximate
the probability distribution function of hues in an image with the formulation

pxC H )

(5.31)

*

uG
e il

where \X\ is the number of image pixels.

The resulting distribution function is then continuous and differentiable with re
spect to the image hue. Substituting Equation 5.31 into Equation 5.30, we approximate
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the image colour harmony by the formula

log \T\ + log
n e u \u e l

Y , K c ( U - U { u ))
uel

(5.32)

The advantage of approximation in Equation 5.32 is that it provided an expression
of the colour harmony in terms of the pixel hues. These, in turn, are related to the RGB
values of the canonical illuminants and the basis materials via Equations 5.24 and 5.5.
For the sake of simplicity, we employ a uniform sample H in the range [0°, 360°] to
approximate the entropy and use a Gaussian kernel Ka to approximate the probability
density function of the image hue.

5.4.4

Updating Illuminants and End Member Colours

In our implementation, the non-linear cost function in Equation 5.17 is minimised
using the interior point techniques in [259, 260], It is also worth mentioning that it is
computationally expensive to optimise the cost function in Equation 5.17 for all the
canonical illuminant and material colours at the same time.
However, it is often the case that users effect the editing sequentially, i.e. by editing
the colour of only one pair of illuminant and material at a time. Thus, we can reduce
the computational burden by adopting an incremental approach in which our algorithm
only updates the colours of the illuminant and material affected by the current user
input. Note that this has been done as a matter of computational efficiency rather
than as a consequence of the technical requirements of our method. If required, this
single-edit implementation can be modified to allow for multiple end members and
illuminants to be updated simultaneously.
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Implementation Issues

Note that, so far, we have been concerned with the canonical illuminants and scene ma
terials as related to the colours in the scene for a specific user profile. In Figure 5.4, we
show a diagrammatic realisation of our implementation including the profile learning
and rendering stages. In the profile learning stage, the application aims to compute the
preferred colours for a pre-determined library of canonical illuminants and materials
given user-preferred colours provided for set of input spectral images. As shown in the
top panel, our algorithm first recovers material regions in the input images and their
corresponding reflectance making use of the developments presented in Section 5.3.2.
Subsequently, it decomposes the images into linear mixtures of canonical illuminants
and endmember materials, by solving the optimisations in Equations 5.6 and 5.15.
Meanwhile, the parameters of the image aesthetic score function are learnt from
a colour image dataset, such as the Photo.net dataset [261]. These aesthetics scores
are then integrated into the optimisation problem as a regularisation term. Lastly, the
current user profile is updated by minimising the cost function in Equation 5.17 with
respect to the colour matching functions fd^-e, S m) and /^(L^).
The bottom panel of Figure 5.4 shows the diagram corresponding to the rendering
of novel colours according to the colour profile obtained in the learning stage. As
before, the novel spectral image is first decomposed into canonical illuminants and
end members. Having computed the weights of library elements for the novel image,
we can compute the colour of each pixel in a straightforward manner making use of
Equation 5.5.
To capture user input, we have developed an application with a front-end user
interface. With this interface, users can select a pixel on the input image to change the
colour of its corresponding material. When a user loads an image, the system computes
the dichromatic model parameters and the proportions of illuminants and material end
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Spectral image

Recovery of the illuminant and
reflectance spectra, shading and
specularity factors in Equation 1

Computation of the material
association probabilities by
Equation 14

Recovery of the canonical
illuminant weights by
solving problem 7

Recovery of the material
endmember weights by
solving problem 15

Canonical illuminant library

User selects a pixel and edits the
corresponding colour according to
his/her preferences

Current
User Profile

Colour
database
(Photo net)

Matena! library

Updated User
Profile

Minimisation of Equation 17

Recovery of the parameters of
the aesthetic score function ß(l)

Novel spectral image

Recovery of the illuminant and
reflectance spectra, shading and
specularity factors in Equation 1.

Computation of the material
association probabilities by
Equation 14

Canonical illuminant library

Recovery of the canonical
illuminant weights by
solving problem 7

Recovery of the material
endmember weights by
solving problem 15

Material library

Updated User
Profile

Computation of the RGB
values using Equation 6

Trichromatic
Image

F igure 5.4: Top panel: Diagram fo r the user profile learning process. Bottom panel: Diagram
for the colour rendering o f novel images from the user colour profile.

members as described in Section 5.3. To sim plify this computation, we assume that
each material cluster in a spectral image is mainly composed o f four material end
members. Initially, a pseudocolour image is rendered from the input spectral image
using the colour matching functions in [6] and presented to the user. Subsequently, the
user can modify material colours to suit his/her preferences.
With this user input, the system can then compute the colour matching functions
for the illuminants and material end members in the libraries. We note that, in Equa
tion 5.5, the pixel colour is a linear combination o f M N + M variables involving
the functions f c(•, •) and fc(-). Therefore, to recover the colours o f the library mem-
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bers, our method requires at least M N + M equations, i.e. M N + M pixels to be
edited. In practice, to guarantee this minimum number of pixels, our interface em
ploys a “dropper tool” which allows the user to edit the colour of a single pixel at a
time. Subsequently, the system finds other pixels with a similar material to the selected
pixel within a similarity threshold. Here, the similarity measure between two pixels u
and v is reminiscent of that used in bilateral filtering. This is given by

d(u,v) = exp

^ Z(S(.,iQ,S(.,i?))y

(5.33)

where Z( S (., u ),S (., v) ) is the Euclidean angle between the reflectance spectra, ||w —
u|| is the spatial distance between u and v, and crr and crs denote the kernel bandwidths
in the spectral and spatial domains.

5.6

Experiments

In this section, we illustrate the utility of the user-specific colour profiles generated by
our system for colour image editing. We commence by elaborating upon the datasets
and libraries used in our experiments. We then show results on the personalisation of
colour profiles for a user focus group.

5.6.1

Data Sets and Spectrum Libraries

For our experiments, we have collected a set of spectral images. This dataset comprises
77 images acquired in house and 16 images collected by Foster et al [262]. The inhouse images represent human portraits, landscapes and still life scenes and have been
acquired under a wide variety of lighting conditions spanning from outdoor settings to
indoor illuminants. These images have been captured across the spectral range 430 —
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650nm at intervals of 10nm, which yields image cubes of 23 wavelength-indexed
bands. The images collected by Foster et al [262] were acquired at peak-transmission
wavelengths separated by 10nm in the range 400 —720nm, with a varying bandwidth
from 7nm at 400nm to 16nm at 720nm.
Throughout all our experiments, we use a library of 8 canonical illuminant and an
end member library of 297 reflectance spectra acquired in house using a StellarNet
spectrometer. These spectra are sampled at a resolution of 1nm in the visible range,
i.e. 430 —720nm. The end members fall into nine categories, including cloth, dif
ferent kinds of paint, human skin, leaves, metals, papers of different colours, plastic,
porcelain and wood. On the other hand, the canonical illuminant library consists of the
power spectra of tungsten, incandescent, fluorescent lights and natural sunlight. The
spectra in this library are normalised to unit L2-norm.
In addition, to obtain the parametric form of the aesthetic score function ß( I ) , as
described in Section 5.4.2.2, we follow the approach in 1185] and use the Photo.net
colour image database [261 ]. This database is contributed by an on-line photo sharing
community where its members rate photos in a scale from one to seven, with a higher
score indicating better aesthetic quality. To recover the aesthetic score parameters, we
extract aesthetic features from the photos in the database and separate the images with
a high rating from those with a low one. The cut-off rating in our experiments is 5.8
for the high-rated images and 4.2 for the low-rated ones. Here, these parameters are
found by a cross validation procedure similar to that in [185] so as to maximise the
accuracy of the aesthetic estimator over the Photo.net database.
Here, the illuminant and endmember libraries above were collected using a spec
trometer with a high spectral resolution, whereas the input images were captured by
hyperspectral cameras with a much coarser spectral resolution. However, note that the
decomposition of spectral images into illuminant and material libraries in Section 5.3
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requires input spectra of equal spectral resolutions. To provide a common spectral res
olution for both the imagery and the libraries, we interpolate the spectra to the same
wavelengths making use of continuous analytical functions. To this end, we evaluate
two spectrum representations. The first of these is the B-Spline method in [2631. The
second alternative is the Gaussian Mixture representation proposed in [264].
To determine an appropriate choice between the B-Spline and the Gaussian Mix
ture representation, we compare their spectrum interpolation and spectrum reconstruc
tion performance on the end member library. To do this, we first down-sample the end
member reflectance spectra at sampling intervals between 2 nm and 10 nm, in incre
ments of 1 nm. Subsequently, we compute a B-Spline and a Gaussian Mixture repre
sentation using these down-sampled spectra. With these representations in hand, we
re-interpolate the spectral reflectance values over the original wavelengths and mea
sure the average absolute interpolation error. This error is quantified as the mean of the
absolute difference between the reconstructed and the original reflectance spectra per
band. In the left-hand panel of Figure 5.5, we plot the absolute interpolation error with

6

x 10

Absolute error of endmember reconstruction,
averaged per band

Absolute interpolation error, averaged per band
-•o--Spline
Gaussian Mixture

- -G- - Spline
Gaussian Mixture

0>

I1

yll

V''
*•*■1 k

Sampling interval (nm)

-.

Representation length of endmembers

Figure 5.5: The absolute interpolation error (left-hand panel) and reconstruction error (righthand panel) for the endmember reflectance spectra.
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respect to the sampling interval for both representations. From the figure, we observe
that the B-Spline representation consistently yields a lower interpolation error.
Similarly, we assess the quality of spectral reconstruction provided by the two
spectrum representations. Recall that the B-Spline method performs a knot removal
algorithm in an independent parameter domain, which minimises the reconstruction er
ror while reducing the representation length, i.e. the number of control points, to a pre
determined value. For the Gaussian Mixture representation, we apply a LevenbergMarquardt non-linear least square fitting method [265] on each original spectrum us
ing a pre-determined number of Gaussian components. The reconstruction errors are
then quantified as the difference between the original spectral reflectance and those
evaluated from the analytical form of each representation. In the right-hand panel of
Figure 5.5, we plot the reconstruction error with respect to the representation length,
i.e. the number of B-Spline control points or the number of Gaussian parameters.
Again, the B-Spline representation significantly and consistently yields much lower
errors and more stable reconstruction results. As a result, from now on, in all our ex
periments we employ the B-Spline representation to re-sample the spectral images and
the canonical illuminant and end member libraries to the same spectral resolution.
To determine the most appropriate number of wavelengths shared between the
spectral images and these libraries, we examine the error yielded by the interpola
tion of the end member reflectance spectra and the canonical illuminant power spectra
at 27, 36, 45, 54, 63 and 72 equally spaced wavelengths in the 430 — 720nm wave
length range. This yields libraries with spectral resolutions between 4nm and 11 nm
with up-sampled spectral images at the corresponding spectral resolutions.
For each spectral resolution, we set the number of end members in the library to
the number of sampling wavelengths. This means that the number of unknowns (the
number of end members in the library) in Equations 5.6 and 5.15 equates that of the
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Figure 5.6: Mean absolute error for the pseudocolour imagery yielded by our method as
compared to that delivered by the Stiles and Burch's colour matching functions [6],
squared terms. Therefore, the recovery of the mixture coefficients for the illuminants
and end members is well-constrained. Lastly, we select the spectral resolution that
yields the lowest reconstruction error for the spectral images.
To evaluate the reconstruction error, we compare the colour yielded by Equa
tion 5.5 as compared with the direct application of the Stiles and Burch’s colour
matching functions [6] on the raw image radiance spectra. In Figure 5.6, we show
the mean absolute error between the pseudocolour imagery computed using the Stiles
and Burch’s colour matching functions [6] and that yielded by our approach. In the
figure, each trace corresponds to a library size, whereas the x-axis corresponds to the
number of constituent end members per pixel. From the figure, we can observe that the
error is monotonically decreasing with respect to the number of end member spectra
used to describe the image radiance. As the number of end members increases beyond
three, the reduction in error becomes negligible. Considering the trade-off between
representation complexity and reconstruction error, we employ a material end mem
ber library with a size of 54, limiting each pixel to be comprised of four of these end
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members.

5.6.2

Personalising Colour Preferences

For purposes of personalising colour preferences, we have implemented seven variants
of our method and validated their effectiveness in profiling user colour preferences on
a group of 40 users. Each variant corresponds to a different formulation of the cost
function in Equation 5.17, which either includes or excludes the aesthetic score and
the colour harmony. Further, these variants differ in the choice of either SVMs, a
Quadratic Discriminant Classifier or Logistic Regression for quantifying the aesthetic
score ß (1). We label these variants M \ , ... , M 7 where M \ corresponds to a cost
function involving only the data error term (the first term in Equation 5.17). Here,
M 2 , M 3 and M 4 are associated with a cost function including only the data error term
and the aesthetic score in Equation 5.17, where M 2, M 3 and M 4 correspond to the use
of SVMs, a Quadratic Discriminant Classifier and Logistic Regression to quantify the
aesthetic score ß(X), respectively. Meanwhile, the remaining variants, i.e. Ms, M^
and M 7 correspond to a cost function accounting for the data error term, the aesthetic
score and the colour harmony in Equation 5.17. Again, these variants employ SVMs,
a Quadratic Discriminant Classifier and Logistic Regression to quantify the aesthetic
score. We summarise these variants and the components of their associated cost func
tions in Table 5.2.
For all the variants of our method, the weights

T\

and T2 in Equation 5.17 are set so

as to maximise the sum of the aesthetic and colour harmony measures. We perform a
grid search for the optimal values of these weights in the range of 0-5 with increments
of 0.1. For each combination of weight values, our optimisation algorithm generates a
user-specific set of colour matching functions for the illuminant and material libraries.
Subsequently, these colour matching functions are used to produce trichromatic ver-
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Table 5.2: Variants of our method and the components of their associated cost func
tions.
Variant
Mi
m 2
m3
m4

M5
M6
My

Components
Data error
Data error + aesthetic score (by SVM)
Data error + aesthetic score (by quadratic classifier)
Data error + aesthetic score (by logistic regression)
Data error + aesthetic score (by SVM) + colour harmony
Data error + aesthetic score (by quadratic classifier) + colour harmony
Data error + aesthetic score (by logistic regression) + colour harmony

Figure 5.7: Left-hand panel: Pseudocolour hyperspectral image; Right-hand panels: Images
yielded by the Adi, A42 and Ads variants of our method when the orange logo on the tennis
racket is edited to render it purple.

sions of the remaining spectral images in the dataset. The best combination of these
weights is determined as the one that maximises either the image aesthetics /3( J ) when
only the aesthetic score in involved in the cost function (in Equation 5.17) or the com
bination of aesthetic score and colour harmony ß( Z) — y( X) if both are used in the
cost function.
To evaluate the effectiveness of our method for computing the colour matching
functions based on user preferences, we have used a focus group of 40 people. To
capture the input, we have asked users to modify colours on 10 randomly selected
images in our data set according to their colour preferences. Once they finish editing
the images, our algorithm computes their own colour profiles.
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Stiles & Burch
CMF [6]
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T2 = 0
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T\ — 0.5
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Ti = 1

M5
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T\ = 0.3
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Ti = 1

T2 = 0

T2 = 0

T2 = 0

T2 = 5

T2 = 0.3

Ti = 0.3

Figure 5.8: Top panel: User input on a sample spectral image; Bottom rows: Rendering
yielded by the user profile for two sample spectral images

■ ■

Stiles & Burch
CMF [6]

Mi

T\ — 0
T2 = 0

M2
T\ — 0.5
T2

= 0

M3
Ti = 0.3
T2 = 0

M4
Ti = 1
T2 = 0

M5
Ti = 0.5
T2 = 5

T\ = 0.3
T2

= 0.3

M7
Ti = 1
Ti = 0.3

Figure 5.9: Top panel: User input on a sample spectral image; Bottom rows: Rendering
yielded by the user profile for two sample spectral images.

O nce the profile is in hand, they are presented with 10 other im ages rendered using
the variants in Table 5.2. At this stage, users are then prompted to rate the im ages
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Stiles & Burch
CMF [6]

M\
Ti = 0
T2 = 0

M2
M3
T] = 0.5 Tj = 0.3
T2 = 0
T2 = 0

M4
Ti = 1
T2 = 0

M5
M6
M7
Ti = 0.5 T\ = 0.3 Ti = 1
T2 = 5 12 = 0.3 T] = 0.3

Figure 5.10: Top panel: User input on a sample spectral image; Bottom rows: Rendering
yielded by the user profile for two sample spectral images.

presented in terms of aesthetic measure using a scale between 1 and 8, with 8 being
the most satisfactory and 1 being the least satisfactory according to their preferences.
The idea here is that the overall rating of a variant in our implementation suggests
the level of effectiveness in computing user colour profiles as perceived by the user.
This is important, since, as can be seen in Figure 5.7, different alternatives can yield
potentially quite different results. In the figure, we show, from left-to-right, the input
image and the results of the M i, M2 and M5 variants, i.e. with the data error term only,
with the aesthetic score added and with both the aesthetic score and colour harmony.
As an alternative to user ratings, we also measure the aesthetic score of the rendered
colour images using SVMs, quadratic discriminant classifier and logistic regression.
We take this approach following the intuition that the user ratings should be consistent
with the computational aesthetic measures.
In Figures 5.8, 5.9 and 5.10 we show sample images rendered using the colour
profiles of three users. In each figure, we show the user’s colour preference being
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modified for a sample image and the effects of this modification on two others taken
from our data set. In the first row of these figures, we show an input image indicating
the pixel region edited by the user with a red border. Above the input image, we show
a magnification of the region to be modified and the user assigned colour.
In the bottom two rows of each figure, we show the colour rendering of two other
images using the standard colour matching functions [6] and the colour profile result
ing from the update. The first column shows the default pseudo-colour rendering using
the Stiles and Burch colour matching functions (CMF) [6]. The remaining columns in
these rows correspond to the variants of our method. From left to right, starting from
the second column, we show the values of T\ and T2 that maximises the contributions
of the image aesthetics or colour harmony terms.
Note that the users in our study are somewhat consistent in their edits overall. For
instance, in Figure 5.8, the user changes the brown colour of plant leaves into green.
Meanwhile, the user in the scenario shown in Figure 5.9 also aims to provide a more
saturated hue for the green colour of the leaves. These intended changes indeed have
an effect on the colour rendering of the novel images in the second and third row.
The general trend in these two figures is that the modification of colours produced
by the M i, M2, M4, M5 and M j variants is very similar. On the other hand, the
overall colour tones yielded by M3 and

differ from the others. In both figures,

the two latter variants tend to produce similarly saturated colours (overly green) and
colour bleeding. Furthermore, these variants appear to propagate the colour changes
to objects unrelated to those being edited in the input image. For example, the flower
petals and the wooden pole in Figure 5.8 and the tree trunks in Figure 5.9 are partially
coloured in green. In contrast, M \, M2, M4, M 5 and M7 provide a more natural
adjustment of colour tones. Further, they do not propagate the modified colours to
objects far removed from those being edited.
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Table 5.3: The user ratings and aesthetic scores (AS) for the colour images yielded
by individual user preferences. The second column shows these numerical values for
the colour images rendered with the Stiles and Burch colour matching function (S &
B CMF) [6], The remaining columns correspond to the variants My , . . . , My of our
SVM, quadratic classifier (QC) and linear regression (LR) method.
Variant

S& B
CMF

Weights
User rating
AS
(by SVM)
AS
(by QC)
AS
(by LR)

3.8
(2.2)
-2.9
(0.9)
1.5
(0.9)
-2.9
(0.9)

Mi

My

T i,0
r 2,0

Ti ,0 .5
t2 / 0

Ti ,0 .3
t2 / 0

T l,l
t 2, 0

Ti ,0 .5
t 2 /5

4.6
(2.2)
-2.9

5.0
( 1.8)
-2.9
(LO)
1.5

4.3
(2.4)
-2.8
(LO)
1.4
(0.9)
-2.8
(LO)

4.6
(2.3)
-2.9
(0.9)
1.5
(0.9)
-2.9
(0.9)

4.7
(2.3)
-2.9
(LO)
1.5
(LO)
-2.9
(LO)

(1.0)

1.5
(LO)
-2.9
(LO)

(1.0)

-2.9
(LO)

m

3

m

4

m

5

M6
Ti ,0 .3

0.3
3.6
(2.4)
-2.9
(1.0168)
1.5
(LO)
-2.9
(LO)
Ty,

My
Tl,1

0.3
4.8
(2.0)
-2.9
(LO)
1.5
(LO)
-2.9
(LO)

Ty,

On the other hand, in Figure 5.10, we examine a scenario where the user adjusts
the skin tone of a human subject. The most dramatic changes in skin colours of the
other subjects (in the second and third rows) are observed for the variant M3, followed
by M4 and M5. The colour changes yielded by M i, My, Me and My are somewhat
negligible. From the figures, we can conclude that the SVM and logistic regression
are more appropriate tools than the quadratic classifier in order to propagate colour
changes to relevant materials.
Next, we turn our attention to the quantitative evaluation of the colour renderings
yielded by the different variants of our method (M i,. . . , My) and the standard colour
matching function [6] in terms of the means and standard deviations (in parentheses) of
user ratings and aesthetic scores. In Table 5.3, we show the rating given by the users
in our focus group. We also show the aesthetic scores computed by Support Vector
Machines (SVM), the quadratic classifier and logistic regression. The weights T\ and

130

Personalising Colour Preferences for Materials and Illuminants

T2 for the different variants are provided in the second row of the table. The higher the
user rating and aesthetic score, the more eye-pleasing an image is considered to be.
Regarding the user rating, M2 yields the highest average, followed by M7 and M5.
Most of the variants of our framework result in an improvement of user ratings over
the pseudo-colour rendering using the Stiles and Burch colour matching functions [6].
Again, the M3 and M6 variants i.e. those using a quadratic classifier to quantify image
aesthetics, deliver a lower user rating as compared to the other alternatives. Moreover,
note that the user ratings in Table 5.3 are well correlated with their associated aesthetic
scores.

5.7

Conclusions

In this chapter, we have presented a method to compute user colour preferences based
on the scene’s material and illumination. Our method computes user-specific colour
matching functions for two universal libraries, one of canonical illuminants and one of
material end members. Our approach is based on the image formation process which
allows for the scene illuminant power spectrum and object reflectance recovered in the
previous chapter to be decomposed further into a mixture of library members. This
step is performed by imposing consistency constraints between image pixels sharing
similar image radiance. We have also formulated the problem in an optimisation set
ting. The objective function used here includes a data error term and optional terms
that model image aesthetics and colour harmony. We have evaluated the effectiveness
of our algorithm on a dataset of real world spectral images and spectrum libraries using
a user focus group.

Chapter 6

Conclusion

In this thesis, we have presented a series of methods for recovering photometric invari
ant properties from a single image and have shown how the image can be visualised
using these properties. This work has been formulated in general terms, thus allowing
the input image to be either trichromatic or hyperspectral. If the input image contains
outdoor shadows, their side-effects can be eliminated using Chapter 3. Once shadows
have been detected, in Chapter 4 we show how the photometric invariant properties
comprising reflectance, illumination, specularity and shape can be recovered from a
single image. Finally, based on the recovered reflectance and illumination, in Chapter
5, we create user colour preference profiles for visualising the image under study. The
techniques described in this thesis could find numerous applications in areas such as
shadow detection, video surveillance, object tracking, weather retrieval, material iden
tification, specularity estimation, shape reconstruction, image visualisation and image
quality enhancement.
We briefly summarise our main contributions in Section 6.1 and discuss future
research directions in Section 6.2.

6.1

List of Thesis Contribution

In Chapter 3, we propose a physics based shadow detection model which makes use
of Rayleigh Scattering and Mie theory. Compared to alternative methods, the one
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proposed here is computationally efficient. In addition, it is able to assess the degree
to which a scene is overcast (cloudiness).
Chapter 4 provides a method which simultaneously recovers the photmetric invari
ants from a single image. Using a novel shapelet based approximation, the recovery
process is cast as an iterative optimisation and it significantly reduces the computa
tional burden as compared to other state-of-the-art methods.
Chapter 5 aims at creating user colour preference profiles for materials and lights
in a scene and visualising an image with these profiles. The visualisation method is
personalised to each individual user and takes into account image aesthetics and colour
harmony.

6.1.1

Shadow Modelling

To remove the effect of shadows in outdoor imagery, in Chapter 3, we propose an effi
cient method to model and detect shadows from a single trichromatic or hyperspectral
image.
The main contribution of Chapter 3 is to propose a novel shadow boundary fea
ture called scattering spectral ratio (SSR). This feature, based on atmospheric physics,
arises from the Rayleigh scattering and Mie theory. The SSR casts the shadow de
tection into a segmentation problem using active contours. This makes our method
computationally efficient compared to the alternative methods listed in Chapter 2.
Another novel feature of Chapter 3 is the weather metric which can estimate the
meteorological conditions of an input image. The metric uses a wavelength dependent
Mie scattering term to describe turbidity, an atmospheric phenomenon which is widely
used for modelling the appearance of the sky. Therefore, by exploiting the physical
interpretation of the SSR and defining a weather metric, the shadow model proposed
in Chapter 3 can assess the degree to which a scene is overcast.
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6.1.2
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Recovery of Photometric Invariants

In Chapter 4, we provide an efficient solution to the recovery of photometric invariant
properties from a single trichromatic or hyperspectral image. Making use of a dichro
matic model to describe the radiance of the image, we show how to simultaneously
separate each individual parameter such as illuminant spectral power distribution, ge
ometric shading, material intrinsic reflectance and specular component.
The ability to simultaneously recover the photometric invariants from a single im
age is a major advantage, while most alternative methods can only individually extract
a subset of these properties such as light colour, material intrinsic albedo and shape.
This contribution relies on a shapelets-based approximation and is an important the
oretical innovation of this thesis. This approximation links the image formulation to
the 3D reconstruction, thus allowing shapes to be simply recovered as a sum of con
volutions, which is akin to Fourier transforms. With this approximation, we are able
to cast the recovery of photometric invariants into an optimisation setting.
Another advantage of the method in this chapter is its computational efficiency,
whose speed is an order of magnitude faster than alternative methods. Our method
achieves this by using robust statistics and an optimisation scheme.

6.1.3

Personalising Colour Preferences for Materials and Illuminants

Having recovered reflectance and illumination, Chapter 5 visualises an image accord
ing to the composition of its materials and the properties of its illuminations while
preserving aesthetic qualities and user preferences.
The first contribution of this chapter is a method for reflectance decomposition.
In contrast with existing methods, which operate directly at the pixel level, the algo-
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rithm in this chapter initially does soft clustering on reflectance spectra. The clustering
imposes end-member consistency between image pixels sharing the same reflectance,
being similar to a deterministic annealing process. The decomposition method then
operates on the clustered reflectance to obtain material abundance.
Another contribution of this chapter is visualising an image using the rules of aes
thetics and colour harmony while preserving individual user preferences. Given the
material abundance and illumination properties, Chapter 5 creates profiles of personal
user colour preferences for each material and illumination combinations, allowing an
image to be visualised with these profiles.
This chapter provides a novel visualisation method based on materials and illumi
nation rather than directly from spectra. It could find potential applications in images
rendering, quality enhancement, etc.

6.2

Future Developments

Chapter 3 models and detects outdoor shadows so that their side-effects can be elim
inated. However, images often contain indoor shadows as well and these can hinder
scene analysis. Therefore, we would extend Chapter 3 to detect shadows in general.
This is a challenging work, since indoor shadows are usually formed in a more com
plex way as compared to outdoor ones. For example, in outdoor imagery, the shadows
can be described by Rayleigh Scattering and Mie theory, while for indoor scenes, shad
ows are usually caused by artificial illumination so that they need more complicated
models to describe them. In the future, it might be possible to use scene understanding
techniques to determine the illumination. Our method might be applied to photos on
social media where the information such as the time and location of a photo is avail
able. With such information, it might be possible to estimate the lighting properties of
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a scene and use them for shadow detection.
The SSR gives a physical meaning to a shadow and links it to atmospheric condi
tions. In the future, this aspect might be exploited more fully with advanced theory and
additional data. For instance, it might be possible to use a more detailed and accurate
physics model. Results from a larger dataset comprising either trichromatic photos
or hyperspectral data collected in various positions and under different weather con
ditions could be evaluated. Further studies might even make use of weather records
to obtain ground truth weather conditions for specific data. Using the new theory and
an extensive dataset, we could arrive at a robust and practical method to estimate at
mospheric conditions from a single image. In fact, this work could be extended to
the establishment of benchmarks that allow people to share and compare weather esti
mation algorithms. Such techniques could be used to infer weather information from
historical images or to retrieve forensic information from surveillance video or images.
In Chapter 4, one limitation that needs to be addressed is the assumption of uni
form illumination. In practice, especially indoors, this assumption is too simple to
handle more complex light conditions. Therefore, it could be desirable to extend the
recovery of photometric invariants to images lit by multiple illuminations. The spa
tial distribution of illumination would be constrained by the physical properties of the
image formation processing. These constraints could be imposed by using some sta
tistical tools such as Markov random field or conditional random field. With these
constraints, the optimisation settings in Chapter 4 would be able to deal with spatially
varying illumination.
Another potential extension to Chapter 4 is its application in high dynamic range
(HDR) images. The techniques in Chapter 4 could be used to recover the HDR prop
erties of a single image. Our method treats the image as a combinations of reflectance,
illumination, shape and specularity. Consequently, the method could identify which
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component causes which pixels to go beyond the standard capture range. For exam
ple, the saturation in brightness of an image is likely due to specularity, whereas under
exposed pixels are probably due to insufficient light. Knowing this information would
allow estimating the image radiance according to the type of conponent that corrupts
it.
So far as Chapter 5 is concerned, its estimator of aesthetics and colour harmony
could be improved. In this thesis, the estimator uses a fixed model for each individual
image. However, people’s criteria forjudging imagery vary depending on the type of
image. The aesthetic rule for a photo of a human face can be quite different to that of a
landscape. In the future, the methods to classify images into certain category could be
employed, after which the corresponding aesthetic score estimator could be applied.
One common limitation throughout this thesis is its assumption of the well known
dichromatic model [271. Despite this model’s effectiveness, it is not able to predict
polarisation or fluorescent reflection. However, neglecting these two attributes misses
a lot of information. For example, Barnard [291 found that fluorescent reflectance can
occur in 20% of average scenes. Thus, another possible avenue would be to extend the
work in this thesis to images involving polarisation and fluorescence.
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