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Abstract
The recent development of linear-scaling quantum chemical methods has made the
calculation of the electronic structure of entire macromolecules at the semiempirical
level possible. These schemes greatly reduce the computational cost of QM methods, such that the computation time increases approximately linearly with system
size. One implication of this enhanced performance is that linear-scaling methods could potentially replace more conventional methods for modelling reactivity
in large systems entirely. Linear-scaling methods have not , however , been tested
extensively for these type of applications. In this study we evaluate the suitability, accuracy and computational performance of one linear-scaling semiempirical
method,

MOZYME ,

with respect to more conventional hybrid quantum mechani-

cal/molecular mechanical (QM/MM) approaches for the study of enzyme systems.
Due to the high cost of traditional quantum mechanical (QM) methods, hybrid QM/MM approaches have been developed as a computationally feasible solution to the simulation of enzyme-catalysed and solution-phase reactions. The
method treats a small reactive portion of the whole system using a computationally expensive, but relatively accurate, QM method, with a more approximate ,
and computationally efficient, molecular mechanical (MM) representation of the
condensed-phase environment.
The initial aim of this work was to investigate the use of

MOZYME

for studying

enzyme reaction mechanisms. We first evaluated the computational performance
and errors resulting from the approximations used in
ventional semiempirical and

MOZYME

MOZYME ,

by comparing con-

calculations on a number of small protein

systems. It was found that by varying some of the

MOZYME

parameters from their

default values it is possible to improve the computational performance the method
without introducing significant errors. However , the representation of long-range
electrostatic interactions by multipolar terms , rather than simple point charges, is
important.
The ability to perform gradient minimisation is important for many modelling
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problems. The performance of MOZYME in the optimisation of the geometry of
small proteins was evaluated. It was found that the optimisation was characterised
by a rapid initial decrease in heat of formation, followed by very slow convergence
towards a minimum energy conformation. The progression of the optimisation,
and the movement of individual residues, during this final stage was examined ,
showing that many atoms move about their optimised final coordinates, slowing
the rate of convergence. Although the computational cost of each energy evaluation
in MOZYME is considerably less than that of conventional semiempirical methods ,
it remains much more expensive than MM methods. Thus, gradient minimisation
of proteins is, overall, very expensive, and is not suitable for the optimisation of
larger systems.
Given the availability of linear-scaling QM methods, it is of timely interest to
consider how the results obtained with existing QM/MM methods compare with
those that can now be obtained with full QM methods. Thus, we generated a
number of model reaction paths for the dihydrofolate reductase (DHFR) catalysed
reduction of 8-methylpterin to 8-methyl-7,8-dihydropterin, using MOZYME and a
QM/MM method. Each model differed in the extent to which the MM region
geometry changed during the course of the reaction (from being fixed to being
fully optimised). In the case where the MM region coordinates were fixed, the
MOZYME and QM/MM total relative energy profiles were in very close agreement ,
even though ' an energy partitioning analysis of the MOZYME energy shows a large
(16 kcal.mo1- 1 ) change in the MM region energy not modelled by the QM/MM

method. This energy change was due to polarisation of the residues adjacent to
the active site. In the QM/MM method, this is offset by the QM/MM energy
component, suggesting that it may be , in principle, possible to parameterise the
QM/MM forcefield to reproduce the linear scaling QM results.
The total QM/MM and MOZYME relative energies diverge , however , when the
MM region geometry changes , largely due to the electrostatic component of the
MM forcefield. An energy partitioning analysis shows that the MOZYME energy
changes are not restricted to the region around the active site , but are distributed
throughout the whole MM region. Overall, it is concluded that while extending the .
size of the QM region may assist in reproducing accurate QM-region energies in the
QM/MM method, this is not a universal solution to the energy differences between
the two methods , as significant . differences in the MM-region energies occur when
the MM-region geometry changes.
A comparison of MM- and MOZYME-based residue-residue interaction energies

lV

in the MM region, showed significant differences between the two methods. A detailed semiempirical and ab initio decomposition analysis of the interaction energies
of some small molecular complexes reveals underlying problems in the semiempirical method. In the semiempirical method, the Coulomb component of the interaction energy was mainly repulsive, with stabilisation coming from the other terms ,
in contrast to the ab initio results where binding was predicted to be predominantly electrostatic. Given that the total interaction energies for the semiempirical
method were , however, usually reliable , the approach of partitioning the total system energies into contributions from different regions of the system is acceptable.
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Chapter 1
Introduction
The computational study of enzyme reactions can provide insights into the mechanism and energetics of catalysis at a level of detail ofte~ not possible with experimental methods. While much useful structural and kinetic information can be
gained experimentally, most empirical methods cannot provide sufficient information to fully characterise a reaction and the interactions that are responsible for
enzymic catalysis. Computation, however, can provide information on the energy
profile, transition state (TS) structures, and contributions of the active site and
surrounding protein to reactivity directly at a molecular level.
Thorough simulation of chemical reactions catalysed by enzyme systems
presents many challenges , however. 1 ' 2 These problems largely relate to the computational resources required by individual methods and their capability to accurately
reproduce specific chemical, thermodynamic, electronic, and physical properties .
To adequately describe the rearrangement of electronic structure and unstable
states involved in the bond breaking and formation process of a chemical reaction, quantum mechanical (QM) methods (refer to Section 2.3 for a review of QM
methods), are often the obvious choice. However , these methods suffer from poor
scaling of computation time required with respect to the number of atoms included
in the calculation. The scaling properties of a method influences the maximum
number of atoms for which it is practical (in terms of overall computation t ime)
to perform calculations. Depending on the method and type of calculation, QM
calculations may be limited to models containing only tens to a few hundred atoms
- substantially smaller than even small enzyme systems that may contain many
thousands of atoms.
At the other end of the scale, molecular mechanical (MM) approaches (Sec1

tion 2.2), are capable of efficiently modelling physical and conformational properties of large systems containing many thousands of atoms, such as fully solvated
proteins. However, these methods are generally limited to the representation of
ground state geometries and cannot model the change in covalent structure that
occurs during the course of a reaction.
Thus, the primary problem here for enzy~e simulation is that QM techniques
are necessary to model reactivity, but their computational expense limits them
to the study of models much smaller than typical enzyme systems. Even using
semiempirical QM methods calculations were traditionally limited to a few hundred
atoms. One solution is to truncate the model to reduce the total number of atoms
to a size that is manageable for QM methods. While this is sufficient to model
many reacting species, for enzymes the protein and solvent environment around
the active site plays a crucial role in the catalytic function of the enzyme and any
such in vacuo treatment of the reaction is unlikely to be satisfactory. To effectively
model such biochemical reactions this environment, amounting to thousands or
even tens of thousands of atoms, cannot be ignored. 3- 5 Thus, the challenge for
simulation of enzyme reaction mechanisms is how to accurately and efficiently
model the quantum chemical aspects of the reaction centre while incorporating the
influence of the large, many atom, protein and solvent environment around the
active site.
The traditional approach to this problem has been the use of so called hybrid ,
or combined , quantum mechanical/molecular mechanical (QM/MM) methods 6- 15
(Section 2.5). This model assumes that the majority of the electronic structure
rearrangement occurs in a region close to the reaction centre. This portion of the
system is treated using a QM method while the remainder uses a cheaper MMbased treatment. Depending on the approach used, the QM and MM parts of
the calculation are then coupled in such a way that the QM reactive centre can
interact, stericly and/ or electronically, with its MM "environment". The approach
provides a way to incorporate, in a relatively computationally efficient manner,
the environmental effects of a large system in a quantum mechanical simulation of
chemical reactivity.
The QM/MM approach has been widely used in the study of solution phase
chemical reactions of small molecules, 6 ' 15- 21 allowing the critical influence of the
solvent environment to be incorporated into the QM representation of the reacting
species. Commonly, the entire reactant/product complexes and maybe a few key
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solvent molecules are included in the MM region , while the remainder is treated
classically. The use of QM/MM methods in the simulation of enzyme reaction
mechanisms is also well developed ,22 - 27 however , it also presents additional problems. Notably, as residues of the active size can be important to the catalytic
mechanism, it may be necessary to include parts of the protein itself in t he QM
part of t he calculation. Unlike simple solution phase reactions, where individual
solvent molecules are small, this requires the boundary between the QM and MM
calculations to be placed between covalently bound atoms.
Thus , implementation of QM/MM methods encounters some unresolved
methodological issues. Major problems include:
• Th e form of the QM/MM interaction. The QM and MM regions must in-

teract in some way. There are many possible options for this , ranging from
simple electrostatic interaction of the QM calculation with t he point charge
field of the environment, through van der Waals interactions to fully coupled
polarisation of t he QM region by the MM region and vice versa.
• P arameterisation of the QM/MM forcefield. Coupling of t he quantum and

classical calculat ions requires incorporation of empirical parameters to accurately reproduce the energetics of reaction. This parameterisation must often
be specific for a particular system , and so is not necessarily transferable to
other models.
• L ocation of the QM/MM boundary. A decision must be made as to which

atoms should be included in t he expensive QM calculation, and for which
atoms classical treatment will be satisfactory. For reasons of computational
efficiency, it is desirable to keep the QIVI region as small as possible , but this
must also be of sufficient size to provide a reasonable representation of the
electronic structure changes. It is not always clear how to do this , and may
require a significant process of trial and error to find a suitable model.
• Capping of covalent bonds on the QM/MM frontier. In enzyme systems , it

is often necessary to include parts of the active site in the QM region itself.
This then requires that these residues be truncated at some point. Apart
from the problem of ·where to place the boundary, the free valencies of the
broken bonds in the QM region need to capped by some means.
schemes are available , none of which are entirely satisfactory.

3

Several

• Charge transfer across the QM/MM boundary. All available QM/MM meth-

ods neglect the effect of charge transfer between the two regions. Thus , the
QM/MM boundary must be placed in such a way that minimises the consequences of this.
There are no easy solutions to these problems, and much effort is necessary to
define the requirements for each system individually and to test carefully the effect
of these variables and approximations on the final results.
A recent and major advance in quantum mechanical methods is the development of linear-scaling QM algorithms. 28- 35 These schemes greatly reduce the computational cost of QM methods, such that they scale approximately linearly with
system size (as do some MM calculations). Given the complexities of QM/MM
methods, recent developments in linear-scaling QM methods are of great interest
as such issues do not arise if the whole system is treated quantum mechanically.
The ability of linear scaling methods to calculate the electronic structure of entire
1nacromolecules at a quantum mechanical level raises the implication that they
could eventually replace QM /MM methods entirely.
Of the various linear-scaling QM methods under development, those employing semiempirical QM are particularly well advanced. There now exist at least
three fundam~ntally different linear-scaling schemes , and these have been applied
to systems containing many thousands of atoms. 36 - 38 Although eliminating many
of the complexities of combined QM/MM methods , the semiempirical linear scaling
methods are not free of methodological issues themselves:
• Effect of approximating long-range interactions. To make it possible to per-

form the QM calculations in a linear-scaling form , additional approximations
and assumptions must be made -

over those already used in the under lying

QM method. While the various linear-scaling methods have been tested in
a limited fashion on a variety of systems, the effect of these approximations
have not been extensively and systematically tested on enzymic systems, or
evaluated with respect to other available methods.
• Computational efficiency and gradient evaluation.

Although vastly faster

than conventional QM methods , they remain significantly more expensive
than forcefield-based and hybrid methods. This limits their .. usefulness in
performing statistical mechanical calculations, such as with molecular dynamics , that are necessary to simulate thermodynamic properties for direct
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comparison with experiment.

Currently, this is achievable with QM/MM

methods, but not for linear-scaling methods. The high computational cost
can make even gradient minimisation of proteins impractical.
• Limitations of the underlying semiempirical method. Differences between ab
initio and semiempirical methods are well known. The implications of the

limitations of semiempirical methods for very large systems has not yet been
addressed.
The primary concern of the work presented in this thesis is the evaluation of the
potential to apply one of the linear-scaling semiempirical methods,

MOZYME, 36 , 39

to the problem of simulation of enzyme reaction mechanisms, and to determine to
what extent linear scaling methods may be used to supplement or replace existing
QM/MM approaches for this purpose. The greater computational cost of linearscaling methods means that they are unlikely, at least in the short term , to replace
hybrid methods fully for many problems of simulation. It is therefore useful to apply
the linear-scaling approach to the validation of the QM/MM method - there has
been no independent means to check the validity of the QM/MM representation and
quality of the approximations. By comparing analogous

MOZYME

and QM/MM

results we are able to assess issues such as the performance of the QM/MM method ,
adequacy of the QM/MM interaction, suitability of link atoms and the quality of
the QM/MM partitioning.
We begin by reviewing, in Chapter 2, the computational methods related to this
work, including the QM/MM method and the available semiempirical linear scaling
methods , as well as the approach and approximations used in

MOZYME

to achieve

linear-scaling. These approximations affect both the accuracy and computational
performance of the program. In Chapter 3 a detailed evaluation of the implications of these approximations on

MOZYME

accuracy and performance is presented.

Calculations on several proteins , of different size, structure and charge state, were
performed varying four key

MOZYME

adjustable parameters , with the aim of de-

termining a set of parameters that provide optimum accuracy and computational
performance for use in later calculations.
In Chapter 4 the performance of

MOZYME

in optimising the geometry of small

proteins is examined. For many problems , the ability to perform gradient minimisation is highly desirable. While geometry optimisation of entire proteins at the
semiempirical level is possible with

MOZYME ,

application to large systems of min-

imisation algorithms typically used for small molecules presents several problems
5

and performance issues, that are investigated.
With the availability of linear scaling QM methods, it is of timely interest to
consider how the results obtained with existing QM/MM methods compare with
those that can now be obtained with full QM methods. In Chapter 5 we begin
to address this issue by comparing results for a model enzyme reaction obtained
using a locally developed QM/MM method
MOZYME.

(MOPS). 40 - 46

with those obtained using

The hydride ion transfer step of the reduction of 8-methylpterin catal-

ysed by dihydrofolate reductase is used as the model reaction. We are primarily
concerned with the comparison of the

MOZYME

energy profile for the reaction with

the quantum and classical QM/MM energy components and their interaction.
Chapters 6 and 7 seek to gain a further understanding of the differences between the results of the QM/MM models and full QM

MOZYME

calculations. In the

semiempirical method, the total energy of a system can be broken down into components representing Coulomb interactions and the strength of covalent bonding.
In Chapter 6 a detailed study of the limitations of the underlying semiempirical
method used by

MOZYME

is presented through analysis of these bonding indicators

calculated using both semiempirical and higher level QM methods. The total energy may also be partitioned into contributions from specific regions of the system.
Chapter 7 directly compares QM/MM energy terms, from the QM region, the MM
region and their interaction, with the analogous terms from all-QM

MOZYME

cal-

culations. This enables the significance of effects not explicitly represented in the
QM/MM model to be compared with higher level electronic structure calculations.
The QM/MM and

MOZYME

energy differences within the protein environment are

then examined in more detail by partitioning the total energy into contributions
from individual residues, and the effect of both the changes in the QM region and
the MM protein conformation studied.
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Chapter 2
Theory and Computational
Methods
2.1

Introduction

A large number of computational chemistry methods exist, capable of determining a
broad range of the properties of interest for molecular systems, including , as a brief
example only, thermodynamic and geometric properties of ground and transition
states, electrostatic potentials, bond orders, electron density distribution, multipole
moments, polarisabilities , ionisation potentials and magnetic properties. 47 , 48 Each
method relies on different theoretical concepts, makes use of different assumptions
and approximations, and differ in their accuracy and performance and the scope of
the problems that can be addressed. No one method is suitable for all applications
and the technique selected must be carefully matched to the problem being studied. The two classes of methods that are fundamental to this work are molecular
mechanical (MM) and quantum mechanical (QM) methods. MM methods will be
discussed in Section 2.2, QM methods in Section 2.3 and the relative computational
cost of each in Section 2.4. Sections 2.5 and 2.6 discuss the approach of combining
t hese methods (Hybrid QM/MM techniques) and Sections 2.7 to 2.8 QM methods
suitable for large systems. First , we begin by briefly reviewing the concepts of
potential energy surfaces and geometry optimisation, that are fundamental to this
work.
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Potential Energy Surfaces

2.1.1

The Born-Oppenheimer approximation, which allows the motions of electrons and
nuclei to be considered independently, is central to the concept of potential energy
surfaces. The separation of nuclear and electronic motions is a reasonable model
as electrons have a far smaller mass, and thus greater speed, than the nuclei , and
so can adjust relatively instantaneously to any change in the nuclear coordinates.
While the total energy of a system is the sum of the electronic and nuclear energies,
the electronic distribution is determined by the nuclear geometry, allowing the energy of a molecule to be considered as a function of the relative nuclear coordinates
only.

(As the Born-Oppenheimer approximation is always assumed to operate,

all following references to terms such as "atomic coordinates" or "molecular coordinates" may be assumed to refer to the nuclear coordinates, unless otherwise
specified.)
The energy as a function of the nuclear coordinates is referred to as the potential

energy surface (PES) .49 The PES is complex function of the nuclear coordinates,
with 3M - 6 dimensions for a non-linear molecule with M atoms. The way in
which the energy varies with change in these nuclear coordinates is the property
that is most often of interest (the atomic coordinates may use either Cartesian or
internal coordinate systems, but for large systems Cartesians are usually the most
practical).

2.1.2

Geometry Optimisation

Niuch of molecular modelling is concerned with the exploration of the PES. As systematically mapping the full PES is intractable for all but the smallest of molecules ,
it is fortunate that it is the location of minima on the PES and the saddle points
connecting them that are usually of particular interest. Minima and saddle points
correspond to stable conformational states and transition states on the paths between minima, respectively. At these stationary points , the first derivative of the
energy function , or gradient, with respect to the internal nuclear coordinates is
zero. A minimum is characterised by having all positive eigenvalues of the second derivative matrix, or Hessian 1natrix, while a first order saddle point will have
one negative eigenvalue and the remainder positive. Thus , the derivatives provide
useful information about the shape of the PES.
Geometry optimisation algorithms iteratively change the atomic coordinates
8

so that the system is gradually moved closer and closer to the stationary point,
stopping when some convergence criteria is met. The difference in energy, atomic
coordinates or gradients between successive steps are usually used as convergence
criteria. Common optimisation algorithms make use of either the energy only, the
energy and gradients or the energy, gradients and Hessian. Energy only methods,
such as the simplex and sequential univariate search methods , are useful when
derivatives are unavailable, however suffer from slow convergence and so may require large numbers of energy evaluations.so Derivative-based methods generally
have improved convergence characteristics as they can utilise more information
about the shape of the PES: gradients indicate the direction towards a minimum
or saddle point and second derivatives can be used to predict where the function will
pass through a stationary point. The second derivative methods , such as NewtonRalphson and quasi-Newton methods locate stationary points in the least number

of cycles, but are expensive in terms of computation time and memory requirements. Gradient methods, for example the conjugate gradient and steepest descent
algorithms, lie between the two in terms of rate of convergence and computational
cost.so
The choice of optimisation method is influenced by factors such as the size of the
system, CPU time and memory storage limitations , the availability of analytical
derivatives, the cost of energy evaluations, and the proximity of the starting struc..

ture to the minimum , among others. Often, analytical first derivatives, and more
frequently, second derivatives, are not available and must be evaluated numerically.
Numerical gradients require one or two additional energy evaluations per degree of
freedom and thus increase the overall cost of an optimisation significantly (second
derivatives require many more energy evaluations per point). This limits the size
of systems that may be optimised using the more expensive quantum mechanical
methods. Methods that require storage and inversion of the Hessian can also be
expensive for large systems. Thus it is common to use energy only and energy
plus gradient methods on large molecules, where the full Hessian is not required.
Here , there may be a compromise between the lower cost of each optimisation cycle
and the larger number of cycles required to reach convergence. Finally, the lower
order methods are often more robust, in that the starting structure may deviate
further from the optimised structure before convergence problems are encountered.
One possible protocol is to initially optimise an approximate structure with a lower
order method and then obtain the final structure using a higher order method.
Location of transition state geometries and reaction paths on the PES can be
9

somewhat more complicated. A first-order saddle point will be a minimum in all
but one direction. Many saddle point locating methods are available. 51 , 52 One
method of relevance to the work here is the SADDLE algorithm of Dewar, Healy
and Stewart, 53 that approximates the transition structure by defining a metric of
the 'distance' between the reactant and product coordinates and gradually reducing
this distance until the structures coincide. Geometries are reoptimised at each step
with the constraint that the metric is fixed to some fraction of the previous value.
A reasonable approximation of the transition structure should be obtained when
this distance is sufficiently small.

2.2

Molecular Mechanical Methods

Molecular mechanics methods attempt to produce a parameterised representation
of the PES, by neglecting the explicit contribution of electronic motion and calculating the molecular energy using simple classical mechanics based functions of the
nuclear coordinates only. This approximation is reasonable due to the decoupling
of electronic and nuclear motions implicit in the Born-Oppenheimer approximation, allowing the energy of a molecule to be described as a function of its nuclear
coordinates only.

The MM potential depicts interactions between atoms using

chemically intuitive terms such as bond lengths , angles and dihedrals , and steric
(van der Waals) and Coulomb interactions between atoms. The basic philosophy
is that molecules will adopt conformations in which bonds and angles are close to
their equilibrium values, and that the strain energy due to deformation of these
values varies in a predictable manner. At the expense of explicitly modelling the
electronic structure of a molecule, MM methods are capable of rapid calculation of
energetic and geometric quantities for very large systems (several hundred thousand
atoms). This makes MM methods highly suited to the study of protein and solvated
systems. The approach is not without limitations , however, the principal drawback
for many problems of biochemical interest being the inability to effectively model
chemical reactivity. The classical forcefield approach is not capable of modelling
changes in electronic structure, such as that which occurs during bond dissociation
and formation. While some MM methods for modelling reactive systems have been
developed (see, for example, reference 54) they are usually parameterised for a limited set of specific compounds, and do not offer a generally applicable method for
studying chemical reactions. Also , forcefields are limited in the range of chemical
systems that can be modelled, usually only being considered reliable for systems
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closely related to those for which it has been parameterised. We discuss the issues of parameterisation in Section 2.2.4 , but first discuss the functional form of
forcefields.

2.2.1

MM Forcefields

A forcefield is a set of equations and parameters that describe the potential energy
surface of molecules , which may be solvent systems, small organic molecules , or
protein and nucleic acid macromolecules. The energy is calculated using classical
representations of bonded and non-bonded interactions. For the bonded terms , such
as bond lengths, angles and torsions , the energy is determined as a fun ction of their
deviation from some reference value (usually the energetically optimum bond length
or angle, for example), with an energy penalty being incurred for divergence from
these reference points. The parameters used to describe these terms are carefully
fitt ed to the for cefield functions and averaged over a large numb er of systems to
give agreement with experimental measurements for the different types of atoms
and bonds involved in the interaction.
A large number of forcefields are available, and are usually develop ed for application to specific classes of problems , such as gas-phase simulation of organic
molecules , condensed-phase models of liquids and solutions and biological m acromolecules. The different approaches used by each are determined by the requirements of accuracy and computational effi ciency. Accuracy is t he primary goal of
t he methods used for small gas-phase organic systems. The computational performance of t he algorit hm is not of significant concern on account of the small size
of the molecules usually studied (typically up to several hundred atoms) . Such
'small molecule ' methods include t he MM2 55 , 56 /Iv1M3 57- 59 /MM4, 60 - 64 CVFF, 65
QMFF 66- 73 and MMFF 74- 80 forcefi elds t hat are designed to reproduce to high accuracy the experimental gas phase geometries and sp ectroscopic prop erties of small
organic molecules. The fun ctional form of these for cefi elds often use high order
expansions and exponent ial terms t hat are exp ensive to calculate to accurately
represent anharmonicity in bond lengths and angles, and include cross terms for
coupling betv.reen various internal coordinates to describe subtle molecular motions.
For biomolecular simulation, condensed phase forcefields , v.rhich have been
specifically developed for t he description of bulk liquids , solutions of organic
molecules , proteins , DNA and other macromolecules , are most appropriate. Due to
the large numbers of atoms in these systems (typically more than 10 000 atoms),
11

simulations of this type can be computationally demanding, so the efficiency of
the method is a primary concern. Biological forcefields are characterised by the
use of simple quadratic forms for bond length and angle terms with the main effort directed towards the representation of torsional energy and non-bonded terms,
particularly electrostatics and the characterisation of intermolecular forces. Examples of this type of forcefield include AMBER, 81 - 85 CHARMM, 86 - 90 GROMOS, 91
ECEPP 92 and OPLS. 93 , 94 It is these methods, with particular reference to the
AMBER forcefield, that will be discussed here.

2.2.2

The AMBER Forcefield

The functional form of the AMBER forcefield, which was designed specifically for
application to biomolecular systems, is described in Equation 2 .1:
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where l, B and w represent bond lengths , bond angles and torsional angles, respectively (with the subscript O indicating the reference value of these properties), q
the partial atomic charge , E the dielectric constant , and r ab the separation of atoms
a and b. The remaining variables K , V, A, B , C and D are adjustable parameters of the forcefield , which will be described, along with the form of each term in
Equation 2 .1, in the following discussion.
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The bonded components of the forcefield consist of bond length stretching, bond
angle bending and torsional dihedral terms. Bond stretching and angle bending
are described by simple harmonic functions (terms 2.la- 2.lb) with the summation
being over all sets of atoms that have a 1-2 and 1-3 covalent bonding relationship , respectively. The parameters Kz and Ke are the bond stretching and angle
bending constants, respectively, which determine the "steepness" of the potential
well around the reference value. As is also the case for the other parameters used,
these constants have specific values for different combinations of atoms. In protein
forcefields the bond and bond angle description is not considered to be critical, so
a simple function of this form with few parameters is desirable, in contrast to the
small molecule forcefields which often use higher order expansions of the Taylor
series to more accurately describe the anharmonic nature of bond and angle energies. 95 This form is sufficient to describe, with reasonable accuracy, the small
deviations from the equilibrium values that occur in conformations close to the
ground state.
The dihedral term, term 2. lc, is expressed as a Fourier series expansion and
summed over all sets of atoms that have a 1-4 relationship. Here rJ is the periodicity
of the function, ry the phase and V77 a parameter that approximates the rotation
barrier height. In the AMBER forcefield, term 2. lc is usually truncated at the
first term, although in special cases longer expansions are required for accurate
results. Improper torsions (where the atoms do not have a sequential 1-4 bonding
relationship) use this same potential function to preserve the planarity of ring
fragments and prevent racemisation of chiral centres (in united atom models).
Electrostatic, van der Waals and hydrogen bonding terms constitute the non
bonded potential (terms 2.ld-2.lf), calculated on a pairwise basis. The LennardJones 6-12 potential, term 2.ld, is used to describe van der Waals interactions. The
r 12 repulsive term is frequently considered to be too steep for close interactions,

and it has been shown that a power of 9 or 10 may be more suitable for organic
molecules. 96 Despite this deficiency, the AMBER forcefield retains the 6-12 form, as
it is computationally efficient to calculate r 12 from the r 6 term. To compensate for
the excessive repulsion that this may induce in the 1-4 van der Waals interactions ,
these terms are reduced by a scaling factor. 82 It should be noted that a component
of this van der Waals interaction is included in the parameterisation of the 1-4
torsional term. In early versions of the AMBER forcefield , the 6-12 van der Waals
term is replaced by a 10-12 Lennard Jones potential between pairs of hydrogen
bonded atoms , as per term 2.lf , allowing H-bond distances to be optimised for
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different acceptor atoms. Later versions achieve this through parameterisation of
the 6-12 van der Waals terms.
The treatment of electrostatics (term 2. le) in a large system is of particular
importance. Electrostatics are often the dominant forces in intermolecular interactions. Additionally, Coulomb interactions fall of with a 1/r distance dependence
and so, unlike any other terms in the forcefield, represent long range phenomena. A
common scheme is to represent electrostatics using atom centred point (monopole)
partial atomic charges, often determined using ab initio Hartree-Fock calculations
(see Section 2.3.4). In AMBER, the atomic partial charges are derived from a
restrained fitting of the quantum mechanical electrostatic potential. 97- 100
The 1/ r fall off of electrostatic interactions requires that the energy of all pairs of
charged atoms be evaluated for reasonable size systems. The number of atom pairs
increases proportionally with the square of the number of atoms, or as tf(N 2 ) (the
computational scaling of various methods is discussed more fully in Section 2.4).
For large molecules -

or even small molecules surrounded by a realistically sized

shell of solvent molecules -

the number of electrostatic interactions that must

be evaluated can become prohibitively expensive, in terms of computation time ,
particularly for dynamics simulations. Thus, several methods have been developed
to reduce the computational cost of evaluation long range electrostatic forces in
large systems. 1?1 The scheme selected may affect the conformational and energetic
results of a simulation. 102 The more straightforward methods simply truncate interactions beyond a cutoff distance, or apply some function that smoothly reduces the
Coulomb potential to zero beyond the cutoff. A more adequate treatment of longrange forces, in reasonable computation time, is provided by Ewald summation,103
in which the long range interactions are separated into more rapidly converging
real and Fourier series, and the Fast M ultipole method, 104- 107 where interactions
with distant atoms are expanded in terms of the multipole moments of clusters of
charges, both scaling as tl(N) to tl(N log N). An approach to mimic the screening
effects of bulk solvent is using a distant dependent form of the electrostatic function , in which the constant dielectric c is set to

Er ab,

to reduce the magnitude of

long range Coulomb interactions and minimising artifacts introduced by the use of
a cutoff.
Finally, as the bonded terms describe interactions between atoms separated by
one , two and three covalent bonds , all first and second neighbours are excluded
from the calculation of nonbonded interactions , as the interactions are implicitly
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included in the bonded terms. Additional terms may also be added to the forcefield
to harmonically restrain selected atoms to a specified coordinate.

2.2.3

Non Additive Terms

Equation 2. le describes the electrostatic features of a system in a pairwise additive
manner, in terms of fixed atom-centred charges. This neglects the contribution of
polarisation and many-body effects, which can be significant in a condensed phase
system. While forcefields can, and often are, parameterised to treat polarisation in
an average way, this is of limited accuracy as the dielectric environment throughout a protein can be highly heterogeneous , and frequently interaction energies may
be underestimated. 108 , 109 A polarisable forcefield allows the charge distribution to
vary in response to the electric field of the environment. no

Schemes for repre-

senting polarisation in a forcefield include allowing atomic charges to fluctuate in
response to the dielectric 1 n -n 3 or the induction of dipoles on each atomic centre
that then interact with each other and the fixed point charges. 109 Combined methods also exist. n 4 In the AMBER forcefield polarisation and many-body effects can
be included by an additional term:

Epol
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The first term is the polarisation contribution , where E~ is the lo cal electrostatic
field at atom a and µa is the induced dipole determined by the dot product of the
atomic polarisability aa and total electrostatic field Ea. The total field consists of
contributions from both fixed charges and the induced dipoles:
(2.3)

Equations 2.2 to 2.3 are solved iteratively. Thus , calculations incorporating polarisation effects have increased computational cost relative to additive methods ,
typically by a factor of 3.5-5. 85 The second term of Equation 2.2 is the three-b ody
exchange repulsion term used to accurately describe cation-11 interactions. 108 , ns
Inclusion of polarisation and many-body effects is required for accurate prediction
of properties in many systems ,108 , 109 and is thus one limitation of many simple
forcefields.
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2.2.4

Parameterisation

A key concept of molecular mechanics is that parameters are transferable from
one molecule to another related molecule.

This allows a forcefield determined

from a small representative set of molecules to be applied to other, chemically
similar, systems for which specific parameterisations do not exist. This is facilitated
through the definition, for each atom of a molecule, of atom types that specify its
properties. The atom type is determined by the atomic number, hybridisation state
and chemical environment. Thus, a carbon atom with a single covalent bond to
an oxygen may be of a different type to that bonded to another carbon atom, and
each of distinct type to those of a carbonyl or alkene double bond. The atom type
may, in fact, be dependent on the 1-3 or 1-4 bonding relationship of an atom, and
the type of organic functional group that it is part of. For example, in the AMBER
forcefield, different atom types are used for each of the three histidine protonation
states. These atom types are then used to retrieve the corresponding parameters
(reference bond lengths and angles, force constants, torsional terms, partial charges
and van der Waals radii) of each atom in its particular chemical environment, for
substitution into the forcefield. Arguably, it is these parameters that are the most
important factor in determining the quality of a molecular mechanics calculation.
Parameters are derived from available experimental and ab initio quantum
chemical information , such as gas phase and crystal molecular geometries, spectroscopic vibrational frequencies and thermodynamic properties. The data from
this training set of molecules is used to fit the forcefield parameters, so that the
correct geometric, conformational, spectroscopic and thermodynamic properties
are reproduced. As it is often difficult to draw direct mathematical relationships
between observable properties and forcefield parameters , is is often necessary to use
complex fitting schemes. 116- 118 Transferability requires that the parameters may
be extrapolated to molecular environments outside the training set. It is therefore desirable that the ratio of experimental observables to parameters be large,
however sufficient experimental data may often not be available. The use of ab

initio data for forcefield parameterisation alleviates this limitation to some extent.
One approach is to fit the forcefield to ab initio data corresponding to structures
distorted around their minimum geometry, making use of the energies and first
and second derivatives of the distorted structures. 66 , 74 The approach has the advantages of creating large numbers of observables to fit the parameters and also of
being largely automated.
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For macromolecular forcefields, the representation of nonbonded interactions is
of particular importance to the accurate description of large biological molecules
and their intermolecular interactions.

In the parameterisation of the AMBER

forcefield the approach was to fit the electrostatic function (Equation 2. l e) first. 119
Atomic partial charges are fitted to reproduce the electrostatic potential (ESP)
around the molecule determined using ab initio calculations. 82 , 83

ESP derived

charges can reproduce intermolecular interactions well, using a simple two-body
potential. This is, in part, due to the over estimation of charges by the ab initio
basis set used (6-31 G *), and thus incorporates some effects of polarisation into the
forcefield in an implicit manner. A refinement is the restrained electrostatic potential (RESP) model 97- 100 , 120 that overcomes some of the conformational dependence
of ESP derived charges.
The van der Waals parameters are almost universally determined from empirical
data, in part because dispersion attraction is nonexistent at the lower level of ab

initio calculations frequently used for parameterisation. Torsional parameters are
also of critical importance in protein forcefields , as small changes in the rotation
angle around a bond can lead to major conformational changes. As for the other
bonded terms, these may be taken from experimental and quantum mechanical
results.

2.3

Quantum Mechanical Methods

The simple empirical model of bonded and non-bonded interactions used by molecular mechanics methods enables rapid computation for large systems and have been
successful in providing accurate results for many molecular properties, particularly
relative energies and ground state geometries. This is achieved, however, at the
expense of including the explicit contribution to the PES of individual electrons in
the system. Many molecular properties of interest depend on an explicit and accurate determination of the electronic structure of the system and so are unavailable
to MM methods. When considering chemical and enzymic reactions , the greatest
limitation of MM techniques is the inability to model excited electronic or highly
distorted geometric states and changes in electronic structure, most importantly
the process of bond breaking and formation that occurs during a reaction.
Within the Born-Oppenheimer approximation, quantum mechanical (QM)
methods model electronic structure through determination of the electronic wave17

function

w.

Two approaches which are related exist. We will discuss methods that

focus on the wavefunction in Sections 2.3.1 to 2.3.6. Density functional methods,
in which the electronic structure is solved in terms of the electron density, will be
briefly discussed in Section 2. 3. 7

Electronic Schrodinger Equation

2.3.1

The electronic wavefunction is obtained by solution of a second-order partial differential eigenvalue equation known as the Schrodinger equation. In its most familiar ,
time-independent, form this is given by:
(2.4)
where £

is the Hamiltonian operator, W the wavefunction and E the energy of

the system.

If Equation 2.4 is defined for a fixed configuration of the nuclear ·

coordinates, E represents the energy at a particular point on the PES.
For any given nuclear configuration, Equation 2.4 has many solutions, each
corresponding to a different electronic state. The eigenfunction W operates in 3D
coordinate space over the entire molecule and, once known for a particular state of
the system, can be used to determine many quantum chemical properties through
relations of the' form:

E =

_J_w_*£_w_d_T

I W*WdT

(2.5)

where dT indicates integration over all coordinate space and spin states and '11*
is the complex conjugate of W. The product
bility of finding an electron in

a given

w*w is

proportional to the proba-

region of space. Equation 2.5 determines

the energy E, but may be used to calculate the expectation value of any other
observable property, such as charge density or dipole moment, by substitution of
the appropriate operator for the Hamiltonian£.
To make the solution of Equation 2.4 tractable, it is customary to neglect terms
in £

that make very small contributions to the energy of the system. Along these

lines , relativistic effects are neglected in many QM methods , assuming that the
electron mass is independent of its velocity.

This approximation is reasonable

for most biological (and a large body of chemical) systems as relativistic effects
become significant only in the core shells of the heavier elements. 121 Assuming
these approximations, the Hamiltonian £
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of Equation 2.4 for a molecule of N

electrons and M nuclei may be expanded to:

(2.6)

where E is in Hartrees and the Laplacian operator
all coordinate space (i.e. v' 2

v7 involves differentiation over

= ;;2 ; ;2 ; ;2 ) for electron i. The first term of Equa-

tion 2.6 describes the kinetic energy due to electronic motion, and the remaining
terms the potential energy due to the Coulomb interaction of the electrons and
nuclei (of nuclear charge Za), where r ab is the distance between two particles a and
bis in Bohr.
Even using the above approximations, the Schrodinger equation can only be
solved exactly for trivial systems, such as the hydrogen atom, He+ and Ht. For
systems of practical interest further approximations must be introduced such as
constraining the wavefunction to have a particular functional form, and/ or approximating some terms in the Hamiltonian. These approximations distinguish
the different quantum chemical methods, with Hartree-Fock theory being the most
relevant to the methods studied here.

2.3.2

Hartree-Fock Theory

Hartree-Fock (HF) theory assumes that the polyelectronic wavefunction that satisfies the Schrodinger equation for a molecule may be approximated as the product
of one-electron molecular orbitals (MOs)

1Pi for

each electron in the system, given

by the Slater determinant:

\JI=

where the spin orbitals

1P2(1)
1P2(2)

1

(2.7)

ffef
1Pi are

the product of a one-electron spatial orbital and a

spin function. The spin function allows two electrons with different spin to occupy the same orbital, under the Pauli exclusion principle. The prefactor 1/ ffef
ensures that the wavefunction is normalised (i.e. the probability of findin g all electrons anywhere in space is unity, or

J \J!*\J!dT

= 1). The determinaiital form of

Equation 2. 7 satisfies the basic quantum mechanical requirement that
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w should be

antisymmetric with respect to the interchange of any pair of electrons.
An implication of the HF approximation is that each electron moves in the
time averaged field of electron density due to all other electrons. Thus, the twoelectron repulsion term

L~j Lf /j

(third term of Equation 2.6) of each individual

electron i is replaced with its interaction with the time-averaged electron density
of the remaining electrons. 122 The HF approximation thus neglects the effects of
electron correlation - the adjustment of electron motion due to the instantaneous
repulsion of other electrons in the system. While the correlation energy makes
only a small contribution to the total energy, its contribution to many calculated
molecular properties is chemically significant, particularly geometries. Methods
that incorporate correlation effects are briefly reviewed in Section 2.3.5.

2.3.3

Atomic Orbitals and Basis Sets

The molecular orbitals

1Pi are

usually expanded in terms of a set of basis functions

centred on each nucleus, for example:

(2.8)
where ¢µ are the basis functions, and

Cµi

are the molecular orbital expansion co-

efficients. Traditionally, the basis functions were atomic orbitals (AOs) located on
each atomic centre, giving rise to the term linear combination of atomic orbitals
(LCAO). However, increasing the number of basis functions K increases the flexibility of the LCAO description , giving an improved description of the MO. Usually,
basis functions have an angular component that describes the shape of the orbital
and a radial function component that describes the size. The two types of basis
functions used in this work are Slater-type orbitals (STOs) and Gaussian function s.
STOs 123 have the exponential form:

</Jnzm(r) =
(2.9)
where ( is the Slater orbital coefficient , (r , e, cp) are polar coordinates with the
origin at the nucleus, and n , l and m are the principal, angular and magnetic
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quantum quantum numbers of the orbital. The first term of Equation 2.9 is the
radial function and the second the spherical harmonic component. STOs give an
accurate description of the electron density around a nucleus, but their exponential
form is expensive to evaluate, particularly if more than one centre is involved. The
alternative Gaussian functions are less accurate than STOs, in particular as a
function of distance they decay to zero more quickly and for n

=

l they do not

have a cusp at the origin, but are more suited to computation. 124 , 125 They have
the form:
(2.10)
where a, b and c are integers, x, y and z Cartesians and a determines the radial
extent of the function. The most important advantage of Gaussian functions is
that the product of two Gaussian functions on different centres is another Gaussian
function centred on a third. This greatly simplifies the calculation of the multicentre two electron integrals required in most quantum chemical methods. A single
Gaussian function does not , however , give a good approximation to a STO , so
linear combinations of primitive Gaussians are used to form contracted Gaussian
functions representing each ¢ µ:
L

<Pµ =

L dµs<Ps(aµs)

(2.11)

s

where the coefficients dµs and exponents aµs of the primitive Gaussians <Ps are fixed.

L is the number of primitive Gaussian functions used in the expansion.
The basis set formed by the use of a single Gaussian contraction per AO (i.e.
only enough functions to describe the occupied shells of an atom) is referred to
as a minimal basis set, of which a popular example is the ST0-3G basis set. 126 , 127
Although computationally fast, minimal basis sets do not generally give accurate
results for molecules, as they are not flexible enough to adequately account for
distortions that occur in chemical bonds, a deficiency which may be addressed
to some extent by increasing the number of functions used for each orbital (the
effects of electron correlation must still be addressed).

A double zeta basis set

uses two functions per AO, with the radial exponents of each adjusted so that
one AO is more compact and the other more extended than the minimal set . By
adjusting the weightings of each the radial extent of the function is able to vary in
response to the molecular environment. A split basis set (for example, 3-21G 128 , 129
and 6-31G 130 ) uses less functions for the core orbitals and more for the valence
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shell, as the inner shells undergo less distortion in bonding, and thus make little
contribution to the chemical properties of a molecule. Additional diffuse functions
may be added to the basis to improve the representation of charge density away
from the nucleus, such as occurs with anions and lone pairs, while polarisation
functions may be employed to enhance the representation of non-isotropic charge

distributions (examples include the 6-31G* /6-31G** basis sets 131 , 132 ). In the later
case, functions of higher angular quantum number (usually p- and d-type functions
for hydrogen and first row elements, respectively) are added to allow increased
asymmetry in the electron distribution. Increasing the complexity of the basis set
does, however, increase the computational cost of the calculation.
Having defined the wavefunction as a determinantal product of molecular orbitals which are, in turn, expressed as a combination of basis functions, the problem
of solving the Schrodinger equation becomes one of determining the atomic orbital
coefficients of Equation 2.8. The variational principle allows that the optimum
wavefunction can be found by determining the set of coefficients for these basis
functions that minimise the total electronic energy. Both semiempirical and ab
initio methods employ the same basic approach to the solution of this problem ,

although the approximations made and details of the calculations differ.

Ab initio Hartree-Fock Methods

2.3.4

Ab initio computational methods determine the wavefunction, and thus the molec-

ular properties, using only the approximations already described and , other than
the values of a few fundamental constants, do not rely on any empirical values.
Equation 2.8 reduces the problem of solving the wavefunction

w to

a set of basis function coefficients

1Pi·

Cµi

for each molecular orbital

one of finding

The Roothaan-

Hall equations 133 , 134 provide a solution to this problem that can be represented in
matrix form, and thus is amenable to computation. For closed shell systems they
are:
N

L(Fµv - EiSµv)Cvi == 0

µ== 1, 2, ... , N

(2.12 )

V

where
Cvi

Ei

is the energy of the molecular orbital

1Pi in the N electron system , and

are the orbital coefficients. The Fock matrix F consists of elements
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Fµv

for the

kinetic energy, electron-nuclear attraction and electron-electron repulsion:
K

Fµv

K

= Hi'::e +~~A" [ (µv/)1CJ)

~ ~ (µA/vo-)]

(2.13)

where Hi~re is the energy of a single electron </>µ (1) in the field of M bare nuclei
with atomic numbers Za, with distance r 1a between the electron and nuclei:
(2.14)

with dv indicating differentiation over 3D coordinate space. The second term of
Equation 2.13 is the energy due to interaction of electrons in the system, involving
the two electron repulsion integrals:
(2.15)
and the elements

PAO"

from the one electron density matrix P:
Nocc

PAO"

=2

L

(2.16)

CAiCO"i

i=l

and with the summation being over all (doubly) occupied molecular orbitals
Finally, the integrals

Sµv

Nocc·

in Equation 2.12 give the overlap between the non-

orthogonal basis functions to form the overlap matrix S:
(2.17)

Alternatively, Equation 2.12 can be expressed more succinctly in matrix form:

FC = SCE
where C is the matrix of orbital coefficients
orbital energies

Ei.

Cvi

(2.18)
and E is the diagonal matrix of

As noted previously, in the Hartree-Fock approximation each

electron interacts with an average field of all other electrons. This is evident in
that F is dependent on the density matrix P which in turn depends on the orbital
coefficients C , which also appear on the right hand side of the equation. Thus ,
Equation 2.18 must be solved iteratively. The general procedure is termed the self
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consistent field (SCF) approach, in which the results from a trial calculation are

iteratively fed back into the secular equations to give solutions of lower and lower
energy until a minimum is reached.
To solve Equation 2.18 using standard matrix eigenvalue methods requires some
manipulation of the matrices, corresponding to transformation of the molecular
orbitals so that they form an orthonormal set. A common approach is to make an
approximate initial guess for P and calculate the relevant integrals for the Fock
matrix (integrals in the AO basis, such as Hi~re and the two electron integrals

(µvlAa) do not depend on the coefficients and will remain constant throughout the
calculation, so can in principle be calculated just once). The overlap integrals are
calculated and the inverse square of the overlap matrix

s-!

is calculated through

diagonalisation of S. Using the Fock and density matrices, this then allows the
formation of a matrix F' =

s-!Fs-!.

By diagonalising F' to solve the determinant:

IF' - Ell= 0

(2.19)

gives the energy eigenvalues E and a matrix of coefficients C' from the eigenvectors
of F'. This then allows the MO coefficients C to be calculated from the relation:
(2.20)

P is then easily calculated from Equation 2.16. Using this new density matrix,
a new Fock matrix and F' can be formed and the procedure repeated. Iteration
continues until there is no change in energy, or P or other quantity, from one
iteration to the next (within some predefined precision). At this point the density
matrix and wavefunction are self consistent. The set of molecular orbitals (in the
form of the coefficients) and the associated orbital energies will now be available.

2.3.5

Post Hartree-Fock Methods

The single configuration form of the wavefunction used in the Hartree-Fock method
results in the inadequate treatment of the correlation between the motion of electrons with the opposite spin. Instantaneous Coulomb interactions between electrons tend to keep them further apart than predicted by the average electron potential of molecular orbital theory.

The result of this many-body effect is the

prediction of energies that are more positive than the true energy. 135 , 136 The correlation energy is usually relatively small at equilibrium geometries , but becomes
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larger when the electron pairings in a molecule change, such as at the point of bond
dissociation. Thus, Hartree-Fock bond lengths tend to be too short and frequencies
too high , and are commonly scaled to correct for this. There are a variety of improvements to the Hartree-Fock approximation that address this problem, however
all add additional levels of computational complexity (and cost) to the calculation.
As this work has made only limited use of correlated methods , only two of the many
approaches are reviewed here, namely configuration interaction and perturbation
theory.

Configuration Interaction
The wavefunction generated from a single determinant calculation contains a set
of occupied and virtual orbitals.

Hartree-Fock methods optimise the occupied

orbitals at the expense of the virtual set. By swapping virtual orbitals for occupied
orbitals, determinants are generated that can sample space away from that of the
SCF ground state wavefunction.

Thus, configuration interaction (CI) methods

define a wavefunction that is a linear combination of ground and excited state
determinants, and so, through linear mixing , provide the flexibility for electrons to
avoid one another.
'¥ CI

= ao '11 o +

L

as '11 s

(2.21)

s>O

where '11 0 is the ground state SCF determinant and '11 n the wavefunctions of excited
states generated by replacing the occupied spin orbitals with virtual spin orbitals.
The summation L s>O is over all substituted determinants, i.e. all possible permutations of substituting occupied spin orbitals with virtual ones. The variation
principle is used to determine the set of coefficients that minimise the energy of

'11 CI. In multiconfigurational self consistent field (MCSCF) methods the coefficients
of the AOs are optimised in addition to those of the CI wavefunctions. An example
of this technique is the complete active space SCF (CASSCF) method ,137 which is
capable of including large numbers of configurations in the calculation. The full
configuration interaction (FCI) calculation incorporates all possible permutations
of the occupied and virtual orbitals and represents the most complete treatment
available within the limits of the AO basis sets. For all but a few systems, FCI
calculations are usually not practical on account of the very large numbers of permutations possible.
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Perturbation Theory
An alternative approach to the correlation problem is M0ller-Plesset perturbation theory. 138 The approach is similar to CI in that the wavefunction is formed
from multiple electronic configurations, however the expansion coefficients are determined via perturbation theory rather than being variationally optimised. In
M0ller-Plesset perturbation theory the total Hamiltonian£ for the system is expressed as a sum of a zeroth-order Hamiltonian

Yeo

(for which the eigenfunctions

and eigenvalues are known) and a perturbation J/:
(2.22)
where A is a dimensionless parameter that can be gradually varied from Oto 1, such
that£ progressively improves to the true value when A = 1. After expanding the
eigenfunctions and eigenvalues of the Hamiltonian as a Taylor series in A and truncating at various orders different levels of perturbation theory are obtained. For
example, truncation at the second order yields the MP2 139 method, while truncations at higher orders (MP3, MP4) will in principle give even closer approximations
to the true energy.

2.3.6

Ser,p.iempirical Methods

The early development of semiempirical methods was largely driven by the difficulty
of evaluating the two-electron integrals given in Equation 2.15. The semiempirical
philosophy was to make efficient quantum chemical calculations possible by neglecting most of the complicated integrals, approximating those that remain and
parameterising the Hamiltonian to fit calculated properties to experimental data.
Although ab initio methods are now capable of being applied to molecules containing many atoms, there remains a distinct computational performance advantage to
the semiempirical approach that enables their routine application to much larger
systems. 140 , 141 Current semiempirical methods differ from ab initio methods in
four important ways: i) the neglect of many multi-centre integrals , ii) the use of
Slater-type orbitals and approximation of integrals , iii) the assumed orthogonality
of orbitals and iv) parameterisation.
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Neglect of Integrals

The ab initio approach to the SCF method is to calculate all integrals required
by the Fock matrix (Equation 2.13) , regardless of whether the basis functions
are centred on one, two, three or four atoms. While this offers a theoretically
rigorous treatment, large numbers of computationally expensive multi-centre integrals must be calculated, many of which make only minor contributions to the
Fock matrix elements. It is the calculation and manipulation of these integrals
that is the most time consuming component of ab initio calculations. Semiempirical methods achieve their computational efficiency by dramatically reducing the
number of integrals that need to be calculated, through the neglect of three- and
four-centre integrals and approximate evaluation of the remaining integrals. The
evolution of semiempirical methods 142- 144 has seen the development of many different methods, which differ principally in the extent to which two-centre integrals
are neglected. Early semiempirical models were the complete neglect of differential
overlap (CNDO), 145- 148 intermediate neglect of differential overlap (INDO) ,149 modified intermediate neglect of differential overlap (MINDO /3) ,150- 152 and modified
neglect of diatomic overlap (MNDO) .153 , 154 With the exception of a few methods
(such as SINDO 1155- 158 and INDO /S 159 , 160 ), all semiempirical methods in common
use today are based on the neglect of diatomic differential overlap (NDDO) approximation. ..Our discussion will concentrate on the NDDO-based methods used
in this work, namely MND0, 153 , 154 AMl 161 and PM3. 162- 164
MNDO, AMI and PM3 employ the NDDO approximation, in which the integrals for overlap between pairs of different AOs on different atoms are set to zero,
thus eliminating all three- and four-centre integrals. All two-electron two-centre
integrals of the form (µava!AbO"b) (i.e. where µ and v are on the same atom and

A and O" are on the same atom) are retained. In an orthogonalised basis , the 3and 4-centre integrals become very small and may be reasonably neglected. 165 , 166
Concentrating on the two-electron terms, the diagonal elements of the Fock matrix
become:
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and the off-diagonal elements when both µ and v are on the same atom are:

(2.24)

and when µ and v are on different atoms:
l
Fµv

=

Hµv -

2

A

B

LLP>-a-(µvl.\a)
>.

(2.25)

a-

Other approximations, many of which are common to other semiempirical methods, are used to achieve a further reduction in the number of integrals . One fundamental approximation is the neglect of core electrons; that is only the valence
shell electrons are treated explicitly, as it is assumed the core electrons make little
contribution to bonding and other chemical properties. The core electrons are combined with the nucleus to form an effective core potential that is then approximated
by empirical parameters to determine the core-core repulsion and core-electron attraction energies. Thus, the one-electron integrals of Equation 2.14 and atom A
become:
Hµµ

=

Uµµ -

L Zb(µaµalsbsb)

(2.26)

bia

for the one-centre term (where the function Zb(µaµalsbsb) is used to approximate
the two-centre core-electron integral (µaµalbb)) and:
(2.27)
for the two-centre resonance integrals. U is the parameter for the one-electron
one-centre integral , approximating both the potential energy (due to attraction to
the core) and the kinetic energy of an electron. (3 approximates the value of the
two-centre one-electron resonance integrals , which are assumed to be proportional
to the overlap integral

S µv ·

The Coulomb interaction of the nuclei is replaced in

MNDO by a core-core repulsion term for the screened nuclei:
(2.28)
The second term of Equation 2.28 is necessary to account for the decreased screening of the nucleus as the interatomic distance becomes small, with a being a parameter. A slightly modified form of Equation 2.28 is used to describe 0-H and
28

N-H interactions. The approximation of the core-core repulsion in the form of
two-electron integrals is needed to correct for the fact that the electron-electron
and electron-core integrals do not collapse to a classical Coulomb term at distances
greater than the van der Waals radii.
Equation 2.28 tends to overestimate repulsions between atoms separated by
distances around the sum of their van der Waals radii. To overcome this limitation,
t he AI\!ll and PM3 methods modify the core repulsion function by the addition of
a combination of attractive and repulsive spherical Gaussians.161 The AM l and
P M3 core-core repulsion is related to the MNDO term by:
(2.29)

where K , L and M are adjustable parameters that define the shape and extent of
the Gaussians i (atom a) and j (atom b). In AMl the summations are across four
Gaussians for carbon , three for hydrogen and nitrogen and two for oxygen. P M3
uses two Gaussians per atom.

Approximation of Integrals

Semiempirical methods use Slater-type orbitals rather than t he Gaussians typically
used in ab initio methods. A minimal basis set (i.e. single zeta in ab initio terminology) of ones and t hree p Slater type orbitals is used for the valence electrons (for
transition metals and second row elements, MNDO-based methods using spd basis
also exist 167- 170 ) . Of t he one-centre two-electron integrals , only those of t he typ e

(µµIµµ) , (µµlvv) and (µvlµv) will be non-zero , producing the simplified form of
Equation 2.23 and Equation 2.24. The one-centre two-electron integrals are represented by t he parameters Gss, Gsp, GPP and GP2 for the electron repulsion integrals
and Hsp for t he exchange integral. The subscripts denote interaction betvveen s
and p type atomic orbitals.
The sp basis gives 10 distinct pairs of atomic orbitals per atom for the first-row
ele1nents . Although the NDDO approximation reduces the number of two-electron
tvro-centre integrals for each pair of non-hydrogen atoms to 100 , t his is a considerably larger number than used by other approximate theories (e.g. the equivalent
term for MINDO /3 is represented by only one integral). As the calculation of
two electron integrals in Slater AOs is difficult , the evaluation of thes·e integrals in
t he NDDO formalism is approximate. 171 T,;vo electron repulsion integrals of the
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form (µvl,\.o-) represent the product of two integrals, each of which are related to
the multi pole moments of the interacting charge distributions. The multi poles (up
to quadrupolar terms) may be expanded classically as an arrangement of point
charges, depicting simple monopoles, dipoles and linear and square quadrupoles.
Many of the multipole moments vanish due to symmetry, leaving a set of 21 unique
two-electron two-centre integrals for two non-hydrogen atoms. Two centre NDDO
integrals may then be given as the sum over all repulsions and attractions between
the point charges:
(2.30)

where

rij

is the separation between point charges

Qi

on atom a and

Qj

on atom b.

For example, the (ssiss) integral is given by the repulsion of two monopoles , while
the integral ( sp IPxPy) is represented by eight terms arising from the interaction of a
dipole ( sp) and square quadrupole. d are parameters chosen so that Equation 2.30
yields the equivalent one centre integral as

rij

approaches zero.

Orthogonality
An approximation common to most semiempirical methods is the treatment of
orbital overlap. The overlap matrix S in semiempirical methods is set equal to
the unit matrix I. This zeroes out the overlap of two AOs centred on different
atoms. Also, the use of an orthogonal basis set means that many of the off-diagonal
elements of Swill already be zero. This simplifies the solution of the Roothaan-Hall
equations by reducing them from FC = SCE to:

FC=CE

(2.31)

In MNDO based methods, however, the overlap integrals are retained and calculated in the construction of Fock matrix. The overlap integral S µv is required to
calculate the one electron two centre resonance integral Hµv , as per Equation 2.27.
This is the only exception to the NDDO approximation.
The NDDO approximation is valid under this assumed orthogonality, as the two
electron overlap integrals are negligibly small. 165 , 166 However, the transformation
to an orthogonal basis causes substantial changes in the one electron integrals. This
orthogonalisation effect is not treated explicitly in the MNDO, AMl or PM3 meth30

ods, and can lead to inaccuracies in the prediction of various properties , particularly
for conformational energies, such as bond rotation barriers in hydrocarbons and
peptides. 172 , 173 Several semiempirical methods have been developed that explicitly
treat orthogonalisation. The SINDOl 155 and CNDO-S 2
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methods approximate

orthogonalisation through an expansion of the overlap matrix S. The ND DO-based
methods, OMl 175 and OM2 172 introduce parametric corrections to one- and twocentre terms, respectively. Studies comparing peptide conformations have shown
that the orthogonalisation corrections enable significantly improved prediction of
peptide rotational barriers and minima over AMl and PM3 methods. 173

Parameterisation

The preceding discussion lists a number of terms that are fitted so that the semiempirical method reproduces experimental observables. To a large extent, the accuracy of semiempirical methods is determined by the quality of this parameterisation process. Ideally, the parameterisation should allow the method to approach
the limits of accuracy obtainable under the approximations used in the underlying
semi empirical theory.
The training set for the parameterisation is selected from accurate experimental
data for the properties for which the method will model. Thus, reference data
usually consists of heats of formation , bond lengths, bond angles, dihedral angles,
di pole moments and ionisation potentials. 176 The parameters are then least-squares
optimised by minimising the error function:
(2.32)

where

Sicalc

and

Sfef

are calculated and reference values and

Wi

are weighting factors.

Finally, the parameterisation is validated through extensive test calculations and
analysis of errors. 142 , 162- 164 , 177
Some of the shortcomings of semiempirical methods have been documented. 178
Several extensions to the conventional parameterisation have been reported , in an
effort to improve the accuracy of the methods for specific cases. These include the
use of torsional corrections for amide bonds , additional terms to improve calculated
heats of formation, 179 and the fitting of semiempirical parameters to high level ab

initio data to accurately predict the PES for specific chemical reactions. 180 , 181
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2.3. 7

Density Functional Methods

Both ab initio and semiempirical methods attempt to solve the Schrodinger equation and determine the many electron wavefunction.

Density functional the-

ory (DFT) takes a fundamentally different approach. The method relies on the
Hohenberg-Kohn theorem 182 which states that the ground-state properties of a
system are functions of the electron density, and thus the energy may be calculated , according to the variation principle, by optimising the energy with respect
to the electron density. Computationally, the most important implication of this
is that the method is independent of the number of electrons N in a systen1; DFT
methods need only operate in the simple three dimensional coordinate space of the
electron density rather than the 3N-dimensional wavefunction. In principle, this
allows DFT methods to calculate structures and properties of systems much larger
than is possible with wavefunction-based methods. The main issue of density functional theory is that the exact form of the density functional is not known, and
must be approximated.
The electronic energy E may be written as function of the electron density p
at a point r by:

E(p)
(2.33)

where the first term on the right hand side is the kinetic energy of a system of
non interacting electrons with the same charge density as the real system and the
second term the classic electron-electron interaction. The third is electron-nuclear
attraction and Exe the exchange-correlation energy. The Kohn-Sham method 183
derives the density from a Slater determinant of orthonormal orbitals, allowing the
density to be optimised by solving the set of one-electron equations for a system
of non interacting electrons. This leads to:
(2 .34)
where the charge density p(r) at a point r is given by the sum of occupied molecular
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orbitals:
Nocc

(2.35)

and Yxe (r) is the exchange-correlation functional , given by the derivative of the
exchange-correlation energy with respect to the density:
~ ( ) _ 5Exe[p(r)]
xe r c5p(r)

(2.36)

The form of the Kohn-Sham equations is very similar to the Hartree-Fock equations, however, a major advantage of the Kohn-Sham approach is inclusion of electron correlation. That is, if Exe

= 0 the method will yield the Hartree energy

(the Hartee energy is similar to the Hartree-Fock energy, except that the wavefunction is no longer antisymmetric) , while the correct value of Exe will yield the
true ground state energy. 184 The main limitation of the theory is the fact that
the exact form of Exe is unknown and must be approximated. The local density

approximation (LDA) assumes that the electron density varies slowly with position, so that any point r with density p(r) has the same properties as any point
in a homogeneous electron distribution with the same density. Exe may then be
expressed as a function of the exchange-correlation energy per particle cxe [p( r)] of
a uniform interacting electron gas of density p( r):
(2.37)

Analytical expressions for the exchange cx 185 and correlation ce 186 , 187 contributions
to cxe have been derived.
As the quality of the approximation of Exe is the limiting factor in the accuracy of DFT methods, much effort is directed towards developing more accurate
exchange-correlation functionals. The electron distribution of real molecules differs
considerably from a uniform density distribution , and the LDA tends to overestimate correlation and underestimate exchange, giving too large binding energies.
For this reason , non local corrections were introduced, in the form of a correction
F to the LDA based on the gradient of the charge density, v' p(r):

E~~[p(r)]

~

J

p(r)t:xc[p(r)]dv · F(p(r) , V p(r))

(2.38)

Commonly used gradient corrected functionals are combinations of the Becke ex33

change functionals 188- 190 and the correlation functionals of Lee, Yang and Parr
(BLYP), 191 and Perdew and Wang (BP, 192 BPW 186 ). The B3LYP 19 3 functional improves accuracy further by mixing the Hartree-Fock exchange EJlF with the DFT
exchange and correlation functionals:
(2.39)
where the coefficients c1 , c2 and c3 are obtained by fitting to experimental data. The
representation of correlation effects through parameterised functions draws some
similarities with the incorporation of correlation effects in semiempirical methods.
This approximate treatment of the exchange-correlation contribution is completely uncoupled from the calculation of the Coulomb term (as opposed to HartreeFock methods, in which the four-centre two-electron integrals are required for both
Coulomb and exchange contributions). Thus, more efficient methods of calculating
the Coulomb term may be applied. By expanding the density p(r 2 ) of Equation 2.33
in terms of an atom-centred auxiliary (or "fitting") basis set wK, of L basis functions
with expansion coefficients cK,:

(2.40)
the number of integrals that must be evaluated formally falls from 1{ 4 to 1{ 2 L,
where K is the number of two-electron integrals. 194 , 195
A disadvantage of DFT methods over Hartree-Fock methods is the lack of analytical solutions to many of the required integrals , necessitating the use of numerical
integration techniques. Although the finite grids used for this integration can be
carefully constructed, 196 their use can introduce significant errors. 197 Recently, effort has been directed towards the development of grid-free DFT approaches. 198 , 199

2.4

Computational

Cost

of

MM

and

QM

Methods
The relative computational cost of implementations of molecular mechanics ,
semiempirical, Hartree-Fock , DFT and post Hartree-Fock methods differ dramatically, in terms of both CPU time and memory. The number of arithmetic operations
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and amount of memory required by different components of the algorithms used to
solve each method depend on the size of the system in different ways. The decision
of which method to use for a particular problem is often dictated not only by the
properties obtainable with a method, but by the scaling of computation cost with
system size. The cost may usually be expressed as a function of some metric of the
system size N (usually the number of basis functions , electrons or atoms), such as
the polynomial form:
CPU time (or memory)= Po+ P1N

+ P2N 2 + · · · + pqNq

(2.41)

where q are integral powers. The prefactor Pq is independent of the system size,
reflecting the number of arithmetic operations required to calculate each single unit
of N, and may differ over a large range between different parts of the algorithm.
For large values of N, the highest order value of q dominates the overall cost of the
computation. Thus, the scaling of a method with system size is often described in
terms of the highest order component of Equation 2.41, i.e. order-Nq scaling, or
{J(Nq).
If higher order terms have very small prefactors compared to the lower order
terms, the high order terms may not become dominant until the system size grows
past some limit. Thus , for relatively small N and large low-order prefactors, the
dominant scaling term may be other than pqNq. The formal scaling, however, is
always {J(Nq). Although the N used in each term of Equation 2.41 may represent
basis functions Nbf, electrons Ne or atoms Na, depending on what is being calculated, each quantity is directly proportional to Na. Thus, the computational cost
of a method will often be discussed in terms of the number of atoms.
Table 2.1 lists the formal CPU time scaling of several methods. The scaling
properties of a computational technique ultimately determine the upper bound on
the size of a system that may be treated, in practical time limits , with a particular
technique. To illustrate the impact that this scaling has on calculations for large
systems, Table 2.2 compares the relative growth in computation time for systems
of different sizes using each of these scaling factors. For comparison , it has been
assumed here that a calculation on one atom consumes 1 millisecond of CPU time
for each method , and that all methods have the same prefactor. In practice, the low
order scaling methods , such as MM, have substantially smaller prefactors than the
high order scaling techniques, such as Hartree-Fock methods. Thus, the divergence
in computation time will be far greater than indicated here.

35

Table 2.1: Formal Scaling of Selected Computational Methods.
Method

Scaling

Bottleneck

Molecular Mechanics
Semiempirical
DFT
ab initio HF
ab initio post-HF

tJ(N2)

Coulomb interactions
Matrix diagonalisation
Matrix diagonalisation
2-Electron integrals
Various

tJ(N3)
tJ(N3)
tJ(N4)

> tJ(Ns)

For small systems , the effective scaling of these methods may be less , due to the
size of prefactors and approximations made to reduce the scaling properties.

Table 2.2: Relative CPU Cost for Different Scaling Orders.
Atoms

tJ(N)

1
2
3
4
5
10
50
100
500
1000
10 000

1 ms
2 ms
3 ms
4 ms
5 ms
10 ms
50 ms
0.1 s
0.5 s
1s
10 s

tJ(N2)
1 ms
4 ms
9 ms
16 ms
25 ms
0.1 s
2.5 s
10 s
4.1 m
17m
28 m

tJ(N3)
1 ms
8 ms
27 ms
64 ms
0.12 s
1s
125 s
17 m
34m
11.5 d
32 yr

tJ(N4)
1 ms
16 ms
81 ms
0.26 s
0.62 s
10 s
1.7 m
28 d
723 d
32 yr
3.2 X 10 6 yr

tJ(Ns)
1 ms
32 ms
0.24 s
1s
3s
100 s
89 m
7.6 yr
991 yr
32 X 10 3 yr
3.2 X 10 9 yr

Relative times assume constant prefactors and a CPU time of lms p er residue.
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It may be clearly seen that, even for methods of tf(N 3 ) scaling, that calculations
on systems of biologically interesting size rapidly become very time consuming, and
higher order methods are completely impractical. Furthermore, it must be remembered that many applications, for example geometry optimisation and molecular
dynamics simulation, will require many energy evaluations, further reducing the
practical model size that may be studied.
We will now discuss the scaling properties of computational methods, and the
algorithmic bottlenecks that gives rise to these scalings. Table 2.1 lists the formal
scaling of CPU time of the methods previously discussed. The calculation of the
two electron integrals (µv/)a) in single determinant ab initio Hartree-Fock methods formally scales as tf(N 4 ). Thus, methods for the efficient calculation, and
reduction, of these integrals are of interest. 200 Exploiting the permutation symmetry relationships of the integrals reduces the number that must be calculated by
a factor of eight. Many of these integrals are so small that they may be safely ignored. Pre-screening of the two-electron integrals, by rapidly calculating an upper
bound for its value and discarding the small value integrals , reduces the number
of important integrals that must be evaluated exactly to N 2 ln N. 201 - 203 Original
implementations of Hartree-Fock methods calculated these integrals at the beginning of the calculation and stored them for retrieval during each SCF iteration.
This approach results in enormous memory or disk storage requirements. The direct SCF method 204 discards integrals after use and re-evaluates them on-the-fly as
needed during each SCF cycle. This approach eliminates the difficulty of storing
large numbers of integrals. Coupled with modern machines that have considerably faster CPUs than disk IO , faster algorithms for integral evaluation, careful
screening and selective storage of expensive and frequently used integrals , significant performance improvements may be obtained. 20 3 Wavefunction-based methods
treating electron correlation are considerably more expensive, typically scaling as

tf (N 5 ) or higher. Considerable effort is directed towards avoiding or reducing the
cost of these bottlenecks in ab initio methods. 2s- 3 o, 205 , 206
In semiempirical methods , the tf(N 4 ) calculation of two-electron integrals is
avoided by use of the NDDO approximation, which reduces t he scaling on the ·
number of integrals to tf(N 2 ). Scaling is then dominated by tf(N 3 ) operations
such as construction of the density matrix and the diagonalisation of the Fock matrix. Of these, the Fock matrix diagonalisation is the most expensive step, due to
a larger prefactor. While several efficient algorithms (in terms of the· prefactor) for
the solution of eigensystems exist ,207 all scale as tf (N 3 ). A pseudodiagonalisation
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approach was developed by Stewart, Csaszar and Pulay 208 that reduces the diagonalisation prefactor substantially, compared to conventional methods, but still
scales as {f(N 3 ) overall. Methods for overcoming these computational bottlenecks
and reduce the overall cost to approximately {f(N) are the subject of Section 2.7.
The CPU cost of molecular mechanics methods is dominated by the calculation
of the Coulomb terms, Equation 2.le (page 12), where the summation is over all
pairs of atoms, yielding a formal scaling of {f(N 2 ).

Calculation of the bonded

terms is {f (N) as the number of terms increase linearly with the system size (all
sets of 2, 3 and 4 consecutively bonded atoms). Although the calculation of the
van der Waals term is formally {f(N 2 ), the interactions become vanishingly small
over long distances and may be neglected, allowing van der Waals cutoffs to be
employed.

Thus, the van der Waals interactions are calculated for only small

regions of atoms nearby in 3D space. The size of these regions is independent of the
system size, and their number increases linearly with Na, allowing the calculation
of van der Waals interactions to be performed as {f(N). Methods are available
to reduce the computational cost of calculating the electrostatic term for large
systems, as discussed in Section 2.2. Examining Equation 2.le, it can be seen that
the prefactor for the calculation of the Coulomb term will be small. This, coupled
with the relatively inexpensive quadratic scaling of the method, make MM methods
highly practical for simulation of large systems, such as proteins and large explicit
solvent systems typically exceeding 20 000 atoms. They are also suited to molecular
dynamics simulations of larger systems, with MD simulations on large biological
systems, 209 very long time scale simulations of proteins 210 and material science
applications (using forcefields with simpler form than the biological forcefields) on
more than 10 million atoms 211 being reported.

2.5

Hybrid Quantum Mechanics /

Molecular

Mechanics Methods
The computational cost of quantum mechanical methods poses a problem for the
modelling of enzyme reactions and other biological and solution phase reactions.
QM methods are mandatory to model the process of bond breaking and formation ,
but for calculations to be practical their cost limits the size of the model to tens
to hundreds of atoms. However , a truncated model of the entire enzyme is often
unsatisfactory to reproduce the full steric and electrostatic active site environment
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MM

Figure 2.1: Schematic Illustration of Partitioning of an Enzyme
System for Hybrid QM/MM Calculations.
The area shaded in grey is treated at the quantum mechanical level and the
area in white receives molecular mechanical treatment. The hatched area is the
solvent environment.

provided by the entire enzyme or solvent system. Practical calculations on systems
of this size require MM methods, but these are incapable of modelling the key
chemical reaction.
Hybrid quantum mechanical/molecular mechanical (QM/MM) methods offer a
means of combining the computational efficiency of MM methods for large systems
with the electronic structure determination capabilities of QM methods. 6 , s, 9 , 11 The
fundamental principle of QM/MM techniques is to partition the entire system into
several regions that are then modelled using different levels of theory, as shown in
Figure 2.1. Thus , the small reactive part of the system (for example , the substrate
and possibly a few key active site residues and water molecules in an enzyme system ,
or the solutes in a solution reaction) make up the 'QM region ', and is treated using
ab initio, DFT or semiempirical methods, with the remainder of the protein or

solvent environment modelled using an efficient MM method.
Hybrid QM/MM methods were first used by Warshel and Levitt in 1976 1n
a study of the enzymic stabilisation of an intermediate in the lysozyme catalysed cleavage of a glycosidic bond. 212 This method utilised a semiempirical QM
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method (QCFF /ALL) and a MM method incorporating polarisation through atom
centred induced dipoles.

A number of years later Singh and I{ollman applied

an ab initio QM/MM method combined with the AMBER forcefield 81 - 85 to the
solution phase methyl chloride/ chloride exchange 16 and to the solution and enzymic reaction catalysed by trypsin. 22 , 213 Karplus and co-workers 214 developed an
AMl/MNDO semiempirical based QM/MM method combined with the CHARMM
forcefield. 86- 90 Since these early developments, many more hybrid QM/MM implementations have been developed, combining most classes of QM methods, including semiempirical, 20 , 27 , 215 , 216 ab initio, 11 , 21 , 217 DFT 218 and empirical valence bond
(EVB) methods, 7 , 219 along with most of the common force field methods, including
AMBER, CHARMM, GROMOS, OPLS and MM3, as well as polarisable force field
methods. 216 ' 220
In the following sections we discuss the approaches to combining the QM and
MM methods and the issues involved in partitioning model system into regions
treated at different levels of theory.

2.5.1

The QM/MM Hamiltonian

The fundamental principle of the hybrid QM/MM approach is that the QM and
MM regions .~~ able to interact (to various degrees), so that the QM region can
'feel' the electrostatic and steric effect of the MM environment. There are many
implementations of hybrid QM/MM methods, using a range of QM and MM potentials. It is in the QM/MM interaction term , however, where the various hybrid
methods differ. The total energy of a QM/MM system is given by the sum of the
energies of the QM and MM regions, and the energy resulting from the coupling of
the two regions:
(2.42)
The QM and MM terms may be represented by any of the available QM and MM
methods, using the QM and MM Hamiltonians described previously (Sections 2.2 to
2.3). The overall effective Hamiltonian for a hybrid method can be given generically
as :
(2.43)
Here

iJ.QM

and

HMM

represent the quantum and classical Hamiltonians , respec-

tively, and usually have the standard form used for quantum mechanical and molecular mechanical methods , the most important difference being that
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EQM

is obtained

using the perturbed wavefunction for the QM region in the presence of the MM en"

vironment. H QM/MM represents the interaction between the quantum and classical
regions, and its precise form will depend on the particular QM and MM methods
used , although in general it can be described by:
H" QM/MM

=

H" ele

QM /MM

vdW
pol
+ H" QM/MM
+ H" QM/MM

(2.44)

where the terms on the right hand side represent, respectively, the electrostatic
interaction between QM and MM atoms, van der Waals interactions between the
QM and MM atoms and polarisation of the MM region, although the last term
is not included in many QM/MM implementations. Equation 2.44 does not allow
for charge transfer between the regions , and care must be taken to ensure the
partitioning of regions minimises this (Section 2.5.2).
The electrostatic component of the coupling potential must include Coulomb
interactions of the QM region electrons and nuclei with the MM region atoms,
represented by atom centred partial atomic charges:
fiele

__

QM / MM -

~ qm
~
.
1,m

r·

1m

+ ~ Zaqm
~

a,m

r

(2.45)

am

where the subscripts m denote MM atoms and i and a QM electrons and nuclei ,
respectively. The MM partial charges and QM atomic charges are represented by
q and Z , respectively, with r the distance between them. The first term of Equa-

tion 2.45 describes the interaction between QM electrons and MM partial charges
while the second term describes the interaction between QM nuclei and MM partial charges. The MM charges surrounding the QM region will perturb the electron
cloud of the QM region so that the QM region is polarised. For semiempirical QM
methods that use screened electrostatic interactions, with Coulomb terms that
become softer at short ranges , the electron term must be parameterised. No adjustment is needed with ab initio methods , as the Coulomb terms can be calculated
exactly.
Using just the Coulomb interaction , MM atoms with zero atomic charge will
not interact with the QM atoms and be 'invisible ' to the QM region. Furthermore,
MM atoms with the same partial charge but vastly different van der Waals radii
will appear identical to the QM region. For this reason, a van der Waals coupling
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term is needed, usually in the form of a Lennard-Jones interaction:
f£vdw
_
QM/MM -

""""" Aam
~ r12
am

'

am

_ Barn
r6

(2.46)

am

where A and B are empirical parameters, determined by fitting the hybrid QM/MM
results against experimental hydrogen bond and salvation energies or ab initio data.

Parameterisation
Parameterisation of the van der Waals terms is often the most difficult part of a
QM/MM implementation. While efforts have been made to determine a general
set of QM/MM parameters, 6 the parameters are dependent on both the method
( ab initio, semi empirical or D FT) and basis set used. 10 Generally, the existing MM

forcefield van der Waals parameters are scaled by 5- 10% to accurately reproduce
experimental salvation free energies. 44 , 45 , 214 , 218 Ab initio QM/MM methods only
require parameterisation of the Lennard-Jones terms , while for semiempirical implementations the electrostatic interaction must be parameterised as well. This is
due to the use of screened Coulomb terms in semiempirical methods, which are
"softer" at short ranges. Finally, it should be noted that the issue of parameterisation may be extended to reparameterising the QM Hamiltonian itself for a specific
system to accurately and efficiently reproduce higher level ab initio simulations. 221

2.5.2

Partitioning of the QM/MM System

The central issue in the QM/MM approach is how to partition the system into QM
and MM regions. The aim is to keep the number of atoms in the QM region to a
minimum - to retain computational efficiency - while ensuring that all atoms that
undergo significant electronic changes are treated quantum mechanically. In models
of solution reactions of small molecules this division is usually straightforward as
the solute and perhaps a few key solvent molecules can be placed in the QM region ,
with the rest of the solvent in the MM region. For practical calculations on enzyme
simulations, however , the substrate and only a small number of active site residues
can be placed in the QM region. In this case different parts of the one molecule
will lie in either the QM or MM regions, and thus the QM/MM boundary will lie
across bonds in the system. The necessity of limiting the size of the QM region and
the placement of the QM/MM boundary over covalent bonds creates several issues
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which must be addressed in the development of a QM/MM model: i) a decision
must be made as to which residues to include in the QM region, ii) the problem of
locating the boundary so that the truncation of the QM region at this point has
minimal effect on the electronic structure of the QM region , and iii) a means to
terminate the bonds so that the valency of the QM region atoms is preserved is
required. The latter issue will be discussed in the next section.
The decision as to which residues to include in the QM region can be a difficult
one. Ideally, the results of a QM/MM system using only a small, carefully selected
QM region should yield results as good as if the entire system was treated quantum
mechanically. It is important that all atoms that are intrinsically involved in the
reaction being studied receive QM treatment, and residues in the MM region should
not be strongly electronically changed by the QM region. Unfortunately, it is not
always obvious prior to a calculation which residues will and will not play an
important role. The intuitive solution is to include all residues within a short
distance of the active site, resulting in a relatively large QM region. As the QM
component of a QM/MM calculation is the most expensive, this approach would be
inefficient at best, and impractical for expensive simulations such as MD studies.
In defining the QM region, any atom which undergoes a change in electronic
structure during the course of the reaction, such as a change in hybridisation should
be included, a,s should those that are strongly electron donating or withdrawing to
an existing QM region atom. 222 The hybrid model does not treat charge transfer
across the boundary, so its location must minimise this effect. The bonds across
which the boundary is placed should be selected so that truncation at that point will
produce the least perturbation of the QM region. This will require the boundary
to be located away from atoms involving lower levels of hybridisation and polar
or conjugated bonds.

Delocalisation can propagate electronic changes through

long distances , requiring the boundary to be located outside conjugated systems.
Generally the best candidates for truncation are bonds involving only sp 3 hybridised
orbitals and thus the boundary is often placed between singly bonded carbon atoms
if possible. Even then, the boundary should be located some distance from the
reaction centre, as electronic perturbation can be non negligible up to three single
bonds away. 223
Overall, these constraints may often require relatively large numb ers of atoms
to be included in the QM region , and a great deal of effort is required to achieve a
satisfactory compromise between accuracy and computational efficiency.
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Figure 2.2: Addition of Link Atoms to Covalent Bonds Crossing
the QM/MM Boundary.
The link atom Lis commonly H, F, CH3 or a special atom type.

2.5.3

Link Atoms

In the case where the QM/MM boundary lies across covalent bonds, and thus QM
atoms are directly bonded to MM atoms, it is necessary to provide some means
to cap the valency of the broken bonds at the boundary for the QM part of the
calculation. Several approaches have been used to address this problem.
The original study of Warshel and Levitt 212 used a single sp 2 hybridised orbital
for each MM atom on the boundary, which points to the QM region atom it is
bonded to. All the other interactions for that atom were treated classically. A
similar approach has been used by Rivail and coworkers 23 , 215 , 224 in which a 'frozen '
hybrid orbital is placed along the bond. Although this frozen orbital interacts
with the QM region and (through a parameterised term) the MM region, it is
not optimised during the calculation. This scheme has been used in semiempirical
QM/MM calculations, but is considerably more difficult to implement for ab initio
HF wavefunctions. Gao 's Generalised Hybrid Orbital approach 225 caps the broken
bond with a pseudo atom with three frozen orbitals, but allows the electron density
of the broken bond to reoptimise during the calculation.
The most commonly employed approach is the addition of 'link ' atoms to the
free valencies, 16 , 214 as shown in Figure 2.2. Usually these are hydrogen link atoms,
although fluorine or methyl groups or specially parameterised pseudo atoms can
also be used. The link atoms are included in the QM calculation completely, and
may be polarised by the MM charges, but in most implementations do not interact
with any atoms of the MM region via the van der Waals or bonded terms.
One disadvantage of the link atom approach is that the hydrogen atom may
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leave the QM charge distribution near the boundary significantly perturbed. The
effect of this may be minimised by the careful selection of the location of the
QM/MM boundary, or by use of halogen-like link atoms specially parameterised
to reproduce the desired electronic effects. 226 It has been found that for a reliable
description of the charge distribution of the QM/MM boundary bond the link atom
must interact with the MM partial charges. 227 Some QM/MM implementations use
an additional link atom to cap the frontier bond on the MM side to further improve
the QM /MM interaction terms around the boundary. 228

2.5.4

ONIOM

A different approach to hybrid QM and MM methods is the ONIOM method of
Morokuma and coworkers. 229- 232 In this scheme, the system may be partitioned
into any number of concentric model regions, each treated at different levels of
theory. The scheme is so general that, in theory, any combination of ab initio,
DFT, semiempirical and molecular mechanical methods may be used, for example,
the reactive species of an enzyme-substrate complex may be modelled using a
high level correlated ab initio method, the residues around the active site with a
lower level Hartree-Fock or semiempirical method, and the remainder of the system
represented by a forcefield based method. In its most general form, the total energy
is given by:
n

E _
-

n

~ Elevel(i)
_
~
region(i)

~ Elevel(i)
~
region(i-1)

i=l

i=2

(2.47)

where Level( i) is the level of theory used for model region i , with region(l) the
smallest (and usually highest level of theory) and region(n) representing the whole
system (and usually the lowest level of theory). The atoms of region ( 1) are also
included in region(2) , which in turn are included in region(3) , and so forth. Thus ,
the second term of Equation 2.47 is required to prevent double counting.
One advantage of the ONIOM method over other QM/MM scheme is that
it allows the immediate environment of the reaction centre to be modelled at a
higher level than molecular mechanics without restricting the reaction centre to a
more intermediate level of quantum mechanical treatment. There is , however , only
limited coupling between the regions. Bond lengths and angles are fixed at the
region boundaries, providing some steric environment to the higher level regions ,
but there is no polarisation or electrostatic interaction between regions. Application
of the ONIOM method to biological problems has been limited , instead being
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restricted mostly to the fields of organic, organometallic, fullerene and polymer
chemistry. 229 - 232

MOPS

2.6

The QM/MM calculations presented in this work were all performed using the
Molecular Orbital Programs for Simulation (MOPS) package. 40 The background and

general details of hybrid QM/MM approaches have been discussed in Section 2.5.
Here we describe the specific details of the

MOPS

implementation 41 , 42 , 44 , 45 , 233 rele-

vant to our work. The package has a number functionalities , including capabilities
for molecular dynamics and Monte Carlo simulation. We will concentrate our discussion on the QM/MM methodology implemented in the package.
The total energy ET of a QM/MM system is given by the sum of the quantum (EQM) and molecular (EMM) mechanical regions , and their interaction energy
EQM/MM (Equation 2.42). In MOPS the quantum mechanical energy can be calcu-

lated using the semiempirical PM3 ,162- 164 AMl 161 and MND0 153 , 154 Hamiltonians
(Section 2.3.6). EMM is computed using the
The

MOPS

AMBER

forcefield 81 - 85 (Section 2.2.2).

1\1M forcefield uses a 10-12 Lennard-Jones potential for hydrogen bonds ,

and incorporates a distance dependent dielectric function , and smoothed cutoffs for
Coulomb interactions.
Polarisation of the QM electron distribution by the surrounding NI f region is
included by calculating the SCF using Fock matrix elements perturbed by the MNI
atomic partial charges qi:
(2.48)

vvhere

F;v is the matrix element for the unperturbed system (Equations 2.23 to

2.25), A is a parameter that scales the polarisation induced by the MM charges
(the non polarisable model has A
QM/NINI interaction, and

Vµv

= l) ,

E

is dielectric screening constant for the

is the potential between interacting QM and MM

charges:
(2 .49)
where

Iµ v

is the semiempirical approximation for the one electron integrals (Equa-

tions 2.26 to 2.27). The full expressions for
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Vµv

are given in reference 43 . These

differ from some other QM/MM models 26 , 214 mainly in the treatment of the two
centre terms.
It is the representation of the QM/MM interaction energy that distinguish
many QM/MM methods. In

MOPS

it is given as the sum of electrostatic and van

der Waals terms:
ele
E QM/MM = E QM
/MM

+ EvdW
QM/MM

(2.50)

(Note that this differs from the more general form of the QM/MM interaction
Hamiltonian given in Equation 2.44 , which includes polarisation of the MM region.)
The electrostatic term is given by:

E~;'.,i /MM

=-

~ LL qiPµ,v Vµ,v
i

(2.51)

µv

It should be noted that an empirical electrostatic shielding parameter is incorporated into the calculation of

1/ µv.

The van der Waals terms are calculated by

summing over the usual MM terms (Equation 2.ld). The van der Waals radii and
electrostatic shielding parameter for the QM /MM interaction have been parameterised to reproduce salvation free energies for a number of organic 44 and ionised
molecules. 45
The link atom approach is used to cap covalent bonds across the QM/MM
boundary. A choice of hydrogen, halide or methyl group link atoms are available,
but only for capping single bonds.

2.7

Linear-Scaling

Quantum

Mechanical

Methods
Although the QM/MM methodology is a very powerful technique for the simulation quantum effects in large molecules , there are significant problems. QM/MM
methods are not 'black box' . They require careful thought as to the partitioning of the system and choice of QM/MM boundary conditions, as well as specific
parameterisation for the molecular system concerned. Much of this knowledge is
not known prior to simulation, and an extended trial-and-error approach may be
required. Most significantly, however , is that the main QM/MM methods in use
cannot represent electronic structure changes outside the small regiori that is modelled quantum mechanically. Obviously, applying QM methods to the entire system
47

would obviate these problems, but the motivation for the development of hybrid
methods was the impracticality of this due to the expensive high order scaling of
QM methods.
Thus, there has been much interest in the recent development of QM methods
that can circumvent the tJ(N 3 ) and higher computational bottlenecks of conventional methods in ways that yield computational time scaling of approximately

tJ(N), or lin ear scaling. For all-atom quantum chemical treatment of large solution,
biological and material science problems , linear scaling methods are mandatory.
Although conventional molecular orbitals span every atom of a molecule, these
can be freely transformed such that the bulk of their density is concentrated around
only a few specific atoms. 234 , 235 Using localised orbitals, most orbital interactions,
with the exception of Coulomb terms, are significant only over short ranges. This
short range nature has an impact on the distribution of values in the density matrix
for a large system. Most of the elements of P will be small or zero, with only those
elements connecting basis functions spatially near one another having significant
contributions. A density matrix element Pµv for two basis functions </>µ and <l>v
that are well separated in 3D space will be of negligible value. This is in agreement
with the chemically intuitive idea that bonding is a local phenomenon, and that
electron density will be concentrated in the region of the bond between two atoms.
Calculations of the bond order between bonded and nonbonded atoms of small
systems confirm this: 36 the bond order between atoms separated by more than
a few atoms , or approximately 5-7

A,

become vanishingly small.

As a result ,

conventional methods spend a considerable proportion of the computation time
evaluating interactions that make a negligible contribution to the density matrix
and the total energy. That linear scaling methods are possible at all is due largely
to this short range nature of many orbital interactions.
In real systems, the number of non negligible matrix elements will grow only
linearly with the number of basis functions, while the total number of matrix
elements grows as tJ(N 2 ). (The term sparse matrix refers to this type of thinly
scattered distribution of nonzero elements.) As the energy, and other properties ,
of a system can be defined by the density matrix, replacing the global conventional
N x N density matrix with some accurate approximation or representation that

can be computed in {J(N) time is required. All of the available linear scaling MO
methods rely on this density matrix sparsity (and by inference the localisation
of chemical bonding) to achieve linear scaling. Practical linear scaling methods
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have been developed for ab initio Hartree-Fock, 23- 3 o, 205 , 206 D FT 31 , 32 , 35 , 236 - 241 and
semiempirica1 33 , 35- 33 , 242 methods. Indeed, much of the early developments in linear
scaling methods appeared in the framework of density functional theory. 236 , 243 - 246
Linear scaling approaches for ab initio methods present an additional problem in
that the calculation of two electron integrals formally scales as fJ (N 4 ). We will
concentrate our discussion on semiempirical methods, where the time limiting steps
are the fJ(N 3 ) construction of the density matrix and diagonalisation of the Fock
matrix, followed by some fJ(N 2 ) steps, such as the Fock matrix construction.

2.7.1

Divide and Conquer Methods

The divide and conquer (D&C) approach for electronic structure calculation was
first proposed in 1991 by Yang, 243 , 244 and implemented and tested using DFT
methods. 32 , 245 , 247 , 248 The method was later independently implemented into the
semiempirical MO method by Yang 33 and Dixon and Merz. 38 , 242 Theoretically,
both semiempirical implementations are very similar, but differ in a few technical
details. We will concentrate our discussion on the method of Dixon and Merz,
drawing attention to differences as they arise.
The D&C approach for semiempirical methods avoids the fJ(N 3 ) global matrix diagonalisation steps by partitioning a large system into a series of smaller
subsystems, for which the energy may be evaluated relatively inexpensively. Although each subsystem requires Fock matrix diagonalisation, the matrix dimension
is small and the calculation is itself fast, and the number of subsystems increases
linearly with the number of atoms in the system. The subsystem density matrices
are then combined to form a global density matrix and the procedure iterated to
convergence in fJ(N) time.
The scheme for partitioning a large molecule into subsystems is shown in Figure 2.3. Each subsystem consists of a core region (for example a single amino acid
residue), and two concentric buffer regions that overlap adjacent subsystems. The
energy for each subsystem && 0 may then be determined by solving the localised
Roothaan-Hall equations F°C 0

=C E
0

0

,

which only require diagonalisation of a

Fock matrix of dimension N° x N° , where N° is the number of basis functions in
the subsystem. The subsystem density matrices pa. are then summed to form the
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Figure 2.3: Scheme for Partitioning of a Protein System into
D&C Subsystems.
In this scheme, the core region consists of a single peptide residue. The buffer
regions are necessary to reduce truncation effects.

global density matrix P:
N<g-cc

Nsub

Pµv =

L n ;v L nf

(2.52)

c~ic~i

a

Here

n iv

is a partitioning factor used to weight the contribution of the core and

buffer regions , to account for the redundant representation of overlapping subsystems

nµv

and eliminate truncation effects arising near the subsystem boundaries:

'l/Jµ ~ !%a
'ljJ µ E !%buff2
'l/J µ E !%buff1

0

n ;v =

0
0
-

1

nµ.v

The inner buffer region

!!lbuffl

or

'l/Jv ~ !%a

or

'l/Jv E /%buff2

and

'l/Jv

(2.53)

E &fbuff2

otherwise
accounts for chemical bonding across subsystem

boundaries , ·v.rhile the outer buffer

!%buff2

insulates t he core from the whole sub-

system boundary. The semiempirical implementation of Yang 33 and the original
implementation of Dixon and Merz 242 used only single buffer regions . It has been
found that the use of a single buffer scheme may lead to SCF convergence prob-
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lems due to the build up of open-shell character in the buffer region. 38 The use of
a dual buffer scheme limits this as the outer buffer region is not included in the
construction of the global density matrix (Equation 2.53). The optimal buffer radii
for solvated systems appears to be 5.0
respectively. 249 The factor
the MO energy

Ep

1.0

A for

the inner and outer buffers,

nf

in Equation 2.52 is an occupation number based on

n.a

2 ---= -----

Ef:
1

where

A and

1 + exp ( (Ef -

Ep) /

kT)

(2.54)

is a Fermi energy constant across the whole system, k is the Boltzmann

constant and T an arbitrary temperature. This scheme is needed as it is unknown
how many MOs should be occupied in each subsystem. The Fermi energy is adjusted iteratively to ensure the correct number of electrons in the global system.
The global density matrix is then used to form the global Fock matrix, and
the energy calculated. New subsystem Fock matrices pa are then formed from
the global matrix, the subsystem Roothaan-Hall equations solved, and the new
subsystem density matrices pa used to construct a modified P. The procedure is
iterated to convergence.
The D&C approach has been applied to the simulation of the enzyme cytidine
deaminase, 250 , 251 charge transfer in explicit solvent, 252 as well as condensed proteins
systems of over 12 000 atoms. 253

Another advantage of the D&C approach is

that the algorithm lends itself naturally to parallelisation. Both of the available
semiempirical D&C methods have been implemented for use on parallel machines
using the MPI interface and either replicated 254 or distributed data models ,253 and
have reported near linear speedup up to 32 CPUs. The D&C method of Yang
has been combined with a linear scaling implementation of the COSMO solvent
model. 25 5, 256

2. 7.2

Localised Molecular Orbital Methods

The most common method for finding a solution to the Roothaan-Hall equations
in semiempirical methods requires repeated diagonalisation of the Fock mat rix.
The diagonalisation procedure involves annihilation of all off-diagonal elements , to
produce the set of eigenvalues and eigenvectors that yield a solution to the secular
determinant. Unfortunately, all matrix algebra algorithms for matrix diagonalisation possess tf(N 3 ) scaling. 207

MOZYME

achieves linear scaling by exploiting

the properties of localised molecular orbitals (LMOs) and pseudodiagonalisation to
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L

avoid the fJ(N 3 ) matrix diagonalisation step.
The underlying principle is the observation that the zeroing of the occupiedvirtual block of F is sufficient to allow the determination of a stationary state in
the SCF procedure, and the diagonalisation of the occupied-occupied and virtualvirtual blocks of F is not required. The pseudodiagonalisation method of Stewart ,
et al. 208 achieves this by constructing a small secular determinant for each occupied,

i/Ji, and virtual LMO, i/Jf
H JJ.. - E

\IF*

=0

(2.55)

Hji

and performing a series of 2 x 2 Jacobi rotations that eliminate the off-diagonal
elements:

(2.56)
This corresponds to mixing an occupied and virtual MO to produce new MOs with
zero interaction but leave the density matrix unchanged. The rotation angles a
and

/3

are given by:

/3 = ¢vi vvhere D

= Fii, - F}j

and ¢

=

a2

(2.57)

1 if Fij is negative , and O otherwise. Successive

transformations will make previously annihilated elements nonzero to some extent,
but it is not necessary for the method of annihilation to be highly accurate as the
iterative SCF procedure will progressively bring the system closer to convergence.
By itself the use of pseudodiagonalisation does not solve the fJ(N 3 ) scaling
problem. Conventional MOs extend over all atoms in a molecule , so each fJ(N)
annihilation must be performed over the entire system, with the total number
of rotations growing as fJ(N 2 ).

Localised molecular orbitals (LMOs) 234 , 235 are

MOs located on only a minimal fragment of the entire system, ideally only one
or two atoms. In a large molecule , LMOs occupy only a small part of the total
system, initially concentrated on only one or two atomic centres with small amounts
spreading to the immediate surrounding atoms. This follows from the observation
that chemical bonding persists only locally, with electron density concentrated on
bonded atoms and falling off rapidly with increasing interatomic distance. As the
calculation progresses the mixing of occupied and virtual orbitals cause the LMOs
to expand. The LMOs used by

MOZYME

are truncated at atoms where the density
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falls below a threshold, limiting their size to approximately 100 atoms. 36

The

size of the LMOs is small compared to the number of atoms in a large system,
and, importantly, is independent of the total size of the system. This enables a
critical optimisation of the SCF procedure to be made. Occupied-virtual elements
between LMOs that do not occupy overlapping regions may be set to zero, limiting
the annihilation step to occupied and virtual LMOs that span common atoms, the
number of which grows linearly with system size. Likewise, the density matrix need
only be constructed using LMOs that span the same atom. It is thus possible to
perform the SCF procedure for a large system in e(N) time.
Further improvements are achieved through the approximation of longer range
two-centre two-electron integrals as various combinations of multipoles. The long
range Coulomb interactions do not fall off rapidly, due to their 1 / r distance dependence, and so may not be truncated safely. This component of the calculation
scales as e(N 2 ), but for moderate size systems will not be the most expensive
part of a calculation. Storage of the density matrix in a sparse matrix form and
the use of a direct-SCF approach reduces the memory demands to practical limits.
There are several other issues with the method, such as expansion of LMOs as the
SCF proceeds , and the resulting truncation and renormalisation that must be performed. The specifics of the

MOZYME

implementation of significance to this work

will be discussed in Section 2.8.
Stewart demonstrated the method with SCF calculations on systems of over
4000 atoms 36 and full semiempirical geometry optimisation of the 640 atom crambin
protein. 257

MOZYME

has since been applied to other protein systems including

bacteriorhodopsin,220 , 258 dihydrofolate reductase, 259 , 260 calculation of the pI<a of
ionisable groups in proteins ,261 salvation effects in ribonuclease T 1 , 262 and the study
of the mechanical elastic properties of a poly-glycine a-helix. 263 A parallel version
of the program has also been developed. 264

2.7.3

Density Matrix Minimisation Methods

Scuseria and coworkers have developed the conjugate gradient density matrix search
(CGDMS) method as an alternative to matrix diagonalisation. 28 , 37 As highlighted
in the discussion of the LMO approach , complete diagonalisation of the Fock matrix
satisfies the conditions required to achieve an SCF, but is itself not necessary.
Diagonalisation of F produces a density matrix that is Ne-representable , where Ne
is the number of electrons. Ne-representability is defined by two conditions. First,
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the density matrix must be normalised, requiring that the sum of diagonal elements
describes the correct number of electrons, or tr(P)
is idempotent (i.e. P 2

=

= Ne. The second is that it

P). An additional requirement for an SCF is that, at

convergence, the Fock and density matrices must commute (i.e. FP

= PF). The

goal of the density matrix minimisation schemes is to define a functional of the
density, the minimum of which satisfies these three criteria. The energy functional

n used in the semiempirical CGDMS

approach is based on that of Li , Nunes and

Vanderbilt: 236

D(P) = tr(PF)

+ µ(tr(P)

- Ne)

(2.58)

The second term is a constraint used to enforce the condition tr(P)
chosen so that the gradient of

µ= -

tr(3PF

= Ne, with µ

n is traceless:
+ 3FP -

2P 2 F - 2PFP - 2FP 2 )

(2.59)

Minimisation of the functional in Equation 2.58 constrains the density matrix to be
normalised and forces it towards the conditions of idempotency and commutation
with F. During the minimisation the McWeeny purification transform 265

P = 3P 2

-

2P 3

(2.60)

is repeatedly applied to drive the density matrix (that is already nearly idempotent)
closer to idem potency.
The energy functional of Equation 2.58 may then be minimised using standard optimisation algorithms. Millam and Scuseria selected the conjugate gradient
method, over Hessian based methods which have poor time and memory scaling
with system size, as only the gradients need be calculated at each iteration. 28 The
number of conjugate gradient steps required to reach a minimum did not appear
to depend on the system size. 28
Linear scaling of the CGDMS approach is possible due to t he matrix sparsity
obtained by neglecting near zero Fock and density matrix elements. Off diagonal
elements connecting atoms separated by more than 10- 15

A are

elements less than a threshold (typically 5 x 10- 5 a. u.)

are eliminated at the

set to zero , and

beginning of each minimisation step. Two-electron two-centre integrals , which fall
off more slowly as a function of r, are scaled to zero beyond the cutoff using a "soft"
polynomial function to reduce the error due to truncation. Thus , the number of non
zero matrix elements increases linearly with the number of atoms for large systems ,
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and is well suited to sparse matrix representation. CGDMS replaces diagonalisation
with matrix multiplication operations, which can be performed in tJ(N) time on
sparse matrices. In the semiempirical implementation of CGDMS, 37 the neglect of
near zero elements of F and P is the only approximation made.
Calculations using CGDMS have been performed on RNA molecules containing
over 6300 atoms, 37 and geometry optimisation of a 1226 atom protein. 266

2. 7 .4

Relative Performance of Linear Scaling Methods

The above methods are all, ideally, linear scaling. The overall relative computational cost of each method, however, depends on the number of numerical operations required for each algorithm (prefactor) and the rate at which the SCF
converges (i.e. the number of SCF iterations). The latter is important as the ability to achieve an SCF when applied to real systems may be less than ideal. Due to
their compact and highly ionised state, proteins and RNA/DNA molecules possibly present a more demanding test of the methods than the extended polyglycine
chains and water clusters that are frequently used for benchmarking and validation
of the methods. The density matrices of real biological macromolecules vvill be less
sparse than that of extended linear amino acid chains, and compact water clusters
that have few long range interactions. Daniels and Scuseria have examined the
scaling, speed and reliability of various alternative approaches to diagonalisation
in semiempirical calculations on such systems. 267 It was found that all methods
used significantly more CPU time per SCF iteration for single point calculations on
RNA molecules than for water clusters and polyglycine chains with similar numbers
of atoms, however, in terms of the number of SCF iterations and total CPU time
to reach convergence, they were approximately equivalent for the RN A models.
Improved, or more robust, SCF convergence for difficult systems has been reported for the LM0, 36 D&C 38 and CGDMS 268 methods. The polarisability of a
system generally increases with decreasing energy separation between the highest
occupied MO (H01VIO) and lovvest unoccupied MO (LUiv10). In conventional SCF
calculations on polarisable systems , SCF convergence problems may arise due to
oscillation of the charge density across a small HOMO-LUMO gap. In MOZYME ,
as the LMOs represent mono- and diatomic orbitals , the HOMO-LUMO gap is
usually considerably larger than that for conventional I'v10 methods , and faster
SCF convergence may be observed. 36 This improved convergence manifests itself,
however, only during geometry optimisation calculations, where the SCF can con-
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verge rapidly from a previous electron distribution that is perturbed only slightly
by small geometry changes. For the first SCF calculation,

MOZYME

is more slowly

convergent , as the nature of LMOs prevent rearrangement of charge density across
large distances. The use of cutoffs in P, H and F in the D&C method also appears
to improve convergence in some similar cases, 38 although very long cutoffs in a
single buffer scheme 33 , 242 may introduce convergence problems due to build up of
open shell character in the subsystems. The dual buffer scheme 38 appears to be
more robust. The CGDMS method (using a DFT model) has been reported to
show convergence for a series of heavy metal compounds that was comparable or
better than conventional methods using level shifting. 268 Possible contributors to
the improved convergence are the slower change in P for CGD1v1S versus diagonalisation methods , and the absence of a HOMO-LUMO gap, as the method does not
directly involve forming MOs.
Finally, the LMO , D&C and CGDMS methods have each been used to
perform full, all atom, semiempirical geometry optimisation of small proteins. 250,251,254,257,266 Stewart optimised the PDB geometry of the 640 atom crambin protein in the gas phase with

MOZYME,

using three stages of geometry optimisa-

tion, each with progressively longer cutoffs, a mixed internal/ Cartesian coordinate
system and a modified BFGS optimiser. 257 The entire process required over 5100
cycles and almost 1200 hours of CPU time. The D&C approach has been applied
to the optimis'ation of the 1960 atom hen egg white lysozyme protein ,254 and a
1330 atom fragment of cytidine deaminase ,25 0 ) 251 the former requiring 1023 cycles
and 3.4 days of CPU time on 32 CPUs. The CGDMS method converged the geometry of the 1226 atom kringle 1 of plasminogen in just 362 cycles and 18.8 CPU
days. Unfortunately, as the proteins used in each of the above studies and the
convergence criteria were different , no direct comparisons can be made b etween
the number of cycles for each method. However, considering the size of the system and the number of cycles required for convergence, CGDMS does appear to
perform particularly well. A common feature of these geometry optimisations is
the rapid decrease in energy in the first stages of the optimisation, attributed to
the relaxation of hydrogen carbon bond lengths , and then slow convergence to the
minimum. The gradients, however , stay consistently high , vlith large fluctuations,
until the end of the geometry optimisation. These effects are likely to be a product of the flexibility and large number of degrees of freedom of protein molecules ,
resulting in a rather flat potential energy surface.
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2.8

MOZYME

The fundamental details of Stewart's linear scaling LMO method,

MOZYME,

have

been discussed in Section 2. 7.2. We will now examine some specific details relating
to the implementation of
package

MOPAC2000, 39

MOZYME

in the general semiempirical molecular orbital

namely the construction and maintenance of LMOs and

the calculation of one- and two-electron integrals.

2.8.1

Initial Localised Molecular Orbitals

In a conventional MO method, the starting MOs are often generated from the diagonalisation of an AO secular determinant. While the starting LMOs could then be
generated from these eigenvectors, 269 the cost of performing the matrix diagonalisation for a large molecule is impractical. The starting set of LMOs in

MOZYME

are generated from the Lewis structure of the molecule. The procedure can be
performed simply by determining the connectivity of the molecule, identifying ions
and lone pairs, and assigning the a and

1r

bonding framework. The sp basis set of

all non-hydrogen atoms is mixed to form four hybrid atomic orbitals, the lobes of
which are oriented along the axes of the a-bond framework, with unused hybrids
assigned to lone pairs and

1r

bonds. Pairs of hybrid AOs between bonded atoms are

then combined' to form diatomic bonding and antibonding (virtual) LMOs. Thus
the resulting LMOs initially occupy only one or two atoms. The disadvantage of
this method for generating starting LMOs is that the molecule system must be
representable using Lewis structure conventions. While this does prevent

MOZYME

being applied to some hypervalent systems, this limitation will not normally be
an issue for biological systems. The above procedure ensures that the LMOs form
an orthonormal set (as they are formed from the orthonormal A Os) , that every
occupied and virtual MO is accounted for by a corresponding LMO , and that the
occupied LMOs are orthogonal to the virtual LMOs. These properties are critical
to the method, as they ensure the mixing of an occupied and virtual LMO preserves
the orthonormality of the entire set of LMOs.

2.8.2

Renormalisation and Reorthogonalisation of LMOs

As the calculation proceeds , the orbital rotation causes an increase in the size of
the LMOs, resulting in small amounts of density of the occupied LMOs forming
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on the virtual LMOs , and vice versa. To prevent the LMOs expanding to a size
that negates the benefits of the LMO approach, atoms with only small amounts
of density from an LMO are discarded from that LMO. In

MOZYME,

the threshold

for electron density that determines whether an atom is deleted from an LMO may
be set either via the

THRESH

or

RELTHR

keywords. The values of this threshold

influences the overall size of an LMO and the resulting accuracy and speed of the
calculation.
A consequence of the deletion of atoms from orbitals is the accumulation of
small errors in the LMOs , particularly the loss of orthogonality and normalisation.
Renormalisation is a fast calculation and is performed every SCF iteration. Reorthogonalisation is a more expensive step, as it requires rotation of pairs of LMOs
so that their overlap is zero. Given that it makes only minor improvements to the
accuracy, it is only used if specified by the user. LMOs may also be periodically
relocalised to prevent ever increasing CPU and storage requirements. This is also
expensive , and it has been found , contrary to expectations, that it is more efficient
overall not to use relocalisation. 270

2.8.3

One- and Two-Electron Distance Cutoffs

The use of LMOs and pseudodiagonalisation reduce the cost of an SCF calculation
to the point where other stages of the calculation, with scaling less than tf(N 3 ),
become expensive with respect to the total cost of the calculation. The calculation and storage of one- and two-electron two-centre integrals , while not expensive
compared to conventional matrix diagonalisation , becomes expensive in terms of
both CPU time and memory requirements. This is due to the calculation of all
interactions in conventional methods, even if their contribution to the total energy
is very small. For example, under the NDDO approximation, pairs of heavy atoms
contribute 100 two-electron integrals , all of which must be calculated regardless
of the separation of the atoms. To reduce the cost of these operations,

MOZYME

approximates many of these integrals using different distance cutoffs. The cutoffs
define the distances beyond which one-electron integrals are ignored and the twoelectron integrals are represented at less than the full NDDO level , or as simple
point charges.
Figure 2.4 shows the relationship between these cutoffs and their default values.
The one-electron integrals (Equation 2.27) may be ignored beyond approximately
5- 7

A,

as the density matrix and overlap contributions become vanishingly small
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Figure 2.4: Relationship Between MOZYME One- and TwoElectron Distance Cutoffs.
The distances shown for
values.

CUTOFS, CUTOFl

and

CUTOF2

are the

MOZYME

default

beyond these distances. In MOZYME only one-electron integrals separated by less
than a cutoff distance (CUTOFS) are calculated and stored. The two-electron integrals , which represent multipolar electrostatic interactions, do not all vanish beyond
this distance, but the remaining ones may be reasonably treated using further approximations. All integrals involving quadrupolar terms become vanishingly small
0

beyond 10-15 A, and may be ignored. The parameter

CUTOF2

determines the

maximum distances between atoms that will use all 100 NDDO two-electron integrals. Beyond this distance only 40 integrals, involving monopole- monopole and
monopole- dipole interactions, remain significant. These 40 integrals may be represented by a reduced set of six monopole-dipole and one monopole- monopole integral. The monopole-dipole terms , in turn , become negligible beyond separations of
approximately 30
The parameter

A, and may be represented by a single monopole- monopole term.

CUTOFl

determines the distance beyond which the two-electron in-

tegral representation changes from 7 integrals to one. The default cutoff distances
·were selected to produce total energies for a set of molecules that have only a small
deviation from the "correct" energy of the conventional MOPAC method.
The introduction of cutoffs does , however , introduce some energy effects that
must be adjusted for. Through long range Coulomb interaction the net charge of
each atom produces stabilising and destabilising effects on distant electron density
and lone pairs. The charge-charge interaction for orbitals µ on atom A ~rith an
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atom B with net charge QB

= ZB - I:>-EB P>->- is summed into the Fock matrix as:
(2.61)

and the charge- lone pair interaction as (for the spx term, for example):
(2.62)

where ¢ AB

= 1 if r AB is greater than

CUTOF2

and zero otherwise.

A major benefit of the use of the reduced set of two-electron integrals is the
dramatic reduction in the memory requirements for large molecules. Conventional
storage of all NDDO integrals has tJ(N 2 ) memory requirements, while for large
molecules, the storage needs for scheme above are approximately linear scaling for
integrals represented at the full NDDO and 7-integral levels. As there is no upper cutoff for the monopole-monopole integrals, storage of these terms is formally

tJ(N 2 ), although is only likely to become dominant for very large systems. Reduction in memory demands of the order of 90- 98 % are possible. For very large
systems, the memory requirements become a limiting factor again. Further reduction in memory needs for two-electron integrals is achieved by using an approach
similar to the direct SCF algorithm used in ab initio methods. 204 Recalculation of
integrals on-~he-fly, rather than storing them in main or virtual memory, reduces
the memory requirements of the two-electron integrals to insignificant amounts.
Either all integrals, or only those separated by more than

CUTOF2,

may be dis-

carded each iteration and recalculated as needed. In practice, calculation of all
integrals on the fly increases the total CPU time required only negligibly. The
LMO coefficients, density, and Fock matrices are stored in a form of sparse matrix
representation to conserve memory.
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Chapter 3
MOZYME Cutoffs and
Thresholds
The

MOPAC

program has a large number of user variable parameters designed to

allow flexibility to the type, performance and accuracy of calculations that may
be performed. Several of these parameters that relate directly to the linear-scaling
MOZYME

functionality have been discussed in Section 2.8. In particular, there are

four parameters that directly determine the influence of the approximations used in
the LMO methodology:

CUTOFl, CUTOF2, CUTOFS

and

RELTHR.

These keywords

specify the cutoff distances used for one- and two-electron integral approximations
and the electron density threshold. These approximations were described in Section 2.8.
At the commencement of this work, the

MOZYME

methodology was largely

untested. Consequently, it was important to determine how the approximations
used in the LMO methodology were likely to perform in real protein and enzyme
studies. The initial objective was to undertake detailed calculations on several small
protein systems to determine the computational performance of the method. This
would also allow us to gain a realistic impression of what kinds of problems might
be able to be investigated using

MOZYME ,

and the limitations of the method . In

this chapter we investigate the effect of these parameters on the accuracy and performance of

MOZYME

calculations , with the aim of determining a set of parameters

that provide optimal performance, in terms of both accuracy and computational
efficiency, particularly in relation to the DHFR system to be used in subsequent
studies.

61

As test systems we have used two small proteins, the larger DHFR enzyme and
several small-molecule complexes. Several series of single-point

MOZYME

energy

evaluations, in which each of the above listed parameters was varied from its default value, are compared. For each of the three protein systems, the effects of
varying these parameters on factors such as the accuracy of the total energy and
dipole moment are compared in Sections 3.2 and 3.3. The relationship between the
computation time and memory requirements are then considered in Section 3.4. In
Section 3.5 we examine in detail the energy differences introduced by these cutoffs
in a series of small-molecule complexes.
What may be considered acceptable accuracy for the

MOZYME

method will

depend on the purpose for which the properties are being calculated and the size
of the system. The inherent limitations of the semiempirical method should also
be considered. Here, we consider a difference in the calculated heat of formation
between

MOPAC

accuracy for the

and

MOZYME

MOZYME

of 1.0 kcal.mo1- 1 or less to represent acceptable

method.

At the time they were first performed, these calculations were computationally
very demanding, particularly in terms of memory requirements, and it appeared
that it might be difficult to perform practical calculations on the larger DHFR
system, as planned for later studies. These difficulties prompted the developers of
the

MOZYME

program to improve its memory requirements, particularly by use of

direct, on-the~fly calculation of two-electron integrals (Section 2.8.3). On current
machines with significantly faster CPU speeds and large amounts of main memory,
these calculations may now be considered routine.

3.1

Protein Test Systems

Three different proteins were used as test systems in the cutoff studies, with two
of the proteins further represented by both charged and neutral models.

Due

to restrictions on the maximum number of atoms that could be modelled using
the comparatively limited computing resources and early version of the software
at the time, two small proteins , of approximately 570 and 1020 atoms each, were
initially selected. The choice was made on the basis of their size , differing secondary
structure and availability of high resolution structure coordinates. The smaller of
the two proteins , the plant pheremone protein Er-1, had the additional advantage
that it was sufficiently small that it was possible to perform conventional
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MOPAC

Table 3.1: Properties of Protein Models Used in Cutoff Study.
Er-1
Protein Model
No. Atoms
No. Non-Hydrogen Atoms
No. Atomic Orbitals
Molecular Weight (Da)
Maximum Dimension (A)

CspB

Neutral

Charged

Neutral

Charged

572
302
1477
4395
30.3

567
303
1476
4405
30.6

1020
521
2583
7365
36.9

1014
521
2577
7359
36.8

DHFR
3194
1594
7976
22721
50.8

calculations also , enabling direct comparison of the accuracy and performance of
the two methods. With increased computing power and further developments in
the software, it became possible to undertake the corresponding calculations on
the larger DHFR model in similar detail. When interpreting the results from the
cutoff studies, the dimensions of the test models are important. This , and other
relevant information, is given in Table 3.1.

3.1.1

Pheremone Protein Er-1

The pheremone Er-1 from the single-celled eukaryote Euplotes raikovi is a small
40-residue protein forming a tightly packed three a-helix bundle connected by
three inter-helix disulphide bonds. Figure 3.1 shows the backbone structure of this
protein and location of disulphide bonds and charged residues. Figure 3.2 gives the
amino acid sequence. This protein was selected as a suitable test system on the
basis of its small size and the availability of 20 similar and relatively well resolved
conformations from the NMR-determined solution structure (PDB entry lERC). 271

This protein was used for both the ionisation state and geometry studies. For
the ionisation state calculations, two versions of the coordinates of the first structure in the NMR ensemble were prepared. A single-point

MOZYME

calculation on

the unsolvated protein identified 8 residues that are zwitterionic or have charges
greater than ±0.5: Aspl is a zwitterion, Glu4, Glu12, Glu16, Glu21 , Glu23 and
Asp24 have negative charges and Arg25 has a positive charge , with an overall charge
state for the protein of -6.0. This model , with ionised residues , is referred to as
the "charged model" , and has a total of 567 atoms (303 non-hydrogen atoms). It
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GLU21

al

VAL40

Figure 3.1: Structure of the Er-1 Protein.
The diagran1 on the left shows the protein secondary structure and location of
disulphide bonds. The diagram on the right shows the side chains of ionised
residues in the "charged model" . Figures generated using MOLSCRIPT. 272
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Figure 3.2: Amino Acid Sequence of Er-1 Protein.
The ionised residues , as detennined by a MOZYME SCF calculation, are indicated
with their charges. Note that an additional positive and negative charge is associated with capping groups of the tenninal Aspl and Val40 residues , respectively.
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is likely that a minimum energy geometry determined by a semiempirical calculation would differ significantly from the published Protein Data Bank coordinates
as the solution structure coordinates were optimised using a molecular mechanics force field. 271 For this reason, the charged model coordinates were optimised
using

MOZYME

with the PM3 Hamiltonian and default

MOZYME

parameters and

SCF convergence criteria reduced by a factor of 10 (to speed calculation), to a
gradient norm of less than 55. This took a total of 340 optimisation cycles. This
optimisation reduced the heat of formation of the published PDB coordinates from
-5 77 to -2686 kcal.mo1- 1 . These optimised coordinates were used for all energy
calculations in this chapter referring to the "Er-1 charged model". The subject of
geometry optimisation will be discussed in detail in Chapter 4.
By the addition and removal of hydrogens on each of the 8 ionised residues in
these coordinates, and the removal of an oxygen on the capping group of VAL40,
a "neutral model" was produced. This model had a total of 572 atoms (302 nonhydrogen atoms) and was geometry optimised using the same reduced convergence
criteria as for the charged model, taking a total of 173 optimisation cycles. These
optimised coordinates were used for all energy calculations in this chapter referring
to the "Er-1 neutral model".
To investigate the effect of conformational change, a total of 8 sets of charged
model coordinates were prepared. This consisted of the charged model described
above and seven additional structures selected from the ensemble of 20 NMR structures. Each coordinate set was prepared and geometry optimised as described above
for the charged model.

3.1.2

Cold-Shock Protein B

The cold shock protein CspB consists of 67 residues and a total of 1014 atoms.
This system was selected as it is slightly larger than the Er-1 model, and has a
quite different secondary structure. Figure 3.3 shows the backbone structure a 5-strand antiparallel /3-barrel, with a total charge of -6. Figure 3.4 gives the
amino acid sequence. The PDB coordinates (PDB entry lNMG) were obtained by
NMR structure solution. As for the Er-1 model , two versions of the coordinates
were prepared: one with the protein 's native charge state, and one in which all
ionised residues were neutralised by addition or removal of hydrogens , referred to
as the "CspB charged" and "CspB neutral" models , respectively. Both structures
were geometry optimised using

MOZYME

and the PM3 Hamiltonian to obtain the
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Figure 3.3: Structure of Cold Shock Protein B.
The diagram on the left shows the protein secondary structure. The diagram
on the right shows the side chains of ionised residues in the "charged 1nodel".
Figures ge·nerated using MOLSCRIPT. 272

coordinates used in the follovving studies.

3.1.3

Dihydrofolate Reductase

The DHFR coordinates vvere taken from a QNI/NI]VI calculation on the reactant
complex, details of ·which are given in Sections 5.1.2 and 5.1.3.

3.1.4

Small-Molecule Complexes

To study the detailed effects of the cutoffs , four s1nall dimer complexes ,vere used.
These systems allo-w the error introduced by the cutoffs to be systen1atically studied
by reducing the nun1ber of interactions that are changed as a function of the cutoff
to just one. Four complexes ·were selected representing different types and strengths
of intermolecular interactions; namely NN· · · HCN , HF··· HCN , HQ - ··· HCN and

66

MET
SER
GLUSER
LEU
ILE
ALA

1
11

21
31
41
51
61

LEU
GLUGLY
ALA
GLUVAL
ASN

GLULYS+
GLN
ILE
GLUGLUVAL

GLY
GLY
ASPGLN
GLY
GLY
THR

LYS+
PHE
ASPGLY
GLN
ASN
LYS+

VAL
GLY
VAL
GLUALA
ARG+
GLU-

LYS+
PHE
PHE
GLY
VAL
GLY
ALA

TRP
ILE
. VAL
PHE
SER
PRO

PHE
GLUHIS
LYS+
PHE
GLN

ASN
VAL
PHE
THR
GLUALA

Figure 3.4: Amino Acid Sequence of CspB Protein.
The ionised residues, as determined by a
with their charges.

MOZYME

SCF calculation, are indicated

HO-··· HF, representing quadrupole-dipole, dipole- dipole , charge- weak dipole
and charge-strong dipole electronic interactions, respectively. All of these complexes are linear. Coordinates were obtained by optimising their equilibrium structures using the PM3 Hamiltonian, and then increasing the inter-monomer separation by 10

A.

The latter was done to ensure that the cutoffs only affected the

intermolecular interactions.

3.2

Effect of Cutoffs on Accuracy for Small
Proteins

As discussed in Section 2.8, the use of cutoffs in the calculation of interactions
is fundamental to MOZYME's linear-scaling capability. These cutoffs reduce the
number of one- and two-electron integrals that must be calculated; hovvever, the
neglect of any interaction introduces some error. The default values for these cutoff
parameters were selected so as to minimise the deviation from the conventional
(non-linear scaling) semiempirical energies for a few tested proteins. 36
In this section we investigate the effect of using different cutoff distances on
the accuracy of the MOZYME energies, by comparing these energies with either
conventional MOPAC energies on the same system, or with MOZYME calculations
using cutoff distances much longer than the default values. For each system several
different types of calculation were performed:
• A conventional MOPAC single point energy evaluation was performed , when
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Table 3.2: Values of Parameters Used in Cutoff Calculations.
MOZYME Parameters
Calculation Type
MOPAC
Long Cutoff
Default Cutoff
Variable CUTOFS
Variable CUTOFl
Variable CUTOF2
Variable RELTHR

CUTOFS (A)

CUTOFl (A)

CUTOF2 (A)

RELTHR

None
10.0
7.0
2.0- 12.0
7.0
7.0
7.0

None
100.0
30.0
30.0
12.0-60.0
30.0
30.0

None
100.0
12.0
12.0
12.0
7.0- 30.0
12.0

None
0.0001
1
1
1
1
0.001- 10 000

"Long Cutoff" refers to MOZYME calculations in which parameters were chosen
to minimise the effect of the MOZYME approximations. "Default Cutoff" refers to
MOZYME calculations in which all parameters were held at their default values.
Other calculations are named by the parameter that was varied.

possible , and used as the reference calculation.
• A MOZYME calculation with CUTOFl and CUTOF2 set to distances beyond
the maximum dimension of the protein, CUTOFS set to a distance beyond
which the one-electron integrals should be negligible , and RELTHR reduced
10 000-fold to increase the size of the LMOs. This set of parameters greatly
reduces the effects of the approximations made by MOZYME , and is referred
to here as a "long cutoff" MOZYME calculation. In the absence of a MOPAC
reference calculation, this calculation was used as the reference.
• A series of calculations in which each parameter was varied over a range of
values, while the other parameters were kept at their default values.
Table 3.2 shows the range of values used for each type of calculation.
For each type of calculation the heat of formation and overall dipole moment are
compared with those from conventional MOPAC calculations or long cutoff MOZYME
calculations. As stated earlier , we consider a difference in the calculated heat of
formation between MOPAC and MOZYME of 1.0 kcal.mo1- 1 to represent acceptable
accuracy for the MOZYME method.

Thus, in the following results , we identify

cutoff distances that will achieve this level of accuracy or better. In Section 3.4
we examine the effect of these parameters on the total calculation time , numb er of
SCF iterations and time per SCF iteration.
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3.2.1

MOPAC vs. Long Cutoff MOZYME

It was not possible to perform conventional
(due to

MOPAC

calculations on the large systems

convergence problems with CspB and memory requirements for

MOPAC

DHFR), so it is important to establish the validity of using a

MOZYME

calculation

with long cutoffs as a reference calculation. The first two entries in Table 3.3 list
the heat of formation and dipole moments for the charged and neutral Er-1 models
determined by
relative to

MOPAC,

MOPAC.

along with the error of long cutoff

The long cutoff

MOZYME

MOZYME

calculations

error in the energy is 0.03 kcal.mo1- 1

for the neutral system, and 0.02 kcal.mo1- 1 for the charged system. Additional
data for seven other conformers of the charged Er-1 system are given in the first
four rows of Table 3.5. These results show a maximum error of 0.06 kcal.mo1- 1
and an average error of about 0.03 kcal.mo1- 1 . Thus , as all these errors are much
smaller than what can be considered to be chemically significant, it appears that
using

MOZYME

MOPAC

with long cutoffs provides a good approximation to a conventional

calculation.

3.2.2
CUTOFl

CUTOFl
determines the distance beyond which all two-electron integrals are repre-

sented using a.single monopole-monopole term (Section 2.8.3). The default distance
for this approximation is 30

A.

For large systems, the use of this approximation

significantly reduces the number of two-electron integrals that must be evaluated.
This , however , treats many interactions at a more approximate level of theory. Here
we consider the significance of this approximation on the calculated properties of
the two small proteins, in particular, i) whether there is a significant difference
between charged and non-charged states of these proteins , and ii) whether different conformations of the same proteins display roughly equivalent b ehaviour. As
both the Er-1 and CspB models have maximum dimensions that are only a few
Angstroms longer than this 30

A cutoff

(Table 3.1), we have studied the effect of

this cutoff extending from distances less than the default to beyond the maximum
dimension of the protein.
The value of

CUTOFl

determines both the number of integrals represented at

the monopole-monopole level , and the number represented using monopole-dipole
interactions. As the value of CUTOFl is increased from that of CUTOF2 , the numb er
of atoms treated at the monopole-dipole level increases , while those treated only
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Table 3.3: Comparison of MOPAC and MOZYME Single Point
Energies for Er-1 for Different CUTOFl Distances.
Error in ~Hf ( kcal.mo1- 1 )

Error in Dipole Moment

(A)

Charged

Neutral

Charged

MOPAC

~Hf= -2687.00
0.02
6.08
6.68
3.71
2.40
3.01
1.97
0.67
0.13
0.10
0.10

~Hf= -2669.03
0.03
-1.43
-1.64
-0.79
-2.22
-0.43
-0.21
0.45
0.34
0.31
0.31

CUTOFl

MOZYME*

12
13
14
15
17
20
25
30
35
40

Neutral

57.99
0.00
-0.08
-0.17
-0.07
-0.05
0.06
0.16
0.20
0 .20
0.20
0.20

46.62
0.01
0.21
0.11
0.19
0.30
0.35
0.40
0.44
0.44
0.44
0.44

The error is determined by reference to the corresponding MOPAC calculation.
"Charged" indicates the system with ionised residues. MOZYME* indicates a
MOZYME calculation using long cutoffs. The calculation corresponding to the
default parameters is shown in bold.

as monopole-monopole interactions decreases. The
from that of

CUTOF2

CUTOFl

distance was varied

(so that two-electron integrals are either represented at the

full NDDO level or only at the monopole-monopole level) , to distances beyond
the maximum dimension of the protein (either full NDDO or monopole-dipole
interactions). At intermediate values of

CUTOFl,

all three levels of approximation

are used to varying extents.

Effect of Ionisation State
Tables 3.3 to 3.4 show the energies and dipole moments for the charged and neutral
Er-1 and CspB systems, respectively, using a range of values for

CUTOFl.

all cases the values are compared with those obtained using conventional
calculations and/ or

MOZYME

In

MOPAC

calculations using long cutoffs (so that no integrals

are neglected).
For the neutral Er-1 system (Table 3.3), it appears that
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CUTOFl

may be re-

duced substantially without introducing significant error into the calculated heat
of formation (for example, at distances greater than CUTOF1=15

A the error is less

than 1 kcal.mo1- 1 ). For the charged case, however , the results differ substantially.
Here, even at CUTOF1=20

A the

error relative to the MOPAC calculation is almost

-2 kcal.mo1- 1 . In both cases extending the value of CUTOFl beyond the maximum
dimension of the protein (31.6

A for

GLU21- VAL40) produces no further change

in the energy. It is also interesting to note that regardless of charge state, the
results do not converge smoothly, but exhibit significant fluctuations, particularly
when CUTOFl is reduced below 17

A.

The above results are broadly in line with expectation, i.e. changing the value of
CUTOFl affects the representation of electrostatic interactions and these are likely
to be larger in the charged system compared with the neutral system. Thus , while
the error for the charged model only falls below 1 kcal.mo1- 1 at CUTOF1=25
and beyond, this is true at just 17

A for

A

the neutral system. We note that this

result correlates with the largest charged-residue/ charged-residue separation distance, which is just short of 25

A and

occurs between ASPl and VAL40. Thus,

when performing MOZYME calculations on charged proteins (which is the natural state of most proteins) it may be pertinent to give some consideration to the
maximum separation between the constituent charged residues and the value of
CUTOFl.
.

.

In comparison to the heat of formation the error in the dipole moment is comparatively constant, especially after about 20

A. This

suggests that the represen-

tation of the atomic charges is consistent between both the MOPAC and MOZYME
methods, even when the monopole- monopole approximation is used for a large
proportion of interactions (i.e. at short CUTOFl distances).
The results for the larger CspB system are given in Table 3.4. Similar trends are
observed with the error in the heat of formation becoming greater than 1 kcal.mo1- 1
when CUTOFl is reduced below 20 or 30

A,

for the neutral and charged cases,

respectively. The maximum distance between charged residues in CspB is approximately 28

A and

acceptable accuracy is achieved for this charged model only when

the cutoff is set to a distance exceeding this. As for the Er-1 model , the error do es
not decrease monotonically with increasing cutoff length for values of CUTOFl below 15

A. This

pattern may suggest that at much shorter CUTOFl distances the

calculation becomes unstable.
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Table 3.4: Comparison of MOZYME Single Point Energies for
CspB for Different CUTOFI Distances.
Error in .6.Hf ( kcal.mol- 1 )

CUTOFl

(A)
MOZYME*

12
13
14
15
17
20
25
30
35
40
45

Neutral

Charged
.6.Hf

== -3386. 73
-2.23
4.60
3.35
4.14
4.47
5.63
1.88
-0.69
0.05
-0.00
-0.00

.6.Hf

Error in Dipole Moment
Charged

== -3920. 75 227.28
-3.66
-0.05
-2.52
-2.87
-1.97
-0.34
-0.12
-0.01
0.14
0.09
0.09

-1.72
-1.55
-1.44
-1.20
-0.84
-0.34
0.14
0.33
0.36
0.36
0.36

Neutral

78.66
-0.22
-0.26
-0 .21
-0.19
0.07
0.12
0.31
0.36
0.37
0.37
0.37

The error is determined by reference to the corresponding MOZYME calculation
using long cutoffs (MOZYME*). "Charged" indicates the system with ionised
residues. The calculation corresponding to the default parameters is shown in
bold.
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Effect of Geometry

In this section we consider the sensitivity of the

CUTOFl

results to minor variations

in the geometry of the system under study. As well as being important in its own
right, it should be noted that the charged and neutral Er-1 models used above also
have slightly different heavy atom conformation (0.540

A RMSD).

This difference

arises from the second geometry optimisation that is performed for the neutral
model after it has been formed by neutralising the residues of the charged model.
Hence, a second reason for studying the effect of geometry is to assess whether any
of the conclusions reached above concerning the difference between the charged and
neutral protein systems would be grossly different if we had chosen another protein
conformation.
To determine the extent to which minor changes 1n conformation affect the
ability of MOZYME to reproduce the MOPAC energy, corresponding calculations
were performed on eight different Er-1 charged model conformations, prepared
as described in Section 3.1.1. The error in heat of formation for each of these
conformations using a range of

CUTOFl

values is given in Table 3.5. At short

cutoff distances the error differs significantly between different conformers, however,
it becomes smaller as the cutoff is extended towards the default value. At 25

A,

six

of the eight conformations examined have a relative error of less than 1 kcal.mo1- 1 ,
and all are below this limit at 30
MOZYME

A.

In the Er-1 neutral model, at

CUTOFl=l 7

A all

energies are within 1 kcal.mo1- 1 of the MOPAC energy. At the same cutoff

distance, all charged conformers have relative errors greater than 3 kcal.mo1 - 1 .
The energies listed in Table 3.5 suggest that minor changes in protein conformation, coupled with the use of short distances for

CUTOFl ,

can produce unpredictable

errors in the calculated heat of formation. Increasing the cutoff distance beyond
the maximum separation of charged residues of the protein substantially reduces
this possibility.

Summary

It should be emphasised that , in the MOZYME method, all two electron integrals are
considered in some form , whether with the full 100 NDDO integrals , the reduced set
of 7 monopole and dipole terms, or the monopole-monopole representation beyond
CUTOFl.

This differs from the way in which cutoffs are used in some molecular

mechanical methods , in which interactions beyond the cutoff are truncated, and not
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Table 3.5: Comparison of MOPAC and MOZYME Single Point Energies for 8 Different Optimised Conformations of Er-1, Varying CUTOFl Distances.
Geometry
RMSD (A)
MOPAC
MOZYME*
CUTOFl

1
0.00
-2687.00
0.02

2
1.60
-2623.69
0.02

3
1.38
-2690.26
0.03

4
1.63
-2690.87
0.03

5
1.88
-2738.02
0.06

6
1.49
2688.71
0.02

7
1.85
-2699.96
0.02

8
1.28
-2720.55
0.02

6.08
6.68
3.71
2.40
3.01
1.97
0.67
0.13
0.10
0.10

10.71
10.57
9.98
7.96
5.83
2.95
0.54
-0 .03
-0.07
-0.07

7.33
11.91
7.72
8.00
6.76
· 2.16
0.82
-0.06
-0.06
-0.06

2.58
11.48
7.11
6.47
4.47
3.24
1.20
0.43
0.34
0.34

6.80
8.44
9.88
5.95
3.30
2.55
1.02
0.18
0.19
0.19

9.02
9.36
7.97
6.83
5.92
1.99
1.14
0 .27
0.28
0.28

7.38
11.59
7.71
5.92
6.72
2.16
0.91
0.32
0.28
0.28

9.73
8.07
8.84
6.86
6.75
2.75
0.34
0.00
0.00
0.00

(A)
-

--:i

~

12
13
14
15
17
20
25
30
35
40

The error is determined by reference to the corresponding MOPAC calculation. MOZYME* indicates a MOZYME calculation using
long cutoffs. The calculation corresponding to the default parameters is shown in bold. RMSD values are relative to geometry 1,
for 303 heavy atoms.

represented at all. 101 The two-electron integrals separated by more than

CUTOFl,

however, receive the lowest level of treatment in MOZYME , being represented by
only a single monopole-monopole interaction.
The results in Tables 3.3 to 3.4 give an indication of whether this approximation is sufficient for accurate linear-scaling semiempirical calculations, particularly
at shorter distances. These results suggest that for accurate calculations on the
proteins studied here the value of
below the default distance of 30

CUTOFl

should not be reduced substantially

A if charged

residues are present. Although the

error converges more rapidly with cutoff distance for the neutral models, it must be
remembered that charged residues in this system have been artificially neutralised.
Thus, this is unlikely to be of much practical significance, as most proteins of biological interest have a number of ionised sites. Furthermore, as the dependence
between error and cutoff distance varies among different proteins and different
conformations of the same proteins, it may be advisable to perform validation
calculations for each particular system to be studied, in a similar manner to the
calculations performed here.

3.2.3

CUTOF2
determines the distance beyond which two-electron integrals are treated

CUTOF2

using a reduced set of 7 integrals. The default value is 12

A.

At distances less

than this cutoff, all 100 NDDO two-electron integrals are used. For separations
beyond

CUTOF2 ,

but before

CUTOFl,

these integrals are approximated by a set

of 6 dipole- monopole and one monopole- monopole integrals. Thus, in a similar
manner to the effect of varying

CUTOFl,

changing the value of

CUTOF2

affects the

number of atoms treated using both the 100 NDDO two-electron integrals, and
the number represented with the reduced set of 7 monopole-dipole and monopolemonopole integrals. Here, the
to 30

A.

CUTOF2

distances are varied from a distance of 7

This extends from , at the lower limit , the default value of

the default value of

CUTOFl.

CUTOFS

A
to

These limits were chosen as it makes little sense to

use a reduced approximation for the two-electron integrals at distances below that
for which one-electron integrals are considered, and the energies for these small
systems attain acceptable accuracy with the monopole- monopole interaction beyond 30

A.

Thus , at the minimum value of

CUTOF2 ,

the full NDDO approximation

is only used for atoms for which one-electron integrals are also considered, while
at the maximum distance all two-electron integrals are treated at either the full
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NDDO or monopole-monopole only approximations, with no intermediate dipoledipole(monopole) integrals.
Tables 3.6 to 3. 7 show the energies obtained when

CUTOF2

is varied for the

Er-1 and CspB systems, respectively. For both systems, an error of greater than
1 kcal.mo1- 1 does not arise until CUTOF2 is reduced to 10 A or less, and remains well
below 3 kcal.mo1- 1 even when reduced to 7

A.

The errors in the heat of formation

and dipole moment do not differ greatly between the charged and neutral models,
and decrease monotonically with distance from 8-12
observed for

A.

This differs from the trend

Again , the error in calculated dipole moments may be

CUTOFl.

considered to be insignificant.
As for

CUTOFl,

the effect of geometry on the

CUTOF2

results was assessed for

the same 8 conformations of the Er-1 charged model (results not shown). From

10

A and

longer, the error for all conformations was below 1 kcal.mo1- 1 , and ap-

proximately 2 kcal.mo1- 1 or less at 7

A.

These results suggest that, even at short

distances , the reduced 7 integral representation provides a reasonable approximation to the full set of 100 NDDO interactions.

3.2.4

CUTOFS

CUTOFS

deteqnines the point beyond which all one-electron overlap integrals are

ignored. The default value is 7

A. At very small values of this cutoff one-electron

integrals involved in chemical bonding will be neglected , and this will introduce
significant error into the

MOZYME

calculation.

As these integrals operate over

short distances only, there will be little benefit of extending consideration of these
integrals to long ranges.

Calculations using a range of

CUTOFS

values for the

Er-1 and CspB systems, given in Tables 3.8 to 3.9 , confirm this. At distances less
than 5

A the

error increases rapidly, while extending past 7

A yields

no change

in the energy or dipole moment. It can be seen that there is little gain achieved
by altering the default value of this cutoff, for either charged or neutral systems,
although energies remain within acceptable accuracy at 5

3.2.5
The

A.

RELTHR

MOZYME

keyword

THRESH

and the related key-word

RELTHR

allo-w the electron

density threshold at which an atom is excluded from an LMO to be adjusted

76

Table 3.6: Comparison of MOPAC and MOZYME Single Point
Energies for Er-1 for Different CUTOF2 Distances.
CUTOF2

Error in ~Hf ( kcal. mo1- 1 )

(A)

Charged

Neutral

MOPAC

~Hf= -2642.24
0.02
1.33
1.22
0.71
0.63
-0.09
-0.16
0.05
0.10
0.12
0.13

~Hf= -2758.46
-0.03
0.69
1.63
1.28
0.96
0.23
0.05
0.05
0·.02
0.02
0.00

MOZYME*

7
8
9
10
12
15
17
20
25
30

Error in Dipole Moment
Charged
124.72
0.02
-0.53
0.12
-0.29
-0.28
-0.17
0.10
0.11
0.06
0.04
0.00

Neutral
55.03
0.00
0.64
0.18
0.26
0.24
0.17
-0.00
0.22
0.07
-0.02
0.00

The error is determined by reference to the corresponding MOPAC calculation.
"Charged" indicates the system with ionised residues. MOZYME* indicates a
MOZYME calculation using long cutoffs. The calculation corresponding to the
default parameters is shown in bold.
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Table 3. 7: Comparison of MOZYME Single Point Energies for
CspB for Different CUTOF2 Distances.
Error in .6.Hr ( kcal.mol- 1 )

Error in Dipole Moment

(A)

Charged

Neutral

Charged

MOZYME*

.6.Hr == -3386. 73
1.53
2.16
1.97
1.43
1.09
0.69
0.77
0.60
0.58
0.64
0.67

.6.Hr == -3920. 75
1.91
1.36
1.26
0.77
0.37
0.01
0.08
0.07
-0.14
-0.13
-0.06

CUTOF2

7
8
9
10
11
12
15
17
20
25
30

227.28
-0.01
0.41
0.31
0.41
0.41
0.33
0.10
0.09
-0.03
-0.02
-0.02

Neutral
78.66
0.15
0.61
0.34
0.37
0.24
0.36
0.27
0.19
0.06
0.02
0.01

The error is determined by reference to the corresponding MOZYME calculation
using long cutoffs (MOZYME*). "Charged" indicates the system with ionised
residues. The calculation corresponding to the default parameters is shown in
bold.
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Table 3.8: Comparison of MOPAC and MOZYME . Single Point
Energies for Er-I for Different CUTOFS Distances.
CUTOFS

Error in ~Hf ( kcal.mol- 1 )

(A)

Charged

Neutral

MOPAC

~Hf= -2642.24
0.02
-5055.18
160.09
-6.95
-0.54
-0 .13
-0.09
-0.09
-0.09
-0.09
-0.09
-0.09

~Hf = -2758.46
-0.03
-4996.52
176.98
-6.85
-0.20
0.20
0.23
0.24
0.24
0.24
0.24
0.24

MOZYME*

2
3
4
5
6
7
8
9
10
11
12

Error in Dipole Moment
Charged
124.72
0.02
3.54
-1.02
-0.09
-0.17
-0 .17
-0.17
-0.17
-0.17
-0.17
-0.17
-0.17

Neutral
55.03
0.00
-1.79
0.62
0.11
0.17
0.17
0.17
0.17
0.17
0.17
0.17
0.17

The error is determined by reference to the corresponding MOPAC calculation.
"Charged" indicates the system with ionised residues. MOZYME* indicates a
MOZYME calculation using long cutoffs. The calculation corresponding to the
default parameters is shown in bold.
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Table 3.9: Comparison of MOZYME Single Point Energies for
CspB for Different CUTOFS Distances.
CUTOFS

Error in ~Hf ( kcal. mo1- 1 )

(A)

Charged

Neutral

MOZYME*

~Hf= -3920.75
-9920.59
396.06
-24.67
-0.25
0.63
0.69
0.70
0.70
0.70
0.70
0.70

~Hf= -3386.73
-9884.69
416.09
-27.26
-0.81
-0.05
0.01
0.02
0.02
0.02
0.02
0.02

2
3
4
5
6
7
8
9
10
11
12

Error in Dipole Moment
Charged
227.28
-0.93
0.14
0.34
0.36
0.36
0.36
0.36
0.36
0.36
0.36
0.36

Neutral
78.66
1.97
0.74
-0.27
-0.22
-0.22
-0.22
-0.22
-0.22
-0.22
-0.22
-0.22

The error is determined by reference to the corresponding MOZYME calculation
using long cutoffs (MOZYME*). "Charged" indicates the system with ionised
residues. The calculation corresponding to the default parameters is shown in
bold.
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(Section 2.8.2). This removes atoms from an LMO if its contribution to the electron
density of the LMO is minimal. The use of this threshold is necessary to prevent
the LMOs gradually expanding to cover all atoms of the molecule as the calculation
proceeds. Increasing the value of the threshold removes more atoms from the "tails"
of the LMO, reducing its size. Lowering the value of the threshold will extend the
edges of the LMO, increasing the number of atoms considered in each LMO. In
theory, larger LM Os are more similar to those determined by conventional M 0
methods, in that they cover a large number of atoms, with many making only a
small contribution to the electron density and final energy. The keyword
allows the threshold to be set to any specific value, while

RELTHR

THRESH

changes the

default value by a constant factor. Here, we have manipulated the value of the
electron density threshold from its default value of 10- 10 of an electron using the
RELTHR

keyword.

Figure 3.5 shows the relationship between LMO size and total energy for the
Er-1 system, when the electron density threshold is varied over several orders of
magnitude. It can be seen that little gain in accuracy is achieved by reducing
the size of the threshold (i.e. increasing the size of LMOs) and that increasing the
threshold by several orders of magnitude introduces only minimal change in the
error. There does not appear to be any significant difference between charged and
neutral models. When the threshold is increased by a very large factor (for example, 50 000); the error becomes significant, and may introduce instability into
the calculation. In the case of the Er-1 charged model, the calculation did not
converge when the threshold was increased by this factor. This is not surprising,
as the resulting LMOs will contain comparatively few atoms and many atoms that
make a significant contribution to the LMO electron density will be excluded. In
Section 3.4 we consider the effect that these parameters have on

MOZYME

perfor-

mance.

3.2.6

Small Protein Cutoff and Threshold Summary

In conclusion, for the systems studied here , the value of
significant effect on the accuracy of

MOZYME

CUTOFl

has the most

results. The representation of two-

electron integrals by the monopole-monopole interaction seems to have the potential to introduce significant error into the calculated properties. It is likely that ,
for charged species, the monopole-monopole representation does not provide an
adequate approximation of the 100 NDDO integrals even at intermediate distances.
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Figure 3.5: Comparison of MOPAC and MOZYME Single Point
Energies for Er-1, Varying the Electron Density
Threshold.
The SCF calculation for the charged model with RELTHR=50000 failed to converge.
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In contrast, the dipole-dipole (monopole) interaction seems to provide adequate
representation of the electronic properties. By extending CUTOFl so that all atoms
are treated at the CUTOF2 level of approximation, and not by monopole- monopole
interactions, results that are in good agreement with MOPAC may be obtained. The
value of the one-electron cutoff (CUTOFS) is important if the distance approaches
that of chemical bond lengths , but gives little improvement in accuracy when extended beyond this distance. The electron density threshold may be increased by
many orders of magnitude without increasing the error in the calculated heat of
formation above acceptable levels.

3.3

DHFR Calculations

We now examine the effects of varying these parameters for a larger protein system,
DHFR. As DHFR is to be used in subsequent studies, it is important to validate the
MOZYME

calculations on this protein. With approximately 3200 atoms, this system

is too large to perform a conventional MOPAC calculation, so results are compared
with a long cutoff MOZYME calculation, using CUTOFl=lOO
CUTOFS=lO

A and

RELTHR=0.001.

A,

CUTOF2=100

A,

The previous sections have shown that this

type of calculation provides a close approximation to the MOPAC energy. As CUTOFS

appears to have little scope for variation, either introducing significant error

·when shortened or little improvement when increased , variation of only CUTOFl ,
CUTOF2

and RELTHR are considered here. Figures 3.6 and 3. 7 compare the long

cutoff MOZYME calculation to calculations changing the values of the cutoffs and
electron density thresholds, respectively.
A similar trend to the smaller proteins is observed in the DHFR model: reducing
the cutoff distances below the default values rapidly introduces a significant error
in the calculated heat of formation relative to the long cutoff calculation . Ho\/\rever ,
extending the CUTOFl distance much further beyond the default value does not
yield any significant improvement in accuracy, with the error remaining at slightly
less than 1 kcal.mo1- 1 . By increasing the CUTOF2 distance to 15

A or beyond ,

results very closely approximating the long cutoff calculation may be obtained
(approximately O. 2 kcal.mo1- 1 or less). vVe note that the maximum dimension of
the DHFR model used here is approximately 54
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RELTHR and LMO Growth
For the DHFR model the error is also insignificant when the value of the electron
density threshold is increased by several orders of magnitude, only becoming greater
than 1 kcal.mo1- 1 when

RELTHR

protein systems, changes to

is set to 10 000 or above (Figure 3.7). In the small

RELTHR

may result in a large number of LMOs covering

most of the system. For DHFR, hovvever , the system is of sufficient size that the
LTVIOs may occupy a distribution of sizes relative to the whole system. It is of
interest to study both the distribution of LMO sizes and hovv this changes as the
calculation proceeds. Thus , vve modified the MOPAC code to record the number of
atoms in each LMO during each cycle of an SCF calculation. The default MOZYME
parameters vvere used for these calculations, hovvever , the SCF convergence criterion
vvas tightened 100-fold to stop the calculation converging, so that the LMO grovvth
could be studied over a large number of SCF iterations.
Figure 3.8 shovvs the minimum , maximum and average number of atoms per
LMO for 100 cycles of an SCF calculation on the DHFR model. There are a total
of 4444 occupied LMOs in this calculation. The LMOs rapidly expand to cover ,
on average, several hundred atoms during the SCF calculation. _After only 15 SCF
iterations , each LMO covers an average of 250 atoms, and over 300 atoms by SCF
cycle 47. The LM Os then increase in size only slovv ly during the remaining cycles.
Figure 3.9 gives an indication of the distribution of the sizes of each of the 4444
occupied LMOs at several points during the calculation. Each column shows the
number of LMOs covering different numbers of atoms , after 10 , 20, 50 and 100
SCF iterations. At each stage of the SCF calculation, most L:tv10s cover bet\veen
151 and 300 atoms, hovvever the proportion of LMOs of this size reduces during
the calculation as the L:tv10s expand. For example, after 10 iterations , 1439 LTVIOs
occupy 150 atoms or less , 2760 occupy 151-300 atoms, and the remaining 245 cover
less than 450 ato1ns. By 20 iterations the number of occupied orbitals covering 300
atoms or less has fallen with the number containing 301-450 atoms growing to 1124.
The LTVIOs continue to expand during the calculation. After 100 iterations only
405 LTVI Os cover 150 atoms or less and approximately 84% cover 151-450 atoms.
Of the remainder , 14 LTVI0s have expanded to cover more than 600 atoms.
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Calculation.
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Summary
For the DHFR model tested, it appears that the default cutoffs and density threshold provide reasonably accurate calculated heats of formation , and , with the exception of increasing the value of

CUTOF2 ,

changing the values. In the case of

little improvement in energy is obtained by

CUTOF2 ,

the error may be reduced from approx-

imately 1 kcal.mo1- 1 to 0.2 kcal.mo1- 1 by extending the cutoff, but , as observed in
the study of Er-1 , fluctuations of this magnitude arise from small conformational
changes. Thus , subsequent DHFR calculations were performed using the default
cutoffs and thresholds , unless stated otherwise.

3.4

Effect

of

Parameters

on

Computational

Performance
In the previous sections we have shown that by using very long cutoffs., results very
closely approximating the

MOPAC

values may be obtained. The main reason for
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Table 3.10: Comparison of MOPAC and MOZYME Performance
for Er-1 Using Default and Long Cutoff Values.
Calculation
Type

SCF
Iterations

Time/Iteration
(s)

Total
Time (s)

Memory
(MB)

59
21
21

22.3
11.8
3.3

1316
247
70

407
59
31

MOPAC

Long Cutoffs
Default Cutoffs

Timings are from calculations performed on a single CPU of a 1GHz Compaq
ES45 computer.

not simply using long cutoffs in all calculations is the impact on computational
performance. Table 3.10 compares computation time and memory usage for single
point calculations on the Er-1 charged model , using
cutoffs, and

MOZYME

vastly better than the

with the default cutoffs.
MOPAC

MOPAC, :tvIOZYME

with long

It can be seen that, while still

performance, using long cutoff values substantially

increases both the computation time and the memory requirements relative to the
default cutoffs.
It should be noted that the timings given in Table 3.10 are from calculations
performed using a recent version of the software on a single CPU of a 1GHz Compaq
ES45 computer. The same calculations performed at the start of this work using an
early version of

MOZYME

on a 167MHz Sun Ultrasparc I required 120 and 8 minutes

for

MOZYME

(with default parameters), respectively, and significantly

MOPAC

and

more memory. The memory reductions that have occurred in the

MOZYME

software

have been prompted , in part, by this work. The first significant development ·was
the modification of the code to allow direct SCF calculations ,204 i. e. rather than
computing all two electron integrals once and storing them in a large array, the
integrals are calculated on the fly as required. Table 3.11 shows a comparison of
the memory requirements of

MOZYME

when all two-centre two-electron integrals

are either stored (normal), computed on the fly (direct), or when those separated
by less than

CUTOF2

are stored and the remainder calculated (semidirect). As can

be seen , the use of the direct SCF mode dramatically reduces the overall memory
required by

MOZYME

for large systems, at the cost of a negligible increase in the

computation time.
In principle, for non-direct

MOZYME

calculations , every one of the integral cut-
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Table 3.11: MOZYME Performance Using Normal, Semidirect
and Direct SCF Modes for Single Point Energy Evaluations on DHFR.
Calculation
Type

Memory
(MB)

Time·
(h:mm:ss)

Normal
Semi direct
Direct

563
447
316

2:02:46
2:04:34
2:06:54

Normal: All two-centre two-electron integrals computed once and stored in
memory. Semidirect: Two-centre two-electron integrals separated by less than
CUTOF2 computed, others stored in memory.
Direct: All two-centre twoelectron integrals computed on the fly. Timings are from calculations performed
on a 400 MHz UltraSPARC workstation.

off parameters could influence the overall memory requirement, as each parameter
determines the number of integrals that must be stored. Also, the value of

RELTHR

should influence memory demands, with more memory required to store the larger
LMOs associated with smaller values of the thresholds used. In practice, the relationship between these parameters and memory requirements depend upon other
factors such as the size of the system and the exact keywords used in the calculation. Due to the small size of the systems studied here , only the value of

CUTOF2,

which determines the number of NDDO integrals , has any significant effect on the
memory requirements. The value of

RELTHR

had no influence on memory demands

as at the commencement of an SCF calculation,

MOZYME

allocates memory for the

LMOs based on an "average" number of atoms per LMO. For protein systems, the
default value is 200 , but can be altered using the keyword

NLMO.

If the size of the

LMOs is increased by changing the threshold, the "average" number of atoms, and
the memory allocated, must be increased manually by the user. These LMO size
and memory settings were kept constant for the threshold calculations presented
here. Thus , the effect of

RELTHR

on the

MOZYME

memory requirements was not

observed in these results. It should be noted , however , that the maximum amount
of memory added for LMO storage is smaller than that required when
increased to only 17

A in

the Er-1 system. Thus, we consider

CUTOF2

CUTOF2

is

to be the

dominant variable affecting memory requirements in small and medium sized protein systems. In recent versions of the software, the computation time is influenced
largely only by the

CUTOF2

and

RELTHR

parameters.
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Figure 3.10: Comparison of MOZYME Memory and SCF Iteration Time for Single Point Energy Evaluations on
DHFR for Different CUTOF2 Values.
Timings and memory are from calculations performed on a single CPU of a 1GHz
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Table 3.12 -gives the total computation time, number of SCF iterations , time
per SCF iteration and memory usage for Er-1 over the range of

CUTOF2

Figure 3.10 shows how memory and computation time increase as the
distance is extended for the DHFR system. The value of

CUTOF2

values.

CUTOF2

generally does

not alter the number of SCF iterations required to reach convergence , and in the
case of the DHFR calculations remained at a constant value of 28 iterations.
The time per SCF iteration using different values of

RELTHR

for the DHFR sys-

tem is shown in Figure 3.11. Although the computational cost of each SCF cycle
may be reduced by using larger thresholds , this may have an adverse effect on the
convergence of the calculation: for large values of

RELTHR

the calculations may

take a larger number of iterations to converge. For example, for

RELTHR

factors of

5 000 to 50 000 , the DHFR calculations require between 50 and 201 SCF iterations
to converge, compared with 24 iterations with the default value. In the case of
the Er-1 charged model, the calculat ion using

RELTHR=

50 000 failed to converge.

As the value of the electron density threshold directly affects the p erformance of
MOZYME ,

with smaller LMOs leading to shorter overall computation times (within
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Table 3.12: Comparison of MOPAC and MOZYME Performance
for Er-1 for Different CUTOF2 Ranges.
CUTOF2

(A)

Iterations

Time/Iteration (s)

Time (s)

Memory (MB)

59
21
21
21
21
21
21
21
21
21
22
21

22.3
11.8
2.0
2.4
2.6
2.9
3.3
3.9
4.0
4.1
4.1
4.2

1316
247
42
49
54
60
70
85
84
87
91
88

407
59
20
22
24
26
31
38
42
46
48
49

MOPAC
MOZYME*

7
8
9
10
12
15
17
20
25
30

Timings and memory are from calculations performed on a single CPU of a 1GHz
Compaq ES45 computer.

limits , as SCFs using very small LMOs fail to converge) without introducing significant error into the calculated results when increased by only a few orders of
magnitude, it $eems reasonable to increase this threshold by a factor up to 1 000
if computational performance is a concern.
In terms of computation time and memory requirements , varying the values of
CUTOFS

or

3.5

Effect of Cutoffs on Small Molecules

CUTOFl

does not produce any significant improvement in performance.

The results presented for the protein systems show quite large fluctuations in the
energy error as the cutoffs are changed. Thus , while good agreement with

MOPAC

energies may be obtained at the longer cutoff distances , the error does not necessarily decrease monotonically as the cutoffs are extended. This is particularly
true for

CUTOFl.

A possible cause of these fluctuations is the inhomogeneity of

the integral representation across nearby atoms in a covalently bound system. For
example, when a cutoff boundary lies across part of a molecule , different covalently
bound atoms may interact with other parts of the system with 100 , 7 or a sin-
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gle two-electron two-centre integral. Furthermore, our results have shown that the
use of the 7-integral dipole- dipole(monopole) two-electron integral approximation
versus the monopole- monopole approximation can have a significant effect on the
error in a

MOZYME

smaller systems -

calculation. To investigate this fluctuation, we examine several
dimers containing 5 atoms or less. For these systems we have

the advantage of being able to manipulate the cutoffs so that individual pairs of
atoms may be treated using any of the three levels of approximation. This is not
possible in the protein systems as many atom pairs fall under each cutoff range.
As described in Section 3.1.4, four systems were selected to represent increasing strength of electronic interaction: NN· · · HCN, HF··· HCN, Ho-··· HCN and
HO-··· HF. Each test system is based on the PM3 optimised equilibrium geometry for the complex, from which the monomers were subsequently separated by
a further 10

A.

For each, the

MOPAC

heat of formation is used as the reference

energy, and the binding energy calculated at the separated geometry.
Two series of calculations were performed. In the first , the value of
and

CUTOF2

CUTOFl

were both set equal to a value that was just less than the distance be-

tween the monomers (i.e.

CUTOFl

=

CUTOF2

< inter-monomer separation). Using

these cutoffs, all interactions between the monomers are treated at the monopolemonopole level of approximation, while interactions within the monomers are represented using the full NDDO approximation. The cutoff value was then progressively
increased so that individual inter-monomer atom pairs were successively included
using the full NDDO approximation, until all inter-monomer integrals were represented at this level. Thus , intermolecular interactions were treated either using
1 or 100 two-electron integrals.

In the second series,

the maximum atom-atom separation, and

CUTOF2

CUTOFl

was set beyond

progressively increased so that

atoms were represented at either the full NDDO level or at the reduced 7 integral
level. For both series, a single point energy evaluation was performed at each cutoff
distance.
Tables 3.13 to 3.16 give the error relative to the

MOPAC

heat of formation when

the different integral approximations are used for the monomer- monomer interaction. All complexes have linear geometries. Thus , as the cutoff distance is extended ,
more pairs of atoms -

one atom from each monomer -

are included at the higher

level integral approximation. The cutoffs are increased from a distance where all
interactions between the monomers are treated at the lower level of approximation ,
to a distance where all interactions are treated at the highest level. At intermediate
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Table 3.13: NN· · · HCN MOZYME Cutoff Energies.
Cutoff (A)

Interacting Atoms

Na -Nb ...
Na -NbC ...
N~ - N~d .. ·
N~d -N~de · · ·
N~de- N~de ...

12
13
14
15
16

He -Cd- Ne
Heb -Cd-Ne

H~b- Cg-Ne
H~b- C~b-Nb
H~b- C~b-N~b

1---+ 100 Integrals

7---+ 100 Integrals

-0.00895
0.12755
-0.07112
-0.00977
-0.00048

-0.00366
-0.00243
-0.00883
0.01245
-0.00048

Superscript values are labels, subscripts indicate atoms of other monomer within
cutoff distance. The transition from 1 to 100 integrals represents the case where
CUTOF1=CUTOF2. For the transition from 7 to 100 integrals, only CUTOF2 is
varied. The error is calculated relative to the MOPAC energy. The binding energy
at this separation was -0.00850 kcal.mo1- 1 .

cutoff distances, only some interactions are treated at the higher level. For example,
in Table 3.15 at 12

A, the interaction between the hydroxide oxygen and the hydro-

gen of H CN is treated at the full ND DO level and all other monomer- monomer
interactions receive either the 7 integral or monopole- monopole approximation ,
depending on the calculation used. In every case, all intra-monomer two-electron
two-centre integrals are represented using the 100 NDDO integrals.
Examining ,T able 3.15, it can be seen that when all atoms are within the cutoffs (15 A) the error relative to the MOPAC energy is less than 0.001 kcal.mo1- 1 .
At 14

A,

the interaction between the nitrogen and the hydroxide hydrogen is

treated at a lower level of integral approximation, while all other pairs are ·within
the cutoff.

When this is treated at the monopole- monopole level, the error

jumps to 0.027 kcal.mo1- 1 , but remains below 0.001 kcal.mo1- 1 if the dipoledipole(monopole) approximation is used.

At 13

A,

MOZYME

uses only one or

seven integrals (depending on the calculation type) for the N to hydroxide oxygen interaction. If this interaction with a charged atom is represented at only the
monopole-monopole level, the error increases to -0.521 kcal.mo1- 1 , or 44% of
the binding energy, while it remains less than 0.001 kcal.mo1- 1 with the 7 integral
approximation. The error does not decrease monotonically as fewer integrals are
approximated, however, as it is 26% of the binding energy at 12
At 13

A, but 33% at 11 A.

A, the interaction of the charged oxygen atom with both Hand

C of HCN is

represented by the full NDDO approximation, but only one monopole- monopole
interaction is used between the nitrogen and oxygen. Thus, there is a·n imbalance
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Table 3.14: HF· · · HCN MOZYME Cutoff Energies.
Cutoff (A)

Interacting Atoms

pa pa pae -

11
12
13
14
15

P~d

-

Hb ...
Hb ...
e

He Heb Heab -

Hb ...
ed
H~d · .. H~b -

p~de -H~de ... H~b -

Cd-Ne
Cd-Ne
Cd- Ne
b
C~b- Ne
C~b-

N~b

1---+ 100 Integrals

7---+ 100 Integrals

0.03893
0.08619
0.00946
-0.04560
0.00130

0.01383
0.01353
-0.00120
0.00019
0.00130

Superscript values are labels, subscripts indicate atoms of other monomer within
cutoff distance. The transition from 1 to 100 integrals represents the case where
CUTOF1=CUTOF2. For the transition from 7 to 100 integrals, only CUTOF2 is
varied. The error is calculated relative to the MOPAC energy. The binding energy
at this separation is -0.05124 kcal.mo1- 1 .

Table 3.15: Ho-··· HCN MOZYME Cutoff Energies.
Interacting Atoms

Cutoff (A)
11
12
13
14
15

He -

Ha -

o-b ...

Ha -

O;;b ... H b -

Ha

0-b
ed · · ·
H a - 0-b . . .
ed
ede
Ha
0-b
ede- ede · · ·

e-

Cd-Ne
Cd -

Ne

Heab - Cd-Ne
b
Heb - Cd b- N eb
a
a
Heab- Cdab- Neab

1---+ 100 Integrals

7---+ 100 Integrals

-0.38554
-0.31342
-0.52090
0.02654
-0.00093

-0.00054
-0.00680
-0.00821
-0.00084
-0.00093

Superscript values are labels , subscripts indicate atoms of other monomer within
cutoff distance. The transition from 1 to 100 integrals represents the case where
CUTOF1=CUTOF2. For the transition from 7 to 100 integrals , only CUTOF2 is
varied. The error is calculated relative to the MOPAC energy. The binding energy
1
at this separation is -1.18526 kcal.mo1- .
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Table 3.16: HQ-··· HF MOZYME Cutoff Energies.
Cutoff (A)
11
12
13
14

Interacting Atoms

1-+ 100 Integrals

7-+ 100 Integrals

Ha -0-b ... He _pd
Ha -0-be ... Heb -Fd
H~ -0-~d · · · H~b-Ft
H~d- 0-~d ... H~b-F~b

0.30367
0.25263
-0.01359
0.00114

0.01641
0.02110
-0.02317
0.00114

Superscript values are labels, subscripts indicate atoms of other monomer within
cutoff distance. The transition from 1 to 100 integrals represents the case where
CUTOF1=CUTOF2. For the transition from 7 to 100 integrals, only CUTOF2 is
varied. The error is calculated relative to the MOPAC energy. The binding energy
at this separation is -0.68970 kcal.mo1- 1 .

in the integral representation within the atoms of the HCN molecule. It can be
seen that applying different levels of integral approximation to different parts of
one covalent molecule will lead to some fluctuation in the energies calculated by
MOZYME.

For each model, comparison of the 1-100 and 7-100 integral columns shows
that the reduction of the number of integrals from 100 to a single monopolemonopole integral produces a significantly larger error than the transition from
100 to 7 morropole- dipole(monopole) integrals.

Not surprisingly, the error is

largest if the dimer has an overall net charge, being -0.52 and 0.25 kcal.mo1- 1
for the HO- · · · HCN and HO- · · · HF complexes, respectively, when the interactions between the hydroxide oxygen and the other monomer are treated using a
single monopole- monopole integral. When the seven integral approximation is
used for these interactions , the error is reduced to 0.02 kcal.mo1- 1 or less. For
the complexes with no net charge the one integral monopole- monopole error is
significantly less. With the exception of the hydroxide oxygens , the atomic charge
calculated by

MOPAC

for all other atoms in these complexes is less than 0.25 of an

electron.
Although the errors due to these approximations are relatively small in terms
of their absolute value, it should be remembered that many such approximations
will be made by

MOZYME

when calculating the energy of a larger protein. If these

small errors do not cancel systematically, they may sum potentially to a significant
value , as observed in the previous protein calculations.
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3.6

Summary

The effect of the MOZYME cutoff and threshold parameters on accuracy and computational performance has been examined for a series of small protein molecules
and small molecules. For the cutoff parameters it appears that the default values
of CUTOF1=30

A,

CUTOF2=12

A and

CUTOFS=7

A provide

accurate results with

respect to the MOPAC calculations. By extending these cutoffs to distances beyond the maximum dimensions of the protein , and tightening the electron density
threshold, energies within a few hundredths of a kilocalorie of the MOPAC energy
may be obtained. CUTOF2 may be reduced by a small amount (a few A) without
increasing the error to significant levels. The value of these cutoffs may be more
important for charged systems than proteins with no ionised residues. While calculations on a single protein geometry may suggest that shorter cutoffs could be used,
it is important to remember that minor changes in conformation can produce quite
different results. The electron density threshold has the most scope for variation
-

this threshold may be increased by a factor of up 10 000 without reducing the

accuracy of the calculated heat of formation.
From the perspective of computational performance, some improvement may
be achieved by reducing the value of CUTOF2 by a few

A, and

by increasing the

electron density threshold by a factor of up to 1000 or more. Caution should be
shown when varying these parameters beyond these limits, as both the error and
SCF convergence may be affected.
For our DHFR studies, it appears reasonable to use the default values provided
by MOZYME for all subsequent calculations, as these give adequate accuracy and
computational performance.
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Chapter 4
Geometry Optimisation
An important use of existing semiempirical and ab initio quantum chemical methods is for the optimisation of the geometry of small molecules. Some of the methods
and issues of geometry optimisation techniques for quantum and molecular mechanical methods have been discussed in Section 2 .1. 2. In this chapter we test the
optimisation algorithm implemented in the

MOZYME

functionality of the

MOPAC

package, and investigate the feasibility of using it to optimise the geometry of
protein systems.

4.1

Optimisation Methods for Large Molecules

There are many optimisation algorithms that are suitable for application to the
problem of finding a minimum energy geometry of molecules. 50 , 51 The choice is
often guided by the relative computational performance of each method which depends on many factors, such as the cost of evaluating the energy and derivatives ,
storage requirements and speed of convergence. For example, for high level quantum mechanical calculations , where the cost of energy and gradient evaluations is
high , it is desirable to minimise the number of SCF calculations. Thus , QM calculations benefit from the use of derivative-based methods that converge in the least
number of cycles. Although the optimisation algorithm itself may be expensive, in
terms of the computational cost of each geometry update , ensuring convergence in
the minimum number of cycles is most important. Thus, optimisation algorithms
that scale as 6(N 2 ), or even higher , may be suitable. The standard versions of
these algorithms are, however, often not suitable for application to large molecules
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as the computation time and memory scaling of calculating the Hessian become
prohibitive. An energy minimisation using a fast molecular mechanics forcefield
may make use of an optimisation algorithm in which the cost of each step scales as

tJ(N), even though it requires a large number of steps to converge to a minimum.
Thus, for forcefield-based calculations on macromolecules , conjugate gradient methods are commonly used. Other factors are also important, such as the choice of
coordinate system. In this section, we review the optimisation algorithm used for
semiempirical-based energy minimisation in MOZYME.

4.1.1

The BFGS Optimiser

The optimisation algorithm used in MOZYME is a version of the Broyden-FletcherGoldfarb-Shanno (BFGS) quasi-Newton method, 273 - 275 modified to be suitable for
chemical systems. This method was chosen over other algorithms commonly used
in semiempirical methods, such as Baker's Eigen Following method, 276- 278 as it does
not require diagonalisation of the Hessian matrix or other tJ(N 3 ) steps, and uses
only one N 2 matrix. Further modifications were made by Stewart 257 to improve
the performance when optimising the geometry of large molecules.

We briefly

summarise the BFGS optimisation algorithm and modifications below.
The geometry x at each step k + 1 is calculated using the gradients gk of the
current step k by

(4.1)
where the search direction dk is given by:

(4.2)
and the the step size a is calculated using Thiel 's method. 279
The Hessian His updated by:

(4. 3)
with the corrections U to the Hessian given by:

(4.4)
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where

(4.5)
and

(4.6)
For large molecules , the scaling of computation time with system size is important. Calculating H and inverting it would require 3N SCF calculations (where

N is the number of atoms) at each step. In the BFGS method a positive definite
approximation to the exact inverse Hessian is used. A diagonal matrix, with the
elements determined from gradients calculated by finite difference from two geometries, is constructed as an initial estimate of the inverse Hessian H 0 1 . The initial
geometry x 0 is perturbed by a small amount:
X1

=

Xo

+ 0.01

(4.7)

x sign(g 0 )

and the trial inverse Hessian constructed:
0.06/ - go(i)

sign

0.01 x sign

sign

(go(~ ) )
Yl (1)

go(i)
Yl (i)
go (i)
Y1 (i)

<0

>O

(4.8)

The first term of Equation 4.8 is necessary to prevent difficulties arising from having
negative values of H 1 (i, i). The off-diagonal elements of the Hessian are updated
at each new point using the current gradients and old Hessian elements. As the
optimisation proceeds H- 1 progressively approximates the true inverse Hessian
more closely.
To speed convergence to a minimum, the diagonal elements of H- 1 are treated
differently from the off-diagonal terms. The diagonal elements H- 1 only affect the
corresponding terms of the step d, and thus the gradients of the new geometry.
It is therefore possible to increase or decrease the diagonal elements of H- 1 to
adjust the rate of change in the gradients. In

MOZYME,

limits are placed on the

extent to which any element of H- 1 may change in each cycle. This is necessary to
ensure that the value

pJ sk does not approach zero and cause the Hessian update

to become unstable. 257
A further modification to the BFGS optimisation algorithm used in

MOZYME

is the use of a dynamic step size.257 By mixing a fraction of the previous step into
each new optimisation step the overall rate of convergence near the ·minimum is
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improved. This modification improves the chances of the optimisation progressing
in a downhill direction on the very flat region of the potential energy surface (PES)
near the minimum , by damping out oscillating motions that increase the energy.

4.1.2

The Limited Memory BFGS Optimiser

For large molecules , storage of the Hessian or its inverse becomes an important
computational issue. The size of the matrix scales as tJ(N 2 ), and will consume
large amounts of memory for large molecules such as proteins. In an early implementation of

MOZYME ,

memory requirements were reduced by storing only those

elements of H- 1 representing atoms that interact significantly 257

atoms sepa-

-

rated by a large distance have minimal interaction and the corresponding term in
H- 1 approaches zero. The neglect of some elements of H- 1 does not appear to

result in a loss of accuracy, allowing the sparse Hessian to be stored in a form that
increases at less than tJ(N 2 ).
Even with these enhancements our early calculations indicated that the memory
demands for performing

MOZYME

geometry optimisations on large systems was

a potential bottleneck.

Although many elements of H may be neglected , in a

compact protein there remain a large number of interacting atoms (for example,
long range Coulomb forces). Thus, the memory demands for geometry optimisation
of larger systems scales at a rate larger than tJ(N). For example, while we were
able to run energy minimisation calculations on the 566 atom Er-1 system using
just 74 MB of memory, over 550 MB was required for full geometry optimisation
of our 3000 atom DHFR model, which was the system of our main interest . On
the hardware available at the time (an SGI Power Challenge) the memory demands
were prohibitive for long calculations. These difficulties prompted the developers of
the

MOZYME

program to improve its memory requirements by the implementation

of the limited memory BFGS (L-BFGS) method. 280 , 281
The L-BFGS algorithm is very similar to the conventional BFGS method , with
the main difference being the way in which the matrix is updated.
forming the Hessian matrix explicitly, which will be of size N (N

Instead of

+ l) /2

for a

system with N atoms, the previous m values of the vectors Pk (Equation 4.6) and
sk

(Equation 4.5) are stored. These vectors implicitly define the corrections to the

Hessian U (Equation 4.4). As the storage is used up , old corrections are discarded
to make space for new ones. Typically, useful values for m are in the-range of 37. 282 As vectors need only to be stored , the memory requirements of the L-BFGS
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method increases linearly with the size of the system.

4.1.3

Atomic Coordinate Systems

The choice of coordinate system can greatly influence the performance of a geometry optimisation. 51 , 283 For small molecules , a system of internal coordinates is
generally used , as they often lead to a reduction in the numb er of optimisation
cycles required for convergence, compared with Cartesian coordinates. This is of
particular importance for quantum chemical calculations, where the cost of energy
and gradient evaluations is high. Internal coordinates are, however, strongly coupled and can tend to slow the convergence to a minimum geometry in some cases,
particularly for cyclic systems. Also, optimisation algorithms using internal coordinates are often quite expensive, in terms of computation time, compared with those
that use Cartesians. Thus , for fast molecular mechanics-based optimisations, where
the cost of energy evaluation is small, Cartesian coordinates are most often used ,
even though substantially more iterations may be required to reach convergence.
Stewart has discussed several of the problems related to choosing coordinate
systems for the minimisation of large molecules. 257 Both internal and Cartesian
coordinate systems have limitations when applied to proteins. Due to the long
polymer chain nature of a protein, specification of the protein geometry in internal coordinates can lead to large backbone movements when only small changes in
backbone bond and torsion angles are made. Optimisations in Cartesians tend to
restrain these large backbone movements , and may lead to faster overall convergence. The use of Cartesians to define the protein side chain coordinates , however,
restricts the movement of the backbone, slowing its overall rate of optimisation.
In

MOZYME ,

inition -

Ste,vart has provided the option of using a mixed coordinate def-

the backbone atoms are defined in Cartesian space , preventing wild

fluctuations in backbone movement , v;,rhile the side chains are specified in internals ,
allowing them to move ,vith the backbone. This mixed coordinate definition has
been shov;.rn to lead to faster overall convergence than single coordinate systems. 284
Cartesian- and internal-only coordinate definitions are also available in
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MOZYME .

Protein Test Systems

4.2

The 560-atom plant pheremone protein Er-1 model has been used as the test system in all of the geometry optimisation calculations described in this chapter. This
system was selected due to its small size, as geometry optimisation calculations are
computationally very demanding, particularly with the earlier versions of MOZYME
on the hardware available at the time. The Er-1 model was used in the MOZYME
cutoff study ( Chapter 3) , and details of the protein and structure have been described in Section 3.1. In the cutoff study, an ensemble of NMR solution structures
was used to give a number of conformations suitable for investigating the relationship between geometry changes and the error associated ·with different cutoffs.
For these geometry optimisation calculations v..re have used the crystal structure
of the same protein. For our geometry optin1isation studies, the advantage of the
structure determined by X-ray crystallography is that comparisons may be made
between the local changes in geometry and the crystal structure temperature factors. The te1nperature factors define the precision with ,~rhich atomic coordinates
are defined , and thus give some indication of the flexibility of regions of the protein.
There are several minor differences between the Niv1R structures used in Chapter 3 and the crystal structure coordinates used here. The crystal structure coordinates285 (PDB entry 2ERL) are of relatively high resolution (1.0 A) and have a
total of 566 atoms (303 non-hydrogen atoms) - compared v..rith 567 atoms for the
charged NMR 1nodel. The crystal structure model has an overall charge state of
-7.0 -

seven negatively charged residues: _Asp 1, Glu4 , Glu12 , Glu16 , Glu21 , Glu23

and Asp24 -

compared with 8 charged residues and total charge of -6.0 for the

NMR charged model (based on a MOZYME SCF calculation , and assigning residues
,¥ith a net charge of greater than ±0.5 as ionised). All heteroatoms (non-protein
ato1ns) , ·water molecules and and alternate atom coordinates ,¥ere removed. The
differences bet,¥een the NivIR and crystal structure models are not significant for
the results presented here , as direct co1nparisons are not made between the two
1nodels.
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Figure 4.1: Heat of Formation During Geometry Optimisation of
Er-I.
Inset shows a magnified portion of the main graph.

4.3

Energy and Gradient Convergence During
Optimisation

As the crystal structure coordinates were optimised using a molecular mechanics
force field, 285 it is likely they would differ from a minimum energy geometry determined by semiempirical calculations. In fact, using the PDB coordinates , a single
point PM3 energy evaluation yields a large positive heat of formation (6Hf) of
2257 kcal.mo1- 1 . Thus, we would expect that a

MOZYME

geometry optimisation

would produce a significant change in both the geometry and total energy of the
original coordinates.
The model was subjected to a total of 1000 optimisation cycles , at which point
the 6Hf and gradient norm were -2391 kcal.mo1- 1 and 3.88 kcal.mo1- 1 .A-

1
,

re-

spectively. Figures 4.1 to 4.3 show the change in 6Hf and gradient norm of the Er-1
model during 1000 cycles of geometry optimisation using

MOZYME.

The progression

of the geometry optimisation was characterised by an initial rapid decrease in 6Hf
within the first 5-10 cycles (Figure 4.1). During these cycles 6Hf dropp_ed from the
initial value of +2257 kcal.mo1- 1 to -1569 kcal.mo1- 1 by the third optimisation
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Figure 4.2: Change in Heat of Formation During Geometry Optimisation of Er-1.
Net reduction in ~Hr between each optimisation step of cycles 300-1000.

step, and to -1971 kcal.mo1- 1 by the tenth cycle. After this initial rapid decrease,
the heat of formation then falls off more slowly, dropping to -2311 kcal.mo1- 1 at
cycle 100, -2380 kcal.mo1- 1 after 500 steps and -2391 kcal.mo1- 1 at 1000 steps .
Although the rate of convergence to a minimum energy geometry slows rapidly,
during the geometry optimisation .6.Hr converges monotonically. This is shown
in the plot of the change in energy occurring at each of the last 700 steps of the
optimisation, given in Figure 4.2. None of the steps increase the heat of formation,
although the energy is reduced by only 0.1 to less than 0.01 kcal.mo1- 1 during each
cycle. Although the energy reduction is small for each step , .6.Hr is reduced by a
total of 15.9 kcal.mo1- 1 over these final 700 steps .
A similar pattern is observed for the gradient norm (Figure 4.3). The gradient is reduced by 2529 kcal.mo1- 1 .A - l in the first 10 steps, by a further
441 kcal.mo1- 1 .A- 1 after 300 steps and by only a further 7.5 kcal.mo1- 1 .A-

1

in

the final 700 steps.
In summary, the geometry optimisation of the Er-1 protein is characterised by a
large reduction in the overall energy and gradients during the first 5-10 cycles, and
then rapidly falls off to a very slow rate of convergence. The geometry optimisation
106

3000

80
70
60

.- 2500
~

50

0

.§

40

2000

(ti

-ai

30

0

~

20

§ 1500

10

0

z

O - i - - - - . - - - - - - r - - . - - - r - - - , - - , - - - - - - -- . - - - - - . - - - - - - . - - ~

1000

0

"C

100

200

300

400

500

600

700

800

900

1000

(ti

JI..

c,

500

0 +-__:_~===~=,_,,_,-----,---,---r---=-,-----,---,-----,

0

100

200

300

400

500

600

700

800

900

1000

Cylce

Figure 4.3: Gradient Norm During Geometry Optimisation of
Er-I.
Inset shows a magnified portion of the main graph.

continues for a large number of cycles with the change in the values of optimised
energy and gradients being small compared to that of the initial steps. Importantly,
during this stage of slow convergence, the energy decreases monotonically, so a
significant contribution to the overall reduction in energy is obtained. In terms
of the computational resources required for a geometry optimisation of a protein
using

MOZYME,

however, a large number of optimisation steps, and thus computer

time, is required to make a comparatively small reduction in energy. It is of interest
to investigate the causes of this pattern of optimisation efficiency. In the following
section we investigate the conformational changes occurring in the protein during
both these stages of the optimisation.

4.4

Geometry Changes During Optimisation

After 1000 cycles of geometry optimisation the all atom RMSD of the optimised
and crystal structure coordinates was 1.22

A. Figure 4.4 shows the RMSD after all-

atom superposition of the original PDB coordinates with the

MOZYME

optimised

structure, sampled at a number of points during the optimisation. In an analogous
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Figure 4.4: RMSD Change During Geometry Optimisation of
Er-I.
RMSD calculated after all-atom (i.e. including hydrogens) superposition relative
to the starting coordinates.

manner to the change in ~Hf , a large change in RMSD is observed during the first
5 cycles, and then an approximately linear decrease at a much slower rate over
the next 300 steps. The rate falls off even more slowly over the remainder of the
optimisation, with only negligible change in the RMSD occurring in the last 500
steps.
An analysis of all bond lengths during the early cycles of the optimisation show
that the major conformational change occurring during the first 5-10 cycles is the
relaxation of short bond lengths. During these initial steps, the lengths of C- H
and N- H bonds increased by around 0.10 to 0.15

A.

Other bonds , such as C- C ,

C-N and C=O, typically varied by only a few percent of the original length.
The changes in bond lengths most likely reflect differences in the equilibrium bond
lengths of the molecular mechanics and semiempirical methods used to optimise
the initial and final geometries , respectively.
Figure 4.5 shows the superposition of the crystal and semiempirical-optimised
structures of Er-1. It can be seen here that much of t he gross geometry change is
occurring in the side chains, and particularly for the surface residues. In fact , the
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Figure 4.5: All Atom Superposition of Starting and Final Optimised Geometries of Er-I.
The original PDB coordinates are shown in black and the optimised geometry
in grey. The -final all-atom RMSD is 1.225 A.

RMSD for the backbone heavy atoms between the optimised and crystal coordinates is substantially less than the RMSD for all atoms. Table 4.1 gives the RMSD
for the superposition of the geometries using the backbone atoms only, all heavy
atoms and all atoms. The higher RMSD when all atoms, or just all heavy atoms ,
are included in the superposition indicates that the geometry of the sidechains
change significantly during the optimisation. Movement of the backbone during
the minimisation appears to make a smaller contribution to the overall RMSD. A
contributing factor to the different relative motions of the backbone and sidechains
may be the mixed internal-Cartesian coordinate system used during the geometry optimisation. As the atoms of the side chain residues are defined in internal
coordinates, they will have much more torsional freedom than the atoms of the
backbone which are defined in Cartesians. Torsional movement of the backbone

'

atoms is restrained by the surrounding backbone atoms.
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Table 4.1: RMS Deviation of Optimised Er-1 Structures from
Starting Coordinates.
Cycle
50
100
300
500

Backbone
(160 atoms)

Heavy Atoms
(303 atoms)

All Atoms
(566 Atoms)

0.278
0.446
0.756
0.858

0.283
0.504
1.038
1.224

0.407
0.508
1.035
1.224

In summary, it has been shown that the rapid decrease in energy during the early
steps of the geometry optimisation is a result of the relaxation of short chemical
bond lengths. The PES around a strained geometry will be very steep and the
optimisation algorithm has little difficulty choosing search directions that produce
large reductions in the heat of formation. Changes in the bond lengths, particularly
those for atoms on the sidechains, are less strongly coupled to the other degrees of
freedom. After this stage, however , the PES becomes more flat , with more strongly
coupled torsional degrees of freedom becoming more significant , and thus the search
direction is less easily defined. The BFGS optimiser used in

MOZYME

continues to

move the geometry towards lower energies, but at a much slower rate. The main
change in the geometry occurring at this stage is the movement of residues on the
surface of the protein which is accompanied by only a small reduction in the heat
of formation at each optimisation step. In the following section we discuss the
efficiency of the optimisation in this region of the PES.

4.5

Efficiency of Optimisation

In Section 4.3 it was shown that the later stage of the geometry optimisation of
Er-1 using

MOZYME

is characterised by a very slow reduction in the energy of the

system. As the energy is reduced by only a small amount at each step , a large
number of optimisation cycles, and thus computer time , is consumed for relatively
little gain. This has implications for the suitability of using

MOZYME

for energy

1ninimisation of larger systems as the computational resources required to optimise
to a sufficiently relaxed geometry may be prohibitive. Thus , it is of interest to
investigate what conformational changes are occurring in the system · during this
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Figure 4.6: Schematic Diagram of the Total and Net Path Length
Moved by Atoms During a Geometry Optimisation.
The Net distance travelled is indicated by the dotted arrow, and represents
the shortest possible path length that may be followed. The thin and thick solid
arrows represent the longer actual paths followed by atoms that move 'efficiently'
and 'inefficiently', respectively.

stage of the minimisation.
During an optimisation, atoms are iteratively moved towards positions that
lower the total energy of the molecule. As the PES in this region is very flat ,
and there are many variables to be optimised, it is possible that individual atoms
may move towards more strained geometries , but by doing this enable relaxation
of other parts of the system, lowering the total energy. This may lead to particular
atoms "oscillating" around a position. One way of determining the extent to which
this is occurring is to measure the total path length that each atom travels during
the optimisation. Due to the many variables involved in the optimisation, and the
coupling between them , it is unlikely that an atom will move directly towards its
minimum energy geometry, but rather will move in a general downhill direction,
with deviations from the most direct path. As a result , the total distance moved by
each atom will be somewhat longer than the net distance travelled from its starting
geometry. This is illustrated in Figure 4.6.
By comparing these total and net path lengths, an indication of the "efficiency"
of the optimisation is given: the net path length of atoms moving more directly
(efficiently) towards their final position will be a larger percentage of their total
path length. This percentage will be lower for atoms that take a longer path to their
minimum or move about their minimum position. To measure this, we modified the
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Figure 4. 7: Total and Net Path Length and Efficiency of Atom
Movement During Geometry Optimisation of Er-I.
The total and net path length of each atom of Er-l over 500 cycles of geometry
optimisation are shown, along with the net path length as a percentage of the
total path length ("Efficiency").

MOZYME

software to record and print the cumulative total movement of each atom

during geometry optimisation calculations. At each step, the distance between the
previous and current atomic coordinates for each atom was recorded. The scalar
value of these distances were summed during the course of the optimisation, to
yield the total path length of every atom . The net path length was calculated
from the crystal structure and optimised coordinates at several points during the
optimisation. The total and net path lengths obtained in this way, along with the
percentage of the total path length , is shown in Figure 4. 7. Examining t he plot for
the net path length , it can be seen that most atoms move to positions only 1

A or

less from their starting position , although a number of atoms move larger distances

A. For the total path length travelled , most atoms move distances of 3-5 A,
with a number of atoms travelling almost 10 A.
of 3- 4

It is the ratio of the net and total path lengths that is most useful. The net
distance moved as a percentage of the total path length for each atom is also
shown in Figure 4.7. It can be seen t hat this percentage, which we refer to as
the "optimisation efficiency", fluctuat es widely - from less than 10% to over 40%.
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A high optimisation efficiency indicates that an atom has moved in a relatively
direct path towards its final position, while a lower value indicates that the path
was less direct, or that it may be oscillating around its optimised position. It is
also likely that the atoms with low optimisation efficiency may be more strongly
coupled to the movement of other atoms compared with those of high efficiency.
It is the atoms that have optimisation efficiencies at the extremes of the observed
range that are of most interest to our study. The points that have optimisation
efficiencies of 10% or less indicate atoms that may be contributing to the slow
convergence of the optimisation calculation, while those with 40% or more indicate
those that are most effectively moved towards their minimum position. Of the
atoms with optimisation efficiencies of 10% or less, the maximum net distance
moved is 0.63

A, and the maximum total path length is 7.4 A, in both cases for

the H, of SERI 7 (this represents an optimisation efficiency of 8.1 %) . The least
efficiently optimised atom is the backbone nitrogen of I1e32, which travels 2.2
finish at a point only 0.04

A from

A to

its starting position (efficiency of 1.8%). This

suggests that the atom may oscillate about its optimised position.
It is of interest to determine whether the location of an atom within the system
being optimised correlates in any way with its optimisation efficiency. Figure 4.8
shows the residues that have two or more atoms that are optimised efficiently (40%
or more) and inefficiently (10% or less). Only residues with more than one atom
with a high or low optimisation efficiency have been selected as 29 of the 40 residues
of Er-1 have at least one atom that falls into either of these categories. A general
trend observed in Figure 4.8 is that the residues with low efficiencies tend to be
located in the centre of the three-helix bindle. The majority of the most efficiently
optimised residues are located on the surface regions of the protein. Due to the
dense packing of the helices, the movements of sidechain atoms in the centre of
the bundle are likely to be more strongly coupled to one another than the surface
sidechains which have less steric restrictions on their motion.

'

One residue displayed in Figure 4.8 , Tyr31 (indicated by arrows) , appears 1n
both the efficient and inefficient categories. In this case, the sidechain atoms tend
to move in an efficient path , while some atoms of the backbone display inefficient
movement towards final coordinates only 0.18- 0.27

A from the starting point. This

difference in the backbone and sidechain efficiencies is observed across the whole
system -

of the 38 atoms with less than 10% efficiency, 15 are backbone atoms

(either N, C, O or H) while only one of 38 efficiently optimised atoms (40% or
greater) is a backbone atom.
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Figure 4.8: Optimisation "Efficiency" of Residues of Er-1.
Rendered atoms in the figure on the left show residues that have an optimisation
efficiency of 40% or greater for two or more atoms. Rendered atoms in the figure
on the right show residues that have an optimisation efficiency of 10% or less for
two or more atoms. The residue Tyr31 , referred to in the text, is indicated by
the arrows. In this view, helices are al, a2 and a3, clockwise from the bottom
helix.
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In summary, the residues that appear to be least efficiently optimised, and may
contribute towards the slow convergence of the energy minimisation , are many of
the backbone atoms and those sidechains located in the centre of the three-helix
bundle structure of Er-1. Backbone atoms will be restrained in their motion, to
some extent, by their connection to adjacent residues, and the use of Cartesian
coordinates to define their geometry. The sidechains of residues in the core of the
protein are densely packed , and are sterically constrained to their conformation
(and thus coupled to the movement of other atoms). Both these restraining factors may only allow the coordinates to change in very small steps at each cycle of
the optimisation, and tend to pull them back towards their previous location on
subsequent iterations, resulting in the atoms oscillating about their original coordinates. In contrast, the sidechains of residues on the surface of the protein tend
to be optimised more efficiently than the core. Surface sidechains are less sterically
hindered in their motion than the core residues. Additionally, unlike the backbone
atoms, the sidechains are defined in internal coordinates and so are able to have
much freer torsional motion.

4.5.1

Progression of Optimisation

We finally examine the progress of the optimisation calculation, by studying how
the optimisation efficiency changes over the course of the minimisation. Figure 4. 9
shows the difference in optimisation efficiency across the system over 50, 100 , 300
and 500 cycles of the geometry optimisation. Examining the figure for 50 cycles
first, the regions of highest optimisation efficiency are the sidechains and the backbone atoms of the N-terminal region and loop regions joining the helices . Several
turns of helices 1 and 3 are also comparatively well optimised. As the optimisation
continues the overall optimisation becomes progressively less efficient. This is expected as , after initially moving relatively rapidly towards the optimised geometry,
a large proportion of atoms will tend to move around this point as the minimisation
finds slightly lower energy conformations. By 500 cycles few regions of the system
have high optimisation efficiency, being restricted mainly to the N-terminal region.
It is interesting to note that for several residues the efficiency actually increases
slightly as the optimisation progresses. In these cases the sidechain has moved by a
relatively long net distance by the end of the optimisation (for example, 2.3-3.4

A

for the sidechain of G ln5 on helix 1 - the maximum net distance moved by any
atom is 3.8 A).
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Figure 4.9: Optimisation "Efficiency" of Er-1.
Colouring indicates optirnisation efficiency percentage value as defined on page 112. Green areas indicate atoms that move most
directly towards their optirnised position. Blue indicates that aton1s may oscillate around their final geometry. The temperature
factor values, taken from the crystal structure, have been scaled to fit within the the optimisation efficiency scale. From left to
right, the helices are a2, al and a3.

Also shown in Figure 4.9 are the temperature factors of the Er-1 crystal structure.

The temperature factor defines how well resolved the coordinates are 1n

an X-ray structure, and give some indication of the flexibility of regions of the
structure. Low temperature factors indicate that the coordinates are precisely determined, while regions of the crystal that have more flexibility usually have higher
temperature factor values. The crystal structure coordinates we have used in this
study are well resolved, and only a few regions have significantly high temperature
factors.
It is possible that there may be some correlation between the regions of the
model that have poor optimisation efficiency and that are poorly resolved in the
crystal structure. Those regions that are flexible may be more likely to move randomly during the optimisation and thus have lower efficiencies. Conversely, the
flexible regions may be less sterically and electrostatically constrained and able to
move relatively directly towards a minimum geometry determined by semiempirical
theory. Comparing the optimisation efficiencies and temperature factors shown in
Figure 4.9, it is difficult to find a clear correlation between the experimental and
computational results. With the exception of the flexible N-terminal region, the
few poorly resolved sidechains of the crystal structure fall into both the efficiently
and inefficiently optimised categories. While there appears to be some correlation
between high temperature factors and the efficiently optimised regions after 50 cycles, it must be -noted that a significant portion of the model is relatively efficiently
optimised at this point. One reason for the poor correlation between the two may
be that each model has different steric and electrostatic constraints, particularly
for the surface residues. In the experimental structure, crystal packing effects may
restrain the geometry of the surface residues, as they are in contact with adjacent molecules in the crystal lattice. Thus , many surface residues of the protein
are relatively well defined. Our geometry optimisation was performed in vacuo so
the surface sidechains have greater freedom to move, and may also move towards
significantly different conformations in the absence of the crystal packing effects.

4.6

Conclusion

Our results suggest that the geometry optimisation of even small proteins using
MOZYME

is problematic. While the initial stages of the energy minimisation rapidly

reduce the heat of formation for s~rained geometries, subsequent changes are much
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slower, and convergence to a gradient norm of less than 4 kcal.mo1- 1 .A - l can take a
large number of cycles. The geometric changes that occurred during the

MOZYME

optimisation of our test protein were characterised by an initial lengthening of
C- H and N- H bonds, which accounted for the large energy changes during the
first 10 cycles. After this, geometry changes were largely restricted to torsional
movement of the side chains, particularly those on the surface of the protein. This
stage, which continued for several hundred cycles, is characterised by a slow but
steady reduction in the heat of formation and a slow linear increase in the RMSD
compared with the starting structure. The final stage of optimisation produced
little change in either the RMSD or the heat of formation.

During this stage,

atoms in the core of the protein oscillate around their minimum position, or do
not move efficiently to their minimum. However, due to the monotonic decrease
1n energy, a significant reduction in the heat of formation is obtained during this
stage.
When using molecular mechanics methods, using a large number of cycles, and
therefore energy evaluations, has little impact on the overall practicality of the
calculation due to the computational efficiency of energy and gradient evaluation.
In contrast, even considering the greatly enhanced performance of linear scaling
methods over conventional semiempirical methods with large molecules, this is not
true for

MOZYME

as the energy evaluation step has considerable cost. Thus , the

"efficiency" of the optimisation is an important practical issue for linear-scaling
QM methods. While the

MOZYME

optimisation proceeds monotonically towards a

minimum, finding a local minimum geometry will likely consume excessive amounts
of computer time. Indeed, this behavior will be true for all quantum and molecular mechanical potential energy surfaces - early forcefield-based minimisations of
macromolecules, using much slower hardware , were also restricted by the large
number of updates required (see, for example, reference 286).
Slow convergence of the energy to a minimum has been observed previously
using

MOZYME

and with other linear-scaling semiempirical methods. 254 , 257 , 266 The

geometry optimisation of the 640-atom Crambin protein using

MOZYME

required

over 5000 cycles before the gradient norm dropped to below 2.0 kcal.mo1- 1 .A - l
for two consecutive cycles. 257

Optimisation of of the 1960-atom hen egg white

lysozyme system required 1023 steps using a parallel implementation of the D&C
approach 254 (Section 2.7.1). Using the CGDMS method (Section 2.7.3), Daniels
et al. optimised the 1226-atom Kringle 1 domain of plasminogen in a .total of 362

steps. 266

Unfortunately, it is not possible to make direct comparisons between
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the performance of these calculations as different proteins, starting geometries and
optimisation convergence criteria were used in each case. Also, we did not fully
converge our system to a local minimum energy conformation , but stopped the
optimisation after 1000 cycles were completed.
Finally, it should be noted that to be of practical use 1n many problems of
biomolecular simulation the ability to perform statistical mechanical calculations
such as with molecular dynamics calculations, rather than simply single-point energy calculations and gradient minimisation , is important as this is necessary to
simulate thermodynamic properties for direct comparison with experiment. Based
on our results and those of other groups 254 , 257 , 266 this is unlikely to be computationally achievable with current linear-scaling methods. On the hardware available
at the time these calcualtions were performed, an optimisation of the 3200-atom
DHFR model required 4-6 hours of CPU time per step. Thus , considering the time
needed for each step and the number of steps required , we did not pursue geometry
optimisation in

MOZYME

in our subsequent investigations. However, as strained

bond lengths could be relaxed with only a small number of optimisation steps,
the method is useful for relaxing strained geometries due to short bond lengths in
optimised structures obtained using other methods.
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Chapter 5
QM/MM-Linear-Scaling QM
Reaction Path Comparison
Hybrid quantum mechanical/molecular mechanical (QM/MM) methods have
gained widespread use in the computational study of large molecular systems , particularly enzyme and solution phase reaction mechanisms. 6 , 18- 20

The QM/MM

methodology was described in Section 2.5. Briefly, the underlying principle is the
division of a large system into a small quantum mechanically treated region, with
the remainder treated using a low-cost molecular mechanical method. Coupling
of the two regions allows the small reactive QM region to "feel" the effect of the
surrounding environment through the MM part of the calculation.
The QM/MM approach enables a computationally efficient treatment of large
systems where changes in electronic structure occur only in a small region of the
n1olecule. However , the need to partition the complete system into regions treated
at different levels of theory, and to allow these regions to interact, creates a number of unresolved methodological issues. Some of the most important examples
include the choice of atoms to include in the QM region , or equivalently where
to place the QM/MM boundary, how to deal with bonds that span the two regions, 227,287 the form of the electronic interaction , and the nature of the QM/MM
Hamiltonian. 26, 44, 45,214,221,288
Although QM/MM methods have been widely used, 1 , 5 , 13- 15 , 289- 292 the validity
of QM/MM implementations is largely untested - there has been no independent
method for checking t he quality of the representation , especially for highly nonisotropic environments such as those surrounding enzyme active sites. · The avail-
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ability of linear-scaling QM methods opens up the possibility of comparing existing
hybrid methods with full QM calculations where the limitations and approximations of the QM/MM approach are not relevant.

That is , through comparing

the results obtained using each approach, it may be possible to improve current
QM/MM models and/or understand their limitations.
In this chapter we begin to address this issue by com paring the energy profiles for enzyme reaction paths determined using both

MOZYME

and a QM/MM

method. 259 We have calculated several model reaction paths for the hydride transfer step of the dihydrofolate reductase catalysed reduction of 8-methylpterin to
8-methyl-7,8-dihydropterin. Each of these models differs in the extent to which the
bulk protein environment, or MM region, changes in geometry during the course
of the reaction: including a static model and ones in which the MM region is fully
optimised during the reaction. We then compare the total energy profiles for the
reaction determined by

MOZYME

and the QM/MM method, along with the con-

tributions of the different QM/MM energy components. Through this, we gain
insight into how well the QM/MM model represents the entire system as modelled by

MOZYME.

We are concerned primarily with how well the limitations and

approximations used in the QM/MM method (i.e. the MM representation of the
active site environment, the QM/MM partitioning scheme, the use of link atoms
and the QM/MM interaction Hamiltonian) represent the entire system with respect
to the

MOZYME

all-QM representation. In this and the following chapters we are

concerned with differences between the

MOZYME

and MM treatment of the protein

environment and the QM/MM region interaction. In Chapter 7 the influence of
QM region size and choice of capping atoms will also be investigated.
In Section 5 .1 we describe the enzyme system used for this and subsequent
studies, dihydrofolate reductase, the reaction chemistry and generation of coordinates for the reaction path models. Section 5.2 outlines the methods used for the
calculations. The results for each model path are presented in Section 5.3. As
the influence of the solvent environment can be an important factor in the overall
enzymic function, we then examine the effect of including a solvent environment
on the active site through the use of a continuum salvation model in Section 5.4.
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5.1

Dihydrofolate Reductase

Dihydrofolate reductase (DHFR) has a number of physiological roles, the primary
function being the reduction of folate to 7,8-dihydrofolate (DHF) and 5,6,7,8tetrahydrofolate (THF), as shown in Figure 5.1.

THF derivatives function as

cofactors in many reactions, notably the biosynthesis of thymidylate and purine
nucleotides required for cellular DNA synthesis. 293 , 294

The critical function of

DHFR in the DNA synthesis pathway has attracted considerable interest as an
important drug target for inhibiting DNA synthesis in rapidly proliferating cells,
such as cancer and bacterial diseases. 294 The pharmaceutical applications, coupled
with the relatively small size of the enzyme, has made it the subject of extensive
experimental, 293 , 295 , 296 structural 297 , 298 and computational studies. 41 , 42 , 65 , 233 , 299 - 3o4
Despite this intensive study, many details of the enzymic mechanism remain unclear, 296 such as the mechanism of protonation of the substrate and the role of key
active site residues in the catalytic function. 298 , 305

5.1.1

DHFR Reaction Chemistry and QM/MM Model

The reduction of folate to tetrahydrofolate occurs in a two step process in the
presence of a nicotinamide adenine dinucleotide phosphate (NADPH) cofactor, as
shown in Figure 5.1. Each reduction involves protonation of the substrate and the
transfer of a hydride ion from the cofactor, with the second reduction being considerably faster than the first. 305 It is generally assumed that the protonation of the
substrate occurs prior to the hydride ion transfer step, 305 however, there is no direct
experimental evidence confirming this sequence. A series of 8-alkylpterin substrate
analogues 306 , 307 are predicted to bind with similar orientation and H-bonding arrangement to the natural substrates 308 , 309 but in the protonated form, 310 providing
some indirect support for the pre-protonation model for the first reduction.
Understanding the contribution of the DHFR environment to the enzymic reaction is important in gaining a better understanding of the catalytic mechanism. DHFR has been the subject of computational studies in this group for
some time ,41, 42 , 46,233 , 259,260 , 302 , 303 , 308,309 , 311 , 312 many of which have involved the 8alkylpterin substrates. In the present study we have used the 8-methylpterin substrate. As 8-methylpterin lacks the bulky side chain at C6 (see Figure 5.2) of the
natural substrates ' it has the advantage of being considerably simpler for computational studies. Furthermore, it is known to bind to DHFR in an N3-protonated
.
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Figure 5.1: Reduction of Folate to Dihydrofolate and Tetrahydrofolate by DHFR.
Structures of the natural substrates and reaction chemistry. Each step requires
protonation, and a hydride-ion transfer from the NADPH cofactor. pABA-Glu
represents the p-aminobenzoyl-glutamate moiety.
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Figure 5.2: Reaction Centre and QM/MM Partitioning Scheme
for DHFR Model.
The QM region for QM/MM calculations included only the 8-methylpterin substrate, nicotinamide of NADPH and the side chain of Glu30. Hydrogen link
atoms were used to cap bonds on the QM/MM boundary.

form 310 so is a convenient model for the folate step reaction of transfer of a hydride
ion from C4 of NADPH to C7 of the substrate.
The QM/MM partitioning scheme we have used in this study is based on that
of previous studies, 41 , 42 , 45 and is illustrated in Figure 5.2. For the QM/MM calculations, the QM region consists of 48 atoms: the 8-methylpterin substrate, the
nicotinamide moiety of the NADPH cofactor , the side chain of Glu30 and two
hydrogen link atoms to cap open bonds at the QM/MM boundary. All remaining protein, cofactor and solvent atoms were contained in the MM region. This
QM/MM partitioning scheme was selected after extensive testing in previous MD

simulation studies. 41 ' 42 ' 46

5.1.2

DHFR Protein Structure

The three dimensional structure of DHFR is shown in Figure 5.3 , oriented to show
the location of the active site, substrate and cofactor. The overall fold consists of
four a-helices around an 8-strand /3-sheet. For our model we have used the 2.2
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A

chicken liver DHFR coordinates of the ternary DHFR/NADP+ /biopterin complex
of McTigue and coworkers. 313 The model contains 187 residues, with 26 positively
and 26 negatively charged residues.

The amino acid sequence and location of

charged residues is shown in Figure 5.4.

5.1.3

Reactant and Product Coordinate Generation

The initial coordinates for the DHFR/NADPH/8-methylpterin reactant complex
were obtained from a previous molecular dynamics study 42 of the fully sol vated
enzyme. Briefly, these coordinates were based on the crystal structure of the chicken
liver DHFR/NADPH+ /biopterin complex, solvated in a 34 A shell of approximately
3000 TIP3P 314 water molecules. The system was equilibrated with an 200 ps MD
simulation, at a constant temperature of 300 K.
For our study, we removed the solvent shell around the enzyme complex. While
it may have been desirable to retain the water molecules surrounding the enzyme,
the fully solvated model contained approximately 12 000 atoms. As discussed in
Chapter 3, this was too large to be practical for production calculations using
MOZYME.

However, several crystallographic waters are conserved amongst the

various DHFR crystal structures, and may play important structural or catalytic
roles. 297 Thus, we retained all water molecules within 10

A of the substrate or

cofactor. Our model has a total of 3195 atoms: 3047 protein atoms, 97 substrate
and cofactor atoms and 17 water molecules.
From this reduced model of the reactant complex, three sets of reactant and
product coordinates were generated. Each set differs in only the change in geometry
of the MM region between reactant and product states. We have classified these
as "different", "similar" and "fixed" geometry models.

Different Geometry Model
The reactant complex for the different geometry model was obtained as above. To
create the product structure the 8-methyl-7,8-dihydropterin and NADP+ product
complexes were manually docked into the active site of this reactant complex, based
on the superposition of the substrate and nicotinamide ring of each complex. The
geometry of the entire product system was then re-optimised using the QM/MM
method. This resulted in reactant and product coordinates that had a heavy atom
RMSD of approximately 1.0

A for

the MM region heavy atoms.
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Figure 5.3: Three Dimensional Structure of Chicken
DHFR/NADPH/8-Methylpterin Complex.

Liver

Rendered aton1s show the 8-methylpterin substrate (red) , NADPH cofactor
(blue) and key gl utan1ate side chain (yellow). Helices , strands and loops are
labelled according to the schen1e of reference 309. Figure generated using
MOLSCRIPT. 272

126

1
11
21
31
41
51
61
71
81
91
101
111
121
131
141
151
161
171
181

VAL
CYS
ASN
TYR
SER
ILE
PRO
ILE
GLULYS+
ASPMET
TYR
HIS+
GLUILE
GLUGLUVAL

ARG+
GLN
LEU
LYS+
HIS+
MET
GLUASN
ALA
SER
SER
VAL
LYS+
ARG+
PHE
ASPTYR
GLUTHR

SER
ASN
PRO
TYR
VAL
GLY
LYS
ILE
PRO
LEU
PRO
TRP
ALA
LEU
GLUTYR
PRO
ASPGLN

LEU
MET
TRP
PHE
GLULYS+
ASN
VAL
LYS+
ASPGLUILE
ALA
PHE
SER
LYS+
GLY
GLY
LYS-

ASN
GLY
PRO
GLN
GLY
LYS+
ARG+
LEU
GLY
ASPLEU
VAL
MET
VAL
ASPASPVAL
ILE
SER

SER
ILE
PRO
ARG+
LYS+
THR
PRO
SER
ALA
ALA
LYS+
GLY
GLUTHR
THR
PHE
PRO
GLN
VAL

ILE
GLY
LEU
MET
GLN
TRP
LEU
ARG+
HIS
LEU
SER
GLY
LYS+
ARG+
PHE
LYS+
ALA
TYR
LEU

VAL
LYS+
ARG+
THR
ASN
PHE
LYS+
GLUTYR
ALA
LYS+
THR
PRO
ILE
PHE
LEU
ASPLYS+

ALA
ASPASN
SER
ALA
SER
ASPLEU
LEU
LEU
VAL
ALA
ILE
LEU
PRO
LEU
ILE
PHE

VAL
GLY
GLUTHR
VAL
ILE
ARG+
LYS+
SER
LEU
ASPVAL
ASN
HIS
GLUTHR
GLN
GLU-

Figure 5.4: Amino Acid Sequence of DHFR Enzyme.
The ionised residues , as determined by a
with their charges.

MOZYME
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SCF calculation, are indicated

Similar Geometry Model
To produce a set of coordinates that had a smaller RMS deviation between the reactant and product states, the coordinates of the substrate and cofactor reactants
were docked back into the product state coordinates and the entire system reoptimised to produce a new set of reactant complex coordinates. The product complex
was then docked back into this new structure and re-optimised. This procedure
was repeated for a total of 10 consecutive QM/MM minimisations, alternatively
converting the substrate and cofactor between the reactant and product states
at each step. The resulting reactant and product coordinates had a heavy atom
RMSD of only 0.1

A for the MM region heavy atoms.

In considering the size of this

geometry change, it should be noted that resolutions for well resolved crystal structure coordinates of proteins are typically in the range of 2-5

A.

Finally, is should

also be noted that both the final reactant and final product complex coordinates
obtained by this method differ from the corresponding reactant and product coordinates used for the different geometry model. Thus, there is no common reference
geometry between all the models.

Fixed Geometry Model
As many QM/MM simulations have been performed in which the MM region coordinates were not optimised during the reaction ,315- 319 it is of interest to examine
whether a comparison of the

MOZYME

and QM/MM energy profiles suggests that

this may be reasonable. To this end, we constructed a reaction model in which the
MM region coordinates remained fixed throughout the reaction. This final set of
coordinates was produced by manually docking the product complex into the active site of the optimised reactant coordinates of the different geometry model and
fixing the entire MM region during optimisation. In this model , only t he positions
of the QM atoms change during optimisation and reaction path generation, and
thus the MM region RMSD is zero.

5.1.4

Reaction Path Generation

For each set of coordinates, the reaction path was approximated by interpolating between the reactant and product Cartesian coordinates, in steps of 10% (i.e.
point O = reactant geometry, point 1 = sum of 0.9 x reactant
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+

0.1 x product

Figure 5.5: Reaction Path for Hydride
NADPH and 8-Methylpterin.

Transfer

Between

Coordinates were taken fro1n the Fixed MM Geometry 1nodel. Only the 8methylpterin (top) and nicotina1nide moiety (botto1n) of the NADPH cofactor
are shown.

Cartesian coordinates, etc. Point 10

= product geometry.) This produced 9 inter-

mediate points, that were then Q1VI/1VI1VI mini1nised subject to the constraint that
the C4- C7 and C7- H4 bond distances (see Figure 5.2) were held at appropriate
distances for each step using an 1VI1VI force constant of 5000 kcal.mo1 - 1 ..A.-

2

.

This

·was necessary to hold the hydride ion in transition state-like positions during the
optimisations. The appropriate distances vvere determined by interpolating, in 10%
steps, between the reactant C4- C7 and C7- H4 distances and the corresponding
product distances. In addition , it was found necessary to constrain the C- H bonds
of the 8-methyl group in order to prevent removal of a proton ~rhen the hydride ion
~ras close to this group. The distances used for constraining the atoms at each step
~rere detern1ined by interpolating bet\veen the aton1- atorn distance in the reactant
geometry and the corresponding atom- atom distance in the product state . \i\Tith
the exception of the fixed model, all 1VI1VI coordinates ~rere optimised during the
minimisations. The resulting reaction path , showing positions of the hydride ion
at each step , is shovvn in Figure 5.5.
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5.2

QM/MM and MOZYME Calculations

All QM/MM calculations were performed using the QM/MM package
the PM3 Hamiltonian 163 and

AMBER94

MOPs, 40

with

force field 84 for the ligand-protein complex

and the TIP3P 314 model for water. Following the protocols used in previous MD
simulation studies, 41 , 42 , 45 energy minimisations were performed using a non-bonded
cutoff for the MM region of 9 A, except for pairs of charged residues where no cutoff
was used , and no cutoff for interactions between QM and MM atoms. All structures
were minimised to a gradient norm of 0.2 kcal.mo1- 1 .A-

1
.

Single point QM/MM

calculations, unless otherwise stated, used no cutoffs for either the MM or QM/MM
interactions.
Single point linear scaling QM calculations were performed on the entire protein
for each series of coordinates using

MOZYME

with the PM3 Hamiltonian 163 and de-

fault cutoffs and SCF convergence criteria of 10- 4 kcal.mo1- 1 to reduce calculation
time.

5.3

Reaction Path Comparison

In this section, we compare the energies obtained using both the semiempirical
QM/MM and linear scaling semiempirical methods. Each method produces a total
energy, however, different terms are obtained using each approach. In the QM/MM
method, the total energy of the system can be represented as the sum of three
components:
ET(QM/MM)

where

EQM(QM/MM)

spectively, and

=

and

EQM(QM/MM)

+ EQM/MM( QM/MM) + EMM(QM/MM)

EMM(QM/MM)

EQM/MM( QM /MM)

(5.1)

are the QM and MM region energies, re-

is the coupling term describing the interaction

between the QM and MM regions (see Section 2.5.1). (The notation system used
here , specifying the theoretical method used in parentheses in the subscript, may
appear cumbersome for the discussion in this chapter, however is kept this way
to remain consistent with that necessary in the following chapters). It should be
noted that the one-electron integral terms in

EQM/MM(QM/MM)

(Equation 2.51) are

based on the same approximations used in the evaluation of EQM(QM/MM)' whereas
the functional form of the terms in
MOZYME

EMM(QM/MM)

is classical. By contrast, in the

calculations the whole system is treated at the QM level, and only the
130

total energy

(ET(QM))

is obtained.

The fixed geometry model, where only the QM region geometry changes during
the reaction, is the easiest to interpret. Thus, we first consider the fixed MM geometry model, then the similar geometry and finally the different geometry calculations
in turn.

5.3.1

Fixed Geometry

The reaction path profile for the fixed geometry model is shown in Figure 5.6. The
QM/MM activation energy for the reaction is very large: a maximum of approximately 85 kcal.mo1- 1 at point 6. This is approximately three times the activation
free energy predicted in a previous MD simulation. 41 However, in contrast to this
previous study, our simulation was performed without optimisation of the MM
region coordinates, and with the QM region coordinates changed by progressive interpolation between reactant and product states. For the purpose of interpretation
and comparison of

MOZYME

and QM/MM energies, the unreasonable activation

energy obtained for our fixed geometry reaction path is acceptable. We are concerned with the differences between the energies determined using each method
for any given geometry -

while an energy profile more accurately modelling the

enzymic reaction may have been obtained by conducting an extensive QM/MM
MD simulation; the improved model would have little relevance for our study.
It can be seen from Figure 5.6 that the overall QM/MM and
tive energy profiles are surprisingly closely matched -

MOZYME

rela-

differing by an average of

1.7 kcal.mo1- 1 and at most 3.6 kcal.mo1- 1 . The overall energy difference between
reactants and products is very small: only 0.9 kcal.mo1- 1 . In this series only the
QM region was optimised at each point , with the MM region fixed to constant
coordinates throughout the entire series of QM/MM calculations. Consequently,
changes in the MM region energy

EMM(QM/MM)

along the reaction coordinate are

minimal. However, the changes are not zero, as small variations in the MM bond ,
angle and dihedral terms at the QM/MM boundary produce an overall energy difference of up to 0.6 kcal.mo1- 1 . This small energy change results from the coupling
of the QM and MM region atoms on the QM/MM boundary: movement of the
two QM region atoms on the QM/MM frontier alters their (molecular mechanics
determined) interactions with corresponding MM region atoms on the QM/MM
frontier.
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Figure 5.6: MOZYME, Total QM/MM and QM/MM Components for "Fixed Geometry" Model Reaction.
and "Total" refer to the total MOZYME and QM/MM method energies , respectively (i.e. ET(QM) and ET(QM/MM)) . The remaining labels refer
to individual QM/MM energy terms (i.e. EQM(QM/MM), EQM/MM( QM /MM) and
EMM(QM/MM)) or sums of these terms (EQM(QM/MM) +EQM/MM( QM /MM) ). Note
that the energies for the MOZYME, Total and QM +QM/MM series are approximately equal, and so the plots are mostly superimposed.
"MO ZYME"
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The changes in EQM(QM/MM) and EQM/MM(QM/MM) are much larger. The QM energy for the products is nearly 50 kcal.mo1- 1 higher than than that of the reactants.
The interaction of the QM and MM atoms, however, provides a roughly equivalent
stabilisation of this energy. As a consequence, the relative energy profiles for the
QM/MM and

MOZYME

methods are, overall, very closely matched.

It is of interest to consider the QM/MM energy terms in more detail.
As described in Section 2.6,
with van der Waals
(E~~/~M(QM/MM)).

EQM/MM(QM/MM)

(EQtr/MM(QM/MM))

EMM(QM/MM)

has sub-components associated

and electrostatic and polar interactions

has electrostatic (E~~(QM /MM) ) , van der Waals

(E~~QM/MM)), and bond sub-components

consisting of bond length,
angle and dihedral terms). The terms that form the total MM and QM/MM en(Etr°~(QM/MM),

ergies are shown in Figure 5. 7. For this fixed MM geometry model, the total
· a 1most entire
· 1y forme d from t he Eele/pol
E QM/MM(QM/MM) term 1s
QM /MM( QM /MM) component. The

EMM(QM/MM)

sub-components are all negligibly small.

To allow polarisation of the QM region by the MM environment,

EQM(QM/MM)

is perturbed by the surrounding atomic partial charges of the MM region (Equation 2.48). In this fixed J\1M geometry model, this environment remains constant
over the entire reaction path. In the

MOZYME

model, however, the electronic en-

vironment of the MM region is polarised by the changing electronic structure of
the equivalent QM region. Thus , in the QM/MM model , EQM/MM(QM/MM) must
account not only for interactions between QM and MM atoms, but also implicitly
compensate for both polarisation of the MM region and the related back polarisation of the QM region. In the QM/MM method this is achieved partly through
the parameterisation of this term. For the QM/MM method used here, i.e. that
in

MOPS,

the QM/MM term is parameterised to reproduce salvation free energies

of some small molecular systems. 44 , 45 In Figure 5.6 the accuracy of this scheme
is shown by the close agreement between the QM+QM/MM and
energy curves. The similarity between the total QM/MM and

MOZYME

MOZYME

total

energy

profiles indicates that the forcefield , link atom and partitioning schemes are working well. The close agreement between the two total energy profiles may be viewed
as a consequence of an effective QM/MM Hamiltonian and the fact that the only
atoms that undergo a change in geometry are treated at the same level of theory
in each model.
Figure 5.8 shows the effect of "switching off" the polarisation of the QM region
by the MM environment. This is equivalent to setting A = l in Equation 2.48.
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Figure 5.7: Component Energies of QM/MM Method MM and
QM/MM Terms for the "Fixed Geometry" Model.
N ote

t h at

E~~QM / MM)

th e

curves

E MM(QM/ MM)'

ele
E MM(QM
/MM)'

Ebond
MM(QM/MM)'

all lie approximately along the x axis.
d E
1
11'
an
QM / MM(QM /MM) are a so co 1near.

and

ele/ pol
E QM
/MM( QM / MM)

for

EQm MM(QM/MM)
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The QM and MM atoms and electrons still interact via the

E~~/MM(QM /MM)

term

(Equation 2.51) , however the QM region Fock matrix is unperturbed by the MM
charges. The biggest difference between the polarised and non-polarised (i.e. van
der Waals and electrostatic components only) QM/MM energy is approximately
10 kcal.mo1- 1, and occurs in the transition state region. Surprisingly, there is
little difference at the end points of the reaction path. It needs to be stressed
that this does not imply that polarisation is unimportant at either the reactant
or product states, but rather that it is equally important at both end points and
becomes relatively more important along the reaction path connecting them. The
implication of this observation is that QM/MM schemes that ignore polarisation
(such as the ONIOM 229- 232 method , Section 2.5.4) may actually give a reasonably
balanced description for the DHFR reactant and product states, but are likely to be
less suitable for determining the relative energy of the transition state. However ,
in the absence of results for other enzyme systems it is not possible to say how
general this conclusion may be.
In the MOPS QM/MM implementation, the interaction between QM and MM
atoms

(E~~/MM(QM/MM))

may be scaled using a constant dielectric value (Equa-

tion 2.48). In all calculations presented so far, the dielectric has been set to a value
of 1.0. Varying this dielectric constant (with >.=O) scales the total QM/MM interaction Hamiltonian , and thus will affect the polarisation of the QM electron density
by the MM environment. Figure 5.9 shows the effect on the total QM/MM energy
of varying this constant over a range of 1.0 to 4.0. The change in the total energy
is due solely to changes in the
that c

=

EQM /MM(QM/MM)

component energy. It can be seen

1.0 provides the best agreement with the MOZYME energy profile. Again,

the QM/MM interaction has been parameterised at this dielectric constant. Thus ,
this value of c for QM/MM interactions was used for all subsequent calculations.

5.3.2

Similar Geometry

In the similar MM geometry model , the coordinates of the Ml\lI region atoms move
during the reaction. The changes are small, however , with the total RMSD of
the reactant and product coordinates being only 0.1

A.

The reaction path energy

profiles for this model are shown in Figure 5 .10. The overall energy profiles for the
QM/MM and MOZYME methods are broadly similar in form to that of the fixed
geometry model , however, there is a greater difference (maximum 4.6 and average
1.8 kcal.mo1-1) between the total energies , and the activation energies are now
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Figure 5.8: Effect of Polarisation of the QM Region by the MM
Region.
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QM/MM Energy for the "Fixed Geometry" Model.
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Figure 5.10: MOZYME, Total QM/MM and QM/MM Components for "Similar Geometry" Model Reaction.
and "Total" refer to the total MOZYME and QM /MM method energies , respectively (i.e. ET(QM) and ET(QM / MM)) . The remaining lab els refer
" MOZYME"

to individuaJ QM/MM energy terms (i.e. EQM(QM/ MM)' EQM / MM(QM/ MM) and
E MM(QM/MM) ) or sums of these terms (EQM(QM / MM) +EQM / MM(QM/ MM) ).

approximately 80 (c.f. 85 for the fixed geometry model) and 84 kcal.mo1- 1 for
and

MOZYME ,

MOPS

respectively. More importantly, the small changes in the MM region

geometry produce a more substantial change in

E MM(QM / MM)

of approximately 12-

13 kcal.mo1- 1 .

In the fixed geometry model, where

EMM(QM/ MM)

was approximately zero ,

and EQM / MM(QM / MM) summed together to produce a profile that
closely matched the MOZYME total energy profile. In the similar geometry model ,

EQM(QM/ MM)

1

the sum of EQM(QM/ MM) and E QM / MM (QM/ MM) is approximately 12 kcal.mo1- less
than the total QM/MM energy. This difference is mainly due to the QM/MM
interaction term being approximately 12- 13 kcal.mo1- 1 more negative t han that of
the fixed geometry model. This is offset by t he approximately equivalent change in
E MM( QM/MM),

so the resulting total QM/MM energy profile remains quite similar

138

to the

MOZYME

total energy.

The energy profiles in Figure 5.10 suggest that t he energy contributions from
the

MOZYME

slightly.

and forcefield based representations of the MM region may differ

Hovlever , "\i\rith only 1ninor changes in the 1v:I]v1 region geometry, the

Qlv1/Iv:I]\/_[ method appears to provide a reasonable approximation to t he ,i\rhole
enzy1ne se1niempirical t reatment.

5.3.3

Different Geometry

Figure 5 .11 sho,i\rs the energy profiles "\i\rhen larger changes in t he surrounding enzyn1e structure occur. Although t he geometry changes are 1nore substant ial t han
the fixed geo1netry 1nodel, the heavy atom RI\!ISD for t he reactant and product
states is not very large: only 1.0

A.

Here, t he difference bet"\i\reen t he

MO ZYME

and Total QI\!I / I\!II\!I profiles beco1nes quite large, "\i\rit h a maximum difference of
65.6 kcal.11101- 1 and an average difference of 35.1 kcal.mo1- 1 . Furthermore, t he
forn1s of t he reaction profiles no,i\r look quite different fron1 one another.
In accord "\i\rit h t he results for t he sin1ilar geo1netry model , t he difference bet,i\reen
t he total QI\!I /I\!II\!I and

M OZYME

energies is again predon1inantly due to changes

in t he !IM interaction energy, but is no,i\T of n1uch greater 1nagnitude . Figure 5. 12
shovirs t he EQM(QM/ MM) and EQM / MM (QM/ :tvL![) profiles for all three geon1etry n1odels.
The QI\!I energies are very si1nilar for all cases, "\i\rith the different geon1etry 1nodel
only sho,i\ring significant differences at points 2 and 3 of the reaction path. "\iVhile the
fixed geon1etry QI\!I /I\!II\!I interaction is 20-30 kcal.mo1- 1 less than the other models,
the different and sin1ilar models ha, e very sin1ilar profiles for

EQM/ MM(QM / MM) .

Thus, it is the I\!II\!I interaction tern1 that produces the most significant change
in t he QM /I\!II\!I total energies for each 111odel. As sho"\i\rn in Figure 5.13 , 1nost
of this is due to the I\!II\.1 electrostatic interaction energy (up to approximately

- 90 kcal.1no1- 1 ) . MI\!I bond and van der V\ aals ter1ns 1nake significantly smaller
contributions to the total I\!II\1 energy (approximately +30 and - 14 kcal.11101- 1 ,
respectively) .
The heavy-a 0111 RI\1SD for the I\t1_ 1 aton1s in the different geon1etry model is
1 . D .!.A._ . "\iVhile this indicates significant change in the coordinates , a visual inspection

of the reactant and product coordinates indicates that large conformational changes
do not occur in t he I:v1I\!I region . Thus , even relatively n1inor rearrangements in the
MI\J: region geometry result in substantial differences in the QI\1/ _1I\'1 and MO ZYME
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Figure 5.11: MOZYME, Total QM/MM and QM/MM Components for "Different Geometry" Model Reaction.
and "Total" refer to the total MOZYME and QM/MM method energies, respectively (i.e. ET(QM) and ET(QM/MM) ). The remaining lab els refer
to individual QM/MM energy terms (i.e. EQM(QM/MM), EQM/MM(QM/MM) and
E MM(QM/MM)) or sums of these terms (EQM(QM/MM) +EQM/MM(QM/MM)) .
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Figure 5.12: Energy Profiles for QM and QM/MM Components
of Fixed, Similar and Different Geometry Models.
reaction path energy profiles. We note that it should be possible to generate alternative coordinate sets that have comparable reactant-product RMSDs , however
which would produce different energy profiles , but still with large deviations between the total QM/MM and

MOZYt1E

energies.

In agreement with the results for the fixed geometry model , Figure 5.13 shows
that the change in QM/MM interaction energy is almost entirely due to the
ele / pol
E QM
/MM( QM /MM) term.

5.3.4

Summary

The results demonstrate that if the coordinates of the 1v1M region vary little it is
possible to define a QM/MM model for the DHFR reaction that gives energetics in
close agreement with those obtained from the analogous full QM

MOZYME

calcu-

lations. Hov\rever , the QM/MM model used v\1as carefully constructed with respect
to partitioning of the system and choice of capping atoms, 41 and parameterisation
of the QM/MM interaction. 44 , 45 The agreement ·with

MOZYME

almost certainly

depends on the quality of the Q1v1/MM model. In Section 7.5 we investigate the
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Figure 5.13: Component Energies of QM/MM MM and QM/MM
Terms for Different Geometry Model.
Note that the curves for
mately collinear.

E QM / MM(QM/ MM)

142

and

el e/ pol

E QM/ MM(QM/ MM)

are approxi-

effect on the reaction energy profiles of changing the QM region boundaries and
link atoms. When the MM atoms are permitted to move significantly, substantial
differences between the total QM/MM and

MOZYME

energies are found. These

differences arise primarily from differences in the energy components of atoms included in the MM region by the QM/MM partitioning, particularly the electrostatic
interactions.

5.4

COSMO Salvation Model

All the enzyme calculations that have been described so far have been for isolated
in vacuo systems. Incorporation of solvation effects is important for obtaining real-

istic descriptions of biological systems, 320 , 321 and thus some method of representing
the solvent environment is often included in biomolecular simulations. In molecular mechanical methods, and many hybrid QM/MM methods, the effects of the
protein solvent environment are often incorporated via inclusion of a solvent shell
of explicit water molecules. In our calculations, this would result in a large increase
of the total number of atoms in the system (for example, the MD simulation that
our DHFR coordinates were derived from included an explicit solvent shell of approximately 3 000 water molecules 42 ). Use of an explicit solvent shell increases the
computational cost of conventional QM simulations to a point where they are not
feasible, and even for the

MOZYME

method the cost will be impractical for routine

calculations. Furthermore, the calculated energies will be sensitive to the exact
coordinates of the water molecules, thus requiring even more expensive molecular
dynamics simulations to produce accurate time-averaged energies. For this reason ,
implicit solvation models have been popular for quantum mechanical calculations

in solution. 320 , 322- 327 One implicit solvent model implemented in

MOPAC

is the

Conductor-like Screening Model , or COSM0. 323 - 325 In this section, we apply the
COSMO solvation model to our model reaction paths, to test the suitability of the
approach to our systems, and to determine the effect of including implicit salvation
contributions.
In the COSMO model , the bulk solvent is represented by a continuum of dielectric constant

E.

This dielectric is polarised by the charges of the solute, creating a

surface charge distribution on the border between the solute and the dielectric. The
surface enclosing the solute is divided into M small segments of area ISµ I, centred
at tµ , and with charge qµ· The charges qµ are calculated from the induced charges
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q; for a conductor (i.e.

E

=

oo) found by solving the system of linear equations:

Aq* = -BQ

(5.2)

and scaling them to approximate the induced charges 1n a solvent of dielectric
constant c:

qµ

=

*

E-l

(5.3)

qµ _E_+_0_._5

In Equation 5.2 A is the matrix of the electrostatic interactions aµv between the
induced charges on Sµ and Sv:
(5.4)

B is the matrix of the interaction of the induced charges with the solute charge
distribution Q. Thus, the interaction b"'A,µ between the overlap charge density of
basis functions ¢"'(r) and ¢A(r) of the solute, with charges described by P"'A' and
a charge on segment Sµ is approximated by:
(5.5)
The salvation energy

Esolv

is then given by:
Esolv

1
2

= -qAq + QBq

(5.6)

Note that the solute charge distribution Q is a function of the induced charges
q, and so must be solved iteratively starting from an initial guess of q until self

consistency is achieved. Some effort has been directed towards implementation
of continuum salvation models for linear scaling QM methods ,255 , 256 , 328 - 330 and a
linear scaling version of COSMO has been implemented in

5.4.1

MOZYME.

Results

Figure 5.14 shows the total relative energies for the fixed MM geometry model ,
obtained using the QM/MM method ,

MOZYME

and

MOZYME

with the COSMO

model with a dielectric constant of 80 (i.e. water). Thus we are comparing two
models that do not incorporate salvation effects (QM/MM and
that does

(MOZYME

+ COSMO).

MOZYME)

with one

As the bulk of the protein coordinates, includ-

ing surface residues exposed to the solvent interface, are fixed in t his model , we
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Reaction.
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would expect the change introduced by the dielectric screening to be small. Any
differences in energy would arise from atoms of the active site, substrate or cofactor that are exposed to the solvent, or from electronic structure changes in the
MM region influenced by the QM region. It can be seen from Figure 5.14 that
the relative energy profiles between the MOZYME and MOZYME

+ COSMO models

are very similar, differing by at most 2.7 kcal.mo1- 1 (average 1.3 kcal.mol- 1 ). The
reactant-product relative energy is 1.5 kcal.mo1- 1 higher for the COSMO model
compared with the in vacuo model. This suggests that changes in the electronic
structure of the fixed geometry model do not occur in regions that are exposed to
solvent in the model. Inclusion of the solvent model does , however, produce a net
stabilisation of approximately 1737 kcal.mo1-

1

.

An analysis of the MOZYME charges (using COSMO) for the reactant and product states shows the net charge transfer between QM and MM regions reduced
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slightly to 0.05 of an electron from 0.07 of an electron without the solvent model.
Atomic charges for atoms of the Glu30 sidechain and nicotinamide of NADPH
from the QM region differ mostly by only a few hundredths of an electron, while
the largest changes (±0.05-0.10 of an electron) are located on the 8-methylpterin
substrate. Atomic charges in the protein differ by up to approximately ±0.2 of an
electron between the COSMO and in vacuo models, but do not differ significantly
between reactant and product states. Thus, while inclusion of salvation effects has
a significant effect on the atomic partial charges of the enzyme environment, this
has little effect on the reaction centre or the relative energies between reactant and
product states.
The results for the different MM geometry model are shown in Figure 5 .15. Here
the total energy for the solvated model differs significantly from the in vacuo model.
The product energy is now greater than that of the reactant state, with reactantproduct relative energy approximately 128 kcal.mo1- 1 greater than that calculated
by

MOZYME

without salvation, and the profile differs by up to 129 kcal.mo1- 1

(average 81 kcal.mo1- 1 ). As the geometry of the bulk protein changes over the
course of the reaction, the stabilisation by the dielectric also changes: ranging
from approximately -1854 (reactants) to -1726 kcal.mo1- 1 (products).
It must be noted that the QM/MM simulations used to prepare the coordinates
for both the different and fixed geometry models were performed without either
an explicit solvent shell or an implicit solvent model. It is thus not known to
what extent the divergence between the the COSMO and normal

MOZYME

energy

profiles is due to the COSMO model itself, or the MM geometry determined in the
absence of shielding by solvent.

5.5

Discussion and Conclusions

The close agreement between the

MOZYME

and QM/MM total energy profiles for

the fixed and similar geometry models suggests that the QM/MM approximation
may be reasonable for simulations in which the MM geometry does not change. All
the early QM/MM calculations on proteins and enzyme reactions were performed
using fixed coordinates of the MM atoms. 6 This is still generally the case: see ,
for example references 315- 319. However , with the growing availability of faster
computers, some recent calculations have been done with optimisation of the MM
atom positions during the reaction. 331 - 333 Our results show that total QM/MM en146
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ergies obtained with such an approach need to be viewed with some caution. The
practical significance of the differences between the total QM/MM and

MOZYME

energies for the different geometry model depends on the nature of the MM environment. It should be noted that the effects of changing MM atom coordinates
during investigations with isotropic MM environments, such as salvation studies ,
which are usually performed using molecular dynamics or monte carlo simulations ,6
are likely to be small, because the solvent molecules are fluctuating around their
equilibrium positions. In these cases, use of total energies should be adequate.
Depending upon what we wish to calculate, the difference between total energy profiles for the different geometry model does not necessarily imply that the
QM/MM model is inadequate.

One method for investigating enzyme reactions

with QM/MM approaches is using free energy perturbation methods. 6 If the QM
region is chosen carefully, the reaction coordinate in the QM /MM approach will be
an explicit function of the coordinates of the QM atoms only, and the change in free
energy will be dependent only upon the change in the QM and QM/MM energy
components. In this case, the MM energy may be ignored. The good agreement
between the EQM(QM/ MM)+EQM/ MM(QM/ MM) and
and 5.11 supports this idea.

ET(QM)

profiles in Figures 5.6, 5.10

It is clear that the divergence between the total energy profiles for each method
in the different geometry model results from the differences between the molecular
mechanical and- semiempirical representation of the MM region.

In the results

presented here it was not possible to determine the energy of these atoms alone
for the

MOZYME

calculations. In the following chapters we examine the energy

contributions of this region more closely.
Finally, the simple incorporation of a continuum salvation model in our linearscaling semiempirical calculations did not provide an adequate description of salvation effects in the

MOZYME

simulations. For the different geometry model , the

reaction energy profile differed significantly from the model that did not include
the screening effects of solvent , although a large decrease in absolute energy was
obtained. The models were produced in an in vacuo environment , and were likely
to differer significantly in structure , particularly for surface residues , from that
obtained in a simulation incorporating salvation effects.
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Chapter 6
QM Energy Analysis:
Decomposition
The comparison of the

MOZYME

and QM/MM energy profiles for our model en-

zyme system has shown that, for the case when the atoms in the MM region were
allowed to move during the reaction, significant differences in the total energy profiles exist between the two methods. The major aim of this and the following
chapter is to understand further the origin of the differences between our QM/MM
model and the corresponding full QM calculation. In the QM/MM method, we obtain a total energy from QM, MM and QM/MM components, while the

MOZYME

method provides us with the total energy only. It would be useful, however, to
separate the total

MOZYME

energy into contributions from different parts of the

molecule, such as the analogous QM and MM regions of the QM/MM calculation,
or other regions of the molecule that are of interest. It may also be useful to study
the various quantum mechanical contributions (such as Coulomb interactions and
resonance/ exchange terms) to the total semiempirical energy. In this chapter we
concentrate on the later concept, while the following chapter will address the first
concept in detail. We begin with a review of the theory involved in the breakdown
of the total energy of a molecular system.

6.1

Energy Partitioning and Decomposition

The semi empirical analyses presented so far have all considered the total energies
for the system. Significantly more information may be obtained, however, through
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examining what individual contributions various parts of the system make to this
total energy.

The concept of dividing the total energy amongst different parts

of an intermolecular system or into the bonding interactions within a molecule
is chemically intuitive. 334 The partitioning of the total molecular energy may be
done a number of ways. Two common schemes for dividing up the total energy of
a molecule are: i) the division of the total energy into contributions from various
chemical fragments (individual atoms or groups of atoms) of the molecule, and their
interactions, and ii) the total molecular energy (or the energy of these fragments)
may be broken down into physical contributions, such as Coulomb forces , overlap
terms, polarisation, etc. The terms "energy partitioning" and "energy decomposition" are usually used interchangeably to refer to both of these concepts. In this
and the following chapter, we make a distinction between the two approaches. We
will use the description "energy partitioning" to describe the separation of the total
energy into contributions from chemical fragments of the molecule and their interaction. "Energy decomposition" will refer to the breakdown of the total energy,
or the partitioned energies, into physical terms such as electrostatic, resonance,
exchange, polarisation , etc.
In this chapter we discuss an energy decomposition analysis of the total energy
profiles of our model reaction paths, and then examine in detail the suitability of
semiempirical-based energy decomposition methods through a systematic analysis
of the method when applied to small bimolecular systems. Although substantial
use of energy partitioning is not made until the following chapters, the concepts
of energy partitioning and decomposition are interrelated and are often used in
conjunction with one another. Thus, it is convenient to review the theory behind
both techniques here.

6.1.1

Semiempirical QM Energy Partitioning

The Hamiltonian for semiempirical methods based on the neglect of diatomic differential overlap (NDDO) approximation contains only one- and two-centre integrals.
Thus , the total energy ET may be described as the sum of one-centre and pairwise
interaction terms:

ET =

LE + L E
A

A

AB

(6 .1 )

A<B

where the subscripts A and B correspond to different atomic centres. The first
summation involves terms that are located on a single atomic centre, and changes
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in these terms may be thought to describe how that centre responds to changes
in its environment. In a similar vein, the second summation involves only twocentre terms, and may be thought of as providing a measure of the interaction (or
bonding) between pairs of atoms. We will also refer to these one- and two-centre
terms as "self energy" and "interaction energy", respectively. It should be stressed,
however, that this is only possible because of the use of the NDDO approximation,
and that such a simple division is not possible for ab initio QM methods where
three- and four-centre terms exist. 335 ,336
For large systems, it is more convenient to partition the molecule into "geographically", chemically or otherwise related groups of atoms. In this case, the self
energy of a partition includes not only the one-centre terms of each atom in that
partition, but the two-centre interactions between all atoms within that partition.
The interaction energy between two multi-atom partitions is the sum of all twocentre terms where each atom is located in different partitions. Thus , Equation 6.1
becomes:

(6.2)
X

AEX

AEX

BEX

X<Y

AEX
BEY

where X and Y correspond to different partitions. This enables the division of
an enzyme system into meaningful clusters of atoms, such as amino acids, or of
particular interest in our study, regions analogous to the partition of a QM/MM
calculation.

6.1.2

Semiempirical QM Energy Decomposition

In addition to the atom-based breakdown of the total semiempirical QM energy,
it is possible , for NDDO methods , to decompose further each pairwise interaction
into terms arising from core-core repulsion (ER), core-electron attraction (Eu) ,
electron- electron repulsion (E 0

),

resonance (E 1 ) and exchange (EK) contribu-

tions.337 Equation 6.1 becomes:

ET=

L (Ef + E f + Ef) + L (EfB + EfB + E f B + EiB + Ef[B)
A

(6.3)

A<B

The two-centre terms EfB , EXB, Ef..B, Ei_B and EfB are defined as:

(6 .4)
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B

A

(6.5)

Ef_B == -ZA L(ssA/Aa) - ZB L(µv/ssB)
µv
A

B

(6.6)

EfB ==LL PµvP>.CY(µv/,\a)
µv ACY
A

B

(6.7)

EiB ==LL Pµv/3ABSµ>,
<>-

µ

(6.8)
where Z is the core charge, g(r AB) is a function of the internuclear distance r AB,

s µ>. denotes the overlap integrals, P denotes the density matrix elements and f3 is
an atomic parameter.
Traditionally, the two-centre resonance term (E 1 ) has been used as a gauge of
the effective strength of the covalent interaction between pairs of atoms, while the
two-centre Coulomb (ER, Eu and E 0

)

and exchange (EK) terms were thought to

approximately cancel. 337- 34 o

6.1.3

Implementation

of

Energy

Partitioning

and

Decomposition Functionality in MOZYME
The version of the

MOPAC

software available at the commencement of this study

contained an energy decomposition functionality in the conventional MO-based
MOPAC

portion of the code but was not available in the linear scaling LMO-based

MOZYME

part. The

MOPAC

function , invoked using the keyword

ENPART ,

par-

titioned the total molecular energy into atom and atom-pair contributions and
further decomposed these components into core-core, core-electron and electronelectron interactions, and resonance and exchange contributions. The absence of
this functionality in

MOZYME

restricted our analysis to the study of small molecules

only. Consequently, to facilitate this study, vve implemented an energy partitioning
and decomposition scheme, based on the conventional

MOPAC

style energy decom-

position function, using the LMO approach.
A number of modifications specific to the LM O approach and calculations on
large molecules were necessary, such as the use of cutoffs for one- and two-electron
integrals and direct and semidirect SCF calculations. A major issue with large
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molecules , of course, is the large numb er of individual energy terms that form the
total energy. For example, using an atom by atom partitioning scheme, a system of
only 1 000 atoms would have more than 500 000 atom and atom-pair terms, and over
2.5 million decomposition terms. Analysis of the partit ioning and decomposition
results in this form is impractical. To facilitate analysis, the energy decomposit ion
function implemented in

MOZYME

has the ability to partition the entire system into

arbitrary regions. Then , only the energy contributions from each partition need be
printed. The energy partition may be calculated in the conventional atom-atom
based mode , on a residue-residue basis (as defined in the input PDB coordinates)
or as arbitrary collections of atoms specified in the keywords or read in from an
external file. This last feature makes partitioning the

MOZYME

calculation into

analogous QM and MM regions particularly simple.
Memory usage is another issue for energy partitioning and decomposition of
large molecules. The algorithm we have implemented sums energy terms into their
partition totals on-the-fly, so that the memory requirements scale in proportion to
the square of the numb er of partitions only, rather than the numb er of atoms . For
moderate numb ers of partitions, t he memory usage is negligible.

6.2

Decomposition Analyses of DHFR Reaction
Profiles

The use of energy decomposition and partitioning enables t he contribut ion of electrostatic and quantum energy components to the t he reaction profile to be examined. In Section 6.2.1 we consider the contribution of these

MOZYME

decomposition

components to each of the analogous QI'\/1 and MM regions of t he QM/I'v1M method ,
and their interaction . That is , the total

MOZYME

energy is first partitioned into

the analogous QM , JVIM and QM/MM energy terms, and then decomposed into
electrostatic, resonance and exchange components . In Section 6.2 .2 we examine
interactions within the MM region in more detail.
The enzyme reaction models employed in the energy decomposition and part itioning calculations are the "Fixed MM Geometry" and "Different MM Geometry" models described in Sections 5.1. 3 and 5.1. 4. All QM/MM and

MO ZYME

calculations were performed using the conditions described in Section 5.2, using
the lo cally modified version of

MOPAC

incorporating
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MOZYME

energy decomposi-

tion. Although producing no significant change in the the final MOZYME energy,
the default SCF convergence criteria were tightened 10-fold to 10- 6 kcal.m 0 1- 1 to
ensure that the electron density was fully converged when calculating the energy
decomposition and partitioning energy terms.

6.2.1

MOZYME Reaction Profile Energy Decomposition

The breakdown of the MOZYME reaction profile into Coulomb, resonance and exchange terms for the QM and MM regions is shown for the D HFR reaction path
models in Figures 6.1 and 6.2. For comparison, a similar decomposition has been
performed for the isolated QM fragment. This is denoted "QM Only" and includes
two hydrogen capping atoms, for which the energy contribution has been removed
by partitioning.
Examining the total MOZYME energy profiles for the fixed geometry model
(Figure 6.1, lower right corner), it can be seen that a significant energy change
occurs in the MM region contribution, whereas no effective change was observed
in the QM/MM model presented in Chapter 5 (Figure 5.6, page 132). Comparing
the QM only energies with the QM region profiles of the full enzyme gives an
indication of the influence of the surrounding protein environment on the reaction
profile. The QM region energy of the full-enzyme calculation is lowered by up to
29.4 kcal.mo1- 1 compared with the isolated QM region. A detailed analysis of the
total energy partitioning terms (i.e. QM and MM region and QM/MM interaction
energies) and comparison with the equivalent QM/MM method energy terms is
presented in Chapter 7, and will only be considered superficially here.
The remaining graphs of Figure 6.1 show the resonance , exchange and Coulomb
contributions to the total energy. Over the course of the reaction , large fluctuations are observed in the component breakdown of the QM region , particularly
for the resonance and Coulomb terms , while the MM and QM/MM components
remain relatively stable. Changes in the resonance component, which correlates
with covalent bond strength, are limited to the QM region and appear to follow
the process of bond breaking and formation in the isolated "QM Only" system ,
differing by at most 25.3 kcal.mo1- 1 . The fluctuations in the QM region Coulomb
term also follow the changes in the isolated QM fragment , and partially cancel
those of the resonance term (the environment reduces the Coulomb component by
up to -41.8 kcal.mol- 1 compared with the QM Only fragment). The QM region
and QM Only exchange terms do not fluctuate as much over the course of the
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Figure 6.1: MOZYME Energy Decomposition Components for Fixed Geometry Reaction Path.
Components are shown for the QM and MM regions and for their interaction (QM/MM). The Coulomb components are the sum
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Figure 6.2: MOZYME Energy Decomposition Components for Different Geometry Reaction Path.
Components are shown for the QM and MM regions &.nd for their interaction (QM/MM). The Coulomb components are the sum
of core-core, core-electron and electron-electron electrostatic interactions. Also shown are the energy decomposition components
for the equivalent isolated QM region (QM Only).

reaction, but show the greatest divergence around the mid-points of the reaction
path (points 4 to 6, maximum difference 20.8 kcal.mo1- 1 ) before converging to a
difference of only 7.6 kcal.mo1- 1 at the product state. Overall, the protein environment produces a lowering of the total QM region energy profile through a lowering
of the Coulomb and exchange components and an increase in the resonance term.
As a fraction of the total, the Coulomb component appears to be responsible for
most of the changes in the QM/MM term, contributing -41.7 kcal.mo1- 1 to the
total of -41.0 kcal.mo1- 1 , while exchange dominates changes in the MM term
(14.2 kcal.mo1- 1 of a total of 17.1 kcal.mo1- 1 ).
For the different MM geometry model (Figure 6.2), the differences between the
full enzyme QM region and isolated QM fragments are broadly similar in form
to those of the fixed MM model, however, larger fluctuations are observed in the
MM component energies. In the different MM geometry model, the Coulomb and
resonance components of the MM region energy term do not vary monotonically but
fluctuate and partially cancel one another. The MM region exchange contribution is
more stable, but does fluctuate more than the corresponding term in the fixed MM
region calculations (Figure 6.1). By comparison, the different geometry QM/MM
energy total and component profiles are relatively stable, but of greater magnitude
than the fixed model (-50.7 total vs. -41.0 kcal.mo1- 1 for the fixed model). As was
the case for the fixed model, the QM/MM component is almost entirely due to the
Coulomb component.

6.2.2

MM-Region Energy Decomposition

The results for the QM/MM energy decomposition (Figures 6.1 and 6.2) show that
in the case where the MM region geometry changes during the reaction , the contributions of the Coulomb and resonance terms to the MM region energy undergo
large fluctuations in magnitude and sign over the course of the reaction. It is not ,
however, possible to determine from these results what parts of the MM region
contribute to these changes. The changes in the MM region energy may be due
either to polarisation or other electronic effects from the adjacent QM region , or
arise from the geometric changes that occur in the MM region , or more likely, a
combination of the two effects. In Chapter 7 the energy partitioning approach is
used to examine the correlation between MM region energy changes and proximity to the QM region, for both the fixed and different geometry models , in more
detail. In this section vve consider hovv the Coulomb , resonance and exchange com-
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ponents of interactions with the MM region change with increasing separation of
the interacting atoms.
To follow the changes occurring in the MM region, the interaction between all
residue pairs that are separated by more than cutoff distances ranging from 2 to
40

A were calculated.

For each distance, the QM Coulomb , exchange and resonance

and QM/MM Coulomb, van der Waals .and bond components of the MM region
energy were calculated. Figure 6.3 shows how these components vary as a function
of the residue-residue interaction distance. Specifically, for the different geometry
model the electrostatic component of the MOPS and MOZYME energies are shown,
along with the MOZYME resonance and exchange terms. As may be expected, the
resonance and exchange terms fall to zero rapidly as the cutoff increases. The
decrease in the Coulomb terms with distance is partly due to the smaller set of
residue pairs included as the cutoff increases. Within an 8
all three components occur, but beyond 8

A changes

A radius ,

changes in

only occur in the Coulomb

term. (In fact, resonance and exchange terms in MOZYME will be zero beyond the
distance of CUTOFS, i.e. 7

ca- ca

A,

however the definition of residue separation as the

distance will allow some atoms to be closer than the interaction distance

indicated in Figure 6.3.) This result is in accord with the general view that exchange
and resonance are relatively short-range effects, but Coulomb interactions are long
range. Long-range changes also occur in the residue-residue Coulomb interaction
term for the fixed MM geometry model. However , these are smaller in magnitude
than those of the different geometry model: only 1 kcal.mo1 - 1 at 32
MOZYME

A (only

the

Coulomb component for the fixed model is shown in Figure 6.3, as the

equivalent MM term remains unchanged during the reaction).
Interestingly, with a short cutoff distance the Coulomb terms from the semiempirical and molecular mechanics calculations (different MM geometry model) do
not agree at all well, and although expanding the cutoff radius brings the two
methods into qualitative agreement the absolute difference is still quite large (up
to approximately 10 kcal.mo1- 1 ). This observation that the semiempirical electrostatic decomposition components differ from those calculated by other methods
suggests that some caution may need be exercised when decomposing semiempirical
energies into Coulomb, resonance and exchange terms. However, this should only
be an issue when examining short-range interactions, as resonance and exchange
components do not make any contribution to the total energy at longer ranges.
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6.3

Intermolecular Decomposition Analyses of
Small-Molecule Complexes

The results of Figure 6.3 indicate that the electrostatic interactions determined
by MOZYME vary significantly from those determined by the molecular mechanics
forcefield. A number of possible explanations exist for this discrepancy, not the
least being the method used to parameterise the partial charges of the MM forcefield. 97- 100 Given that semiempirical methods are typically only parameterised to
reproduce correct total energies (see, for example, references 162 , 163 for the PM3
Hamiltonian), the underlying theory of semiempirical methods also has the potential to produce errors in decomposition terms.
The decomposition approach used in MOPAC, and the protein calculations of the
preceding sections, is based on decomposition schemes previously used for semiempirical methods. 337- 340 There is no unique way to decompose the total energy,
however. For example, it is also possible to divide the total energy into a number of other chemically intuitive contributions, such as polarisation, charge transfer, delocalisation, and dispersion effects, among others. A semiempirical energy
decomposition method recently proposed by van der Vaart and Merz, 341 has produced results that are at variance with general conclusions about the dominant
forces involved in intermolecular interactions. This approach describes the interaction energy between monomers as the sum of electrostatic, polarisation and charge
transfer terms and has been applied to small H-bonded bimolecular complexes,
large water complexes and solvated proteins. 341 - 343 The results of these studies
were surprising in that it was predicted that the electrostatic component of the
intermolecular interaction was repulsive (i.e. positive). This is in contrast to the
conclusions obtained from ab initio decomposition studies 344- 352 and experience
from the development of hybrid QM/MM methods 26 ' 45 which indicate that electrostatics make a significant contribution to the binding energy. This, combined
with the results of Section 6.2.2, suggest that a more detailed study of semiempirical
decomposition energies is warranted .

6.3.1

Calculation of Interaction Energy Components

In the following sections we conduct a comparative semiempirical and ab initio
study of a number of H-bonded and donor-acceptor complexes.
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We are concerned

primarily with the interaction energy

E%1

between two bound monomers A and

B, calculated as:

(6.9)
where

E AB

is the energy of the complex and

EA

and

EB

are the energies of the iso-

lated monomers. Note that the monomer energies are calculated at their optimised
geometries in the complex, so we are not considering conformational changes that
may occur upon binding, but only the electrostatic interaction energy
change in energy

E1i and the

E1~ due to the deformation of the charge density upon formation

of the complex. The deformation energy includes all non-Coulomb components of
the interaction, such as exchange, polarisation and charge transfer terms, which
can be strongly dependent on the decomposition scheme used. 354 The deformation
energy is thus given by:
Edef _
-

Eint _ Eele
AB
AB

(6.10)

Given the overall energy of interaction, it remains to calculate the electrostatic
interaction energy

E1i.

This must be calculated in different ways for ab initio and

semiempirical methods.

Hartree-Fock Intermolecular Electrostatic Interaction Energy

For Hartree-Fock wavefunction-based methods, intermolecular interaction terms
such as Coulomb, polarisation, exchange and charge transfer can be assigned using
the decomposition methods of Morokuma and coworkers ,335 , 355 although alternative
definitions exist. 356 , 357 The more rigorous nature of ab initio wavefunctions allows
the decomposition of interaction energies to be calculated in a relatively thorough
and accurate form. In the Morokuma-Kitaura approach, the electrostatic interaction energy

Eele

between two monomers A and B is described in terms of the

interaction between the unperturbed wavefunctions

w0

of the isolated monomers:
(6 .11 )

where

VAB

is the Hamiltonian for the Coulomb interaction of the electrons and

nuclei of molecule A with those on molecule B. This is equivalent to the Coulomb
interaction between two classical charge densities PA = W~ W~ and PE =

wi wi.

Alternatively, this may be expressed as:
(6.12)
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where

E 1

is the energy of the wavefunction

w1

and

E 0

=

EA

+ EB.

Edef

in the

Morokuma-Kitaura scheme is given as the sum of this electrostatic component and
polarisation (pol), exchange repulsion (xr), charge transfer (ct), and a remainder
or mixing (mix) term:
Eint
AB

=

Eele
AB

+ Exr
+ Epol
+ Epol
+ EctA + EctB + Emix
AB
A
B
AB

(6.13)

The sum of the polarisation, exchange, charge transfer and mixing terms yields
the deformation energy,

E11-

However , there is no unique way of dividing the

total deformation energy into these various components, and alternative definitions
exist. 356 , 357 Thus, we limit our comparison of the deformation energy to the total
E11

term.

Semiempirical Electrostatic Interaction Energy
In semiempirical methods where an explicit form of the wavefunction is not defined for the purposes of computing matrix elements of the various terms in the
Hamiltonian, a different approach must be taken. The density matrix P 0 for the
non-interacting monomers at their equilibrium separation in the complex may be
obtained by setting all integrals connecting monomers A and B in the two-centre
two-electron matrix W and the overlap matrix S to zero (i.e. W AB

= 0 and

= 0), which then ensures that all Fock matrix elements connecting A and B
are zero. W AB = 0 also zeroes out all two-centre core-electron attractions and
SAE

core-core repulsions , as these are expressed in terms of elements of the two-centre
electron repulsions. Assuming

SAE

= 0, the electrostatic interaction energy E1'JJ

may then be obtained by:
E1~ =

E(W AB, P 0 )

-

E(W AB = 0, P

0

)

(6.14)

where E(W AB=O, P 0 ) is the total energy of the non-interacting molecules and
E(W AB, P 0 ) the total energy calculated using P 0 , in which only the Coulomb

integrals contribute to the interaction between monomer charge densities. Thus,
the electrostatic interaction is the sum of the electron-core and electron-electron
(Eelec)

and core-core

(Ecore)

interactions:
ele _ Eelec
E AB AB
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+ Ecore
AB

(6.15)

where
(6.16)
µEA vEA

iEB

(6.17)
µEB vEB

iEA

(6.18)
µEA vEA

and

E~ le
0

=LL zizj

(sisi/SjSj)g(Rij)

(6.19)

iEA jEB

In Equations 6.16 to 6.19 , Z are the core charges, (µv/;\o-) are the two-centre
two-electron integrals and g(Rij) is a function of the interatomic distance. 153 , 161

6.3.2

Model Structures and Calculations

All semiempirical calculations were carried out using the PM3 Hamiltonian. Decomposition using frozen charge densities (Equation 6.14) were p erformed using a
version of MOPS modified by Peter Cummins. Calculations requiring the relaxed
charge density were performed using the modified MOZYME implementation described in Section 6.1.3. Kitaura-Morokuma ab initio energy decomposition results
were calculated at Hartree-Fo ck 6-31+G** level using the GAMESS package.358 , 359
As test systems, 17 H-bonded complexes and 9 donor-acceptor complexes were
used. These are listed in Tables 6.1 and 6.2, respectively. All complex geometries
were optimised at the HF /6-31 +G** level.

6.3.3

H-Bonded and Donor-Acceptor Complex Results

Table 6.1 lists the energy decomposition results for the H-b onded system s. For
the ab initio calculations , E 818 (Equat ion 6.11) always provides the binding component of the interaction energy, while t he contribut ion of Ed ef is always destabilising
(i.e. positive) , due to the inclusion of the Pauli repulsions.
PM3 calculations

E ele

In contrast, in the

(Equation 6.14) is always eit her repulsive or substantially

less negative than the corresponding ab initio term. Of t he 17 H-b onded complexes
listed , only t he ion-pair interaction (CH3C00- · · · C(NH2)t) has a significant electrostatic binding component (although still only half that of the ab initio result) .
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In the semiempirical calculations, the binding energy comes from the deformation
term

These results are qualitatively similar to those obtained by van der
Vaart and Merz, 341 ' 342 where the Coulomb interaction was found to be repulsive ,
Edef.

with the binding coming from charge transfer contributions (included in the
term here).

Edef

Like the H-bonded complexes, the electrostatic component of the ab initio

Eint

term for the donor-acceptor complexes (Table 6.2) is also always negative, however
the deformation term provides a significantly greater destabilising contribution
to the overall interaction energy than for the H-bonded complexes. For further
comparison, E 818 was calculated from a simple atomic-charge representation of the
monomers , based on the PM3 molecular electrostatic potential (MEP) .43 These
values are shown in parentheses in Tables 6.1 and 6.2. Using this charge model,

E 818 is always predicted to be stabilizing, with the exception of the GaH 3 complexes
(due to Ga being incorrectly predicted to have a negative partial charge at the
PM3 level) and the N 2 complexes (due to N having a zero partial charge). Overall,
the intermolecular electrostatic interactions determined using this MEP-derived
atomic charge model are in much better agreement with the ab initio results than
the semiempirical decomposition terms.
Another factor must be considered when comparing the ab initio and semiempirical results. For incomplete basis sets, the energy of one monomer in the complex
will be lowered 'to some extent by the presence of the orbitals of the other monomer.
This basis set superposition error (BSSE) does not apply to the semiempirical
method , but may lead to a non-negligible stabilisation of the dimer with respect
to the monomers for the ab initio methods. Although the error is often only small
relative to the total binding energy, it can be significant for weakly bound systems.
We have estimated the BSSE using a standard counterpoise (ghost-orbital) correction of Boys and Bernardi. 360 Here , the monomer energies are calculated using the
basis set of the dimer , allowing the upper limit of the basis set superposition error
to be determined. The BSSE only affects

Eint,

and hence

Edef,

and so leads to an

over estimation of the non-Coulomb interaction term.
The BSSE corrections for the 6-31 +G** calculations on the H-bonded systems
listed in Table 6.1 are relatively insignificant , at less than 0.5 kcal.mo1- 1 for nonionic complexes and up to 1 kcal.mo1- 1 for H-bonded complexes involving ionic
species. Ho~rever , for the donor-acceptor complexes (Table 6.2) the errors range
from as little as 0.3 kcal.mo1- 1 for the AlH3 · · · PH3 dimer , up to 10 kcal.mo1- 1
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Table 6.1 : PM3 and Ab initio Energy Decomposition Analysis for H-Bonded Complexes.

f-1.

cr:,
CJ1

H-bonded

Eele

A·· ·B

PM3

N2 ···HF
N2 · · · HCN
N 2 · · ·HNC
HCN ··-HF
HCN···HCN
HCN · · · HNC
H20 · · ·H20
CH3NH2 · · ·H20
CN- ···HF
CN- · · ·HCN
HO - ·· ·HF
HO-· · ·HCN
HS - ·· ·HCN
c1- · · · H20
CH3NHt · · ·H20
CH3Coo- ... H20
CH3Coo- · · · C(NH2)3 +

3.3 (0.0)
0.2 (0.0)
0.2 (0.0)
8.4 (-5 .2)
8.6 (-4.0)
8.8 (-4.3)
7.5 (-4.4)
10.7 (-5.0)
3.8 (-14.7)
4.1 (-15.2)
-2.5 (-24.9)
-2.6 (-22.9)
4.7 (-20.9)
10.2 (-16 .3)
0.5 (-14.0)
2.0 (-16.7)
-67.1 (-114.3)

Edef

6-31+G**
-2.0
-1.0
-1.6
-9.1
-5.8
-7.9
-8.9
-11.5
-35.7
-28.0
-49.3
-49.9
-16.5
-16.8
-22.9
-27.0
-143.1

PM3
-3.4
-0.8
-1.0
-12.8
-13.0
-13.9
-10.3
-13.5
-22.1
-29.8
-21.5
-29.2
-27.1
-28.3
-13.3
-17.9
-54.7

Eint

6-31+G**
0.6
0.2
0.4
2.7
1.4
2.0
3.8
5.4
9.7
6.0
9.8
11.4
0.9
4.0
5.1
7.5
20.9

PM3
-0.1
-0.6
-0.8
-4.4
-4.4
-5.1
-2.8
-2.8
-18.3
-25.7
-24.0
-31.8
-22.4
-18.1
-12.9
-15.9
-121.8

6-31+G**
-1.4
-0.8
-1.2
-6.4
-4.4
-5.9
-5 .1
-6.1
-26.0
-22 .0
-39.5
-38.5
-15 .6
-12.8
-17.8
-19 .5
-122.2

Ab initio calculations performed at HF /6-31 +G** level. All energies in kcal.mo1- 1 . Results in parentheses are Coulomb interaction
energies from an atomic-charge model for the monomers in the PM3 approximation.

Table 6.2: PM3 and Ab initio Energy Decomposition Analysis for Donor-Acceptor Complexes.

f--1.

u.l
u.l

Donor-Acceptor
A···B

Eele

BH3 · · · NH3
BH 3 · · ·PH3
BH 3 · · · AsH3
AlH 3 · · · NH3
AlH 3 · · · PH3
AlH 3 · · · AsH3
GaH3 · · ·NH3
GaH 3 · · ·PH3
GaH 3 · · ·AsH 3

121.8
97.4
80.8
41.0
55.2
17.3
25.9
49.5
61.7

Edef

PM3a

6-31+G**
(-15.4)
(-9.3)
(-4.4)
(-13.6)
(-14.2)
(-2.3)
(3.0)
(18.1)
(3.4)

-89.9
-64.1
-53.3
-67.8
-35.0
-31.4
-71.1
-41.1
-40.3

Eint

PM3

6-3l+G**b

PM3

-191.3
-182.9
-121.6
-106.7
-126.2
-51.3
-148.9
-348.0
-224.6

57.4
42.3
37.0
38.1
20.4
22.2
48.9
29.8
31.1

-57.0
-85.5
-40.8
-65.7
-71.0
-34.0
-123.0
-298.5
-162.9

(55.1)
(41.1)
(31.9)
(36. 7)
(20.1)
(17.4)
(43.8)
(25.8)
(21.4)

6-31+G**c
-32.5
-21.8
-16.3
-29.9
-14.6
-12.2
-22.2
-11.3
-9.2

kcal.mo1- 1 . aResults in parentheses are Coulomb
interaction energies from an atomic-charge model for the monomers in the PM3 approximation. bCorrected for BSSE. The
uncorrected results are given in parentheses. ccorrected for BSSE.
Ab initio calculations performed at HF /6-31 +G** level.

All energies in

for GaH3 · · · AsH3. The uncorrected results are given in parentheses in Table 6.2.
Thus, the uncorrected values for

Edef

are underestimated compared with the BSSE-

corrected results, further emphasising the relative importance of the electrostatic
component in the intermolecular interaction.
To investigate the origin of the repulsive electrostatic interaction and large deformation energy in the semiempirical results, the modified version of MOZYME
was used to partition the energies of the 17 H-bonded complexes, into monomer

(E A,EB) and intermolecular (E AB) terms. Under the NDDO approximation, this
partition into one- and two-centre terms may be performed exactly, so E AB can
be interpreted as the interaction energy

Eint.

Using the decomposition scheme de-

scribed in Section 6 .1. 2 the intermolecular interaction energy is then further decomposed into resonance, exchange and electrostatic interactions , using Equations 6.4
to 6.8. The results for the H-bonded complexes are shown in Table 6.3. Note that
the Coulomb term (the sum of core-core, core-electron and electron-electron interactions) in this decomposition differs from

E ele

defined in Equation 6.14, as the

relaxed charge density P for the complex is used. If the unrelaxed monomer densities (P 0 ) are used , the resonance and exchange terms are zero and the Coulomb
term corresponds exactly to

E113 .

The Coulomb terms in Table 6.3 are mostly positive , in qualitative agreement
with the semiempirical Coulomb terms in Table 6.1. As these values were calculated
using the relaxed charge densities , this suggests that polarisation of the monomer
charge densities does not account for the large

Edef

contribution.

However, it

is clear that the resonance term makes the most significant contribution to the
deformation energy, with exchange contributions also being significant.
Finally, the binding energy

.6.Ebind

shown in Table 6.1 includes the energy effects

of any conformational changes occurring in the monomers upon complex form ation.
Comparing

.6.Ebind

with

Eint

of Table 6.1, it is clear that such changes in geometry

have only a relatively small effect on the interaction energy.

6.4

Long-Range Interactions

The results of Section 6.3 indicate that decomposition of semiempirical interaction
energies into resonance , exchange and Coulomb terms is probably unwise. vVhile
the total interaction energies determined using the PM3 method are reasonable
approximations of the higher-level ab initio calculat ions , the component energies
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Table 6.3: PM3 Resonance (J), Exchange (K) and Coulomb (C)
Components of the Intermolecular Energy E AB, and
the Total Binding Energy 6Ebind, for H-Bonded Complexes.
J

K

C

EABa

6 Ebin<lb

-6.5
-1.5
-1.7
-24.6
-24.9
-26.2
-20.2
-26.1
-38.9
-49.0
-36.3
-43.9
-46.4
-50.7
-24.5
-32.2
-87.3

-1.4
-0.3
-0.3
-6.8
-7.8
-8.1
-3.9
-7.3
-13.6
-20.2
-9.8
-13.8
-13.7
-15.0
-6.2
-8.7
-33.4

3.3
0.1
0.1
9.1
9.2
9.4
7.5
11.2
10.8
11.4
0.4
-3.9
4.2
16.5
2.2
6.2
-38.6

-4.6
-1.7
-2.0
-22.3
-23.5
-24.9
-16.6
-22.2
-41.7
-57.8
-45.8
-61.5
-55.9
-49.1
-28.4
-34.7
-159.4

-0.06
-0.63
-0.74
-4.2
-4.1
-4.8
-2.8
-2.6
-17.4
-23.1
-23.4
-29.8
-20.6
-16.8
-12.7
-15.4
-118.5

H-bonded A· · · B
N2· ··HF
N2 · · · HCN
N2 · · ·HNC
HCN···HF
HCN···HCN
HCN···HNC
H20 · · ·H20
CH3NH2 · · · H20
CN- ···HF
CN- · · ·HCN
HO-·· ·HF
HO-·· ·HCN
HS-·· ·HCN
c1- · · · H20
CH3NHt · · · H20
CH3Coo- ... H20
CH3Coo- · · · C(NH2)3 +
All energies in kcal.mol- 1 .

=

a E AB

= J + K + C (at optimised complex geometry).

at optimis~d complex geometry and E A and
EB at optimised monomer geometry). ~Ebmd - E AB = change in monomer
energies on complex formation.

b ~Ebind

E AB - EA - EB (E AB
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are unreliable.

Although the Coulomb terms are repulsive, these are balanced

by unphysical resonance and exchange contributions, which sum to give acceptable
values of Eint. However , it is generally accepted, and is observed in Figure 6.3, that
resonance and exchange are short-range effects. Indeed, for

MOZYME,

resonance

and exchange will be formally zero for interactions beyond

CUTOFS,

which has

default value of 7

A.

For interatomic interactions over distances greater than this

the total interaction is due to the the semiempirical Coulomb (core-core, coreelectron and electron-electron) terms. To make reliable use of energy partitioning
methods in semiempirical calculations on proteins, the validity of these Coulomb
interactions over larger separations needs to be confirmed.
To investigate this, we performed energy decomposition calculations on the 26
H-bonded and donor-acceptor complexes used in Section 6.3 , at different monomermonomer separations, with the aim of observing how the electrostatic, deformation and total interaction energies for different theoretical methodologies compare
over a range of interatomic separations. For each complex, decomposition energies were calculated at the HF /6-31 +G** and HF /ST0-3G levels (both ST0-3G
and semiempirical methods assume a minimal basis of atomic orbitals), at the
PM3 level using
MOPAC

MOZYME

with three different sets of cutoffs and with conventional

(both methods using the decomposition scheme described in Section 6.1.2),

and finally, PM3 semiempirical decomposition using the method described in Section 6.3.1. Interaction energies were calculated for monomer separations ranging
from 0.5

A shorter

than the equilibrium distance, up to an additional 50

A offset.

Smaller step sizes (down to 0.1 A) were used around the equilibrium separations.
A series of programs and scripts were written to set up each calculation (preparation of monomer and complex coordinates geometries -

at PM3 and 6-31 +G** equilibrium

at each offset and creation of input files for each decomposition job) ,

run the calculations (using

MOPAC , MOZYME, MOPS

and

GAMEss),

and process the

results. In all, just under 18 000 individual ab initio and semiempirical calculations
were performed in this study.

6.4.1

Results

For reasons of space, of the 26 complexes (at both PM3 and 6-31 +G** geometries
for the H-bonded complexes), we will consider just three representative examples
here: the ab initio optimised complexes for (in order of increasing ionic character)
H 2Q ... H 20 , Ho- ... HCN and CH 3 COO- · · · C(NH2)t. A subset of the energy
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decomposition terms as a fun ction of monomer separation are shown in Figure 6.4
(water dimer) , Figure 6.5 (Ho-··· HCN) and Figure 6.6 (ion pair). The plots
show energy components for MOZYME Coulomb (as defined in Section 6.1.2, i.e.
relaxed charge distribution) , PM3 electrostatic, deformation and total energies (as
defined in Section 6.3.1 , i.e. frozen charge density), and 6-31+G** and ST0-3G
minimal basis set ab initio Morokuma-style electrostatic, deformation and total
energy terms.
Examining the results for the water dimer (Figure 6.4) first , the total interaction
energies (PM3 , ST0-3G and 6-31 +G**) all fall off rapidly as the inter-monomer
separation increases , as expected. Note that as the equilibrium separation was
determined at the 6-31 +G** level , both the PM3 and ST0-3G profiles predict
minimum energy geometries at an offset of approximately -0.2 to -0.3

A. Also , in

accord with the results of Section 6.3 , the electrostatic contributions for both the
ab initio basis sets are always negative , while both the frozen and relaxed charge

density PM3 Coulomb contributions are destabilising at offsets of 0.4

A or less .

At offsets less than this, the semiempirical deformation term provides the binding
energy for the complex.
The resonance and exchange contributions (not shown) at each offset fall off
very quickly, and make little contribution beyond a few angstroms of additional
separation. Indeed , for all complexes studied , the resonance and exchange contributions were zero beyond 2- 3

A. It must be remembered that the distances

indicated here are offsets , and so must be added to the equilibrium separation
(2.04
5

A for the water dimer) to determine the actual interaction distance. At a

A offset , the semiempirical and higher level

ab initio electrostatic terms agree to

within 0.11 kcal.mo1- 1 , and are only 0.02 kcal.mo1- 1 apart at 10
interaction energy at 10

A. The 6-31+G**

A is only -0 .05 kcal.mol- 1 , so these errors represent ap-

proximately 40- 50% of the ab initio interaction energy.
Coulomb interaction terms using the relaxed charge density ·were calculated using MOZYME and MOPAC , and also using the frozen density in t he modified version
of MOPS. For the water dimer , the MOPAC (and MOZYME) Coulomb components
are in good agreement with the semiempirical Iv'Iorokuma-style energy decomposition using the frozen density. The net difference is only 0.04 kcal.mo1 - 1 at the
1

equilibrium separation, falling to 0.01 kcal.mol- by an offset of 1
culations were also run using values of 12/8

A. MOZYME cal-

A, 12/12 A and 30/12

_A_

for CUTOFl

and CUTOF2 , respectively. Note that only the CUTOF1=30 _A./cuTOF2=12
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Components

for

Interaction energy cornponents are shown for PIV13 decomposition derived from the frozen charge density ( "PM3 Coul" , "PM3
Def" and "PM3 Total" , Equation 6.14) , the PM3 Coulomb interaction derived from the relaxed charge density ( "MO ZYME Coul",
Equations 6.4 to 6.6) , and Kitaura-Morokun1a ab initio ST0-3G and 6-3l+G ** decompositions (Equation 6.11). The offset is
relative to the 6-3l+G ** optirnised equilibriun1 separation of 1.61 A. The ST0-3G minimum energy is -180.98 kcal.mo1- 1 .

termolecular Coulomb term is shown in Figures 6.4 to 6.6. Although not shown in
Figure 6.4, small differences can be observed in the MOPAC and MOZYME Coulomb
terms at offsets that result in atom"'"atom separations longer than CUTOF2, at which
point the 100 MOZYME two-electron integrals are reduced to 7 integrals. In the case
of the water dimer, this amounts to differences of only 0.01- 0.02 kcal.mo1 - 1 when
the monomer separation is greater than CUTOF2. The interaction energy at offsets
where these seven integrals are reduced to one monopole-monopole integral is zero,
so no effect of CUTOFl can be observed. The effects of the MOZYME cutoffs on the
accuracy of intermolecular interactions was addressed in Section 3.5.
For the Ho- · · · HCN complex (Figure 6.5) the interactions around the equilibrium separation (2.23 A) are somewhat stronger than those for the water dimer.

A greater than
the 6-31 +G** minimum , and the ST0-3G minimum approximately 0.3 A less.
The PM3-Morokuma minimum energy offset is approximately 0.2

More importantly, the difference between the 6-31 +G** and PM3-Morokuma electrostatic energies is 0.36 kcal.mo1- 1 at 10

A offset,

and only falls to 0.1 kcal.mo1- 1

A. This difference is, however , a significantly smaller
proportion of the ab initio interaction energy of -1.54 kcal.mo1- 1 at 10 A than for
at separations greater than 20

the water dimer complex. The Coulomb interactions for the relaxed (MOZYME)
and frozen (PM3-Morokuma) charged densities show significant differences. At the
equilibrium separation, the Coulomb component is 15.4 kcal.mo1- 1 with MOPAC and
13.2 kcal.mo1-1 using the frozen charge densities (compared with -49.9 kcal.moJ- 1
at the HF /6-31+G** level). Even at an offset of 5 A, the difference is 0.3 kcal.mo1- 1
(-3.19 and -3.49 kcal.mo1- 1 for PM3-Morokuma and MOZYME, respectively). The
error in the MOZYME energies introduced by the transition from 7 dipole(monopole)
interactions to a monopole-monopole term (see Sections 2.8.3 and 3.5) is much
larger than for the water dimer: -0.84 kcal.mo1 - 1 compared with -1.45 kcal.mo1- 1
for MOZYME and MOPAC, respectively.
The ion-pair model , shown in Figure 6.6 , also has an ab initio- PM3Morokuma electrostatic interaction energy difference of 0.36 kcal.mo1- 1 at 10

A,

but forms an even smaller contribution to the 6-31 +G** electrostatic energy of
over 25 kcal.mo1- 1 . At the equilibrium separation (1.61 A), the Coulomb interaction differs by approximately 35 kcal.mo1- 1 between the relaxed charge density
MOPAC (-20.3 kcal.mol- 1 ) and frozen charge density (-55.1 kcal.mol- 1 ) calculations. This compares with an electrostatic interaction of -143.1 kcal.mo1- 1 at the
HF /6-31 +G** level. This falls to a difference of approximately 2.1 kcal.mo1- 1 at
an offset of 1

A and to 0.6 kcal.mo1- 1 at 5 A. At this separation , the MOPAC and
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6-31 +G** Coulomb terms agree well: -41.4 and -42.2 kcal.mo1- 1 , respectively.
Note that the charge-charge interaction between ion pairs a this separation is approximately 66 kcal.mol-1, so it appears that higher order (multi pole) interactions
are similar in both methods.
The semiempirical deformation energy is usually less than 0.5 kcal.mo1- 1 for
most complexes for offsets greater than 1-2

A.

The ion pair has a marginally

slower decay in the deformation energy, but still falls below 0.5 kcal.mo1- 1 by 4

A.

Considered with the small relative errors in the Coulomb terms, this indicates
that the long-range semiempirical interactions, which are entirely electrostatic in
nature, are reliable approximations compared with the ab initio results. In the
limit of long-range interactions, for all the complexes considered, the semiempirical and ab initio electrostatic interaction terms converge, while the deformation
contributions fall to zero. The differences between the methods become significant
only at separations where hydrogen bonding occurs - i.e. where there is overlap of
integrals. At these short separations, the relative contributions to binding of the
electrostatic and deformation terms become reversed between the semiempirical
and ab initio methods. While the ab initio calculations show the correct behaviour
of electrostatics always being stabilising, and the deformation term becoming repulsive, in the semiempirical calculations, it is the deformation term that provides
the binding energy, stabilising the (incorrect) repulsive electrostatics. Finally, in
each model , HF /ST0-3G overestimates the H-bond energy compared to both the
HF /6-31 +G** and semiempirical calculations.

6.5

Discussion and Conclusions

In this chapter we have examined the decomposition of the total system energy
into terms such as electrostatic, resonance, exchange and deformation terms, that
are commonly used by chemists in discussion of bonding. While the results of
the decomposition analysis for the DHFR reaction profiles shown in Figures 6.1
and 6.2 seem to be reasonable in that they appear to follow the general process
of bond-breaking and formation during the reaction, the results of Sections 6.2.2
and 6.3 suggest that attaching physical significance to these individual components
for the semiempirical method is problematic. Specifically, the semiempirical and ab

initio electrostatic interactions in Tables 6.1 and 6.2 clearly show critical differences ,
leading to each method attributing the dominant binding force to different quantum
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mechanical interactions.
The errors in the semiempirical method may arise from the very parameterisation process used in developing the method itself (note that only PM3 results
are presented here , but AMl is expected to calculations using AMl -

and supported by our preliminary

behave similarly). The focus when parameterising a

semiempirical method is on producing total energies that agree with experiment or

ab initio results ,361 rather than ensuring that the individual terms look meaningful.
Thus , there is the potential for the physical significance of the individual terms to
be lost during the parameterisation.
The question then arises as to the likely origins of these differences? The ab

initio and semiempirical electrostatic interactions (Equations 6.11 and 6.14 , respectively) may be considered to be analogous in that they both represent interactions between molecules with charge distributions frozen at those of the isolated
monomers. However , it is questionable whether the semiempirical Coulomb interactions (Equation 6.16) may be compared directly with the corresponding ab

initio integrals. 150 In the semiempirical approximation the two-centre integrals
have a parametric form , and thus their values may be modified to compensate
for other approximations in the Hamiltonian . Thus, depending on the underlying
approximations, the semiempirical parameter set can be highly interrelated, and
consequently the individual terms derived from these parameters may bear little
relation to theh ab initio counterparts .
It must be concluded from these results that semiempirical methods are not generally suitable for the decomposition of intermolecular interactions into physically
meaningful terms. Whether a more robust and accurate semiempirical method
could be constructed by paying closer attention to ensuring that the underlying
physics is correct is a question that we have not addressed in this work .
The semi empirical resonance and exchange terms give rise to the anomalous
deformation term in Table 6.1. These are, however , as confirmed in Section 6.4 ,
relatively short-range effects . The Coulomb term dominates longer-range semiempirical interaction energies. While the semiempirical electrostatics may be repulsive
at even the equilibrium dimer geometries, in most cases, they provide a stabilising
contribution for interactions only a few tenths of an angstrom beyond this, and
show reasonable agreement with the ab initio electrostatics for distances greater
than a few angstroms.
While there are obvious difficulties with semiempirical energy decomposition ,
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of prime importance to our future work is the ability to reliably perform energy
partitioning analyses i.e. dividing the total energy into contributions from different
regions of the molecule and their interaction. The following chapter uses the energy
partitioning approach to analyse the differences in the MOZYME and QM/MM
reaction path energy profiles of Chapter 5.

For short-range interactions , these

results indicate that semiempirical methods provide reasonable approximations to
the corresponding ab initio total intermolecular interaction energies. At longer
ranges intermolecular interactions are dominated by the electrostatic terms , where
the semiempirical Coulomb terms also appear to be reliable.
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Chapter 7
QM Energy Analysis: Partitioning
Chapter 5 studied a number of approximate reaction paths for the DHFR-catalysed
reduction of 8-methylpterin to 8-methyl-7,8-dihydropterin. In that study, good
agreement between the QM/MM and

MOZYME

total energy profiles was obtained

in the case where the MM region geometry remained relatively fixed during the
reaction. However , in cases where the atoms in the MM region were allowed to
move during the reaction , significant differences in the total energy profiles were
produced. In that study, we examined contributions from the various QM/MM
energy components, but were unable to perform a similar analysis with the

MOZYME

energy, as only. the total system energy was available.
It is of significant utility to be able to examine the analogous contribution to the
MOZYME

energy for each of the QM/MM components. For example, to compare

the energy changes occurring in the MM-region atoms of the QM/MM calculation
and the same group of atoms in the linear-scaling calculation , or how these atoms
interact with the substrate and cofactor in each method. To facilitate this , we
implemented an energy partitioning and decomposition scheme into the

MOZYME

software (Section 6.1). In this chapter , we report a detailed energy partitioning
analysis of the DHFR model reaction paths , dividing our

MOZYME

total energies

into contributions equivalent to the QM , MM and QM/MM components of the
QM/MM calculation. 260 We then examine the changes occurring in the MM region
in detail , through further partitioning of the system, for example into concentric
"shells" of residues around the active site, into the interaction of individual residues
with the MM regions , or into the interaction between individual pairs of residues.
In Section 7.4.3 we examine the effect of the protein environment on several residueresidue interactions. Finally, in Section 7.5 we use the energy partitioning approach
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to study alternative QM/MM partitioning and link-atom schemes.

7. 1

Energy Partitioning

In the QM/MM method , the total energy
the three components:

=

EQM(QM/MM)

and

EMM(QM/MM)

ET(QM/MM)

where

EQM(QM/MM)

energies, respectively, and

ET(QM/MM)

is described by the sum of

+ EQM/MM(QM/MM) + EMM(QM/MM)

(7. 1)

are the quantum and molecular mechanical

EQM/MM(QM/MM)

is the interaction between the regions,

as described in Section 2.5. Normally, if the entire system is treated quantum
mechanically, as with

MOZYME ,

only the
ET(QM)

EQM

=

term would remain:

(7.2)

E (QM)

However, using t he semiempirical energy partitioning scheme described in Section 6.1.1 it is possible to assign each pairwise interaction as being bet-ween atoms
that in the analogous QM/MM calculation would be of either QM or MM type.
Thus , in an equivalent manner to Equation 7.1, the total

MOZYME

energy can be

written as :
ET(QM)

= EQM(QM) + EQM/MM( QM) + EMM(QM)

(7.3)

Note that in Equations 7.1 to 7.3 the main subscript indicates the region of the
system or their interaction, with the term in parentheses describing the type of
calculation (Hybrid QM/MM or linear-scaling QM).
Although Equations 7.1 and 7.3 have a similar form , there are fundamental
differences between each of the three components when evaluated by the two
methods. For instance ,
contrast to

EMM(QM),

ment. Thus ,

EMM(QM/MM)

is a classical molecular mechanics term , in

which is calculated using the full semiempirical QM treat-

EMM(QM/MM)

is dependent solely on the relative atomic coordinates

of t he MM region (Equation 2.1), while

E MM(QM)

is also dependent on electronic

properties that can be affected by atoms in the adjacent Ql\1 region. Likewise ,
EQM(QM)

is influenced by changes in electronic structure, such as back polarisation

or charge transfer, in the surrounding MM region. In the QM/MM model used
here,

EQM/MM(QM/MM)

incorporates only van der Waals and electrostatic terms,

and terms corresponding to polarisation of the QM region, while EQM/MM(QM) con179

sists of QM-derived components only. This makes a direct comparison between the
QM/MM and MOZYME energy components less simple than otherwise may be the
case.
Finally, it should be noted that, from Chapter 6, we must view the decomposition of semiempirical energies into electrostatic, resonance and exchange com-

ponents (refer to Section 6.1 for the distinction that we draw between energy
partitioning and energy decomposition) results with some caution. However , in
that study, it was found that the total interaction energies were reliable. Thus ,
partitioning the total MOZYME energy into contributions from different regions

of the enzyme, and their interaction, should provide meaningful insight into the
differences between the QM/MM and whole-enzyme QM approaches.

7.2

Model Structures and Calculations

In this study we have used two model reaction paths as described in Chapter 5. In
the first, the fixed MM geometry model, the coordinates of the MM region were
fixed to those of the optimised reactant complex, and only the coordinates of the
QM region optimised during the reaction. In the second, the different geometry
model , the coordinates of all atoms were fully optimised at each point along the
reaction path . . All QM/MM calculations used the same parameters as described
previously (Section 5.2). MOZYME calculations were performed using our locally
modified version of MOPAC, described in Section 6.1.3, to enable energy partitioning
and decomposition to be performed on large molecules using linear-scaling calculations. SCF convergence criteria were tightened 10-fold (RELSCF=0.1) to ensure
that a sufficiently well converged density matrix was obtained for reliable energy
partitioning results.

7.3

QM/MM Energy Partitioning Results

Again , we consider the simpler fixed geometry model first, and then compare its
results with those of the different geometry model.
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Figure 7.1: Comparison of MOZYME- and QM/MM-based Energy Contributions to the Relative Energy for the
Fixed MM Geometry Reaction.
QM, MM and QM/MM interaction components are shown.

7.3.1

Fixed Geometry Model

In the fixed MM geometry model, the QM region is the only part of the structure
that changes geometry. Figure 7.1 shows the contribution to the total energy of the
combined QM/MM terms and their

MOZYME

equivalents along the model reaction

path profile. As noted in Section 5.3.1, the sum of the three energy components
(QM, MM and QM/MM) gives total energies that agree remarkably well between
the two methods (2.7 kcal.mo1- 1 maximum difference). It was also noted that no
energy change is observed in the

MOPS

MM energy

(EMM( QM/MM) ) ,

as the geometry

of the MM region was fixed throughout the course of the reaction. For the
case, however , the energy of the atoms in the MM region

(EMM( QM) )

MOZYME

increases by

approximately 16 kcal.mo1- 1 in the product state relative to the reactants.
Physically, the change in

EMM (QM)

arises from differences in the elect ronic in-

teractions between the atoms in the MM region and the ato1ns of the QM region ,
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in the product state compared with those interactions for the reactant state. Analysis of the electron distribution in the MM-region atoms obtained by summing
the net charges calculated by

MOZYME,

shows a difference of only 0.07 of an elec-

tron between the reactants and products, indicating that there is very little net
charge transfer across the QM/MM boundary. However, the present calculations
do not quantify how much of the 16 kcal.mo1- 1 energy change is due to charge
rearrangement in the MM region atoms or charge transfer between the QM and
MM regions.
Not surprisingly, the energy of the atoms in the QM region undergoes the
largest change during the course of the reaction. As observed in Section 5.3.1, Figure 7.1 shows the QM/MM method predicting a barrier height of 127 kcal.mo1- 1
and a final reactant-product energy difference of approximately 49 kcal.mo1- 1 . For
MOZYME,

the relative energies are somewhat less, with a predicted barrier height

of 100 kcal.mo1- 1 and final reactant-product difference of 21 kcal.mo1- 1 . The maximum difference between the methods is about 30 kcal.mo1- 1 .
Changes in the energy of interaction between the QM-region atoms and the MMregion atoms are less than the energy changes within the QM region, but greater
than those within the MM region.

MOZYME

predicts a relative energy change of
1

-41 kcal.mo1- 1 for EQM/MM(QM)' or 9 kcal.mol- more than the EQM/MM(QM/MM)
value of -50 kcal.mo1- 1 . It is important to note, however, that in the QM/MM
method this term is parameterised, and there is no unique way in which this can
be done. In the

MOPS

QM/MM model this interaction has been parameterised to

reproduce solvation energies of some small molecular systems. 44 ' 45 Also, the good
correlation in total energies for both methods may not necessarily be observed for
other systems or for different parameterisations of the QM/MM interaction and,
therefore should be viewed as somewhat fortuitous.

'

To investigate further the energy differences in the MM region , additional partitioning of the

MOZYME

MM and QM/MM energy components was performed .

In particular, as there are no changes in the positions of the MM-region atoms it
might be expected that changes in the

MOZYME

energy of a given MM atom would

relate directly to how close that atom is to the QM region. A good indication of this
may be given by partitioning the MM-region of the protein into concentric "shells"
centred on the QM-region. Thus , in Figure 7.2 we partitioned the

MOZYME

region into shells consisting of all residues within 5, 10 , 15 and 20

A of

MM

any QM

region atom. The partitioning is made on a residue basis , so that if any atom of a
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Figure 7.2: Total MOZYME- and MM-Region Shell-Based Energy Contributions for the Fixed MM Geometry
Model.
The divisions are for the QM region, and for shells of all residues (including
waters) within 5, 10 , 15 or 20 A from the QM region. The size of the shells are:
QM - 3 res1dues (46 atoms); 5 A - 40 residues (604 atoms); 10 A - 72 residues
(1141 atoms); 15 A - 52 residues (744 atoms); 20 A - 45 residues (660 atoms).
Each energy includes the self energy of the partition plus its interaction energy
with the appropriate remainder of the MM region.

given residue is within the defined distance of any atom of the QM region, all atoms
of that residue will be included in that shell, and is excluded from being in any
other shell, i.e. there is no duplication of residues in the series of shells. Note that
the crystallographic waters that were retained around the active site are included
as "residues" in these shells. So that the shell components sum to give the total
EMM(QM)

given in Figure 7.1 , the shell energy shown in Figure 7.2 for each shell

must include its interaction with the other shells. The shell-MM-region interaction
energy assigned to each shell is half its total interaction with all remaining shells ,
to avoid double counting of the energies or a bias towards any individual shell.
Figure 7.2 shows most of the total relative energy change occurs in the 5 and
10

A shells ,

·with the outermost shells contributing little to the total change (al-
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though this is slightly stabilising relative to the contribution of the 5 and 10

A

shells). The localisation of the bulk of the energy change to the residues around
the QM region supports the notion that the difference in EMM(QM) and EMM(QM/MM)
is due to rearrangement of electronic structure in the MM region that is not modelled by the forcefield-based method. The outermost shells also provide a small
stabilising contribution to the increased energy of the inner-shell residues.

7.3.2

Different Geometry

In Chapter 5 it was shown that comparatively small changes (1.0

A RMSD) in

the geometry of the MM region produced large differences in the magnitude and
form of the reaction profile produced by the QM/MM and

MOZYl'vIE

methods.

Specifically, the total energy difference between the reactant and product states
from our QM/MM calculations was over 52 kcal.mo1- 1 greater than that calculated
by

MOZYME.

Investigations showed that for the QM/MM calculation this change

was predominantly due to changes in the

EMM(QM/MM)

term, and largely from

the electrostatic part of this term. In that study, it was not possible to generate
comparable information for the full QM calculation. Using the energy partitioning
scheme, in Figure 7.3, we give a breakdown for both the

MOZYME

and QM/MM

energies for the different geometry model.
Figure 7.3 shows that on a term by term basis there are significant differences between the

MOZYME

and QM/MM values for

EMM, EQM

with the largest difference (by a factor of up to six) being between

and

EQM/MM,

EMM(QM)

and

Interestingly, when summed together, EQM and EQM/MM for the different geometry model produce almost identical results for both the MOZYME and
EMM(QM/MM) .

QM/MM calculations. This is highlighted in Figure 7.4 which shows the sum of
EQM

and

EQM/MM

for both the fixed and different geometry models. For t he fixed

geometry model there is a difference of approximately 20 kcal.mo1- 1 for the summed
terms. This level of agreement (for the different geometry model) may indicate that ,
with appropriate parameterisation, it is possible to perform a semiempirical QM
calculation on a fragment of a system and have it mimic the results that would be
obtained from a much larger calculation on the complete system. Not surprisingly,
what is different between the QM/MM and

MOZYME

calculations is how the two

procedures treat interactions between atoms in the MM region, viz

EMM·

There are a number of reasons why EMM(QM) and EMM(QM/ MM) should differ
for the different geometry model. First, the ability of MOZYME to account for
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electronic changes in the MM atoms that occur as a result of reaction: this effect
also occurs for the fixed geometry model. Second, the fact that

MOZYME

and the

MM forcefield give quite different representations for the potential energy surface:
this will have an effect when atoms in the MM region move during the course of
the reaction. From the results for the fixed geometry model (Section 7.3.1) we may
expect the electronic effects to account for up to approximately 16 kcal.mo1- 1 . In
the different geometry model, however, ail analysis of the

MOZYME

charges indicates

that a net total of 0.48 of an electron has been transferred to the MM region of
the products compared with that of the reactants. Compared with the net total
charge transfer of only 0.07 of an electron for the fixed geometry model , this may
mean that somewhat more than 16 kcal.mo1- 1 could be attributed to electronic
effects. With these calculations, it is not possible to quantify what amount this
would be. It is noted, however, that the

EQM(QM)

profiles for both the fixed and

different geometry models are broadly similar in form and magnitude, despite the
difference of 0.41 of an electron in net charge transfer. It may be assumed that
this charge difference would, therefore, have a negligible effect in the much larger
MM region. This implies that of the total EMM(QMfEMM(QM /MM) difference of up
to 57 kcal.mo1- 1 most, approximately 40 kcal.mo1- 1 , is due to geometrical effects.
For the fixed geometry model , it was shown that the

EMM(QMf EMM(QM/MM)

difference correlated roughly with the distance of the MM atoms from the QM
region (or reaction centre), with the bulk of this difference being confined to MM
atoms within a distance of 10

A from

a QM atom (Figure 7.2). In the different

geometry model , where most of the EMM(QMfEMM(QM/MM) difference appears to be
due to geometrical effects, it is not apparent that such a strong correlation with
distance from a QM atom should exist.
The partitioning of EMM(QM) for the different geometry model into shells, in the
same manner to that done for Figure 7.2, is shown in Figure 7.5 (note that t he
residues contained in each shell are identical to those in the fixed geometry model).
This gives an indication of the dependence between the distance from the active site
and the contribution to

EMM(QM)·

In Figure 7.5 the contributions to

EMM(QM)

from

each shell do not decrease with greater distance from the QM region, as was the case
for the fixed geometry model. The greatest contributions are from the 10 and 15
shells with the 5 and 20

'

A shells

A

contributing less. In the fixed geometry model,

some stabilising contribution was provided by the outermost 15 and 20

A shells.

In this different geometry model , significant stabilising energy changes occur in the
10 and 20

A shells.

The largest increase in relative energy con1es from residues
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Figure 7.5: Total MOZYME- and MM-Region Shell-Based Energy Contributions for the Different MM Geometry
Model.
The divisions are for the QM region, and for shells of all residues (including
waters) within 5, 10, 15 or 20 A from the QM region. The size of the shells are:
QM - 3 residues (46 atoms); 5 A - 40 residues (604 atoms); 10 A - 72 residues
(1141 atoms); 15 A - 52 residues (744 atoms) ; 20 A - 45 residues (660 atoms).
Each energy includes the self energy of the partition plus its interaction energy
with the appropriate remainder of the MM region.
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some distance from the active site, in the 15

A

shell.

Also , the form of some

of the shell energies does not vary in an approximately monotonically increasing
or decreasing manner with the change in QM region reaction coordinate, as did
the fixed geometry shells. The absence of a dependence of the shell energy with
distance from the QM region suggests that the change in

EMM(QM)

is due largely

to the change in geometry of the MM region, rather than solely being influenced
by the adjacent QM region.
The difference between the EMM(QM) and EMM(QM/MM) curves may be influenced
by two causes. Firstly, there is the difference arising solely from the difference
between the quantum and classical potential energy surface.

As the geometry

changes, the QM representation will model electronic changes (e.g. polarisation)
that will not be represented by the MM model. Secondly, it is also possible that the
electronic effects induced in the MM region by the QM region give rise to differences
in interactions between MM-region atoms, that also are not represented in the
classical model. If the latter effects were significant, it would be assumed that the
difference between

EMM(QM)

and

EMM(QM/MM)

for individual residues would show

some correlation with distance from the QM-region atoms. Figure 7.6 shows a plot
of the EMM(QMrEMM(QM/MM) energy difference for each residue of the MM region as
a function of its distance from the QM region. The energy for each residue includes
the self energy of each residue, and its interaction with all remaining residues. It can
be seen that there is no correlation between a residue's proximity to the active site
and the difference between the QM- and MM-based relative energy contributions.
Figure 7.6 also classifies residues as charged or neutral, based on the atomic charges
calculated by

MOZYME.

Any residue with a total net atomic charge greater than

±0.5 is considered to be charged. As charged residues would be expected to have
stronger long-range interactions than neutral residues, it may be expected that the
energy of charged residues is more likely to show a dependence on their distance
from the QM region than the neutral residues. Figure 7.6 shows that this correlation
does not exist. These results suggest that the difference between E MM( QM) and
E
is due mainly to the different MM and QM representations of the
MM(QM/MM)

MM-region atom interactions , and is not influenced significantly by the QM region ,
other than to the extent suggested by the fixed geometry model.
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7.4

Residue-Based QM Energy Partitioning of
the MM Region

To investigate further the differences between the QM and MM representations
of the MM region, a more detailed energy partitioning analysis was required. In
this "higher resolution" energy partitioning study the MM region total energy was
divided into individual residue-residue interactions and residue self energies, using
the reactant and product complexes for both the fixed and different geometry models. These residue energies could then be summed arbitrarily into different types
of interactions, for example, those between charged or neutral residues, residues
within a specific distance of each other, or in close proximity to the QM region.
In this section, we examine the interaction between specific residues and the whole
MM region , as well as the interaction of individual residue pairs. We will consider
the interactions of individual residues with the entire MM region first.

7.4.1

Residue-MM Region Interactions

The sum of the interaction energies of any given residue with every other residue
of the MM region provides some insight as to the size of its contribution to the
total MM-region energy change. Figure 7. 7 shows this relative residue-MM energy
change for each residue of the fixed and different MM geometry DHFR models. The
energy change shown includes the residue self energy (i.e. the energy of the atoms of
the particular residue , and their intra-residue interactions) and the interaction with
the remainder of the MM region (i.e. all inter-residue interactions). Examining the
fixed geometry model (top graph) first, nearly all relative residue-MM interactions
are less than ±0.5 kcal.mo1- 1 . However, as observed in Figure 7.1 , these small
interactions sum to produce a net reactant-product MM-region energy difference
of approximately 16 kcal.mo1- 1 . In Section 7.3.1 it was concluded that this MMregion energy change was induced by the change in electronic structure in the
adjacent QM region , and thus, the changes are expected to be of greater magnitude
for residues near the QM region. Also shown in the top graph of Figure 7.7 is
the distance of each residue from the QM region (measured from the

ca

to the

hydride-ion coordinates of the reactant complex). For the fixed model there is
a good correlation between the distance from the QM region and the change in
residue-MM interaction energy: nearly all significant energy changes occur within
10

A of the

QM region.
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For the different geometry model (bottom graph), many more residues show
significant changes in energy than for the fixed model. The residue-MM relative
energy changes are also generally of much greater magnitude , with a number exceeding ±30 kcal.mo1- 1 . However, comparing the different geometry with the fixed
geometry results, there is no strong correlation between the residues that show the
largest energy changes in the fixed geometry model and the largest energy changes
in the different geometry model. Furthermore, for the different geometry model ,
there does not appear to be a relationship between the distance of the residue from
the QM region (green line) and the magnitude of the relative energy change.
Figure 7. 7 also classifies each residue as charged, polar or neutral, according
to the properties of the individual amino acid. While the residues with significant
energy changes are well distributed amongst the three classes for the fixed geometry
model , interactions with charged and polar residues dominate the larger energy
changes in the different geometry model.
These results are in broad agreement with those of Figures 7.2 and 7.5 , where
MM-region changes were found to be localised around the QM region for the fixed
geometry model, but not for the different geornetry model.

MM-region energy

changes occurring in the fixed model are due only to the influence of the adjacent
QM region. Although the different geometry MM region will experience similar
effects from the QM region , these do not dominate the changes in the MM region.
This suggests· that the conformational changes within the MM region may affect the
inter-residue interactions more than the residue-QM region interactions. Thus , it is
likely that it is the differences between the semiempirical and molecular mechanics
representation of interactions within the MM region, rather than the interactions
between the QM and MM regions , that contribute most to the large difference
between

EMM(QM)

and

EMM(QM/MM)

in the the different geometry model.

Finally, to check whether energy changes could be attributed to any particular protein secondary structural features (a-helices, /)-sheet and loops ) of DHFR,
the secondary structure is plotted along the sequence in Figure 7. 7. There do not
appear to be any particular secondary structural featur es (for example, say a particular a -helix near the QM region) that experience obviously larger relat ive energy
changes over others.
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7.4.2

Residue-Residue Interactions

The residue-MM interaction plots indicate which residues have the largest overall
change in interaction with the remainder of the protein, but do not indicate whether
this is due to a change in their interaction with many other parts of the enzyme,
or due to large changes involving only a few other residues. Also, interactions may
cancel one another, and so the residue-MM plot may show only a small net energy
change for some residues that undergo significant changes in their interaction with
the protein. By comparing the interactions between individual residues, the specific
parts of the enzyme that contribute most to the total MM-region energy change
may be identified.
Figure 7.8 shows the residue-residue interaction energies for the fixed geometry
model. In this plot, the absolute value of the reactant-product relative energy is
shown as a coloured contour plot, with yellow for minor energy changes, and red
through blue to green indicating increasing energy differences. In the left hand
plot, which shows all residue-residue pairs, it can be seen that the largest energy
differences are concentrated on points along and slightly off the diagonal. The
points along the diagonal are the residue self energy changes, while the points just
off the diagonal represent residues that are close to each other in the amino acid
sequence, and therefore, relatively close to each other in 3D coordinate space. The
other significi;l,nt energy changes are located in vertical and horizontal bands on
the plot. As each vertical and horizontal band represents an individual residue,
this pattern indicates that the interaction of one residue with many other residues
changes significantly, rather than its interaction with only a few other specific
residues. Isolated relative interaction changes, between only a few residue pairs ,
would appear as off-diagonal clusters of energy terms.
There is no residue-residue distance information contained in this plot, so it is
not possible to determine the proximity of the interacting residues to each other.
In the plot on the right hand side of Figure 7.8, all interactions between residues
that are within 10

A of each other have been removed.

In addition, all interactions

between pairs of residues in which at least one residue was ionised , have been
removed. Thus, what remains in this plot is only the relative interaction energy
changes between neutral residues that are separated by n1ore than 10

A. It can

be immediately seen, by their absence from this plot , that the bulk of the larger
(more than ±0.5 kcal.mo1- 1 ) energy differences are due to interactions with charged
residues and residue pairs nearby in 3D space. Further analysis of the left hand plot
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Figure 7.8: MOZYME MM-Region Residue-Residue Energy Partitioning for Fixed Geometry Model
Absolute value of residue-residue interac tion energy react ant-product differences (residue nun1bers along x - and y-axes) . Yellow
regions indicate srnall energy changes (less t han 0.2 kcal.mol- 1 ) , orange/ red up t o 1.0 kcal.mo1- 1 and blue/green changes of
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diagonal), residue-residue interactions for residues wit h C 0 - Ca separations within 10 A (off-diagonal regions) and residue-residue
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rern aining coloured regions show t he relative interaction for approximat ely neutral residues separated by more than 10 A. The
higher energy p oints for residues 190- 195 are for t he QM region, low energy points for residues 196-212 are wa ter rnolecules.

of Figure 7.8 to identify the residue-residue interactions where either residue ·was
located within 10 A of the QM region (not shown) indicates that nearly all the larger
changes involve at least one residue in close proximity to the QM region. This is in
agreement with the results of Section 7.3, where the most significant contributions
to the total MM-region energy came from the shells of residues closest to the QM
region. Thus, it may be concluded that most of the energy changes occurring in
the MM region for the fixed geometry model are due to changes in the interaction
of residues located near the QM region, where at least one residue is charged.
Figure 7.9 shows the same analysis for the different geometry model. Comparison with Figure 7.8 shows that a significantly greater proportion of residue-residue
interactions undergo larger changes for the different geometry model compared with
the fixed geometry model. In addition to the pattern of interactions with charged
residues also observed in Figure 7.8, other clusters of larger energy differences occur
further off the diagonal. As before, there is no residue-residue distance information
contained in the left hand plot, so it is not possible to determine whether these are
due to nearby or distant residue pairs. However, in the same manner as for the
fixed geometry model, by plotting only the interactions between neutral residues
separated by more than 10

A (right

hand plot of Figure 7.9) , most of these larger

interactions are removed. A similar plot using a 15

A cutoff

(not shown) almost

entirely removes all relative energy changes greater than ±0.3 kcal.mo1- 1 . Furthermore, the larger changes in relative energy are not restricted to interactions
involving residues in close proximity to the QM region (plot not shown).
To examine the residue-residue energy differences shown in Figures 7.8 and 7.9
in a more quantitative manner , the residue-residue interactions ·were summed into
net energy changes arising from residue pairs within 10
as

ca-ca

A of each

other (measured

distance), and those separated by longer distances. These terms were

then further divided into residue self-energy changes and interactions between pairs
of neutral and/ or charged residues. The results of this summation are given in
Table 7.1. For reference, results for both the fixed and different geometry MOZYME
models and the different geometry QM/MTVI model are shown. Both t he fixed and
different geometry MOZYME results ( "Net Energy") show substantial changes for
the residue self energies. Thus , while for a given residue there are many residueresidue interactions ·within a 10

A radius , the

net effect of these many interactions

is only comparable with the change in self energy, which results from only one term ,
the interaction of the residue with itself. The net <10

A energy

arises from the

sum of 2033 residue-residue interactions, while the self energy is the sum of only
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Figure 7.9: MOZYME MM-Region Residue-Residue Energy Partitioning for Different Geometry Model
Absolute value of residue-residue interaction energy reactant-product differences (residue numbers along x- and y-axes). Yellow
regions indicate small energy changes (less than 0.2 kcal.mol- 1 ) , orange/red up to 1.0 kcal.mo1- 1 and blue/green changes of
1- 5 kcal.11101- 1 and over. The figure on the left shows all residue-residue interaction and residue self-energy changes. In the figure
on the right , specific energy tenns have been removed from the left-hand figure (white regions): all residue self energies (along
diagonal) , residue-residue interactions for residues with Cet- Cet separations within 10 A (off-diagonal regions) and residue-residue
interactions where at least one residue has a net atomic charge of ±0.5 or greater (vertical and horizontal lines). Thus , the
rernaining coloured regions show the relative interaction for approximately neutral residues separated by more than 10 A. The
higher energy points for residues 190-195 are for the QM region, low energy points for residues 196-212 are water molecules.

212 terms (in these calculations, a number of crystallographic waters are included
as residues). It is also interesting to note that for both reaction-path models the
change in the MM self energy is negative over the course of the reaction (-15
and -42 kcal.mol- 1 for the fixed and different geometry cases, respectively), but
the sum of all other MM residue-residue interactions is positive, giving rise to a
total MM change that is approximately 30 kcal.mo1- 1 more positive than the self
energies (17 and -14 kcal.mo1- 1 ). Effectively, this means that the change in the
energy of an individual residue is damped by the interaction of that residue with
its surrounding environment.
If we now compare the QM results with the QM/MM results we find a very
different picture. For the QM/MM case, changes in the energies of the individual
residues are very small, but huge changes occur in the way residues interact with
one another. Both the QM and MM results do, however, fall off with distance.
For residue-residue interactions beyond 10

A,

the QM- and MM-based interactions

differ by approximately 27 kcal.mo1- 1 (6 and -21 kcal.mo1- 1 , respectively), but for
the analogous sum1nation using a 15

A cutoff

(not shown) both the QM and MM

models give results that are in remarkably good agreement (-8 and -10 kcal.mo1-1,
respectively). This may, however, be somewhat fortuitous as a breakdown of this
term into neutral-neutral, neutral-charged and charged-charged contributions does
not show such good agreement for the 15

A partition.

In summing together the individual residue-residue interactions , terms r11ay
balance each other to some extent. Thus, a net energy change that appears to
be small could consist of a number of large positive and negative energy changes
that approximately cancel. To gauge how much change occurs in each group in
Table 7.1 we also list the sum of the absolute values of each residue-based energy
change, which, by comparison with the sum of all absolute energy changes , gives an
indication of the "amount" of energy change that occurs in the region , regardless
of whether the net change is small or large. (Note that the summation is based
on residue energies, which are of course themselves the sum of signed atomic and
interatomic energies - different absolute results would be obtained by partitioning
the energy and performing the summation of absolute values at the atom-by-atom
level.) Examining the absolute totals ( "Total MM" ) in Table 7.1 indicates that
the amount of change in the different geometry model is almost six times that of
the fixed geometry rnodel (1091 and 6347 kcal.mol- 1 , respectively), indicating that
significantly more rearrangement of the electronic structure occurs in the different
geometry model.

The largest absolute changes (48.5 %) for the fixed geometry
198

Table 7.1: Sum of Absolute and Net Changes in Residue-Residue Interaction and Residue Self Energy
Between Reactant and Product Complexes.

MOZYME

MOZYME

·% of
Absolute

Absolute
(kcal.mo1- 1 )

274.4
132.3
406. 7

25.2
12.1
37.3

22.3
-42.0
-19.7

Total> 10 A

- 1.1
7.0
3.6
9.5

78.7
528.7
76.6
684.0

7.2
48.5
7.0
62.7

Total MM

17.1

1090.7

100.0

- Self
Total < 10 A
0

I---'

Different Geometry
Net
(kcal.mo1- 1 )

- < 10 A

CD
CD

Fixed Geometry

-N- N
-C- N
-C- C
0

Net
(kcal.mo1- 1 )

Absolute
(kcal.mo1- 1 )

22.6
-15.0
7.6

Different Geometry
QM/MM
% of

% of

Absolute

Net
(kcal.mo1- 1 )

Absolute
(kcal.mo1- 1 )

Absolute

2732.4
699.6
3432.0

43.1
11.0
54.1

-52.8
2.1
-50.7

1238.1
284.3
1522.4

35.9
8.2
44.1

-0.5
10.8
-4.3
6.0

309.8
1717.5
887.5
2914.7

4.9
27.1
14.0
45.9

9.8
2.3
-33.3
-21.2

177.9
689.3
1060.6
1927. 7

5.2
20.0
30.7
55.9

-13.7

6346.8

100.0

-71.8

3450.1

100.0

Residue-residue distances are calculated between ca atoms. Charged residues are defined according to their formal partial charge
in the AMBER forcefield (Note that this assignment of charged and neutral residues coincides exactly with that obtained using
the MOZYME charges) . < 10 A = all residue pairs within 10 A, self = residue self energy, N-N = pairs of uncharged residues,
N - C = charged-uncharged residue pairs, C-C = pairs of charged residues. MM-region changes are zero for fixed geometry
QM/MM model, and are not shown.

model occur for interactions between a charged and a neutral residue that are
more than 10

A apart. This is substantially more than that between pairs of

charged residues (only 7.0%). The second largest contribution to the total comes
from interactions between residues within 10
contribution from <10

A interactions

A of each other. This percentage

is significant, considering that there are 10

times more interacting pairs beyond 10

A (20333

vs. 2033).

A

For the different geometry model, interactions between residues within 10

form the largest part (43.1 %) of the total absolute energy change, and chargedneutral interactions beyond 10

A the second largest (27.1 %) . Interactions between

charged residues make a greater contribution than in the fixed geometry model
(14.0%). The subtotals for interactions less than and greater than 10
reasonably well with the corresponding QM/MM values actions within 10

A for

A compare

54 and 44% for inter-

the QM and QM/MM methods, respectively, and 46 and

56% for interactions beyond 10

A.

In summary, the largest individual energy changes in the reaction path models
are due to interactions between residues within approximately 10

A of one another,

while the longer-range interactions are dominated by interactions involving at least
one charged residue. In the following section, we examine in detail the interactions
of one specific residue with its protein environment.

7.4.3

Residue Interactions with VAL116

Using the residue-MM (Figure 7.7) and residue-residue (Figures 7.8 and 7.9) interaction energy plots, it is possible to identify parts of the protein model that
contribute to large energy changes in the different geometry model. However , the
nature of the differences between the QM/MM and

MOZYME

representations of

these interactions is still not known. In this section we briefly examine the structural and energetic changes that occur for the residue VAL116. This residue was
selected for further investigation based on the data shown in Figures 7. 7 and 7. 9:
while its residue-MM interaction energy is small (approximately 1 kcal.mo1interaction energies with three other residues more than 15

1

),

its

A away (ARG 138 ,

ASP146 and GLU181) change by ±3-6 kcal.mo1- 1 . This is one example only there are many other residues with similar large changes in interaction energy over
long distances that would be of interest to investigate, and may produce different
results.
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The positions of ARG138, ASP146 and GLU181 relative to VAL116 and the

'

difference in the relative geometry of these residues between reactant and product
states of the different MM geometry model is shown in Figure 7.10. In changing
from the reactant to product geometries, each residue changes its relative orientation and position with respect to VAL116, with some atoms moving as far 2.5

A

from their reactant-state coordinates. The RMSDs of the non-aligned residues
also give an indication of the amount of conformational change that occurs in the
MM region during the reaction , with the largest being ARG 138 with an RMSD of
8.6

A. The RMSDs of the aligned structures give some indication of the amount

of internal conformational change of the residue. In all cases, the aligned RMSD
is less than 1

A, indicating that only minor local conformational changes occur.

In conjunction with the observation that the molecular mechanics self energy does
not change significantly (which dependent only on geometry), it is reasonable to
attribute most of the QM self-energy change of the residues to changes in electronic
structure, rather than changes in the internal geometry.
The interaction energies between these residues are given in Table 7.2. For
each of ARG138, ASP146 and GLU181, the interaction energy with VAL116 was
calculated for the isolated residues, for the residues surrounded by a small 3

A shell

from the MM region , and for the whole protein. Energy partitioning was then used
to separate the interaction energies from that of the remainder of the protein, the
shells and the capping atoms . The self-energy change for each residue in each of
these models is also shown. Comparison of the three different environments gives
an indication of how the energy of each residue, and its interaction with others, is
affected by its immediate and distant protein environment.
Examining the self energy and interaction energy changes for the isolated
residue pairs in (Table 7.2) , it can be seen that movements relative to VAL116
give rise to changes in interaction energy of up to 2.5 kcal.mo1- 1 (for ASP146 , with
atomic translations of up to approximately 1.4 A). The VALl 16- ARG 138 residue
pair has the largest change in relative geometry, with atoms moving by up to 2.5

A,

although the interaction changes by only -1.0 kcal.mo1- 1 . The self energy changes
can be even larger, differing by up to 4.1 kcal.mol- 1 . Given that the residual
RMSDs of the aligned structures are relatively small (the largest is ASP146 with
O. 72 A), much of the self energy-changes is attributable to the interaction between
the residues, rather than the internal conformational change of the amino acid.
Comparing the interaction energies for the isolated and whole protein environ-
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Figure 7.10: Geometry Changes for VAL116, ARG138, ASP146
and GLU181 in Different Geometry Model
Coordinates of the reactant (rendered as sticks) and product (lines) geo1netries,
after superposition of heavy ato1ns of entire co1nplex. ca- ca distances (in
A) between the residues are shown on dotted lines. "RMSD " indicates the
RMS deviation of the reactant and product coordinates using this superposition.
"Aligned" indicates the RMSD after superposition of each individual residue.
"Ca- cw, is distance between ca ato1ns of reactant and product complexes and
"Moven1ent" indicates distances between circled atorns.
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Table 7.2: Self Energies For ARG138, ASP146 and GLU181 and
Interaction Energies With VAL116 in Different Geometry Model
Environment

Term

Isolated
3

A Shell

Protein

ARG138

ASP146

GLU181

Self
Interaction .

4.1
-1.0

-1.0
2.5

1.4
2.3

Self
Interaction

-5.8
0.2

-9.0
-0.5

-5.5
2.4

Self
Interaction

3.1
0.5

-4.1
0.5

-5.5
-0.9

Interaction energy is the energy of interaction of the residue with VAL116. Energies shown are the product-state energy relative to reactant-state energy. The
3 A shell includes all residues with any atom within 3 A of any atom of the main
residue. All energies are in kcal.mo1- 1 . All free valencies in isolated and shell
models were capped with hydrogen atoms.

ments in Table 7.2, a general, although not universal, trend is that the magnitude
of the interaction with VAL116 is reduced by the presence of the protein. The in
vacuo VAL116-ARG138 attraction becomes slightly repulsive in the protein (from

-1.0 to 0.5 kcal.mol- 1 ) , while the repulsion between VAL116 and ASP146 is reduced
by 2.0 kcal.mo1- 1 and the VAL116-GLU181 interaction becomes 3.2 kcal.mo1- 1
more attractive. Even a small 3

A shell

of protein around the residues can change

the interaction energies by several kcal.mo1- 1 .
The changes in relative energy induced by the presence of part or all of the
protein environment are not systematic, however. While it can be concluded that
the protein environment of each residue has a significant influence on the energy of
the residue , and so its interaction with other residues, given the number of residueresidue interactions in the model, it will be difficult to quantify which interactions
are most important in stabilising the system. However, this approach may be useful
if we wish to compare the difference in interactions between different theoretical
models. The observed energy changes in

MOZYME ,

particularly the self energy, will

be very different to those produced using a MM method. Thus , the

MOZYME

energy

partitioning approach may be useful in investigating and/ or validating specific
interactions in a QM/MM model or MM calculation.
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7.5

Selection of Link Atoms and QM-Region Size

The results of Chapter 5 suggested that the link atom and partitioning schemes
used for our QM/MM model were good approximations for the QM/MM method.
Without testing other partitioning schemes and/ or link atom choices, however , it
is not possible to assess whether this is unique for the scheme used , or if other link
atoms and QM/MM boundary locations would also be acceptable. The availability
of an energy partitioning capability in

MOZYME

enables this to be investigated more

closely. Using energy partitioning, it is possible to compare the analogous

MOZYME

and QM/MM energies for larger and smaller QM regions, as well as the influence
of link-atom choice on EQM(QM/MM) compared with the equivalent EQM (QM) term.
To this end, in this section we compare these MOZYME and QM/MM terms for a
numb er of different QM/MM partitioning and link-atom schemes.

7.5.1

Link Atoms

In the QM/MM scheme used so far, two hydrogen link atoms were used -

one

each on the active-site sidechain of Glu30 and the nicotinamide moiety of the
NADPH cofactor. Table 7.3 compares the QM/MM and

MOZYME

energy terms

where the hydrogen link atoms are replaced by alternative capping groups, namely
fluorin e atoms and methyl groups. Associated with each QM/MM energy term
and EMM(QM/MM)) is the MOZYME energy obtained
by partitioning the model into the equivalent QM and MM regions (EQM(QM),
(EQM(QM /MM)' EQM/MM(QM/MM)

and EMM(QM), respectively). The energies are the reactant-product
relative energies. For the MOZYME calculations, the link atoms are not present

EQM /MM( QM)

in the model but do form part of the QM energy calculated using the QM/MM
method. Note also that, although the MM coordinates are fixed , it was necessary
to perform a short geometry optimisation of the QM region to position the capping
groups in energetically favourable conformations. Thus, due to the forcefield-based
coupling of atoms on the QM/MM frontier , the MM-region energies differ slightly
between each link-atom model.
The MOZYME energies EQM(QM), EQM/MM(QM) and EMM(QM) do not change
significantly between each model in Table 7.3. This is to be expected, as the
MOZYME

calculations differ only in a slight change in geometry of the QM re-

gion. The primary energy differences between the hydrogen , fluorin e and methyl
group link-atom models is in the

EQM(QM/MM)
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term.

EQM(QM/MM)

for the fluorine

Table 7.3: MOZYME and QM/MM Total and Component Relative Energies for Different Link Atoms in the Fixed
Geometry Model.

H

F

CH3

2.0
0.0

1.8
12.5

1.7
-0.9

20.9
50.3

20.5
61.5

20.9
48.4

-37.1
-50.9

-36.9
-49.7

-37.6
-49.8

EQM(QM)

-16.2
-0.6

-16.5
11.8

-16.7
-1.4

EMM(QM)

18.2
0.6

18.2
0.7

18.5
0.5

Link Atom
ET(QM)
ET(QM/MM)
EQM(QM)
EQM(QM/MM)
EQM/MM( QM)
EQM/MM( QM /MM)

+ EQM/MM( QM)
EQM(QM/MM) + EQM/MM(QM/MM)
EMM(QM/MM)

Energies shown are the product-state energy relative to reactant-state energy.
All energies are in kcal.mo1- 1 . Note that E MM(QM/MM) is non-zero due to small
variations in the bond, angle and dihedral terms at the QM/MM boundary.
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capped model is 11.2 kcal.mo1- 1 greater than that for the model with hydrogen
link atoms. When methyl groups are used to cap the broken valencies, the value of
EQM(QM/MM)

of 48.4 kcal.mo1- 1 is much closer to that of the hydrogen atom model

(50.3 kcal.mol- 1 ): only 1.9 kcal.mo1- 1 difference. The fluorine capping atoms are
more electron-withdrawing than the other capping groups, and are likely to distort
the electron distribution around the QM/MM frontier in a significantly different
manner to the hydrogen and methyl group link atoms. The link-atom selection has
little impact on the EQM/MM(QM/MM) and EMM(QM/MM) terms, as the link atoms are
only included in the QM part of the QM/MM calculation.
The appropriateness of the link atoms used is shown most clearly in the total
QM/MM and MOZYME energies given in Table 7.3. While the ET(QM)-ET(QM/MM)
difference is only 2.0 and 2.6 kcal.mo1- 1 for the hydrogen and methyl group schemes,
respectively, for the fluorine model this difference is much larger: 10. 7 kcal.mo1- 1 .
These results suggest that the hydrogen atom and methyl group capping schemes
provide appropriate electronic termination at the QM/MM frontier, while the fluorine atom is much less suitable for this model.

7.5.2

Location of the QM/MM Boundary

The QM region used in the previous studies includes only 37 atoms of the total of 96
atoms of the ' substrate-cofactor complex (a further 9 atoms of the Glu30 sidechain
and two link atoms bring the total to 48 atoms). There are several chemically
intuitive locations in the substrate-cofactor complex at which to place the QM/MM
boundary in order to extend the size of the QM region. The most obvious location
for these is across single bonds joining the various functional groups of the cofactor.
These locations are shown in Figure 7.11. Thus, chemically reasonable partitioning
schemes include reducing the size of the QM region by excluding the sidechain of
Glu30, or increasing the size by including larger and larger fragments of the NADPH
cofactor.
Obviously, the substrate and cofactor are not covalently bound to the enzyme itself. Thus , it would be expected that including the entire NADPH cofactor molecule
in the QM region would provide reasonable results as this will eliminate the need t o
break a covalent bond and include a link atom. The choice of whether to include
the active site sidechain of Glu30 is not so straightforward. This residue forms
important hydrogen bonds with the substrate, and may have significant chemical
influence on the reaction energetics. On the other hand, removing it from the QM
206
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Figure 7 .11: Partitioning of Active Site, Substrate and Cofactor
for Different Size QM Regions.
The NADPH cofactor is partitioned into nicotinamide (NRP) , ribose (NRS) ,
phosphate (DPO) and adenine (ARP) groups. The 8-methylpterin substrate is
labelled MHP and Glu30 sidechain GLS.
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region eliminates another link atom from the QM region.
Table 7.4 compares the QM/MM energy terms with the equivalent

MOZYME

terms obtained with energy partitioning for these different sized QM regions. Hydrogen link atoms were used where necessary to cap bonds on the QM/MM boundary, and contribute to

EQM(QM/MM) .

We will first consider the case where the size of

the QM region is reduced by excluding the sidechain of G1u30 from the QM region.
Examining EQM(QM/MM) and EQM(QM), the results for the smaller QM region (denoted -GLS) and the original QM region including the sidechain are comparable:
a net

difference of 27.9 and 29.4 kcal.mo1- 1 , for the -GLS

EQM(QM/MMr EQM(QM)

and normal systems, respectively. The difference between the
larger, at 42.5 kcal.mo1- 1 for

MOZYME

energies is

and only 30.7 kcal.mo1- 1 for the QM/MM

method. This difference is offset by the
MOZYME,

EQM/MM

EMM

term, which is 13.6 kcal.mo1- 1 for ·

but only 0.1 kcal.mo1- 1 for the QM/MM calculation. The net result is

that the QM/MM and

MOZYME

total energies are closely matched for the -G LS

and original QM/MM partitioning schemes: 2.5 and 2.4 kcal.mo1- 1 for

MOZYME

and the QM/MM method, respectively.
An alternative QM/MM partitioning approach that also eliminates one of the
link atoms is to include the entire NADPH cofactor in the QM region. This model
is designated + ARP and the QM region contains a total of 105 atoms (plus one hydrogen link atom). The total energies

(ET(QM)

and

ET(QM/MM) )

shown in Table 7.4

for the +ARP model compare favourably with the -GLS and normal models. The
difference between the methods is 3.3 kcal.mo1- 1 , compared with approximately
2- 3 kcal.mo1- 1 for the previous models. What is notable here is that the agreement between

EQM(QM)

and

EQM(QM/MM)

for +ARP is much closer than for either

the -GLS or normal models. The difference between EQM(QM) and EQM (QM/MM) for
+ARP is 11 kcal.mo1- 1 , while it is of the order of 28- 29 kcal.mo1- 1 for the two
smaller QM region models. The models of intermediate size, +NRS and +DPO ,
1

show EQM(QMrEQM(QM/MM) differences of 16- 20 kcal.mol- . Examining EQM for
all five models, a very rough trend is that the difference between the MOZYME and
QM/MM energies becomes smaller as the QM region size is increased. Finally, the
QM region size that produces the largest difference between ET(QM) and ET(QM/MM)
is the + DPO model, which includes all atoms of the cofactor except the adenine
moiety. The energy difference between the two methods is over 12 kcal.mo1- 1 ,
suggesting that the link atom used (H) is not appropriate for this bond.
Thus , our comparison of QM/MM partitioning schemes shows that , for our fixed
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Table 7.4: MOZYME and QM/MM Total and Component Relative Energies for Different Sized QM
Regions for the Fixed Geometry Model.

QM Region
ET(QM)
ET(QM/MM)
EQM(QM)
EQM(QM/MM)
EQM/MM(QM)
tv
0
CD

EQM/MM(QM/MM)
EQM(QM)

+

EQM/MM(QM)

EQM(QM/MM)
EMM(QM)
EMM(QM/ MM)

+

EQM/MM(QM/MM)

-GLS
38 atoms

Normal
48 atoms

+NRS
64 atoms

+DPO
71 atoms

+ARP
106 atoms

-0.5
-2.4

2.0
0.0

8.1
-0.6

-2.8
-9 .3

-2.0
1.3

-10.6
17.3

20.9
50.9

32.8
48.5

17.8
-2.0

10.1
-0.9

5.4
-20.2

-37.1
-50.9

-37.6
-50.7

-32.3
-7.4

-20.8
2.1

-5.1
-2.9

-16.2
-0.6

-4.9
-2.2

-14.5
-9.4

-10.6
1.2

4.6
0.5

18.2
0.6

13.0
1.6

11.7
0.2

8.6
0.2

Energies shown are product-state energy relative to reactant-state energy. All energies are in kcal.mo1- 1 . QM region size was
changed by removal or addition of substrate, cofactor and sidechain groups as indicated in Figure 7.11 (e.g. "-GLS" contains only
· MHP and NRP, while "+DPO" contains GLS, MHP, NRP, NRS and DPO). Note that all models include 2 hydrogen link atoms,
except -GLS and +ARP which have only one link atom. Note that EMM(QM/MM) is non-zero due to small variations in the bond,
angle and dihedral terms at the QM/MM boundary.

geometry reaction path model used here, the QM/MM method produces relative
energies that compare well with

MOZYME

for QM regions that include the entire

NADPH cofactor, just the nicotinamide moiety or the the nicotinamide group and
the sidechain of Glu30 (plus, of course, the 8-methylpterin substrate in all cases).
Use of either hydrogen atoms or methyl groups as link atoms also produces relative
energies that compare well between the methods. However, the component energies
(EQM,

EQM/ MM

and EMM) may differ significantly between the methods , as was also

found in Section 7.3. These results are specific to this particular model , as different
optimal partitioning schemes have been determined in other studies of the the same
enzyme-su bstr ate-cofactor system. 41

7.6
The

Discussion and Conclusions
MOZYME

results for the fixed geometry model indicate that over the course of

the reaction electronic changes in the MM region give rise to an energy difference
of about 16 kcal.mo1- 1 with respect to the forcefield-based representation. The fact
that our analysis shows very little charge transfer across the QM/MM boundary
in the

MOZYME

calculation, and the observation that MM-region changes fall off

quickly as a function of the distance from the QM region (Figure 7.2), suggest that
the changes in the MM region are most likely due to polarisation effects. Chemical
intuition suggests that one way of minimising this effect , in the QM/MM calculation, would be to extend the QM/MM boundary away from the reaction centre.
That is, to increase significantly the size of the QM region , with the aim of accounting for most of these electronic effects from within the QM space. Indeed,
the results of Section 7.5 suggest that the QM/MM and

MOZYME

relative energies

tend to converge as the QM region becomes larger. As increasing computing resources make this more feasible , larger and larger QM regions are being employed
in QM/MM calculations. 362
The degree of difficulty in placing the QM/MM boundary can , however , be
highly system dependent. For example, in QM/MM calculations on salvation fr ee
energies ,44,45 it was found that a well parameterised QM/MM potential was good
at describing non-bonded, i.e. electrostatic-based , interactions. For these typ es of
systems, the entire solvent molecule was treated quantum mechanically, and thus
there ·was no need to partition covalent bonds between the QM and MM regions.
This simplification in describing the effects of the QM/M II interaction on the
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system is lost if covalent bonds cross the QM/MM boundary, requiring the use
of link atoms (as in the present work) or some other treatment_1s,23 ,21s,224,22s,2s1
Our primary partitioning scheme (8-methylpterin, Glu30 sidechain, nicotinamide
of NADPH and two hydrogen link atoms) was selected on the basis of previous
MD simulations, 41 although the results of Section 7.5 suggest that other schemes
may also be suitable in limited circumstances. Thus , the problem of the QM/MM
boundary, far from having a trivial solution, is inextricably related to the theoretical
descriptions of the MM and QM regions.
The results for the fixed geometry model in Figure 7.1, in which the total energy
profiles for the QM/MM and MOZYME methods agree very closely, suggests that it
may, in general, be possible to reparameterise the QM/MM forcefield to reproduce
MOZYME energies for the fixed geometry case. Such forcefields should adequately

describe the effects of the enzyme environment on the reaction centre and, therefore,
may be useful in MD simulations where the geometry of the protein environment
is held fixed 6, 41 , 42 , 46 Note also that including atomic polarisability terms in the
MM/MM and QM/MM interactions 110 , 111 , 114 , 216 , 363 may well be justified due to
the significant (16 kcal.mo1- 1) electronic effect that we observe in the MM region
using MOZYME. These additional terms would approximate both the perturbation
of the, currently nonpolarisable, MM residue forcefield in the environment of the
protein and the polarisation of the MM region by the MM region itself. In the
QM/MM model used here , only the QM region experiences polarisation by the
MM region and, of course, by itself. In the MOZYME model, such interactions make
a sizable contribution to the total energy (Section 7.4).
Although such a parameterisation scheme may be feasible, inaccuracies in the
semiempirical methods are well known , and significant differences between the
semiempirical and ab initio results for enzymic reactions have been noted recently.364, 365 Clearly, the more reliable DFT and ab initio QM methods will be
required for the accurate study of enzymic catalysis. However , the greater computational cost of these methods currently severely limits the possibilities for performing QM/MM MD simulations using such methods.
The large difference between the MOZYME and QM/MM total energies for the
different geometry model may appear to be a major concern. However, for enzymic systems, we are primarily interested in the overall free energy of reaction.
Evaluation of the free energy of reaction is usually performed using a free energy
perturbation theory approach. 366 In this procedure , the reaction coordinate can be
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chosen as an explicit function of the QM-atom positions only, 41 , 46 and consequently,
the free energy change is then an explicit function of only the QM and QM/MM
energy terms. This result is easily verified. If RQM and RMM are the sets of QMand MM-atom position vectors, respectively, then the total energy ET(QM/MM) can
be written as:

We assume the reaction coordinate r is in the QM region. If we denote the change
in RQM arising from a change in the reaction coordinate from r tor+ .6.r as .6.RQM,
then the resulting change in the energy along the reaction coordinate is given by:
(7.5)
Thus, from Equations 7.4 and 7.5, the energy difference does not contain terms
involving EMM, but only EQM and EQM/MM' i.e. :
.6.ET

= EQM(.6.RQM) - EQM(RQM) + EQM/MM(.6.RQM, RMM)EQM/MM (RQM , RMM)

(7.6)

and the free energy change may be obtained by using the perturbation equation:
.6.G

where {3

=

(7.7)

-RT ln(exp(-{3.6.ET) )r

= l/ RT and Or is the ensemble average with respect to the unperturbed

state from the MD simulations. Thus , although the exponent does not depend
explicitly on the energy of the MM region , the method used to calculate forces on
the atoms will affect .6.G via the ensemble average

Or·

Whether it is

MOZYME

or the MM forcefield that gives "the best" representation of the potential energy
surface is another matter , that has not been addressed by this work.
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Chapter 8
Conclusions
The

MOZYME

method makes possible the calculation of single-point energies of

molecular systems well beyond the size possible with conventional MO methods.
The modelling of enzymic and other biological systems, which have traditionally
required the use of combined QM/MM approaches, is one immediately obvious application for linear-scaling QM methods. A whole-enzyme QM model has significant
potential advantages over hybrid models, as the issues arising from the partitioning
of the system into quantum and molecular mechanical regions are avoided. This
study has investigated a number of aspects of the application of both

MOZYME

and

hybrid QM/MM methods to enzymic systems.
Of primary importance is the accuracy of the linear-scaling method. To achieve
linear-scaling of computation time,

MOZYME

makes a number of approximations

that are additional to those of conventional semiempirical methods. Providing that
the one- and two-electron cutoffs are sufficiently large to allow adequate approximation of the integrals ,

MOZYME

is capable of reproducing , to a biologically relevant

level of accuracy, the results of more conventional semiempirical l\!IO methods for
small proteins. For larger systems, such as our 3200 atom DHFR model , the default
MOZYME

parameters produce results in very good agreement with calculations in

which the cutoffs and thresholds were selected to minimise the effect of the LM 0
approximations. In general, the default values of these parameters are adequate,
however, it is possible to obtain enhanced accuracy at the expense of computational
performance, and vice versa, by adjusting the parameters , within limits. In terms
of producing reliable total energies, the value of

CUTOFl

is most significant. This

parameter determines which Coulomb integrals will be approximated using dipolar
terms or as only monopolar interactions , and can introduce error when set short of
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the minimum separation between charged residues. Although extending this cutoff does not have significant effects on computational performance, for very large
systems (up to an order of magnitude greater than our DHFR model) , the tJ(N 2 )
calculation of these monopole-monopole integrals will become the dominant scaling term. In molecular mechanics methods , long-range electrostatic interactions
are often truncated over large separations, to maintain an approximately linear
scaling of computation time with system size. \!Vhile such an approach could be
used in

MOZYME

to improve computational performance with very large systems,

the effects of neglecting such interactions in quantum chemical methods are largely
unknown. An alternative, and more theoretically acceptable, solution may be to
employ a linear-scaling treatment of electrostatics in
multipole method. 104- 107
There are a number of limitations to the

MOZYME

MOZYME ,

such as the fast

method that reduce its use-

fulness in the study of biological systems, at least from the perspective of replacing
the role of hybrid QM/MM techniques. A current significant limitation of

MOZYME

is the difficulty and computational cost of geometry optimisation. The minimisation path is characterised by an initial rapid decrease in energy, followed by very
slow convergence towards a local minimum. Given the cost of each optimisation
cycle, compared with that of forcefield-based methods, geometry optimisation in
MOZYME

will consume very large amounts computer time. Of more importance for

biological simulation, the cost of gradient evaluations negates the ability to perform statistical mechanical calculations, such as molecular dynamics simulations,
in practical amounts of time. The strength of the QM/MM approach is its computational efficiency, which derives from its classical treatment of the bulk protein
and solvent and use of an essentially molecular mechanics-type of description of
the QM/MM interaction. This efficiency must be retained for molecular dynamics
simulations of enzymic reactions.
Some of the major limitations of

MOZYME

lie with the semiempirical method it-

self. At intermolecular bonding distances, the PM3 Hamiltonian predicts repulsive
electrostatic interactions for H-bonded and donor-acceptor complexes, at variance
with ab initio results and the generally accepted understanding of the dominant
forces that contribute to binding in these systems. The unphysical energy decomposition terms are due partly to the parameterisation of the semiempirical Hamiltonian itself, where the focus is primarily on producing total energies that agree
well with empirical and ab initio results , rather than on ensuring that this total is
obtained from reliable and meaningful components. The values of semiempirical in-
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tegrals are modified through the parameterisation to compensate for other approximations, and consequently the physical significance of the individual semiempirical
component energies is lost.
The question then arises, is it possible to improve the underlying semiempirical
method? While it may be feasible to fit individual semiempirical parameters to
highly accurate correlated ab initio energy decomposition data, the effects of the
underlying semiempirical approximations must be considered. For example, while
some effort has gone towards the incorporation of parametric corrections to the
effects of the assumed orthonormal atomic orbital basis ,172 the resulting parameter
set will become even more interdependent.

An alternative and more suitable

'

'

approach may be to treat orthogonalisation through an expansion of the overlap
matrix.1ss , 174

Although at short ranges the individual semiempirical component interaction
energies are often unphysical , the total interaction energies are reliable. At longer
ranges , the semiempirical Coulomb term more closely approximates the ab initio
Coulomb energy, and dominates the total interaction energy. Thus, while it must be
concluded that semiempirical methods are not generally suitable for energy decomposition analysis, the partitioning of the total molecular energy into contributions
from different regions of the system is physically meaningful.
Conseque~tly, energy partitioning was used to make detailed comparisons of
the QM/MM and

MOZYME

energy components for several model reaction paths for

DHFR. If the geometry of the MM region is kept fixed , the QM/MM and

MOZYME

methods produce total energy profiles that are in surprisingly good agreement.
However , the energy contributions from the hybrid method 's QM and MM regions
and their interaction , and t he

MOZYME

equivalents, differ substantially. Polarisa-

tion effects in the MM region , not reproduced in the QM/MM method , account for
approximately 16 kcal.mo1- 1 in the MOZYME model. Differences in the MOZYME
QJ\1 and MM terms balance this to reproduce the QM/MM total energy closely.

The size of this polarisation effect suggests that the use of polarisable forcefields in
QM/MM simulations may be justified.

Given the inaccuracies of semiempirical methods , the more reliable ab initio and
DFT methods are required for accurate simulations of enzymic reactions , however ,
use of such methods would severely limit the possibilities for performing molecular
dynamics simulations. The closeness of the QM/MM and

MOZYME

total energy

curves suggests that it may be possible to parameterise the QJ\1/MM Hamiltonian
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to reproduce

MOZYME

energies. However, parameterisation of the semiempirical

Hamiltonian using data obtained from DFT or ab initio linear-scaling calculations,
may provide a way to account for effects of the protein environment and the deficiencies in the semiempirical description of reaction energies simultaneously. Bash
et al. ,
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,

have implemented an analogous approach involving reparameterisa-

tion of the AMI Hamiltonian to reproduce ab initio energies of small clusters. The
resulting QM/MM potential was then used to predict accurate activation free energies of solution-phase reactions. 367 The disadvantage of this type of approach is
that the parameterisation will generally be specific to a given reaction, and thus
reparameterisation will be required for each different reaction. However, further
investigation of such schemes is warranted, given the wealth of information about
reacting systems that can be obtained from MD simulations.
When the geometry of the MM region changes over the course of the reaction,
large differences between the

MOZYME

and QM/MM method are apparent. Using

energy partitioning analysis, several distinctions can be drawn between electronic
changes occurring in the fixed and different geometry models. For the fixed geometry model, the magnitude of

MOZYME

energy changes in the MM region are

strongly correlated with proximity to the QM region. In the different geometry
model, this correlation is not apparent. The different representation of the MM
region by the QM/MM and

MOZYME

methods gives rise to large energy differences

that cannot easily be correlated with the distance from the active site or assigned
to specific types of interactions.
Given that hybrid methods have a distinct performance advantage over linearscaling QM methods, the real strength of

MOZYME

and the energy partition-

ing functionality lies in providing a means to test, validate and develop existing
QM/MM methods. By comparing

MOZYME

total energies with the QM/MM re-

sults, insight into how well the QM/MM model (e.g. QM/MM partition, link atoms,
and QM/MM interaction) is working can be obtained. The results with the fixed
geometry model indicate that the QM/MM scheme used here for DHFR is working
well while the sum of the QM and QM/MM energy terms of the different geom-

'

etry model suggest that , for free energy perturbation calculations, the QM/MM
model ·will also be adequate. Using

MOZYME

energy partitioning, it is possible

to test and compare different QM/MM partitioning and link-atom schemes. Partitioning was also used to examine the interaction of specific residues within the
MM region. While it is difficult to draw general conclusions from this particular
analysis, this approach may be of utility in other studies. For example, being able
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to determine the interactions of specific residues with the substrate , or key active
site residues, may be useful in predicting the properties of single-residue substitutions in an enzyme. Previously, this would only have been possible using molecular
mechanics-type methods.
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